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Many graph processing systems and graph libraries have been developed to process and analyze graph data
efficiently. Among the built-in graph algorithms, priority-based graph algorithms, such as Dijkstra’s algorithm
and greedy algorithms for combination optimization problems, e.g., influence maximization problem, represent
a significant category. They can hardly achieve higher efficiency by parallelism due to their inherent iterative
dependencies in the priority queue used. Existing parallelization techniques, e.g., parallel priority queues,
struggle to preserve the original processing order of these algorithms. They require larger theoretical time
complexities or lose the theoretical guarantees associated with these algorithms. To address these issues, in
this paper, we propose PQ, a priority queue designed to facilitate parallel execution of priority-based graph
processing algorithms without altering their inherent process order and preserving the same theoretical time
complexity. Extensive experiments on ten real-world datasets across four representative graph processing
algorithms validate the effectiveness and efficiency of our proposed approach.
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1 Introduction

Graph processing is a cornerstone of modern computing systems, powering applications in social
networks, knowledge graphs, business transactions, and artificial intelligence. Nowadays, real-
world graphs, such as the Facebook social network, with its billions of vertices and trillions of
edges, display massive scale and irregular structures, for example, power-law degree distributions
among vertices [10]. It poses a serious challenge for efficiently processing large-scale graphs.
Among graph processing algorithms, priority-based graph algorithms represent a significant
category. These include Dijkstra’s algorithm for the single-source shortest path (SSSP) problem [8],
Prim’s algorithm for the minimum spanning tree problem [35], IMM for influence maximization
problem [14, 38, 39], along with a broad family of greedy algorithms used to solve diverse problems
of graph processing [15, 28, 43, 46]. The efficiency of such graph algorithms relies heavily on the
efficiency of the priority queues [13, 20]. However, the inherently sequential nature of priority
queue operations limits parallelism and hinders the utilization of available computational power.
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Priority-based graph algorithms operate iteratively on a graph, following a unique global progress
order established by a priority queue. Specifically, in each iteration, the vertex with the highest
priority is popped from the queue and utilized to update the priorities of other vertices based on
the graph’s topological structure, such as updating its neighbors, and then pushing these updates
into the priority queue. Formally, in each iteration, it involved one pop operation and multiple
push operations. For example, in Dijkstra’s algorithm, the current distance from the source vertex
s serves as the priority for each vertex. Every iteration involves popping a vertex with the shortest
distance from s from the priority queue and using it to update the priorities of its neighbors, i.e.,
updating their distances from s. In the realm of combination optimization problems within graph
processing, the marginal income is employed as the priority for each vertex. During each iteration,
the algorithm selects the highest priority element from the queue. The inherent sequential nature
of these priority-based graph processing algorithms poses challenges for parallelization due to
the interdependencies between iterations. Each update in an iteration relies on the vertex popped
from the queue, and the popped vertex in the next iteration depends on the updates made in the
preceding iteration. The interdependencies between iterations are fundamental for maintaining
the efficiency and accuracy of these algorithms. Firstly, selecting the highest priority element
from queue in each iteration minimizes the total number of iterations required for achieving their
theoretical time complexity [13, 20]. While it may be acceptable for a specific problem, e.g, Delta-
stepping algorithm for SSSP problem [32], not to select the topmost element from the queue in
every iteration, a vertex might need to be popped multiple times, resulting in a worse theoretical
time complexity, which can hinder their ability to outperform sequential algorithms in certain
cases, e.g., fewer threads are available. Secondly, ensuring the pop of the highest priority element
guarantees correctness or provides result guarantees for problems. For instance, in combination
optimization problems, such a selection can yield a (1 — 1/e — €)-approximation when maximizing
a submodular objective function or minimizing a supermodular objective function [23, 33]. Hence,
while specific algorithms have seen proposals for parallel acceleration versions, these adaptations
struggle to be generalized across other priority-based algorithms. This difficulty arises from the fact
that such parallel versions disrupt the interdependencies between iterations, which are typically
based on the unique properties of specific problems.

In this paper, we explore a novel way to parallelize while maintaining the inherent interdependen-
cies between iterations for processing priority-based graph algorithms. Various existing approaches
cater to parallel priority queues, with two state-of-the-art solutions. One is an industry-ready ver-
sion from Intel TBB [19], while the other is an academically designed variant Skiplist [3, 17, 27, 36].
Both of these methods facilitate simultaneous pushing and popping of the queue elements. How-
ever, to ensure high efficiency, they lose the guarantee of exact top-1 element retrieval in pop
operation. Hence, they still can not guarantee the interdependencies between iterations. Even
with a guarantee on pop operation, given the power-law degree distributions among vertices in
real-world graphs [10], solely parallelizing push operations in each iteration remains inefficient.
This inefficiency arises because most vertices in the graph possess lower degrees, resulting in push
operations in the majority of iterations falling below the batch size required for optimal batch push
optimizations. Thus, the costs associated with parallel processing, e.g., synchronization, outweigh
the time saved from parallelization, leading to suboptimal performance compared to sequential
implementations in most scenarios.

In this paper, we design a priority queue PQ* for parallel priority-based graph processing. The
main contributions of this work are summarized below. @ To ensure exact top-1 retrieval for pop
operation in PQ* while enabling parallel execution, we introduce a two-queue structure. One queue
is the exact priority queue S, ensuring that the top-1 element is always popped from it, while
another queue P ensures the top-K elements are always popped from it. The top-K elements in PQ*
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are stored in S, with P serving as a backup containg remain elements to refill S when it becomes
empty. This separated structure lays the foundation for further coordination and parallel execution
mechanisms. @ Our main technical contribution is a set of coordination mechanisms between S
and P that make this design both correct and efficient. Specifically, we decompose the operations in
queues S and P into fine-grained actions that can be processed in parallel. (i) For pop operation in
PQ™, most of the time, it directly pops from S swiftly. Occasionally, it pops from P, which involves
returning K elements immediately to S and then adjusting P concurrently, ensuring that pop
operation in PQ* does not need to wait for adjustments in P. (ii) For push operation in PQ", as it
always inserts directly into P, we design a staging area for it. This setup allows most push operations
to be pushed into the staging area in a short time. Occasionally, elements in the staging area are
pushed to P. Necessary adjustments are swiftly made to ensure the subsequent top-K elements
popped from P, while other adjustments in P can be carried out in parallel. ® We prove that when
utilizing our priority queue PQ* in priority-based graph processing, it preserves the theoretical
time complexity comparable to its sequential counterpart when operating in sequential execution
mode. @ Extensive experiments are conducted on 10 real-world datasets using 4 fundamental graph
processing algorithms. The results demonstrate that our approach PQ* outperforms all existing
methods, achieving up to 3.11x faster running times while maintaining the original processing
order of these graph algorithms.

The article is organized as follows. We give the preliminaries in Section 2, and discuss the issues
of existing approaches in Section 3. We provide the design of our two-queue approach in Section 4,
and give the implementation details in Section 5. We conduct extensive experiments to confirm the
effectiveness and efficiency of our approach in Section 6. We discuss related work in Section 7 and
conclude this work in Section 8.

2 Preliminary and Problem Statement

In this paper, we focus on a simple weighted graph G = (V, E), where V and E represent the set of
vertices and edges in G, respectively. In the following, we also use V(G) and E(G) to denote the
set of vertices and edges of a graph G, and n and m to denote the number of vertices and edges, i.e.,
n =|V(G)| and m = |E(G)|. For each edge e = (v,u) € E, we use w(v, u) to denote its weight.
Priority Queue: A priority queue Q is a data structure supporting retrieval of the top-1 element
according a definable priority order. It supports three core operations: push, pop, and empty.

(1) push(e): insert an element e into @, and adjust Q to be ready for next operation.

(2) pop(): find and return the element of highest priority in Q, delete it, and adjust Q to be ready
for next operation.

(3) empty(): return whether Q is empty.

Priority-Based Graph Algorithms: A priority-based graph algorithm is a computation process
that executes iteratively on a graph G with a unique global progress order determined by a priority
queue. Specifically, we use o to indicate the sequential execution order between operations. A
priority-based algorithm over n iterations can be modeled as:

Oy (pop © (push)* 1)

where the i-th iteration performs one pop operation followed by k; push operations. This model
can be easily extended to allow multiple pop or k; = 0 within an iteration. Such an execution
order is sequential. Below, we give an example for priority-based algorithms using a priority queue
Q : (v, p(v)), where v is a vertex in the graph, and p(v) denotes the priority of vertex v.
Dijkstra’s algorithm [8] is for the single-source shortest path (SSSP) problem. This algorithm
stands out as the best in terms of theoretical time complexity among sequential algorithms for
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Source node

pop push-1 push-2 Priority Queue
Initial: (v1,0) (v1,0)
Iteration 1: (v,0) (v3,3) (v, 1) (v, 1),(v3,3)

Iteration 2: (v,,1) (v3,2) (vs,3)  (v3,2),{(v3,3),(vy, 3)
An example graph G

Fig. 1. An example graph G; and the first 2 iterations of Dijkstra’s algorithm on it from source vertex v;

SSSP problem, and based on it, extensive studies have been conducted over large graphs [9, 45, 47].
Given a graph G = (V, E) and source vertex s € V, the SSSP problem aims to find the shortest paths
from s to all vertices v € V' \ {s}. In Dijkstra’s algorithm, the priority p(v) of each vertex v is the
minimum weight of current reachable paths from s to v, originally set as +co forv € V' \ {s} and 0
for s. Initially, (s, p(s)) is pushed into Q. Next, in each iteration, a v with smallest p(v) is popped by
Q, and used to update priority for its neighbors u, i.e., p’(u) = min(p(v) + w(v, u), p(u)) for each
edge (v,u) € E, and (u, p’(u)) is pushed into Q if p’(u) < p(u). The algorithm terminates when Q
is empty. Except Dijkstra’s algorithm, many other graph processing algorithms also adhere to this
execution pattern, e.g., [2, 15, 16, 22, 24, 28, 29, 35, 39, 42].

The pattern illustrated by the Dijkstra’s algorithm is inherently following Eq. (1). Specifically,
for any two operations in the iterations, their relative order is subject to iteration-dependent
constraints. In the same i-th iteration, pop must execute before all push; and the pop in the i-th
iteration must execute after all push in the (i — 1)-th iteration. For push operations in the same
iteration, there is no execution order constraint.

Example 2.1: Fig. 1 illustrates an example graph G; and the first two iterations of Dijkstra’s
algorithm executed on G; from source vertex v;. Initially, (v1, 0) is pushed into the queue Q. In the
first iteration, (v1, 0) is popped, triggering priority updates on its neighbors v, and v3. Consequently,
(v3, 3) and (v, 1) are pushed into the queue. Note that if (v, 0) is not popped first, the algorithm
can not identify which neighbors require priority updates, and thus can not push the corresponding
neighbors into the queue. This establishes the execution order between pop and push within an
iteration, such that the pop must precede any push operations.

In the second iteration, the current top-1 element, (v,, 1), is popped. This pop must occur after
(v2, 1) is pushed in the first iteration. Otherwise, if pop were to happen before that push, then
(vs, 3) would become the top-1 element and be incorrectly popped instead. This demonstrates that
the pop of the current iteration must follow all push operations from the previous iteration.

This strict execution order poses challenges to accelerating such graph algorithms, since paral-
lelism can hardly be conducted. Below, for simplicity, we assume all elements in the priority queue
have distinct priorities.

The Problem Statement: We aim at making all graph algorithms efficient if they are implemented
by a priority queue by achieving three key objectives: (i) guarantees strict top-1 element retrieval in
pop, (ii) preserving theoretical time complexity comparable to its classical sequential counterpart
when operating in sequential execution mode, and (iii) enables parallel acceleration of algorithms.

3 The Issues of Existing Approaches

In this section, we first discuss existing works on concurrent priority queues. Next, we analyze the
issues of applying these priority queues to priority-based graph algorithms.
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Table 1. Comparison of Dijkstra’s execution on Gy Table 2. Extra iterations in Dijkstra’s al-
gorithm with Spraylist (#thread=16).

Ite.r- Exact Priority Queue Relaxed Priority Queue
ration Fextira

Queue State Pushed Queue State Pushed ‘ dataset ‘ n | avg_deg iterations

(1) | (v1,0) (02,1), (v3,3) | (01,0) (02,1), (v3,3) —

@ [ (02,0, (©,2),(02,3) | (02,1), (.9 (09, (05,6) | [oitalle | 23438 | 210 202

() | (v3,2),(v3,3), (v4,3) | (v5,5) (02, 1), (v4,4), (v5,6) (03,2), (v4,3) Af:g ¢ 3 683,637 7A66 1’353

(4) | (v3,3), (v4,3), (v5,5) | None (03, 2), (04, 3), (v4,4), (v5,6) | (5,5) azon D22 : d

6) | (©3), 5 None (04,3), (v4,4), (05,5), (65, 6) | None Topeats L791489 | 1592 1,187

(©) | (v5,5) None (04,4), (v5,5), (05, 6) None USA 23,947,347 2.44 56,766

(7) 0 (05, 5), (vs, 6) None Livejournal | 4,847,571 14.23 1,293

®) (05,6) None Dewiki 2,166,669 39.85 82,437

9) 0 Yahoo 1,625,951 157.94 2,038

3.1 Existing Priority Queue Approaches

There are open-source libraries and researches that provide many implementations of parallel
priority queues. We discuss two state-of-the-art among them: an industry-ready version from
Intel TBB, and an academically designed version optimized for high-performance operations. The
two baselines correspond to practical industrial requirements and rigorous research objectives,
respectively, and are built upon two widely studied data structures in the field of priority queues:
the heap and the skiplist.

TBB [19]: The Intel TBB library provides a concurrent priority queue, which allows multiple
threads to concurrently push and pop queue items. Its underlying implementation uses an STL
vector container to maintain a binary heap structure, which is not lock-free. It improves efficiency
by doing the following optimizations. First, it allows for a shuffling of the order of operations
that occur nearly simultaneously, prioritizing the operations that are easier to execute. Second, it
leverages an unordered data structure S containing unheapified elements to accelerate push, while
for pop, it returns an approximate top-1 element by comparing only the top of the heap and the last
element of S. Such a design makes it a relaxed priority queue, i.e., it cannot guarantee the retrieval
of the exact top-1 element in every pop operation.

Skiplist [3, 17, 27, 36]: Skiplist is another parallel priority queue approach, which is composed
of several linked lists organized in multiple levels. It is first proposed in [36] and implemented
as a lock-free priority queue [17]. [27] presents an exact priority queue design which focuses on
improving the performance of conducting simultaneous pop operations. [3] proposes the state-
of-the-art work of implementing a skiplist-based lock-free priority queue with high scalability,
SprayList. As a relaxed priority queue, SprayList guarantees the retrieval of the top-O(p log® p)
element in pop operation instead of guaranteeing top-1, where p is the number of threads. The
experimental results in [3] indicate that although SprayList relaxes the constraint to achieve the
top-1 element in the pop operation, it outperforms its baselines, e.g., [27], on graph algorithms like
Dijkstra’s algorithm in practice.

3.2 Issues of Existing Priority Queues

While high-performance priority queues have been proposed, their effectiveness in accelerat-
ing priority-based graph algorithms remains limited due to fundamental mismatches in design
requirements and operational patterns, as discussed below.

Exactness Issue: As stated above, neither of the two existing approaches can ensure correct
retrieval of the top-1 element, since they are designed to handle multiple push and pop operations
simultaneously, thereby trading off this guarantee. However, in priority-based graph algorithms,
each iteration requires exactly the highest-priority element, which makes the top-1 element of
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crucial importance for priority-based graph algorithms. Specifically, the relaxation of execution
order impacts algorithms in two ways.
Firstly, such relaxation affects the efficiency of algorithms. We show it using Dijkstra’s algorithm.

Example 3.1: We illustrate the impact of relaxing the priority order using the example graph G,
and Dijkstra’s algorithm as a concrete case. Starting from source vertex vy, the elements held in the
priority queue and updated elements at each iteration are listed in Table 1. Note that, as a common
implementation, when the updated distance of v is larger than or equal to the current distance of v,
it will not be added into the priority queue. Elements in the priority queue are listed according
to their priority, i.e., a smaller value of distance indicates a higher priority. In each iteration, the
exact priority queue pops the first element, while the relaxed priority queue may pop the second
element (vs, 3) in iteration (2). The relaxed priority queue only fails to pop the top-1 element in
one iteration, but degrades the performance of the algorithm noticeably. While the exact version
terminates in 6 iteration, the relaxed version terminates after 8 iterations.

This example illustrates that the algorithm’s correctness may remain intact as additional iter-
ations and operations can be employed to ensure convergence. However, extra iterations result
in heightened time complexity compared to the sequential algorithm. Thus, priority violations
can significantly elevate the overall number of operations, consequently impacting the efficiency
of algorithms. In Table 2, we report the number of extra iterations in Dijkstra’s algorithm on 8
datasets using priority queue implemented by SprayList. The thread number is set as 16, which is a
representative configuration from the range in which SprayList generally achieves its strongest
performance across the evaluated graph algorithms. We also report the average degree of each
dataset as a coarse structural indicator of the overhead of these extra iterations, since each extra
iteration triggers one additional pop and further neighbor processing on the popped vertex.

Secondly, for many priority-based graph algorithms, relaxing the order can directly contravene

the theoretical underpinnings that ensure solution quality. A prominent example is employing the
greedy algorithm in problems aiming to maximize a submodular objective function or minimize
a supermodular objective function under cardinality constraints, e.g., [24, 28, 29, 38, 39, 43]. The
utilization of the greedy algorithm with a priority queue can achieve an (1 —1/e — €)-approximation
guarantee, but this guarantee hinges crucially on the exact sequential order of greedy selections [18,
23, 33]. Any accelerated versions of priority queues that break this order in pursuit of efficiency
cannot preserve the same theoretical bounds on these problems.
Workload Issue: The optimizations for conducting multiple push and pop simultaneously and
efficiently, proposed by existing approaches of priority queues, would be ill-suited for priority-based
graph algorithms. On one hand, the sequential priority-driven pattern cannot exploit optimizations
for batch pop, because it only extracts one element per iteration. On the other hand, optimizations
for batch push can be leveraged within an iteration, but need synchronization before the next
iteration begins, i.e., next iteration’s pop should wait for the completion of all push in the last itera-
tion. It limits the utilization of batch push performance, and introduces synchronization overhead.
Moreover, real-world graphs, such as social networks, web networks, and road networks, typically
demonstrate highly skewed degree distributions following the power law. Consequently, in most
iterations of a priority-based graph algorithm, if a vertex has a low degree, a small number of push
operations are needed to push the updated priority of the its neighbors. In such cases, the push
operations in most iterations are far below the batch size needed to fully leverage batch push opti-
mizations. This situation leads to the cost incurred from parallel processing, e.g., synchronization,
outweighing the time savings from parallel processing, resulting in these existing approaches being
even slower than sequential implementations in most cases, as illustrated in Exp. 1 in Section 6.
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The two issues highlight that there exist mismatches between the existing design of high-
performance priority queues and the requirements of graph algorithms. Such mismatches, as
illustrated by experimental results in Section 6, lead to inefficiency compared to even the sequential
version of graph algorithms. An effective design of a priority queue for graph algorithms must
align with the strong requirement of exactness, while maintaining high-performance.

4 A Novel Two-Queue Approach: PQ*

In this section, we present an overview of our approach, followed by its internal parallelism
mechanisms and optimization techniques.

4.1 An Overview

We propose a new two-queue approach, named PQ", to achieve the three key objectives. There are
two priority queues inside PQ™, namely an exact priority queue S, which guarantees exact top-1
element retrieval, and a relaxed priority queue P, which pops unordered top-K exactly where K > 1.
Specifically, elements in P are stored in a relaxed order, i.e., it only guarantees the K elements at one
pop are the exact top-K elements, but does not guarantee the exact order among the K elements
being poped.

Below, for simplicity, we assume that a smaller value of p(v) indicates a higher priority. The ele-
ments kept in S is of higher priority than elements kept in P, i.e., max, (0))es p(0) < ming, p(0)yep p(0).
PQ™" will maintain this core invariant to provide a guarantee for the exact top-1 retrieval, i.e.,
if S is not empty, the top-1 element exists in S. Thus, each pop will first pop an element in S.
For each push, it first tries to add a new element into S if the core invariant is maintained. For-
mally, a new element (v, p(v)) can be added to S if the following check A((v, p(v)), S) holds, i.e.,
A(0.p(0)),5) : p(0) < MaX(upu)yes p(w).

Since for each pop or push, S is needed, to improve the efficiency, we restrict the size of S as a
user-defined parameter K, and the setting of K will be discussed later in Section 5.2. S contains
at most K elements, much fewer than the number of total elements that can reside in the priority
queue. Given the priority is updated from neighboring vertices, the queue may contain up to O(m)
elements. The other elements are maintained in P, kept in a relaxed priority order. P supports
pushing a single element, and popping top-K elements from P in order to push the top-K elements
into S when S is empty, where such pushing the top-K into S is done by an internal refill operation.
Such a design of P focuses on maintaining the size of S between 0 and K, while maintaining the
core invariant. Specifically, the size of S has two states that require adjustment. (1) |S| = 0: Since in
each iteration, pop removes one elements from S, and possibly there is no new elements inserted
into S due to failure to pass check A, S would become empty. In such a case, we need to refill
S with the current top-K elements in P. (2) |S| > K: If a newly pushed element passes A and is
inserted to S, leading to the size of S becomes K + 1, it needs further adjustments to maintain its
maximum size. Specifically, the element (v, p(v)) = arg max,, b(u))es p(u) will be removed from S,
and inserted into P.

The above two adjustments of S supported by P both keep the core invariant. We next formally
claim the equivalence between the original push and pop operations of a single priority queue
and the collaboration between S and P. The empty operation, given its simplicity, i.e., checking
whether S and P are both empty, is excluded from the subsequent descriptions for brevity. First, we
denote operations on S and P as follows.

(1) pushg(e): insert an element e into S, and adjust S for next operation.
(2) popg(): find and return the top-1 (the highest priority) element in S, delete it, and adjust S
for next operation.

Proc. ACM Manag. Data, Vol. 4, No. 4 (SIGMOD), Article 261. Publication date: September 2026.



261:8 Siyi Teng and Jeffrey Xu Yu

(3) lows(): find and return the element with the lowest priority in S, delete it, and adjust S for
next operation.

(4) refills(E): refill the empty S with a size-K element set E. Semantically, this operation is equiv-
alent to conduct pushg(e) for each e € E, while for simplicity and functional differentiation,
we use a different operation here.

(5) pushp(e): insert an element e into P, and adjust P for next operation.

(6) popp(): find and return K elements with the highest priority in P, delete them, and adjust P
for next operation.

The push and pop operations for a priority queue given in Section 2 are semantically equal to
the following operations on S and P with branching logic:

(1) push(e) =
(a) pushg(e), if A(e,S) and |S| < K;
(b) pushg(e) o lows() o pushp(e’), if A(e,S) and |S| = K;
(c) pushp(e), otherwise.

(2) pop() =
(a) popp() o refills(E) o popg(), if [S| = 0;
(b) pops(), otherwise.

Here, ¢’ in branch push (b) is returned by lows, E in branch pop (a) is returned by popp. We next
prove the correctness of our priority queue consisting of S and P, with push and pop following the
above branching logic.

Lemma 4.1: The two queue approach Q = (S, P), equipped with push and pop operations defined
above, correctly implements a priority queue, such that every pop operation returns the element with
highest priority among all elements inserted by push but not yet popped.

Proof Sketch: First, we claim the data integrity. For each element e pushed, according to the push
operation logic, e resides in S U P until it is popped by pop. Next, we prove the exactness of top-1
retrieval for pop. An element is removed from the queue only when it is the top-1 element in S.
Given the core invariant holds for any logic branch, the top-1 element in S is the global top-1
element in S U P. Thus we prove the correctness of our priority queue. O

The branching logic inside push and pop allows acceleration for four reasons. @ Operation
branches that containing operations on only S, namely push (a) and pop (b), are inherently fast
due to the small bounded size of S. @ Operation push, involves push (b) and (c). We employ a
lazy-update strategy that defers the actual pushj operation. The workload of push is accumulated
and then processed via batched push operations into P, thereby lowering the amortized overhead.
® Operation pop) is used only in pop (a), a branch that is rarely invoked because of the boundary
state of S, i.e., |S| = 0. If the priority queue holds O(m) elements, pop (a) will be invoked at most
O(%) times. To accelerate pop (a), i.e., the popp operation on P, we relax the internal ordering
of P. Elements are maintained in a staged order rather than a globally strict order inside P. This
relaxation still guarantees exact top-K retrieval when pop, is invoked, while allowing more efficient
operations on P.

In Section 5.2, we prove that our priority queue, when executed in sequential mode, provides the
same time complexity with the traditional sequential one, using an example of an algorithm with n
pop and m push operations. Next, we will demonstrate the acceleration mechanisms that utilizing
parallelism.
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4.2 Parallel Execution via Decoupled Pipelines

We have defined our pop and push operations based on S and P. In the best case, each pop/push
operation is performed only on S, thus improving the time complexity from being dependent on m
to being dependent on K. However, the best case may not always occur, and we need to deal with
the heavy time cost when branches push (b), push (c), and pop (a) occur, introduced by operations
on P. The key idea of our parallel design is to keep the order-sensitive operations on S in the main
pipeline, executed sequentially, while performing the more expensive maintenance work on P
in auxiliary pipelines parallelly whenever this preserves the core invariant. This design has two
benefits. First, it directly addresses the exactness issue discussed in Section 3.2. Second, since the
size of S is bounded by K, keeping operations on S sequential does not become the performance
bottleneck. In contrast, the heavier work is concentrated on P, which can be hided from the main
pipeline by parallelism.

Specifically, we separate operations on P from the main pipeline as follows. @ For branch push
(c), the operation only involves pushp. Therefore, after the branch is determined, it can be removed
from the main pipeline and executed in parallel with subsequent operations on S. @ For branch
push (b), after pushg o lows produces the overflow element e’, the remaining operation pushy(e’)
can be removed from the main pipeline and proceed in parallel with later operations on S. ® For
branch pop (a), popy first returns the top-K elements required by refills. After that, the remaining
adjustment of P can be removed from the main pipeline and proceed in parallel with refills o popy.
Therefore, for the above three branches, the cost of adjusting P thus can be removed from the main
pipeline by parallelism, which accounts for the majority of the overhead.

As discussed above, the original single pipeline, Eq. (1), is separable. We seperate it into multiple
parallel pipelines, i.e., a main pipeline for operations on S, and several pipelines for operations on
P. The main pipeline is always active and contains only the sequential operations on S. In contrast,
whenever an operation on P is invoked, it is assigned to a temporary auxiliary pipeline that runs in
parallel with the main pipeline. Formally, Eq. (1) with branches can be written as:

ush
n pops b hS ki
=1\ | popp o refills o pop ° puship
P s pushg o lows o pushp

where {} indicates the different branches of pop and push. After decoupling this pipeline into
multiple pipelines, the main pipeline, including only operations on S, is as follows:

Oy (Irefils] o pops o ([pushs] o [lows])*)

where [op] indicates op is an optional operation decided by different branches. Note that pushg
is optional in the main pipeline because of branch push (c). For operations on P, i.e, push, and
popp, they are assigned to auxiliary pipelines once invoked. Pipelines are executed parallelly under
certain constraints.

Next, before discussing multi-pipeline parallel execution, we give four scheduling constraints for
individual branches, or decoupled pipelines, to preserve the original sequential semantics under
parallel execution, denoted by ©1, ©;, ®3, and ©4. ©; (branch-specific): In branch push (b), pushy
must execute only after pushg o lows in the main pipeline finishes, because the element e’ pushed
by pushp is generated by pushg o lows. ®; (branch-specific): In branch pop (a), refills o popg in the
main pipeline must execute after pop, finishes, or at least after pop, returns the top-K elements
in P, because refilling S requires these top-K elements. ©; (across iterations): In iteration i, if
pop uses branch pop (a), then the corresponding popp in its auxiliary pipeline must wait until all
operations on P from previous iterations in other auxiliary pipelines have finished. This constraint

Proc. ACM Manag. Data, Vol. 4, No. 4 (SIGMOD), Article 261. Publication date: September 2026.



261:10 Siyi Teng and Jeffrey Xu Yu

POP @ push(a)  pop (b)

i
! 1l . .
X Pipeline 1
refills] pops [pushs (6’3)1 pops _J (mait)
1 : L}
(TTTTmmemos , (mTmmooomo- v
| 1 pushp (e;) p o | pushp (e4) }  Pipeline 2
(e T 1
: P b L
i | push(c) r=Sspmmososososood i ! push(®) i .
i ' E____i___zzqzzp_ _____ v ' ' Pipeline 3
! i I, ! |
I |
(2 \ O3 O Ou 1
Iteration i — k Iteration i Iteration i + 1

Iteration i + 2
Fig. 2. Multiple pipelines under four constraints

guarantees exact top-K retrieval from P. ®4 (branch selection): Any branch decision for push
operation must be made after all the previous operations on S finish, because the branch decision
depends on evaluating (A on the current state of S. ©1, ©z, @4 are within-iteration constraints, while
®3 is an across-iteration constraint.

We use the following example to illustrate the multi-pipeline execution with scheduling con-
straints.

Example 4.1: Fig. 2 shows a complete iteration i + 1 and part of iteration i — k, i and i + 2. The
iteration i + 1 contains one pop using branch pop (a), and two push using branch push (a) and push
(c), pushes e into S and e4 into P, respectively. The pop in iteration i + 1 faces the situation that
S is empty, thus popp and refills are called first. The pop, operation is separated from the main
pipeline into pipeline 3. The pushp(es4) operation is separated from the main pipeline into pipeline
2. The part of iteration i — k contains a push operation using branch push (b), which pushes e;
into S and causes |S| > K, thus further pushes e’ into P. The pushp(e’) operation is separated from
the main pipeline into pipeline 2. The scheduling constraints work as follows: First, for push in
iteration i — k, ©; indicates that push(e’) in pipeline 2 must execute after pushg o lows in pipeline
1 finishes. Second, ®, indicates that, for pop in iteration i + 1, refills in pipeline 1 must execute
after popp in pipeline 3 finishes, or at least after popp returns the top-K elements in P. Third, O3
indicates that, between iteration i and i + 1, popp in pipeline 3 must execute after pushp(e’) in
pipeline 2 finishes, otherwise pop, cannot retrieve the correct top-K in P. Forth, ©4 indicates that,
in iteration i + 1, pushp(es) must execute after pushg(es) finishes, otherwise A(ey4, S) cannot check
the priority of e; correctly.

Note that each operation on P conceptually has its own auxiliary pipeline. For simplicity, Fig. 2
groups non-blocking operations on P into the same pipeline, i.e., pipeline 2, which is only a
visualization choice and does not change the parallel execution semantics.

We next prove that under the four constraints, the parallel execution of multiple pipelines
maintains the same operation ordering as a single sequential pipeline.

Theorem 4.1: Under the four constraints, the parallel execution of the decoupled pipelines is equivalent
to the original sequential execution.

Proof Sketch: We prove the claim by induction on the iteration number. For the base case i = 1, the
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Fig. 3. An overview of our priority queue when K =5

first iteration contains one pop and k; push. For push/pop branches involving a single operation,
i.e., push (a), push (c), and pop (b), the execution is identical to the sequential version. For branches
involving multiple operations, namely push (b) and pop (a), ®; and ©, preserve their sequential
semantics, respectively. Moreover, ©4 guarantees that the branch decision of each push is made
from the correct state of S. Finally, the order between pop and the subsequent push is preserved by
o. Hence, the first iteration is equivalent to the sequential execution.

Assume that the first i — 1 iterations are equivalent to the sequential execution. Inside iteration i,
the sequential semantics is preserved for the same reasons as in the base case. Across iterations,
O3 ensures that, if the pop of iteration i needs to access P, then all operations on P from previous
iterations that may affect the top-K result have already finished. Together with the sequential
main pipeline, this guarantees that iteration i observes the same states of both S and P as in the
sequential execution. Therefore, iteration i takes the same pop branch, returns the same result, and
each subsequent push makes the same branch decision as in the sequential execution. Thus, the
first i iterations are equivalent to the sequential execution. By induction, the parallel execution of
the decoupled pipelines is equivalent to the sequential version. O

The execution of multiple pipelines benefits efficiency for the following two reasons. @ The
decoupled and parallel pipelines break the strict execution order between operations mentioned
in Section 2. Originally, within an iteration, any push must execute after pop, while we break the
barrier by leveraging branch pop (a). As shown by Fig. 2, the execution of pushg(es) in pipeline
1 overlaps with the execution of pop, in pipeline 3. The push operation actually executes before
pop finishes. We also break the barrier between iterations by leveraging branches operated on
different structures, e.g., the execution of popg in iteration i + 2, pipeline 1, overlaps with pushp(es)
in iteration i + 1, pipeline 3. @ Such decoupled pipelines allow further optimizations on pop, and
pushp, including finer-grained decomposing of popp, and lazy-update strategy of pushp, and we
will detail them in next section. Overall, the parallelism of PQ* comes from two complementary
sources. The first is the parallelism between S and P, as discussed in this section, and the second is
the internal parallelism within P, to be presented in the next section. Together, these two aspects
constitute the overall parallelism of PQ*.

4.3 Optimization Techniques

In this section, we first explain the efficiency bottleneck of current pipelines, and then discuss how
to improve it through operation-level optimization.
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As outlined above, pipelines can executed in parallel under four constraints, which enforces the
execution order between operations belonging to different pipelines, i.e., between operations on S
and P. Given the size of P, if an operation opp on P must execute before an operation ops on S or
another opp due to the constraints, opp will block ops/opp for a long time. Specifically, there are
two blocking cases. Case-1: popp blocks refills o popg, caused by ©; when using the branch pop
(a) for pop. Case-2: push, blocks popp, caused by ©3 when a combination of unfinished push, in
last iteration and popp in next iteration occurs, i.e., push (b) or push (c) combined with a pop (a)
will cause this blocking case.

For optimization of Case-1, the pop, can first find and transfer the top-K elements to refillg,
postponing any remaining internal adjustments of P to a later point. As a result, refills only waits
for part of popp. As shown by Fig. 2, for pop (a) in iteration i + 1, the refills o popg in pipeline 1
can execute once popp returns the top-K elements in P. Formally, we decompose pop, into two
operations, i.e., popp() = popg o pop?, where popg finds and returns the top-K elements in P,
and pop? deletes top-K elements from P and adjusts P for next operation. Thus refills o popg can
execute after popg finishes, no need to wait for popg .

For optimization of Case-2, we reduce its occurrence by reducing push, operation. Specifically,
we delay pushp for single element, accumulate elements in a staging area and insert them into
P at once. This lazy-update strategy serves a dual purpose: it reduces the frequency of pushy
operations while simultaneously accumulating enough elements to make batch insertion into P
efficient. Formally, we decompose pushj into two operations, i.e., pushp = pushg(e) o [pushg],
where B is an unordered staging area, pushy pushes a new element into B, and pushg pushes
elements in B into P at once. Since B is an unordered set, The pushy operation is fast, taking O(1)
time. The relatively slower operation [pushf;] is optional, invoked only when B is full.

To implement above optimizations, P should support fast top-K elements retrieval and fast batch
insertion, combined with a staging area storing elements waiting to be pushed into P. We denote the
staging area as B, and consider partitioning P into multiple sets, each denoted by N[i] and contains
K elements. The sets satisfy the invariant that max, p(0))enyi] () < mingp(o)yenyiv1) p(0). The
set N[1] contains the exact top-K elements in P. The staging area B also has capacity K, so that
when it becomes full, its elements can be inserted as a new set into P.

In Fig. 3, we give an overview of our priority queue using an example of K = 5. For simplicity,
we only show the priority of elements in the figure. In each set N[i] in P, 5 elements are kept.
The size of staging area B is also set as 5, and each time B is full, pushg will push the whole B
into P as new set. Both N[i] and B are unordered. S has capacity of K, and will maintain priority
order of elements inside it. Each pop}, searchs for top-K elements in N[1] and B, and the time
complexity is related with K. It also supports fast batch insertion of K elements. When the elements
in B are inserted into P as a new set, the adjustment of P will start at N[1], and proceeds iteratively
through the sequence of sets. At each step, it compares elements in N [i — 1] and N|[i], retains the
top-K elements in N[i — 1] U N[i] in N[i — 1], and passes the remaining elements into N|[i] for
next comparison. When B is frequently filled, this structure allows multiple batch insertions to be
processed on P simultaneously, because each N[i] can be adjusted by next push after the last push
finishes adjusting it.

Example 4.2: In Fig. 4, we give an example of execution inside PQ* according to Table 1, where
K is 2. Initially, the source node with its priority 0 is inserted into B. Each push will execute on
either S or B, decided by the branching constraints discussed in Section 4.1. When B is full with 2
elements, a pushg will insert the whole B into P as a set. Each pop will first retrieve top-1 element
in S. If S becomes empty (including the initial state for iteration (1)), popg will find current top-K
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Fig. 4. Executions in PQ* when K = 2 according to Table 1

in B U P. If there are less than K elements inside B U P, e.g., the iteration (1), popg will return all
elements in B U P. The execution terminates when S, B, P are all empty.

5 The Implementations

In this section, we first detail the underlying data structure of S and P supporting the operations
mentioned in Section 4, especially popp and pushp. Next, we provide an overview of the workflows
for core operations. Finally, we provide a theoretical analysis of the time complexity of PQ*, which
is no worse than that of a sequential priority queue even under sequential execution.

5.1 Operations in Two Queues

The Queue S: As mentioned in Section 4, S is a queue supporting operations popg, pushyg, refills,
lows, and it should further support sizes for checking its size, and support lowrg to read the element
(v, p(v)) = argmax,, p(u))es p(u) for the admission check A, without deleting it from S. To attain
these objectives, we utilize a min-max heap [4] for S. A min-max heap is a double-ended priority
queue, enabling the retrieval of the minimum and maximum elements in O(1) time, and can be
constructed in linear time. Given the bounded size of S, it can support sizes and lowrs operations
in O(1) time, support popg, pushg, lows operations in O(log K) time, and support refills operation
in O(K) time.
The Queue P: As illustrated in Section 4, P is designed as a queue in which ordering is enforced
only among groups of K elements. It has a staging area B, and supports popg, pop?, pushg, pushg
operations. The time complexity of popg is O(K), and the time complexity of pushy is O(1), as
mentioned in Section 4.3. We then discuss the design of P for popg and pushf;.

Consider P contains up to O(m) elements, the number of K-size sets inside it is up to O(m/K).
We design P as a binary tree, with each node in tree containing K elements. Each node t has a
number label, denoted as 5(t). The root node of tree is labeled 1. For each non-leaf node i, its left
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Algorithm 1: P.push(u, p(u))

Input :avertex u and its priority p(u)

/* pushp */
1 P.B«— P.BU {{u,p(u))};
2 if |P.B| < K then return;
/* pushg */
t « 1+ the number of nodes in P; m = |log2(5(¢) —1)| + 1;
cur «— 1;C «— P.B; P.B « 0;
fori <« 1tomdo

Assign top-K elements in P.N[cur] U C to P.N[cur] while others to C;
L cur — 2 - cur + (|8(t)/2™" | mod 2);

N e W

=)

New a node with number cur and P.N|[cur].elements « C;
9 return;

child node is labeled 2i, and its right child node is labeled (2i + 1). Below, we use P.N[i] to denote
anode in P labeled i. The tree satisfies the following properties. @ Every non-leaf node has two
child nodes, a left one and a right one. The only exception allowed is the last non-leaf node, which
can have only a left child node. @ The lowest priority of elements in a parent node is higher than
the highest priority of elements in its child node(s). ® Inside each node, K elements are unordered.
For the staging area B, since elements inside it are unordered, no specific data structure is designed
for it, and it is viewed as a set.

Formally, for a node t in the tree, we denote its parent as f(t). When the context is clear, we
also use t to refer to the set of K elements stored inside that node. For any node ¢, it satisfies
maX(yp(o))ef(r) P(0) < Mingyp(0))es p(v). There are no requirements of priority order inside a
node, nor between sibling nodes. Because of the property @, it guarantees the root node of the
tree contains the exact top-K elements in P, supporting fast popg. Next, we provide the details of
operations pushg and popg in P.

Operation push?: We first use the special case K = 1 only as intuition. In this case, P degenerates
to a binary-heap-like structure, where a push operation inserts the new element at the end of the
tree and then adjusts it upward by repeatedly swapping it with its parent whenever necessary. Our
pushf, operation retains this intuition, but generalizes it to K > 1 in two key modifications. The
first modification is related to the efficiency issue. Given the adjustment progress of push is from
the bottom to the top of a tree, nodes on the path from a newly added node to the root must be
blocked since they may not satisfy property @, until the adjustment is completed. This adjustment
could obstruct other operations that require the root node of P, i.e., poplFJ and pop? . Alternatively,
adjusting from the top to the bottom allows execution of popg and popg once the elements in
the root node are determined. Therefore, we design a top-to-bottom adjustment. Specifically, for
a node t, whose binary representation is (1t1t, . .. t),. We have b = |_10g2(5(t) - 1)J + 1, hence,
t = |_5(t)/2b’iJ mod 2. Assuming the root node has a tree depth of 1. Based on the following
theorem, the process begins at the root with number 1, where, at each step, a node ¢ at layer i
conducts a swap operation with its left child node if t; = 0 or with its right child node otherwise.

Theorem 5.1: Given a node t in tree of P with a label 6(t), let b = [log,(5(t) —1)] + 1 and
t = |_5(t)/2b_iJ mod 2. Let [xo, - - -, Xp| be a path satisfy xq is the root, x, = t, and x;_1 is the parent
node of x; fori € {1,---,b}. Let [yo,- - - , yp]| be a path satisfy yo is the root, y, = t, and yj.1 is the
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Algorithm 2: P.pop()
Output : a set of top-K elements in P
/* popg */
1 C « P.BUP.N|[1].elements;
2 R « top-K elements in C; C «— C \ R;
3 return R while not return this function;
/* pop? */
4 t < the number of nodes in P;
5 P.N[1] « P.N[t]; remove node P.N|[t] from P; cur «— P.N[1];
6 while cur has child nodes in P do

7 if cur has one child node ¢ then
8 L Assign top-K elements in cur U c to cur while others to c¢; cur « c;
9 else
10 c1, ¢z < child nodes of cur;
11 if max(y p(v))ec, p(v) > mMax(y p())ec, p(v) then
12 swap ¢ and cy;
13 Assign top-K elements in ¢1 U ¢z to ¢; while others to cy;
14 Assign top-K elements in cur U ¢; to cur while others to c1; cur < cy;

left child node of y; if t; = 0, while y; is the right child node of y;_; otherwise, fori € {1,---,b}. We
have the path [x1,x2,- - -, xp] is identical to the path [y1,ya, - - , Yp].

Proof Sketch: We prove this by induction. When i = 1, we have x, = y is root. Assume for i — 1
that y;_; satisfy (6(yi-1))10 = (1t1...t;_1)2 and x;_1 = y;_1. Hence, for i, if t; = 0, we have y; is
the left child node of y;_1, hence, §(y;) = 25(y;-1), hence (8(y;i))10 = (1t1...1-10)s; if t; = 1, we
have y; is the right child node of y;_1, hence, 5(y;) = 26(y;—1) + 1, hence (6(y:))10 = (11 ... ti—11)a.
Therefore, we have (8§(y;))10 = (11 ... ti—1t;)2. Since §(x;) = 28(x;—1) + t; = 8(y;), x; = y; holds. O

The second modification required is in swap operation: given a node ¢ and its parent f(t), there
are 2 unordered sets of K elements, and we must rearrange the elements in both nodes such that
property @ holds. For the top-to-bottom adjustment of push5, Theorem 5.1 establishes a path from
the root to the newly added nodes in tree. With a set C containing K elements to be pushed, at
each node t along the determined path, we execute a swap operation between C and ¢, such that ¢
encompasses the top-k elements from t U C. Next, the set C containing new elements engages in a
swap operation with the child node of t as determined by Theorem 5.1. We can find that at each
node t, t will potentially have elements of higher priority, as it acquires the top-K elements from
t U C. This maintains the property @ between t and its child node(s).

Specifically, for a swap operation between two sets ¢; and ¢, in P, we assign k-highest priority
elements to t; and remains to t; by first compute the the K-highest priority element, median g, in
t1U ty, ie., elements e satisfying p(e) < p are assigned to t;, while the rest are assigned to t,. The
median in an unordered list t U f(¢) can be located in O(|t U f(¢)|) = O(K) time [7].

Algorithm 1 presents the details of the push operation in P. We first add a new element to the
staging area B of P (line 1), and the push operation terminates when the size of B is less than K.
Upon reaching this threshold, all elements in B are pushed to P. The algorithm computes the label
for new node ¢ (line 3) and m in Theorem 5.1 for subsequent swap operations. The process starts
at the root node labeled 1, utilizing C to store the current element awaiting insertion into P (line
4). For each node, the top-K elements are retained, with the remaining K elements intended for
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insertion into its child node (line 6). The child nodes’ labels are determined according to Theorem 5.1
(line 7). Finally, a new node labeled ¢ is created, and K elements are added into it (line 8). Note
that each push? operation processes nodes sequentially, i.e., it begins at the currently adjusted
node P.N[i], and once the adjustment of P.N[i] is complete and its child node becomes the new
target, a subsequent pushg operation can start working on P.N[i]. Although each individual pushg
operation is executed sequentially, multiple pushg operations can still proceed concurrently on
different nodes within P, following the order from P.N[i] to P.N[i + 1]. This enables P to exploit
inter-operation parallelism through overlapping executions of distinct pushg operations. Though
pushg is triggered only under the boundary constraint |B| = K, this constraint can occur frequently
in practice when branch push (b) and push (c) are always invoked. The main purpose of this
parallelism mechanism is to shorten the response time of future operations on P, especially branch
pop (a), which involves popp, an operation that can block the main pipeline and further degrade
the overall performance of the algorithm.

Operation pop? : We again use the special case K = 1 only to illustrate the intuition. In this case,
a pop operation removes the root element, refills the root with the element from the last node,
deletes the last node, and then performs a downward adjustment. Starting from the root, for each
node ¢ along the path toward a leaf, the element in ¢ is compared with those in its children. If one
child has a higher-priority element, a rotate operation is performed to move the highest-priority
element to ¢, and the process continues at that child; otherwise, the adjustment terminates.

Our pop? operation follows the same high-level intuition of downward adjustment, but general-
izes it to the case K > 1. The sole modification required is in the rotate operation: given a node ¢
with at most 2 child nodes ¢; and ¢z, we must rearrange the elements in the three nodes such that
property @ holds. We utilize swap operation proposed for pushg to achieve this. Specifically, as
shown in Algorithm 2, if t contains only one child ¢; (line 7), we conduct swap between c; and ¢
and continues process ¢; (line 8). When ¢ contains two child nodes ¢; and c; (line 10), assuming
maXx(yp(o))ec, P(0) < MaAX(yp(0))ec, P(0) (lines 11-12), we first conduct a swap between c¢; and c,
(line 13), assigning the top-K elements to c;. Since ¢, has a larger maximum element, property @ is
maintained for c; and its child nodes. Next, we focus on ¢; and ¢, and conduct a swap between ¢
and cy, continuing the process on c; (line 14). The other process for K > 1 is similar to that of the
heap. The top-K elements are extracted from P by combining the elements in B and the root node
P.N[1] (lines 1-2), and the remaining elements are then pushed back into B (line 2). The results
can be promptly returned (line 3), while the adjustment remains necessary in another phase (lines
4-14). The process first utilizes the last node in P to populate the root node, and then removes the
last node (lines 4-5). Next, an adjustment is implemented from the top to the bottom of P, where
each node is compared to its child node through a swap operation (lines 8-14).

5.2 Operations in PQ*

In this section, as a summary, we present the details of operations in our priority queue PQ*. Next,
we analyze the theoretical time of PQ* and discuss the parameter setting for K.

Algorithm 3 details the push operation in our PQ*. The priority of the lowest priority element in
S is acquired for the check A (line 1), which needs O(1) time. If the newly added element (v, p(v))
satisfies A (line 2), it is inserted into S (line 3). The insertion to S needs O(log |S|) time. When the
size of S exceeds K, the lowest priority element is removed from S (lines 5-6) and inserted into
P (line 7). When B is not at full capacity (|B| < K), this operation requires O(1) time. Otherwise,
when B is full and needs to be inserted into P, the insertion process into P, comprising |P|/K
nodes, demands log(|P|/K) adjustments, where |P| denotes the number of elements in P. Each
adjustment, involving swap, consumes O(K) time. Thus, in this case, the total time complexity
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Algorithm 3: PQ*.push(v, p(v))
Input :avertex v and its priority p(v)
1 p; « the priority of the lowest-priority element in Q.S;
2 if p(v) < p; then
3 Insert (v, p(v)) into Q.S;

4 if the size of Q.S > K then

5 (u, p(u)) « the lowest-priority element in Q.S;
6 Delete (u, p(u)) from Q.S;

7 Q.P.Push ((u, p(u)));

8 else

9 L Q.P.Push ((v, p(v)));

Algorithm 4: PQ" .pop()
Output : The highest priority element in Q
1 if Q.S is empty then
2 C « Q.P.pop();
3 if C = () then return 0;
4 Build a min-max heap of C for Q.S;

5 return The highest-priority element in Q.S;

is O(K - log(|P|/K)). Otherwise, when the newly added element (v, p(v)) not satisfies A (line 8),
(v, p(v)) is directly inserted into P (line 9).

Algorithm 4 details the pop operation in our PQ*. If S is empty (line 1), it needs to be refilled with
the top-K elements in P (line 2). Given that P comprises at most |P|/K nodes, the operation Q.P.pop
necessitates at most |P|/K adjustments. Each adjustment requires O(K) time, consequently, this
operation needs at most O(K - log(|P|/K)) time. In case C remains empty, the function returns
(line 3), indicating that the current priority queue Q is empty. Otherwise, a min-max heap based
on C is created for S (line 4), which needs O(K) time. Finally, the highest priority element can be
retrieved from S in O(1) (line 5).

Next, we analyze the time complexity of the operations in our PQ* without parallelism for
priority-based graph algorithms. Following the priority-based graph algorithms, e.g., Dijkstra [8]
and Prim [35], assuming the priority-based graph algorithms require O(n) iterations and each push
operation in an iteration is related to the degrees of popped nodes in the pop operation, implying a
total of O(m) push operations throughout the algorithm.

As discussed, the best-case scenario for a push operation is insertion into S, taking O(log K)
time. When inserted into P, it takes O(1) time if B is not full and O(K - log %) time when B is full.
In the worst-case scenario, every K push operation fills B, necessitating push K elements into P.
Thus, the total time for the push operation in PQ* is O(mlogK + ¥ - K - log ) = O(mlogm),
which does not depend on the chosen value of K. In practice, we chose K to balance the two time
costs of S-side and P-side, i.e., mlog K = % -K - log % Thus, we set K = /m.

For pop operation, the best case involves obtaining an element from S, requiring O(log K) time
due to the necessity of adjusting S for the subsequent operation. When S is empty, push operation
first involves a pop operation in P to obtain K elements. As analyzed, the pop operation in P
demands O(K - log %) time, given that P contains at most O(m) elements. Then, O(K) time is
needed to construct a min-max heap for S. Thus, when S is empty, the total time required is
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Table 3. Statistics of datasets

| Dataset | #Vertices | #Edges | Type | Directed | Weighted | davg |
\A’iki—talk 2,394,385 5,021,410 S Y N 2.1
google 875,713 5,105,039 w Y N 5.8
Amazon 3,683,637 28,202,600 Ra N Y 7.7
Topcats 1,791,489 28,511,807 w Y N 15.9
USA 23,947,347 58,333,344 R N Y 2.4
Livejournal 4,847,571 68,993,773 S Y N 14.2
Qewiki 2,166,669 86,337,879 w N Y 39.8
Qrkut 3,072,441 117,185,083 S N N 38.1
Xahoo 1,625,951 256,804,235 Ra N Y 157.9
Eriendster 65,608,366 1,806,067,135 S N N 27.5

O(K - log %). However, this scenario is less common, as at least K pop operations trigger a pop in
P. Thus, the overall time needed for pop in PQ* is O(nlogK + & - K - log %) = O(nlog m), which
does not depend on the chosen value of K. Similarly, we set K = y/m to balance the S-side cost
nlog K and P-side cost ¢ - K - log 2.

Hence, our PQ* ensures that the theoretical time complexity remains comparable to sequential
algorithms when operating in sequential mode. The overall time cost does not depend on the choice
of K due to the coordination mechanism between S and P. Furthermore, the fine-grained cost of
each branch is analyzed in Exp. 4 and Exp. 5 in Section 6, and the experimental results show that
the probability of triggering push and pop operations in P is significantly lower than m/K and
n/K, respectively, enhancing the practical performance of our PQ*.

6 Experiments

Datasets: The experiments are conducted using 10 real-world datasets, where Amazon, Dewiki,
and Yahoo are from KONECT [25], USA is from DIMACS Implementation Challenge [1], and others
are from SNAP [26]. Table 3 shows the statistics of the datasets, ordered by the number of edges,
where d,y; denotes the average vertex degree in the graph. Datasets cover social graphs (S), web
graphs (W), road networks (R), and user-item rating networks (Ra). These datasets include both
weighted and unweighted graphs, as well as directed and undirected graphs. For weighted graphs,
the weight of edges in Amazon and Yahoo represents the user’s ratings for items, ranging from 1.0
to 5.0 and 0 to 100, respectively. The weight of edges in USA represents the real road distance, and
the weight of Dewiki represents the addition (+1) and removal (—1) of hyperlinks between web
pages. For unweighted graphs, we randomly assign an integer weight between 0 and 100 to each
edge.

Graph Algorithms: We evaluate different approaches on 4 fundamental priority-based graph
algorithms. (1) Dijkstra [8]: an algorithm for the single-source shortest path problem, the details
of Dijkstra have been introduced in Section 2. We use the graphs with weights to evaluate Dijkstra.
(2) IMM [38]: a greedy algorithm for the Influence Maximization (IM) problem with (1 — 1/e — €)-
approximation. Since other algorithms for IM problem, e.g., [14, 39], merely differ in their sampling
techniques while maintaining similar vertex selection processes by RR set. We exemplify by
evaluating IMM for IM problem. We set the seed set size as k = 10 for evaluation. Following [14, 38,
39], we assign each edge e a weight of 1/i, where i is the number of edges sharing the same endpoint
with e. In IMM algorithm, it initially generates vertex sets N (v) for each vertex v in the graph, i.e.,
RR sets. Next, it chooses k sets for maximum coverage. The priority p(v) for each vertex v equates
to the marginal gain of including v in the seed set S, defined as p(v) = o(S U {v}) — o(S), where
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0(S) = Uyes N(v). Initially, for each vertex v, (v, p(v)) is inserted into Q, where p(v) is computed
assuming S = 0. Next, it conducts k iterations, where the vertex with the highest priority is popped
to update the priorities of other vertices before pushing them back into the queue. (3) Prim [35]:
an algorithm for the minimum spanning tree (MST) problem. In MST problem evaluation, we treat
directed graphs as undirected. In Prim algorithm, the priority p(v) of each vertex v is the minimum
weight of an edge connecting it to one of the expanded vertices. The Prim algorithm randomly
selects a vertex s € V for initial expansion, setting p(s) = 0 and p(u) = +oo for u € V' \ s, then (u, 0)
is inserted into the priority queue Q. In each iteration, a vertex v with the smallest p(v) is popped
from Q and utilized to update the priority for its neighbor u using p’(u) = min(p(u), w(v, u)). If
P’ (u) < p(u), (u,p’(u)) is added to Q. Prim terminates when @ is empty. (4) ST [2]: an algorithm
for Minimum Steiner Tree problem with a 2-approximation. Given a graph G and a vertex set T, ST
first builds a complete graph G’ containing only the vertices in T. The edge between each pair of
vertices (u,v) in G’ is assigned the shortest path distance between u and v in G, computed using
Dijkstra. Next, ST computes the minimum spanning tree of G’ using Prim. Replace each edge in
the minimum spanning tree of G’ with its corresponding shortest path in G, and remove cycles
among these edges by eliminating the edge with the maximum weight in each cycle to obtain the
final result.

We include the above greedy algorithms in our evaluation for reasons as follows. First, each
of them solves a fundamental problem on graphs, serving as a canonical example of a priority-
based graph algorithm. Second, Dijkstra and Prim are exact algorithms, and IMM and ST are
approximation algorithms with a theoretical guarantee. Many other greedy algorithms, e.g. [14, 28,
39, 43, 46], can be implemented by replacing the objective function o(-) in IMM. We believe testing
on these graph algorithms can provide a comprehensive evaluation of the proposed techniques.

Compared Algorithms: We conduct comparisons between our approach, PQ*, with three state-of-
the-art implementations of priority queues. @ Seq [37]: The sequential priority queue provided by
STL. For reproducibility, we use Boost library to conduct all the tested algorithms using a sequential
priority queue, which uses STL containers as the underlying data structure and provides interfaces
supporting Dijkstra and Prim algorithms. Specifically, we use boost::dijkstra_shortest_paths for
Dijkstra algorithm, boost::prim_minimum_spanning_tree for Prim algorithm, and implement the
algorithms IMM and ST using the Boost library. ® TBB [19]: The state-of-the-art concurrency
priority queue based on a heap, provided by the open-source library Intel TBB. For TBB, it uses a
thread pool, and we allow configuration of the thread number by its default settings. ® SprayList [3]:
The state-of-the-art concurrent priority queue based on skiplist. For SprayList, the number of
threads is tunable. Since the original publication of SprayList does not specify an optimal thread
number, we ran the algorithm with different thread number settings among {4, 8, 16, 32, 48, 64} and
report the average result obtained. @ PQ*: Our priority queue approach proposed in this paper.
For evaluation, PQ* employs a fixed thread pool of size 48 and set K = y/m by default.

For fair comparisons, we access all algorithms on the same single machine, employing multiple
threads for TBB, SprayList, and PQ*, and a single thread for Seq. The implementation of all graph
algorithms remains consistent across all methods, with the only variation being the use of priority
queues in the algorithms, except for Dijkstra and Prim in Seq, we directly utilize the provided
interface for evaluation, ensuring optimal performance. The input graphs are stored in CSR format
for all evaluation. For all evaluated algorithms, we use randomly selected source vertices and report
the average performance across these runs.

Experimental Environments: All experiments are conducted on a Linux server with an AMD
EPYC 7443 24-Core Processor and 1024G memory. All algorithms are implemented in C++. The
code is compiled with g++ 8.5 under O3 optimization.
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Table 4. Performance comparisons of four graph algorithms when using 4 priority queues (ms) (Exp. 1)

Dataset Dijkstra IMM

Seq [ SprayList [ TBB [ PQ" Seq [ SprayList | TBB | PQ*
W 826 939 933 613 ‘ 4,640 5,926 1,940 1,488
G 340 404 359 313 674 1,077 683 394
A 2,302 9,543 2,008 | 1,525 12,965 38,285 9,393 7,879
T 1,468 6,065 1,544 1,315 9,005 45,639 6,723 5,182
U 3,638 4,768 3,418 3,402 1,287 9,236 648 613
L 3,380 10,738 3,899 | 2,570 12,011 47,145 9,436 7,415
D 4,157 21,836 4,844 | 3,413 11,151 56,517 8,736 7,275
(¢} 4,479 N 3,936 | 3,359 31,890 N | 22,980 | 19,927
Y 3,180 9,052 2,398 | 1,201 30,788 46,619 | 22,897 | 23,514
F 125,535 N | 107,253 | 74,762 || 595,709 N | 570,630 | 414,985

Dataset Prim ST

Seq | SprayList | TBB| PQ* Seq [ SprayList | TBB | PQ*
W 890 998 899 613 17,303 18,062 17,755 12,072
G 422 618 380 351 7,006 8,170 7,175 6,358
A 2,635 15,350 2,120 2,009 51,278 257,152 43,025 31,093
T 1,691 9,729 1,509 1,468 26,954 205,955 31,723 25,801
U 3,041 4,152 3,255 | 2,835 || 77,490 95,999 79,011 69,648
L 3,563 11,746 3,610 | 3,054 75,599 227,893 81,601 57,337
D ‘ 4,129 28,266 3,895 | 3,400 84,659 519,912 100,630 65,325
(6] 4,607 N 5,082 | 3,839 98,030 N 83,006 62,424
Y 3,098 11,028 3,100 | 1,930 67,152 275,883 46,363 25,362
F ‘ 130,359 N | 108,689 | 90,315 || 2,533,740 N | 2,125,077 | 1,432,463

Exp. 1: Overall performance of different approaches on four graph algorithms. As shown
in Table 4, our PQ*consistently achieves the best performance across all datasets and algorithms. It
is worth noting that, due to the fundamental nature of the problem and its priority-based nature,
Seq is fast enough that the parallel algorithm baselines cannot outperform it in most cases. For
Dijkstra, Prim and ST, the suboptimal performance occurs in Seq on half or more than half of
the datasets. However, PQ" exhibits stable acceleration performance compared to Seq, which we
attribute to its theoretical complexity being comparable to Seq when executed sequentially. PQ*
achieves average speedups of 1.43x, 1.78x, 1.28x and 1.49x, and maximum speedups of 2.64x, 3.11x,
1.61x and 2.65x compared to Seq, on the four algorithms respectively. Compared to TBB, PQ*
achieves average speedups of 1.37x, 1.26x, 1.22x and 1.40x, and maximum speedups of 1.99x, 1.73x,
1.61x and 1.83x, on the four algorithms respectively. As we can find, the sequential method, Seq,
serves as a strong baseline, achieving competitive runtimes in more than half of the datasets for
Dijkstra, Prim, and ST algorithms, i.e., outperforming SprayList and TBB, while our method PQ*
always surpasses Seq in all scenarios. SprayList performs worst among all priority queues, mainly
due to its over-relaxation of top-1 retrieval, causing increased iterations which cannot be offset
by the increased concurrency, as claimed in [3]. Among all results, we can find one exception: for
IMM algorithm on Yahoo dataset, TBB is slightly faster than PQ*. This outlier can be attributed
to the specific characteristics of both the dataset and the algorithm. Yahoo is a bipartite graph,
which is significantly dense with an average degree of 157.9 (as shown in Table 3). The dense
structure fully leverages the concurrent push performance of TBB. Moreover, since IMM itself is an
approximation algorithm, in implementation for TBB, we do not increase the number of iterations
to compensate for its relaxed top-1 semantics but instead fix the iteration count to a constant n.
Under these specific conditions, the superior performance of TBB is expected, but only a slight
advantage.
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Table 5. Performance comparisons of four graph algorithms using PQ*when varying K (ms) (Exp. 2)

Dataset Dijkstra IMM
Vmifa [ Nmz] Nm | aNm | avm || vm/a] vmj2]  m | 2ym| aym
w 643 615 613 619 672 1,655 1,523 1,488 1,611 1,690
G 355 350 313 356 373 534 394 394 420 490
A 1,665 | 1,791 1,525 | 1,714 | 1,604 7,732 7,681 7,879 8,205 8,161
T 1,289 | 1,434 | 1,315 | 1,304 | 1,353 5,280 5,448 5,182 5,525 5,639
U 4,344 | 3,642 3,402 | 3,547 | 3,546 ‘ 648 630 613 657 692
L 2919 | 2,876 2,570 | 2,804 | 2,835 7,652 7,827 7,415 7,940 8,038
D 3,472 | 3,347 | 3,413 | 3,616 | 3,366 ‘ 7,311 7,591 7,275 7,364 7,285
(0] 3,750 | 3,590 | 3,359 | 3,069 | 3,096 19,446 | 20,526 | 19,927 | 19,717 | 19,848
Y 1,452 | 1,405 1,201 | 1,457 | 1,445 24,705 | 25,389 | 23,514 | 23,132 | 25,019
F 76,343 | 75,918 74,762 | 85,833 | 82,554 || 438,235 | 434,602 | 414,985 | 419,760 | 419,252
Dataset ‘ Prim H ST ‘
[ Vm/a[ Vw2 Nm | ovm | aym || Vm/a] m/z]  vm|  2ym|  4vm]
w 636 595 613 680 692 12,219 12,525 12,072 ‘ 12,823 13,103
G 376 367 351 356 387 7,555 7,069 6,358 7,012 9,202
A 2,137 | 2,204 | 2,009 2,060 | 2,061 31,954 32,290 31,093 ‘ 33,203 31,160
T 1,404 1,542 1,468 1,389 1,403 26,479 28,364 25,801 23,979 25,228
U 2,902 | 3,068 | 2,835 3,116 | 3,191 80,345 71,221 69,648 69,305 70,475
L 3,164 | 2,958 | 3,054 3,061 3,958 57,940 55,282 57,337 ‘ 55,372 53,692
D 3,256 3,295 3,400 3,505 3,482 70,158 67,960 65,325 ‘ 68,398 68,948
(@] 4,530 | 3,956 | 3,839 3,726 | 3,765 72,683 69,526 62,424 60,947 59,079
Y 2,211 2,102 1,930 1,959 2,009 26,427 25,322 25,362 24,444 23,776
F 96,935 | 92,218 | 90,315 | 101,110 | 88,232 || 1,535,876 1,518,220 1,432,463 ‘ 1,736,563 | 1,622,093

Exp. 2: Effects of varying the parameter K on PQ*. In Table 5, we vary the parameter K among
{Vm/4,/m/2,\m, 24/m, 44/m} of PQ* to show its effect on all four graph algorithms. As we can
find, setting K as 4/m achieves the best performance across all algorithms on almost all datasets.
Specifically, algorithms Dijkstra, IMM, Prim and ST achieve the best running time on 7, 7, 4, and 5
datasets, respectively; they achieve optimal or second-optimal performance on 7, 7, 8, and 7 datasets,
respectively, validating the consistent competitiveness of this parameter choice, which aligns with
our theoretical analysis for balancing the time complexity of push and pop in Section 5.2.

Exp. 3: Effects of varying thread number. Fig. 5 reports the performance of three concurrent
priority queues, SprayList, TBB, and PQ*, under varying thread numbers on 8 datasets for Dijkstra’s
algorithm. Orkut and Friendster are excluded because SprayList fails to terminate correctly on both
datasets. Overall, PQ consistently achieves the best performance and shows stable behavior across
different thread numbers. This stability mainly reflects the robustness of PQ*. By comparison,
SprayList exhibits noticeable fluctuations across different thread counts and is overall less effective,
while TBB is also relatively stable but remains generally inferior to PQ*. The results also suggest that
the thread scalability of PQ™is limited. This is not unexpected for priority-based graph algorithms
under strict top-1 semantics, where the available parallel slack is constrained by the order-sensitive
execution. As a result, a relatively small number of threads may already exploit most of the available
parallelism, and further increasing the thread number brings only marginal or no gains. Therefore,
PQ*should be viewed as an exactness-preserving acceleration mechanism rather than a design
targeting unbounded scalability with thread number.

Exp. 4: Statistics of push operations in PQ*. As mentioned in Section 4.1, push operation of
PQ"has three branches, namely pushg, pushg o lows o pushp and push,. We further decompose
pushp = pushgo [pushg]. Therefore, without considering operations on P, we have three branches
for push: (i) pushg (O(log K)), for successfully add a new element passed A into S; (ii) pushg o
lows o pushg (O(log K)), for successfully add a new element passed A into S when |S| = K, and

Proc. ACM Manag. Data, Vol. 4, No. 4 (SIGMOD), Article 261. Publication date: September 2026.



261:22 Siyi Teng and Jeffrey Xu Yu

SprayList TBB Ours

0 12 A
En NE > @ 100 7 w0
510 = E E
% LY 2 2
P o £ £

=1 =}
g e g 3 3

5% 5 16 32 45 6a 3% 6 16 32 48 e 0% % 16 32 48 e 0% % 16 32 48 6
#threads #threads #threads #threads
(a) Wiki-Talk (b) Google (c) Amazon (d) Topcats
9 10° 10%7 25
wv
E 8 - - £ 20
7 c £ TC’_|> 15
—6 ~ ~
x @ 104 V104 x
35 EY Y 3"
Ea = = £
prwi -
38 1o 32 48 4 4 8 16 32 48 64 4 8 16 32 48 64 4 8 16 32 48 64
#threads #threads #threads #threads
(e) USA (f) Livejournal (g) Dewiki (h) Yahoo

Fig. 5. Performance of three priority queues in Dijkstra’s algorithm when varying the thread number (Exp. 3)

Table 6. Statistics of push/pop operations in PQ*of Dijkstra’s algorithm (Exp. 4, Exp. 5)

Dataset #op , ; push n n . T

#(i) | #(ii) | #(iii) | #pushp | #pushp/#op #(i) | #(ii) | #(ii)/#op
w 2,904,313 708 6,571 2,897,034 1,295 0.0446% 2,903,014 1,299 0.0447%
G 1,610,607 11,098 5,148 1,594,361 707 0.0439% 1,609,893 714 0.0443%
A 5,491,519 6,044 6 5,485,469 1,032 0.0188% 5,490,484 1,035 0.0188%
T 5,136,476 9,297 21,799 5,105,380 960 0.0187% 5,135,511 965 0.0188%
U 25,660,225 24,344,026 0 1,316,199 0 0.0000% 25,659,466 759 0.0030%
L 10,235,637 47,634 | 37,355 10,150,648 1,226 0.0120% 10,234,404 | 1,233 0.0120%
D 16,531,048 0 0 16,531,048 1,779 0.0108% 16,529,265 1,783 0.0108%
(6] 11,357,776 30,961 43,676 11,283,139 1,046 0.0092% 11,356,727 1,049 0.0092%
Y 1,061,130 77 5,535 1,955,518 122 0.0062% 1,061,006 124 0.0063%
F 179,797,478 83,605 175,423 179,538,450 4,228 0.0024% 179,793,242 4,236 0.0024%

then add an element from S into B; (iii) pushg (O(1)), for successfully add a new element fails
A into B. Among all push operations, branch (ii) and (iii) may further trigger operations on P,
ie., pushg (O(Klog %)). Table 6 shows the total triggered number of each branch for push in
Dijkstra algorithm, together with the number of triggered pushg. The operation push3, with the
highest time complexity related to m, is triggered at most 0.0446% of all push operations (shown in
Wiki-Talk dataset), and on average 0.0166% of all push operations. It is a low probability compared
to the theoretical maximum triggered number 2, benefits from the optimizations in Section 4.3.
Among all the three branches, branch (iii), with a time complexity of O(1), is triggered most
frequently in the vast majority of datasets, accounting for more than 90% of the total pushes on
average. We notice that there exist two datasets with severe bias on branch choices, USA dataset
and Dewiki dataset. USA dataset has edge weights from the real road distances, which, compared
to the weighted web network and rating network, exhibits a more uneven distribution, thus most
of the push operations can be completed only on S by pushg. Dewiki dataset, with uniform edge
weights, fails to leverage the small-sized queue S, but the efficiency also benefits from the frequent
trigger of branch (iii).
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Table 7. Performance of PQ™ in parallel and sequential modes in Dijkstra’s algorithm (ms) (Exp. 6).

[Dataset | W] G[ A [ T J U [ L [DJ]OJ]YT] F |
Seq 826 | 340 [ 2,302 | 1,468 | 3,638 | 3,380 | 4,157 | 4,479 [ 3,180 | 125,535
PQ} 615 | 328 | 1,644 | 1,315 | 3,402 | 2,570 | 3478 | 3,359 | 1,385 | 74,462
PQ! 805 | 431 | 2,135 | 1,603 | 3,464 | 4,055 | 3,760 | 4,662 | 1,818 | 103,557

Exp. 5: Statistics of pop operations in PQ*. As mentioned in Section 4.1, pop operation of PQ*
has two branches, namely (i) popg (O(log K)), and (ii) popy o refills o popg (O(K log %)). Note that
we further decompose pop,() = popg o pop? in Section 4.3 for optimization, thus time complexity
of branch (ii) can be considered as the time complexity of popg o refills o popg for parallel version
of PQ™, which is reduced, but still considerable compared to branch (i). Table 6 shows the total
triggered number of each branch for pop operation in Dijkstra. The branch (ii), which has the
higher time complexity related to m, is triggered at most 0.0447% of all pop operations (shown in
Dewiki dataset), and on average 0.0170% of all pop operations, which is a low probability benefits
from optimizations in Section 4.3.

Exp. 6: Comparison of performance of PQ*in parallel and sequential modes. To better
understand the contribution of parallelism, we evaluate PQ* in both parallel and sequential modes
in Dijkstra’s algorithm, denoted by PQy and PQ; respectively. The goal is to disentangle the gain
brought by parallel execution from that brought by the separated design inside PQ*. The sequential
variant of PQ* differs from the parallel one in two aspects. First, the operations on P cannot be
separated from the main pipeline and then conducted parallelly to the operations on S. For example,
in branch pop (a), refills - popg must wait until pop? finishes. Second, the operations on P, i.e.,
pushg, cannot proceed parallelly. Nevertheless, the separated structure of S and P is preserved
in PQ?. As shown in Table 7, we observe that, on several datasets, PQ? already outperforms the
sequential baseline. However, it cannot achieve significant and consistent speedup over all datasets.
This is consistent with our theoretical analysis in Section 5.2, i.e., the theoretical time complexity
remains comparable to sequential algorithms when operating sequentially. PQ; further builds on
this structural advantage and achieves additional as well as consistent speedup across all datasets.

7 Related Work

Existing approaches for parallelizing priority-based graph algorithms fall into two categories:
specifically designed algorithms and general parallel approaches. However, both of them face
limitations.

Specific Parallel Algorithms: Parallel algorithms designed for specific priority-based graph
problems, e.g., [5, 6, 21, 32, 34, 41], fundamentally alter the original algorithmic semantics to
achieve parallelism. We use A-stepping algorithm for SSSP problem as an example. In A-stepping
algorithm, elements are grouped into buckets of width A according to their priority, and within the
same bucket, the priority of elements is relaxed. Such specific designs sacrifice generality, since
they cannot be trivially extended to other priority-based algorithms. The relaxed priority order may
require vertices to be traversed multiple times, resulting in a worse theoretical time complexity.
Although their performance may outperform sequential algorithms with a higher thread count,
their inferior time complexity can make them less efficient than sequential algorithms when fewer
threads are available in the majority of cases.

General-Purpose Parallel Approaches: Most existing parallel systems, such as [30, 31, 40, 44,
48], have been designed for graph algorithms. However, they necessitate users to reframe graph
algorithms according to their specific models. For instance, when utilizing Pregel [31], graph
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algorithms need to be recoded to fit the vertex-centric model. Recent systems, e.g., GraphBLAS [20],
GRAPE [11, 12], enable parallel execution of existing sequential graph code, but they do so by
restructuring the computation, e.g., typically through graph partitioning. Such transformation
also modifies the underlying algorithmic semantics of priority-based; the global priority order is
replaced by local orders. As a result, even when the output remains correct after convergence,
the theoretical complexity and solution guarantees of the sequential algorithm no longer hold,
as we claimed above in the exactness issue in Section 3. Moreover, graph partitioning and other
mechanisms need extra workloads to preprocess the graph, e.g., GRAPE takes 20 minutes to import
Friendster dataset for the first time processing.

8 Conclusion

This paper introduces PQ*, the first priority queue that can guarantee exactness, enable parallel
acceleration of algorithms, while maintaining theoretical time complexity comparable to sequential
version. All graph algorithms utilizing a priority queue can leverage PQ* for acceleration. Our
analysis shows that PQ™ can achieve optimal workload balance when K = +/m in practice, a finding
confirmed by our experimental results. We conduct extensive experiments on 10 real-world datasets
of various types, evaluate four representative graph processing algorithms, including Dijkstra’s
algorithm and algorithms for influence maximization. The results demonstrate that PQ* is the
only approach that consistently speeds up algorithms on all graph types, achieving up to 2.65x
speedup and 3.11x speedup compared with sequential and optimal parallel baselines, with stable
performance under varied thread numbers.
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