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This paper presents DocChecker, a system for detecting textual contradictions. Given a document collection D,
DocChecker identifies conflicting properties or relationships assigned to the same entity, both within and
across documents. It adopts a graph-based paradigm: entities and their relations are extracted, represented as
a property graph G, joined across documents, and enriched with domain knowledge. DocChecker introduces
a class of rules that detect vertex- and edge-level contradictions in PTIME, unifying logical reasoning, ML
predictions and NLP tools. We present how graphs are extracted, joined and enriched, and propose a parallel
rule discovery algorithm with new generation, evaluation and validation strategies tailored for sparse contra-
dictions. Using real-life documents, we empirically verify that DocChecker detects intra- and inter-document
contradictions with an average F1-score of 0.900, up to 0.935, and it scales to large collections D in parallel.
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1 Introduction

A contradiction is a condition in which an entity is simultaneously assigned two or more properties
or relationships that lead to a logical inconsistency, i.e., they are logically or semantically incom-
patible at the same time, such that their joint validity violates domain constraints or undermines
internal consistency [18, 79, 112].

Documents contain various contradictions. Examples include: (a) event/entity inconsistencies,
e.g., “All donors are between 20-45 years old” vs. “Lisa, who donates her kidney, is 70”; (b)
conflicting opinions, e.g., “The project is a breakthrough” vs. “The project had no impact”; and
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(c) mutually exclusive relations/knowledge, e.g., “Jane and Tom are a married couple” vs. “Jane is
Tom’s sister” (cf. [79]). Such contradictions may occur within a single document (intra-document)
or across related documents (inter-document).

Contradictions in documents are common: 21% of news stories contain contradictions [20], and
at least 3.3% of facts in the 2025 Wikipedia snapshot are inconsistent. Furthermore, growing amount
of Al-generated content makes this problem worse due to hallucinations: 48%-82% of generated
text is affected, and factual consistency can drop to as low as 21% in some datasets [99].

The prevalence of textual inconsistencies highlights the need for their detection, since such
contradictions can undermine core tasks including information retrieval, named entity resolution
(NER), retrieval-augmented generation (RAG), reading comprehension, medical text analysis, and
LLM fine-tuning [112, 123, 129, 132].

Early work casts contradiction detection as sentence-pair classification (contradiction or not) 16,
21, 23, 54, 60, 107, 134] or textual entailment (checking whether a premise contradicts a hypothesis)
[21, 92, 107, 134]. However, such NLI-based methods are “rather shallow” [57, 88, 136], as they rely
on lexical overlap, negation and antonymy, not semantic reasoning. Moreover, cross-document
conflicts require more than entity resolution (ER), often involving temporal or causal reasoning; e.g.,
“Company X was founded in 1998” contradicts “Company X held a board meeting in 1995”, since es-
tablishment must precede meetings, an inference beyond ER. Such conflicts are often missed by NLI
models [79]. Even state-of-the-art (SOTA) LLMs are only 51.6% accurate [79] in conflict detection,
due to noise and hallucinations [139], as they tend to favor parametric knowledge [17] over identi-
fying conflicting evidence [67]. This limitation persists even with few-shot prompting. Although ad-
vanced prompting strategies(e.g., self-refine [89] and chain-of-verification [27]) improve reasoning,
LLMs still struggle to maintain consistent attention over long contexts and accurately track logical
relationships across multiple text spans [27, 89, 110]. As the input grows longer or integrates multiple
sources, the benefit of few-shot guidance gradually weakens, making the model more likely to miss
structural contradictions and rely on its internal knowledge rather than the input evidence [27, 110].

Challenges. Detecting textual contradictions is challenging.

(1) Context dependence. Contradictions may hinge on context that shifts within or across docu-

ments [18, 79]. While ER aligns entity mentions, contextual inference is necessary to catch the
inconsistencies. For instance, “the vaccine is safe for children” and “the vaccine has not been tested
on minors” seem consistent. However, they become contradictory given the knowledge that any
safety claim must be supported by clinical testing.

(2) Linguistic variation. Contradictions may be masked by paraphrasing, negation, or figurative

language [8, 108, 112]. The same claim can be phrased in multiple ways; syntactic differences (“X
increases risk” vs. “risk is higher with X”) or pragmatic nuances (“may cause” vs. “is known to
cause”) can obscure semantic opposition.

(3) Domain specificity. In specialized domains, e.g., medicine, law, or science, contradictions depend

on expert knowledge of terminology, causality and regulatory logic [131]. For example, “aspirin
prevents blood clots” and “aspirin increases bleeding risk” are both true, but they reflect opposing
medical implications of the same mechanism; one statement highlights the benefit of aspirin, the
other the risk.

(4) Temporal dynamics. Information evolves over time, and statements that were once consistent

may later contradict due to policy changes, scientific updates, or data revisions [79, 87, 111, 112].
For example, “masks are unnecessary” (early 2020) and “masks are required” (late 2020) differ not
by error but by temporal context.
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(5) Scalability. As documents and corpora grow longer, exhaustive pairwise comparison of state-
ments becomes prohibitively expensive [18, 131]. Practical contradiction detection must therefore
scale with large, evolving corpora without sacrificing accuracy.

These challenges raise several questions: (1) How can contradictions of different types be detected
in a unified way, capturing contextual cues, linguistic variation, and temporal change? (2) How
can external domain knowledge be incorporated to boost accuracy when dealing with specialized
terminology and context? (3) How can systems efficiently and consistently detect contradictions
both within a document and across multiple documents at scale?

DocChecker. To answer these questions, we develop DocChecker, a system for detecting diverse
types of contradictions across a document collection D, integrating contextual reasoning, domain
knowledge, and scalable analysis. It offers the following features.

(1) Rules (Section 3). Central to DocChecker is a class of Rules for Identifying COntradictions
(RICOs) over text and graph data. RICOs encode entities and relations as graph patterns, and
integrate logical reasoning with ML/NLP methods to detect contradictions. They (a) combine
reasoning and prediction to catch context and temporal change, (b) link graph vertices to document
spans and use NLP tools to resolve linguistic variation, and (c) infer conflicts in both attributes
and relations, catching diverse textual inconsistencies.

(2) A graph-based framework (Section 4). Given a document collection D, DocChecker adopts a
graph-based paradigm in five stages: (a) convert each document into a property graph, enriching
entities and relations with domain knowledge when available; (b) fuse the graphs by aligning
vertices referring to the same entity, producing a unified graph G that brings distant statements into
structural correspondence; (c) learn RICOs over entity-centric subgraphs sampled from G, reducing
the search space while preserving patterns relevant to target entities [33]; (d) detect contradictions
via rule-based parallel reasoning over G; and (e) trace detected conflicts back to their textual origins.
This collapses contradictions scattered across long or multiple documents into aligned conflicts,
enabling unified intra- and inter-document detection through multi-hop reasoning.

Crucially, DocChecker does not assume that the constructed graph is initially free of contra-
dictions. While candidate rules are generated from entity-centric subgraphs, their final integration
into the system is governed by a downstream verification stage. Specifically, each candidate rule
is applied to detect and remove contradictions, and is retained only if the resulting cleaned corpus
improves the accuracy of a downstream text classifier. Any erroneous rules that fail to improve
classification performance are discarded, ensuring that only reliable rules are retained.

(3) Scalable algorithms (Sections 5-6). We develop a suite of graph analytic algorithms underlying
DocChecker: (a) a graph join algorithm to fuse extracted graphs into a unified graph G and enrich it
with domain knowledge from KG, (b) Learner, an algorithm for learning RICOs from (samples of) G,
and (c) contradiction detection algorithms for catching inconsistencies in G [1]. These algorithms
are designed to scale to long documents and large collections.

The algorithms improve upon prior work. Taking Learner as an example, it (a) replaces costly
levelwise traversal [63], which enumerates preconditions step by step, with an LLM that directly
generates candidate rules; (b) restricts rule generation to a contradiction-relevant subset D’ where
conflicts occur, avoiding full-dataset scans; (c) replaces classical support [32] with downstream
performance metrics that suit sparse contradictions (i.e., rare entity-attribute conflicts that are
treated by support-based methods as noise); (d) introduces two thresholds (contradiction coverage
and accuracy improvement) to ensure broad coverage of contradictions in D; and (e) aligns entities
and relations from 9’ with triples in G, using their attributes to generate RICO predicates.

Proc. ACM Manag. Data, Vol. 4, No. 4 (SIGMOD), Article 267. Publication date: September 2026.



267:4 Shenglin Chen, Wenfei Fan, Ruochun Jin, and Kexin Ma

Unlike traditional data cleaning rules (e.g., association rules [4]), which are learned from
clean data to capture common patterns, RICOs are designed to characterize contradictions.
Since contradictions are inherently sparse, learning from the entire clean corpus would assign
them extremely low support, causing traditional mining algorithms to discard them as noise.
Therefore, DocChecker generates candidate rules only from the contradiction-relevant subset,
where conflict patterns are concentrated, making rule discovery both more effective and efficient.
These candidate rules are then validated using downstream classification performance, and only
those that consistently improve detection accuracy are retained.

(4) Effectiveness (Section 7). Using real-life documents, we empirically verify DocChecker’s accuracy
and scalability: (a) it achieves SOTA results on 15 datasets, including 93.1% F; on SNLI [16] and 87.8%
accuracy on ContractNLI [70]; (b) it excels at long-range reasoning, with 76.81% (intra-) and 86.96%
(inter-document) accuracy, beating GPT-40 (51.89%/65.06%); (c) in document-level self-contradiction
detection, it provides verifiable evidence (0.962 F;), exceeding Claude-3.7 and GPT-5.2; and (d) it
scales with document size and entity count in parallel, reducing runtime from 7,410.11s to 974.44s
with 16 processors, enabling large-scale deployment.

Novelty. Our key contributions are: (1) RICOs: Rules integrating logical, ML and NLP predicates
over text-derived graphs to catch semantic contradictions beyond prior graph rules; (2) DocChecker:
A graph-based framework for contextual reasoning across documents via graph construction,
enrichment and fusion; (3) Learner: A learning-based rule discovery algorithm that departs from
levelwise enumeration; and (4) Detector: A PTIME algorithm for parallel intra- and inter-document
contradiction detection.

2 Background and Related Work
This section reviews background and previous work.

Documents. Assume a countably infinite set of symbols W for tokens. A document D is represented
as a finite token sequence (wy, wy, ..., W|p|), where each token w; € W denotes a word, punctuation
mark or symbol. We assume the sequence is both syntactically valid and semantically coherent. A
substring of D is a contiguous sequence of tokens (w;,...,w;) for1 <i < j < |D|.

Contradictions. Given documents D and D’, a contradiction arises if there exist substrings s € D
and s” C D’ that refer to the same entity or relationship o, but assign mutually exclusive values to
at least one attribute or property of o under the domain semantics. If D = D', it is intra-document.
If D # D', it is inter-document.

Prior research in the NLP community [79, 105, 112] classifies contradictions into seven distinct
types, with examples shown in Table 1: (1) Factual: contradictions requiring external world knowl-
edge to verify; (2) Content (misinformation, emotion, opinion, semantic, and lexical types): conflicts
in the attributes of entities or relationships; (3) Causal: contradictions where the result does not align
with the cause under a clear causal relationship; (4) Negation: explicit negation or antonymy (e.g., use
of “not,” “never,” or antonyms); (5) Relational: conflicts in entity relationships, such as reversed, miss-
ing, or mismatched links; (6) Numeric: contradictions involving mismatched or out-of-range num-
bers; and (7) Temporal: contradictions caused by conflicting statements across different time points.

Detection. Given a document collection D, contradiction detection identifies all contradictory sub-
string pairs (s,s”) where s € D and s’ € D’, for D, D’ € D, and outputs their contradiction types T.

Research on contradiction detection spans social media [75, 76, 78], financial reporting [25] and
biomedical literature [6, 7, 103, 105]. Early work focused on sentence-level contradictions framed
as text classification or NLI tasks [16, 21, 23, 54]. Later studies extend to event-level contradictions
(e.g., conflicting reports placing a summit in Paris vs. Berlin) and inconsistent dialogue responses
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Types Sentence 1 Sentence 2 RICOs
(1) Factual “The Nobel Prize was indeed established in 1901 ~ “Hinton received the Nobel Prize in 2024, which ~ Rule ¢
to commemorate Alfred Nobel” was established in 1901 to honor Shannon’s
contributions to the field of information.”
(2) Content  “William was engaged while reading the paper on “William found the content of the paper on Rule ¢
computer architecture” computer architecture to be extremely boring”
(3) Causal  “David’s video, which was published on YouTube “Taylor came across this video published by David ~ Rule ¢3
in 2024, was permanently removed that year due while browsing YouTube in 2025
to violence.”
(4) Negation  “‘On April 20, 2025, the router experienced a brief ~ “The router did not report any routing disruptions ~ Rule ¢4
routing disruption at 2:00 PM” throughout April 20, 2025
5) “The owner of the brand store, Howard, and his  “Howard and his wife Emma have a beloved little ~ Rule ¢5
Relational wife Sheila have a harmonious relationship after daughter named Sheila”
marriage.”
(6) Numeric  “Howard’s brand store sold 29 pairs of women’s  “Howard is concerned about the lack of any sales  Rule ¢g
high heels on June 15, 2025. on June 15, 2025
(7) Temporal “Around 1860, Nobel and other researches believed After Nobel’s death, further research revealed Rule ¢7

that nitroglycerin could not treat heart disease”

that nitroglycerin is effective for treating heart

disease”

Table 1. Examples of Contradictions and Corresponding Detection Rules

(e.g., an agent claiming “T am a strict vegetarian” but later “I love eating steak”) [24, 49, 66, 95,
140]. Recent work addresses document-level detection via zero-shot inference (i.e., performing
contradiction detection without task-specific training examples), multi-hop reasoning (i.e., the
process of combining multiple pieces of information to derive the conclusion), and LLM-based
methods (i.e., using pre-trained LLMs to predict without extra training) [79, 92, 107, 112, 134, 135].
Benchmarking across GPT-3.5, GPT-4, PaLM-2, and LLaMA-2 shows GPT-4 leading in accuracy
and evidence localization [79]. However, gaps still remain: LLMs lack interpretability, suffer from
hallucinations, and often struggle with subjective or long-range contradictions [79, 112].

Unlike prior methods, this work proposes a graph-based paradigm for textual contradiction
detection: (1) entities and relationships of interest are extracted into graphs, enabling uniform detec-
tion of diverse contradictions over both vertices and edges in long reasoning; (2) graphs are “joined”
together and enriched with domain knowledge, capturing domain semantics and uniformly catching
both intra- and inter-document contradictions; (3) vertices and edges are bound to substrings and
coupled with NLP predicates, handling linguistic variation and ambiguity; (4) logic and ML pred-
icates are integrated to reason about inconsistencies, account for context dependence and temporal
dynamics, and provide interpretable logical explanations; (5) the process can be conducted in PTIME.

Inconsistency detection. Inconsistency detection has been extensively studied for relational [5, 10,
13, 22, 34, 35, 39, 42, 56, 90, 114, 121] and graph data [32, 36, 38, 40, 44]. Early efforts focused on
consistent query answering and constraint-based repair [10, 22, 34, 35], and later extended to
ML-based conflict detection and entity resolution [5, 39, 56, 90, 114]. For graphs, research explored
dependencies, association rules, rule discovery and data repair [36, 38, 40, 44].

Data cleaning has also been integrated into ML training pipelines, including interactive tools [45],
AutoML systems [47], provenance debugging [48, 128], differentiable preprocessing [58, 80], it-
erative repair [72, 73], boosting-based [71], fairness-aware [115], weak supervision [101], and
self-supervised methods [86]. Recent work unifies cleaning with integration, fairness, and federated
learning [52, 68, 115], and assesses its influence on ML performance [81].

DocChecker differs from prior studies as follows. (a) Unlike traditional methods for relational
tables or semi-structured graphs, it addresses textual contradictions, resolving conflicts in
documents and handling linguistic ambiguity absent in earlier work. (b) It expends graph cleaning
rules (GCRs) [32] to support expressive contradiction detection in text-derived graphs (Section 3.2).
(c) It uniformly detects intra- and inter-document contradictions by leveraging graph join and
fusion to integrate multi-document evidence and trace detected conflicts back to their textual
sources. (d) We also develop new rule discovery methods. Since prior discovery methods are
ineffective for sparse tasks like contradiction detection, we propose new generation, evaluation
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and validation strategies for learning rules effectively in sparse settings (Sections 1 and 6).

3 Contradiction Identifying Rules

This section first extends the notion of dual patterns of [32] (Section 3.1), then defines RICO
(Section 3.2), and finally settles the complexity of contradiction detection with RICOs (Section 3.3).

3.1 Dual Graph Patterns

Graphs. A graphis G = (V,E, L, F4), where (a) V is a finite set of vertices; (b) E is a finite set of
labeled edges, with each e = (v,[,0") € E denoting an edge from v to v labeled [; (c) L assigns a
label to each vertex; and (d) F4 assigns to each vertex v € V (resp. edge e € E) a tuple of attributes
(A1 = ay,..., A = ap), written as v.A; = a; (resp. e.A; = a;). Unlike relational data, vertices and
edges may carry heterogeneous attributes without a fixed schema.

As opposed to graphs studied in prior work [32, 36, 44] where only vertices are associated with
attributes, we consider graphs in which both vertices and edges carry attributes (properties).

Paths. A path p from vertex vy in a graph G = (V, E, L) is a sequence (vg, lo, 01, - - -, Un—1, ln—1,0n)
such that (v;_1,1;_1,0;) € E for all i € [1,n]. We focus on simple paths, where no vertex repeats.
For an edge (u,1,0) € E, v is a child of u, and u is a parent of v.
Stars. A star patternis Q[xo, X, &x] = (Vo, Eg, Lp), where (1) Vo (reps. Ep) is the set of pattern vertices
(resp. edges); (2) Lo assigns labels to vertices in Vp; (3) X and &, are lists of distinct vertex and edge
variables, each uniquely denoting an element in Vp and Eg; (4) xy € X is the designated center; and
(5) Q is star-shaped: each vertex x € x has a unique path from x; and, if x # x,, at most one child.
Dual patterns. A dual pattern is (Qx [xo, X, &x], Qy Yo, 7, €,]), denoted Q[xo, yo], where Q, and Q,
are disjoint star patterns. Intuitively, Q couples two entities xy and yo, each with its own feature
leaves, so that their properties can be compared pairwise.
Matches. A match of a star pattern Q in a graph G is a homomorphism h from the pattern vertices
and edges in Q to G such that (a) for every u € Vp, Lo(u) = L(h(u)); and (b) for every edge (u, 1,
u') € Eg, (h(u),1,h(u’)) € E holds in G. Similarly, a match of a dual pattern Q[xo, yo] = (Qx, Qy)
in G is a homomorphism h from Vo, U Vo, and Eg, U Eg, to V and E of G, respectively.

Observe that h(xy) and h(y,) may be disconnected in G, which enables comparison of entities
without direct links and with differing topological structures in a schemaless graph.

Example 1: Figure 1 depicts seven dual patterns Q;-Q;, each with two centers (xo, yo) and multiple

paths. For example, in Qy, a path is (yo, honor, y;); and in Qs, a path is (xo, owner, x, wife, x;). O

It is in PTIME to check whether a dual pattern Q has a match in a graph G [32]. In contrast, it is
NP-complete to decide whether there exists a match of generic patterns in G (cf. [50]).

3.2 Rules for Identifying Contradictions
We next define RICOs, starting with their predicates.

Predicates. A predicate q of RICOs over a document collection D and a dual pattern Q[xy, yo] =
<Qx [X(), X" éx]> Qy [yo’ g’ éy]) is:
g == S(x5)|S(exs) | M(x.A y.B) | M(ex.Aey.B) | x.A®y.B|zAc]|

ex.A®eyBle,A®c|T(s,s,7)| 1(x.Ay.B) | r(ex.A ey.B).
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Here s is a string variable for a substring in a document; x € x and y € 7 (resp. ex € éx and e, € &)
are vertex variables (resp. edge variables) in Q, and Q,, respectively; z € X U § (resp. e, € & U &,); ¢
is a constant in U; A and B are attributes in Y; 7 is a contradiction type such as negation or casual;
and ® isin {=, #, <, <, >, >}.

The predicates are classified as follows:

o Substring binding: S(x, s) (resp. S(ey, s)) binds a substring s to a vertex x (resp. edge ey).
o Textual classifier: T(s, s, 7) is a NLP/NLI/LLM model that classifies whether substrings s and

s” are in contradiction of type .

o ML predicate: M is a pretrained ML model returning a Boolean value (e.g., prediction strength
above a threshold), where x.A (resp. e,.A) denotes a list of attributes on vertex x (resp. edge ey).

o Comparison: x.A ® y.B and z.A ® c (resp. ex.A ® e,.B, e;.A ® c) compare values of attributes,
where @ € {=,#,<, <, >, >}.

o Type: 7(x.A, y.B) is true if and only if (iff) x.A and y.B are in contradiction of type 7 (similarly
for 7(ex.A, ey.B)).

Textual classifiers T (s, s”, 7) are pretrained NLP/NLI/LLM models, e.g., (1) SBERT [102] detects
attribute-level and negation/antonym contradictions; (2) NumNet [100] handles numeric reason-
ing; (3) knowledge_graph_maker [31] extracts relations for relational contradictions; (4) Flan-T5-
base [19] captures temporal dynamics; (5) GPT-5.2 with retrieval [96] addresses factual contradic-
tions; and (6) Prompted GPT-5.2 [96] detects causal and broad content, misinformation, emotion,
opinion, semantic and lexical inconsistencies.

ML predicates M(x.A, y.B) and M(ex.A, e,.B) can be implemented as pretrained graph-based
models, including (1) graph-based NLI classifiers (e.g., GraphSAGE [53], GAT [120]) that embed
structural information to detect entailment, neutrality, and contradiction between vertices and
edges, (2) graph semantic models (e.g., GraphBERT [138], GCN [69]) that capture event similarity
and contextual dependencies among vertices and edges, and (3) graph-based prompt-driven models
(e.g., HGT [62]) that extend transformers to infer temporal and causal relationships in graphs.

Rules. A Rule for Identifying COntradictions (RICO) ¢ has the form:
Qx0, Yol (X — qo),

where Q[xo, yo] = (Qx[x0, X, &x], Qy 1o, I, €,]) is a dual pattern, X is a conjunction of predicates
and q is a predicate, both over D and Q. Moreover, (1) each binary predicate in X is defined on
either two leaves x and y in Q, and Q, or on their incident edges e, and e, and (2) each leaf and
its edge carry at most one binary predicate.

We refer to Q and X — gy as the pattern and dependency of ¢, and to X and qo as precondition
and consequence of ¢, respectively.

Intuitively, restrictions (1) and (2) above balance expressivity with efficiency following [32] (see
Section 3.3). We separate Q and X to (a) visualize the topological features of x; and y, via Q, and
(b) accelerate evaluation by exploiting the locality of pattern matching.

To see the expressivity of RICOs, we compare them with graph cleaning rules (GCRs) [32].
While GCRs are restricted to vertex-level equality and basic similarity, RICOs introduce (1) NLP
classifiers for semantic conflicts, (2) edge-level reasoning, (3) structural inference for contextual
dependencies, and (4) rich comparison logic (e.g., inequalities) to catch complex numeric and
temporal contradictions (see Appendix A in [1] for comparison with prior rules).

Example 2: We illustrate how learned RICOs detect the seven contradiction types in Table 1,
using the dual patterns in Figure 1.

(1) Factual contradiction. RICO @1 : Q; [x0, yo] (xo.title = Nobel Prize A yo.title = Nobel Prize A

Proc. ACM Manag. Data, Vol. 4, No. 4 (SIGMOD), Article 267. Publication date: September 2026.



267:8 Shenglin Chen, Wenfei Fan, Ruochun Jin, and Kexin Ma

M (xp.description, yg.description) A ys.name = Hinton A e;.time=2024 A ej;.award field =
physics A x;.name = Nobel A y;.name=Shannon A S(e,s) A S(e1,s’) A T(s,s’,factual) —
yi.name = Nobel). It identifies the factual contradiction in case (1) of Table 1. The contradic-
tion arises because the two awards have nearly identical descriptions (detected by the NLI model
M (xy.description, yo.description)) but list different honorees (x;.name = Nobel vs. y;.name =
Shannon). Using external knowledge and LLM (T (s, s’, factual)), the rule infers y;.name = Nobel.
GCRs fail as they (a) lack substring binding (S(e, s)) for text localization; (b) skip edge attributes
(e.g., e2.time); and (c) restrict comparisons to equality without NLI models (T).

As noted in Section 4, DocChecker’s chase process captures textual bindings and logical conflicts
(e.g., x1.name # y;.name) via @;. Exporting its consequence as a truth value provides users with ex-
plicit, verifiable evidence for inspection. This evidence consists of the matched supporting facts (the
match of NLI model) and the rule application trace, which together explain why the claims conflict.

(2) Content contradiction. RICO ¢2: Q2 [x0, yo] (S(eg, s) AS(e1,s") AM(xy.field, y;.field) Axy.name =
William A y;.name = William A eg.rating # e;.rating — emotion(eo.rating, e;.rating)). This rule
finds an emotion contradiction on edge attributes (case (2) of Table 1), where the same reader
(x2.name = William A yz.name = William) has conflicting comments (engaged versus boring) on
the same paper (identified by M (x;.field, y;.field)). GCRs fail here since they lack edge attributes,
inequality predicates (#), and the text binding (S(e, s)) to capture content conflicts.

(3) Causal contradiction. RICO ¢3: Q3 [x0, yo] (S(x2,8) A S(y2,8”) A x1.name = David A yj.name
= David A x3.name = ys.name A x;.details = removed A ey.removed_time < e;.viewing_time A
yo.details = viewable — causal(x;.details, y,.details)). The rule catches a causal contradiction
(case (3) of Table 1), as a video cannot be accessible (y,.details = viewable) once it has been
removed (x;.details = removed A eyp.removed_time < e;.viewing_time). GCRs fail here because

they lack temporal inequalities (<), ignore edge timestamps (e, 1), and restrict consequences to
equality, which preclude semantic predicates such as causal.

(4) Negation contradiction. RICO ¢4: Q4 [x0,yo] (S(eq,s) A S(ey,s”) A x1.ip = yi1.ip A ep.date =
e;.date A eg.interrupt = true A e;.interrupt = false — negation(eg.interrupt, e;.interrupt)). This
rule catches a negation contradiction on edge properties (case (4) of Table 1). Here Qy identifies
that the router reported an interruption (eo.interrupt = true) at 2:00 PM on April 20, 2025, whereas
Q, indicates no interruption (e;.interrupt = false) on the same day. GCRs fail to capture this as
they lack negation predicate in consequences, edge attribute comparison that aligns events, and
substring binding (S(e, s)) which verifies semantic intents like “interruption”.

(5) Relational contradiction. RICO ¢s: Q5 [x0, Yo (S(eo,s) AS(eq,s”) Axj.name = y;.name A xy.name
# Yp.name A ep.time = ej.time A T(s, s’, relation) — relational(eg.spouse, e;.spouse)). This rule
catches a relational contradiction that Howard cannot be married to both Sheila and Emma at the
same time (case (5) of Table 1). Note that classifier T (s, s’, relation) captures context dependence:
the contradiction becomes clear only when the contexts of Q, and Qy are considered together,
showing that Howard cannot have two different wives simultaneously (ey.time = e;.time). GCRs
fail here since they lack inequality (#) between entities and edge-level temporal alignments (ep.
time = e;.time) to verify simultaneity.

(6) Numeric contradiction. RICO ¢g: Qg [x0,y0] (S(eg,s) A S(e1,s’) A xp.name = y;.name A
eg.sold items = women’s high heels A ep.sale quantity = 29 A e;.sold items = women’s

high heels A ej.sale quantity = 0 A ej.date = e;.date — numeric(ep.sale_quantity,
ej.sale_quantity)). The rule catches a numerical contradiction on the same item that was sold by
a store on the same day: sentence 1 reports 29 women’s high heels were sold, whereas sentence
2 claims 0 (case (6) of Table 1). GCRs fail here because they cannot handle with numeric edge
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attributes, lack numeric predicates in consequence to express quantitative conflicts.

(7) Temporal contradiction. RICO ¢7: Q7 [xo,yo] (S(x2,5) A S(y2,8") A M{(x1.time, y;.time) A
Xp.treatment # y,.treatment — temporal(x;.treatment, y,.treatment)). Here M is an ML model
that determines chronological ordering, returning true if x;.time precedes y;.time, e.g., Flan-T5-
base model. In this case, x;.time is around 1860, while y;.time falls after Nobel’s death. The rule
captures a temporal contradiction: while sentence 1 states that nitroglycerin could not treat heart
disease during Nobel’s lifetime, sentence 2 claims it was effective after his death (case (7) of Ta-
ble 1). GCRs fail here as they lack text binding and temporal predicates. The RICO ¢; integrates
NLP predicates with logical interpretability: LLM-based M (x;.time, y;.time) infers temporal order,
while a temporal predicate detects conflicting treatments (x;.treatment # y,.treatment). We also
employ differentiable methods [58, 80] to jointly optimize ML models and preprocessing by making
preprocessing trainable via gradients, allowing end-to-end learning. O

Semantics. Consider RICO ¢ = Q[xo, yo] (X — po)- A valuation of ¢ is a match h of Q[xo, yo] in
graph G, extended with bindings of string variables to substrings in document collection D.

We say that valuation h satisfies a predicate g, written h |= g, if (a) ¢ = S(x, s): vertex h(x) is
bounded to substring A(s) in D (similarly for g = S(ey, s)); (b) g = x.A® y.B: h(x).A® h(y).B holds
(similarly for z. A®c, ex. A®ey.Band e;.A®c); (c) ¢ = M(x.A, y.B): the ML model M predicts true on
features h(x).A and h(y).B (similarly for g = M(ex.A, e,.B)); (d) ¢ = T(s, s’, 7): the textual classifier
T assigns contradiction type 7 to substrings h(s) and h(s"); (e) ¢ = 7(x.A, y.B): the contradiction
between vertex attributes h(x).A and h(y).B is classified as type 7 (similarly for g = 7(ex.A, e;.B)).

For precondition X, we write h |= X if valuation h satisfies all the predicates in X. We write
hEX — qoif h | X implies h |= go. We say that graph G and documents D satisfy a RICO
@, written (G, D) k ¢, if for all valuations h of Q[xo, o] over G and D, h | X — qo. Similarly,
(G, D) EXif (G, D) k= ¢ for every ¢ € X.

3.3 The Complexity of Contradiction Detection

We study the validation problem, stated as follows.
o Input: A graph G, a document collection 9, and a set X of RICOs.
o Question: Does (G, D)  3?

This problem studies the complexity of contradiction detection.

The validation problem is coNP-hard for GARs [36] but solvable in PTIME for GCRs [32]. Despite
being more expressive than both (by supporting edge predicates, substring bindings, and textual
classifiers), RICOs still preserve tractability. This contrasts with general graph rules on arbitrary
patterns, which are typically intractable [36]. Thus, RICOs strike a balance between expressiveness
and efficiency, enabling scalable contradiction detection.

Theorem 1: The validation problem is in PTIME for RICOs. O

Proof sketch: An algorithm for RICO validation proceeds as follows: for each ¢, it checks whether
there exists no valuation h of Q over (G, D) such that h = X but h [~ gy. (1) It first locates matches
of leaves satisfying X but violating gy. (2) It then deduces matches of other vertices in a bottom-
up manner. The procedure runs in PTIME, since evaluating predicates such as S(x, s), T(s,s’, 7),
M(x.A, y.B), M(ex.A, ey.B), 7(x.A, y.B) and 7(ex.A, e,.B) is polynomial, and star-pattern matching
is also in PTIME [32]. O

4 An Overview of the System

As shown in Figure 2, DocChecker takes a document collection 9 and an optional target entity set
& as input. It catches intra- and inter-document contradictions in five sequential steps as follows.
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(1) Graph conversion. For each document D in D, DocChecker converts D into a graph Gp using
pretrained ML models and LLM, extracting only vertices and edges for entities in & to exclude
irrelevant objects. It records each entity’s position in D so that contradictions in Gp can be mapped
back to the text. Logically, it defines a relation S(x, s) linking vertices to substrings; physically, this
yields a mapping findex from Gp’s vertices to entity positions in D.

In order to incorporate specialized knowledge in the domain and enrich the converted graph,
DocChecker joins each Gp and knowledge graph KG when available. The join is conducted only
on entities in &, i.e., it extracts from KG only relevant knowledge of users’ interest. This yields
an enriched graph, also denoted as Gp.

(2) Graph fusion. To synthesize the interplay of multiple statements across sentences, sections and
documents, DocChecker fuses all graphs Gp into a single graph G. It is carried out by computing
the “join” of Gp’s, such that vertices across different graphs are “connected” in G if they refer to
the same real-world entity.

(3) Rule discovery. Taking a sample of the fused and enriched graph G, DocChecker learns a set 3
of high-quality RICOs with document-specific patterns and domain-specific context, in parallel.
(4) Contradiction detection. DocChecker then applies the set ¥ of RICOs to G in parallel, to detect
contradictions of vertices and edges in G, intra-document and inter-document in a unified process.
It guarantees the parallel scalability [74] to scale with large D.

(5) Document marking. Using the mapping findex from graphs to documents, DocChecker maps the
detected contradictions back to the documents of D, by marking the corresponding text in position.

Below we outline the process of steps 4 and 5 (see details in [1]). We will present steps 1-2 and 3
in Sections 5 and 6, respectively.

Contradiction detector. Step 4 of DocChecker detects conflicts by chasing graph G with RICOs
3., called Detector (see [1] for details).

Facts. For each attribute x.A (resp. ex.A), the system maintains relations [x.A]g (resp. [ex.Alg),
where ® € {=,#, <, <,>, >}. Each [x.A]g records the attributes and constants that satisfy the ®
relation with x.A, as well as contradiction-type labels; these are derived from a set I' containing
both the initial ground truth I, and facts generated during the chase. All [x.A]g (resp. [ex.A]g) are
valid, e.g., no conflicting constants ¢; # ¢, may coexist in [x.A]-.

Ground truth. Ground truth I is a set of consistent facts used as the baseline for reasoning. It is
collected from trusted sources and checked by experts (e.g., DBpedia [11]), and fixes key entities
and attributes (e.g., setting [x.A]= to constants). A contradiction is detected only when a RICO
finds a conflict that violates the facts.

The chase. For a RICO ¢ : Q[x0, yo] (X — qo) and valuation h satisfying premise X, if current facts
¥ validate X, consequence qq is added to [x.A] g, yielding extended set ¥ (i.e., T'). Formally, a chase
step of graph G with ¥ at a set ¥ of facts is ¥ =, 4) ', which applies ¢ under the valuation h
to produce the updated fact set 7. That is, the chase expands facts I with validated facts in the
process. A chasing sequence £ is a sequence %y, .. ., F, where ¥y = Iy and each Fi_1 = (,n) Fi is
valid, i.e., it incurs no conflicts. Chase ¢ terminates when no rule can extend ¥,,. When ¢ terminates,
we refer to the set F;, of facts as the result of &

Church-Rosser property. The chase ensures deep contradiction detection. Under correct rules and

accurate predicates, only correct facts are deduced. Further, the chase is Church-Rosser, i.e., the
fixpoint is unique regardless of the order in which rules are applied [2].

Proposition 2: The chase over G with X is Church-Rosser. a
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Fig. 2. The workflow of DocChecker
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Discovery Detection

Proof sketch: The proof has two steps. (1) Finiteness: Chase steps add facts to a finite number of
attributes, bounded by O(|T||G| + |G|?). (2) Convergence: If two terminal results differ, a missing fix
would apply to both, contradicting terminality (see [1]). O

Parallel chasing. Detector implements the chase using the Bulk Synchronous Parallel (BSP) model
[119], using one master and K workers. The graph G and document collection P are partitioned
across K workers: (1) each document graph Gp and its document D are colocated on the same
worker; (2) all dual-star patterns Q[xo, yo] sharing the same x, (resp. yo) and their contexts are
placed in the same partition to ensure locality; (3) when Gp or D is large, the associated Q[xy, yo]
and contexts are further partitioned for load balancing; and (4) each rule ¢ is dispatched only to
the workers containing its corresponding Q[xo, yo]. Workers execute in parallel, and the master
aggregates all newly derived [x.A]= (resp. [ex.A]=) into T

We show that the algorithm is parallelly scalable [74]: its runtime is t(D,G,%)/K, where
t(D, G, ) is the cost of the sequential algorithm, and K is the number of processors (see [1]).

Conflict of rules. Although multiple rules may trigger simultaneously on the same entity or relation-
ship, there is no conflict in the deduction, since contradiction types are mutually exclusive (Section 2)
and each rule predicts at most one type. Moreover, the reasoning is proved Church-Rosser [1],
which guarantees a unique fixpoint that is independent of rule application order.

Incremental detection. In response to updates, Detector employs incremental chase by restricting
the rules to an affected area (AFF) determined by updates AG. This localized deduction is equivalent
to a global computation (see Appendix B.3 in [1] for details).

Document marking. To map graph-level contradictions in G back to their textual origins in D,
step 5 of DocChecker maintains, for each triple (h,r,t) in every dual star Q[xo, yo], a mapping
findex(#) : u = [sy, e,], where u € {h,t} and [sy, ;] is the sentence span in D containing the entity
mention. These spans provide the exact text context for annotating contradictions. If a statement
conflicts with multiple others, all involved spans are marked via findex (%), enabling fine-grained
multi-point conflict tracking.

5 Graph Conversion and Fusion

This section presents steps 1-2 of DocChecker: graph conversion (Section 5.1), fusion (Section 5.2)
and maintenance (Section 5.3).

5.1 Graph Conversion

Graph conversion transforms each document D € D into a graph Gp via LLM-based generation,
and enriches the resulting vertex and edge attributes using an external knowledge graph (KG).

LLM-based graph conversion. Following the sampling strategy in [33], DocChecker filters out
data irrelevant to entities of &. With a controllable parameter o, it ensures that RICOs discovered
from the samples retain support and confidence with bounded loss (as a function of o). In other
words, it reduces the search space and computational cost while preserving valuable RICOs.

The conversion of D into the property graph Gp follows a three-stage pipeline to ensure
semantic consistency. (1) A pretrained model [137] is employed to identify explicit entity mentions
and resolves pronouns to antecedent nouns, ensuring that all relations anchor to specific entities.
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type: Person type: Company
[relation: CEO of] /D
Elon Musk SpaceX
@ since: 2002 \>£L
role: CEO 1: 2002

[year: 2022] [rclatiou: acquircd‘

type: Location type: i; mpany
X (Twitter)
former name: Twitter

Fig. 3. Example graph Gp

(2) Cross-document entities are matched, where an LLM (e.g., GPT-5.2 [96]) is used to understand
highly varied linguistic expressions, including diverse domain-specific terminologies across
multi-genre documents (such as legal contracts, economic reports, and narratives), and cluster
similar mentions into canonical entities in &, which prevents redundant nodes. (3) The LLM extracts
attributes and relationships from documents, and maps them to node attributes and edge predicates.
This translates unstructured text into Gp that preserves logical constraints in documents.

Example 3: Given document D “Elon Musk, the CEO of SpaceX (founded in 2002), acquired X
(formerly Twitter) in 2022. SpaceX, a private company, has its headquarters in Hawthorne, CA” and
the entity set & = {Elon Musk, SpaceX, X (Twitter), Hawthorne, CA}, the NER model extracts the
relevant contexts: (1) Elon Musk, the CEO of SpaceX, (2) SpaceX (founded in 2002), acquired X
(formerly Twitter) in 2022, and (3) SpaceX has its headquarters in Hawthorne, CA. These contexts
are formatted as a prompt (given in [1]) and used to instruct the LLM, which generates the property
graph Gp in Figure 3, capturing the entities and their relationships. O

Graph enrichment. To recover information omitted by LLMs during graph generation [64, 97, 124]
and to supplement documents D that are not self-contained in specialized domains, we enrich each
generated graph Gp with knowledge from a curated KG (e.g., Wikidata). Given Gp, the KG, and
entity set &, we augment Gp with domain-relevant facts about entities in &. Enrichment consists
of two steps: (1) entity linking and disambiguation, and (2) selective extraction of KG attributes and
relations, combining efficient retrieval with context-based disambiguation and no manual effort.

Entity Linking. We adopt an automatic two-stage strategy to map each entity node e; € & in Gp to
its unique identifier g; in the KG.

(1) Candidate retrieval. For each entity e;, the Wikidata API (wbsearchentities) is queried au-
tomatically via standardized templates [122], which supports high throughput [91]. This returns
a candidate set Q; = {qi, ..., qx} of the top-k most relevant identifiers (k = 10 yields recall of
over 90% [30, 59]). Each candidate is attached with its description and aliases from the KG. This
step restricts the search space to a compact and accurate set, which provides high scalability to
thousands of entities per document [109].

(2) Contextual disambiguation. Then, the best match of e; from Q; is selected as follows. Taking C(e;)
and Desc(q;) as inputs, a SBERT model [102] embeds a context vector v¢(e,) for e; and a description
vector Vpese(q,) for each candidate g; in Q;, where C(e;) is the KG descriptions for the two-hop
neighboring entities of e;, and Desc(q;) is the description of ;. Then the best matching identifier ¢*

VC(e;) 'VDesc(qj)
EQi “VC(E,-) “ ”VDesc(qj) “ !
Thus, the system resolves ambiguities without manual review. Note that only neighbors within
two-hops are considered since they provide enough information for disambiguation with limited

cost [30, 51].

for e; is selected with the highest cosine similarity of vectors: ¢* = arg max,

Selective extraction. Given Gp with linked KG identifiers, attributes and relations are retrieved via
SPARQL to enrich the graph. To ensure relevance, a domain label (e.g., finance, biomedicine) is
inferred for each entity using GPT-5.2 [96]. Retrieval is also restricted to a two-hop neighborhood to
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be efficient and context-aware, and only domain-specific predicates are retained. Selective extraction
preserves essential evidence while reducing noise.

After these two stages, we obtain the enriched graph (also denoted by Gp), which encodes D
with augmented KG knowledge.

Example 4: Consider the node John_Smith labeled Person in Gp. The enrichment first links
the node to Wikidata entity Q123456 and retrieves attributes occupation : Software_Engineer,
citizenship : United_States and educated_at : Stanford_Univ. These attributes are attached to the
John_Smith, enabling richer semantic reasoning (e.g., matching by education or nationality). O

Complexity. The graph conversion complexity is O(NL), where N is the number of documents and

L aggregates document, prompt, graph lengths, and enriched entities (Lp, Lp, Lg, |E|), parallelizable
to O(NL/K) across K processors (refer to Appendix D.1 in [1]).

5.2 Graph Fusion

Graph fusion identifies nodes in different Gp’s that refer to the same real-world entity, links them
with a special e-edge, and merges all Gp’s into a unified graph G. Below we first revise the notion
of graph join [37] and then extend it to introduce the graph fusion.

Graph join. Graph join identifies entities referring to the same real-world object [37]. Prior methods
merge such entities into a single node by unifying their attributes and relations [28], which obscures
the provenance of attributes and relations and makes it difficult to trace contradictory facts back to
their source documents. Hence we develop a provenance-preserving hybrid alignment method.

Local graph embedding. We use an HGNN-based model (e.g., R-GCN [106]) to learn embeddings h,,
and h, for nodes u € Gp, and v € Gp,, capturing both attributes and local topology. First, SBERT
encodes the raw attributes A, into an initial vector a,,. Then, the HGNN performs structure-aware

aggregation: h, = U(Zr€R 2o eN, () mwrhv/ + Woau) , where R is the set of relation types,
and W, is the weight matrices.

Matching and e-edges. Given the fused embeddings h,, and h,, we compute the similarity between

nodes u and v via cosine similarity: S(u,v) = cos(hy, hy). If S(u, v) exceeds a threshold 7, then u
and v are connected by an e-edge rather than be merged. This preserves the distinct structures and
attributes of each entity node in their respective graphs Gp, which enables fine-grained analysis of
their interplay during contradiction detection.

The hybrid alignment offers three benefits. (1) SBERT provides semantic similarity even when
attribute texts differ literally. (2) HGNN aggregation incorporates 2-hop structural context [30], al-
lowing alignment beyond sparse or inconsistent attributes. (3) The combination is robust to missing
or heterogeneous information, linking entities that share limited context or weak structural cues.

Example 5: Consider nodes u and v from documents D, and D, that both refer to Elon Musk:
(1) u: {name: “Elon Musk”, attribute: {“Role”: “CE0”}3}, (2) v: {name: “Elon Musk”, attribute:
{“Role”: “CT0”}}. Previous graph join [28] merges them into a single node: w: {name: “Elon
Musk”, attribute: {“Role”: “CE0”, “CT0”}}. This direct join yields conflicting attributes (e.g.,
Role: "CEO, CT0"). In contrast, we connect them with an e-edge: (u, v): {label: “epsilon”}.
Our method preserves both nodes and connects them with an e-edge, such that (1) CEO vs. CTO
conflict remains explicit for contradiction detection; and (2) nodes u and v stay associated with
their documents D,, and D,, which is essential for document resolution. O

Graph fusion. We merge all Gp’s into a unified graph G, which aligns entity references across
documents to provide shared context for matching and conflict detection. Without fusion, pairwise
detection on isolated Gp’s may miss cross-document inconsistencies and degrade inter-document

Proc. ACM Manag. Data, Vol. 4, No. 4 (SIGMOD), Article 267. Publication date: September 2026.



267:14 Shenglin Chen, Wenfei Fan, Ruochun Jin, and Kexin Ma
accuracy. Given {Gp, }¥,, we apply a low-complexity composition that links coreferent entities via
e-edges while preserving each Gp,. Specifically, (a) for every pair (G, G,), we identify coreferences
across graph pairs and add e-edges via graph join, and (b) we construct G by uniting all nodes and
edges with these e-edges: G « (Ufil GD,-) U {e-edges}.

Complexity. The combined graph join and fusion process runs in O(nlogn + |Eiotal|), where n is
the total number of nodes and |Eiotal| the total edges (see Appendix D.2 in [1] for details).

5.3 Incremental Maintenance of Graphs

To handle document updates, DocChecker derives an incremental algorithm A’ from its sequential
graph conversion and fusion algorithm A using localizable computation principles [41, 43]. By
restricting execution to the affected area (AFF), A’ ensures that costs scale with the update size
rather than the entire corpus.

Proposition 3: Given D and an update AD, A’ satisfies D & A’ (D,AD) = A(D & AD), where
& is the application of updates. O
This process includes incremental graph conversion, enrichment, and fusion. By localized re-

computation within the AFF, the system ensures marginal overhead for dynamic updates. Appen-
dices B.1 and E in [1] provide method details and the proof of Proposition 3.

6 Fast Discovery of RICOs

This section introduces Learner for RICO discovery (Step 3 of DocChecker). We state the discovery
problem (Section 6.1), develop Learner (Section 6.2) and present its parallelization (Section 6.3).

6.1 The RICO Discovery Problem

Challenge. RICO discovery poses challenge beyond traditional rule mining [33] where quality
metrics, e.g., support, become invalid. As each RICO targets a specific contradiction type and
typically involves only a small set of entities, most useful RICOs have low support and would
be pruned by conventional high support thresholds.

Evaluation metrics. We replace support with two metrics.
|[{ueC | detected(1,X)}|
C

Contradiction coverage: f.(C,X) = measures the fraction of contradictions

correctly detected by rule set X. If D provides fine-grained annotations (location and type), C
contains all contradiction instances J¢, and a unit u is detected only if both its location and type
are correctly identified. If D offers only binary labels, C consists of all contradictory segments S¢,
and u is detected if X correctly marks the segment as contradictory.

Accuracy improvement. We assess rule quality by measuring the improvement in binary classi-
fication accuracy (contradictory vs. normal) achieved by the set 3 of RICOs. We employ a basic
classifier RoBERTa-large [85] to obtain the binary accuracy Acc(D) = ﬁ 2sen s = ys),
where §Js and ys are the predicted and ground-truth labels, and I(-) is the indicator func-
tion. The improvement is quantified as fo(Degiter, D) = Acc(Dhler) — Acc(D), where
Diitter = D\ {s € D | T detects s contradictory}. Thus, f, evaluates whether contradiction filtering
effectively enhances the classifier’s ability to distinguish normal texts from contradictory ones.

Problem statement. Given a document set D and its converted, enriched, and fused graph G, the
RICO discovery problem is to find a rule set X from G such that ¥ achieves contradiction coverage
at least @ and accuracy improvement at least § for bounds « and S.
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Algorithm 1: Algorithm Learner
Input: Graph G, corpus D, threshold «, objectives f(-) and f;(-).
Output: Rule set X
Extract generalized dual-star patterns Q = {Qy, ..., Qn};
2 Prune Q via LLM with context D;; obtain Qs = {Q/, ..., Q}};
3 for Q] € Qs do
4 Annotate Q; with confidence score;
5 if score < 0.5 then Reflector LLM decides whether to keep Qlf ;
6 Generate predicate set # = {Py,..., Ps} for Qs;
7 Extract gold standard C from D;
8 X« 0;% « 0;iter < 0; FailCount « 0; k « 3 ;
9 while f;(2,C) < a and FailCount < k do

-

10 hew «— 0;

1 for Q] € Qs do

12 Generate rules ¥; via LLM from P;

13 Retain 3} C 3; hitting gold standard C;

14 Znew < Znew U Z;;

15 ¥ — 3 U Zhews

16 Generalize predicates in 3 (e.g., Smith.age — Person.age);
17 Use generalized 3’ as few-shot prompt to guide next iteration;
18 if (iter +1) mod k = 0 then

19 Apply 3’ to D; obtain Dejean;

20 if fa(Dclean) > fa(D) then

21 ‘ Y « X UZ; FailCount « 0;

22 else

23 ‘ FailCount « FailCount + 1;

24 >« 0

25 iter «— iter+1;

26 return X;

6.2 Discovering RICOs by Learning

Our learning-based discovery algorithm, Learner (Algorithm 1), formulates RICO discovery as a
learning-based optimization problem to improve accuracy while avoiding exponential search. By
leveraging template-based prompt automation [126] and LLMs, Learner automatically generates
rules that satisfy the metrics in Section 6.1.

Learner consists of the following three key modules.

Dual-star pattern extraction and pruning. This module extracts common dual-star patterns from
the document graph G and employs an LLM to prune unpromising candidates. It first extracts
generalized dual-star patterns Q = {Q1, Qs . .., Q,} from G (line 1) via BFS starting from entity
nodes connected by e-edges (labeled same_entity) up to depth [, e.g., 5 [130]. Each pattern stores
only node and edge labels and structure, without attributes such as entity names or values, providing
sufficient structural context for rule matching [61] while enabling generalization across entities.
Learner refines Q using a two-stage pruning pipeline [29] (line 2): (1) an LLM evaluates each Q; €
Q against its document context D; across seven contradiction types (see [1]). (2) Low-confidence
cases (< 0.5) are then routed to a Reflector LLM [110] (lines 3-5) for chain-of-thought cross-
validation. Only verified contradiction patterns are retained in the final set Q; = {Q], @, ..., Q. }.

Predicate generation and gold standard construction. This module generalizes attributes into typed
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predicates and builds the gold standard for evaluation. Given Qg, Learner uses an LLM to generate a
predicate set P = {P;, ..., P} (line 6), formalizing attributes and relations into typed predicates (e.g.,
comparison predicates z.A@c and textual classifiers T (s, s, 7)) that compose rule preconditions and
consequences. For evaluation, Learner derives a gold standard set C from ground-truth annotations
(line 7), including binary labels, contradiction types, and evidence spans [79]. Intuitively, C is a
set of constraints specifying which entity-attribute (or relation) assertions cannot co-exist, serving
as the objective reference for validating rule accuracy and coverage (see [1] for details).
Three-stage discovery. Given the predicate set  and gold standard C, Learner initializes two empty
sets, >’ (candidate rules) and X (final rules) (line 8), and then iteratively performs three steps.
Stage 1: LLM-based rule generation (lines 11-15). For each candidate pattern Q] € Q, the LLM
generates an initial rule set ¥;, using predicates in # to form preconditions and consequences.
Rules contain at most n precondition predicates for a bound n and a single consequence [93, 97],
balancing expressiveness and efficiency. Rules are applied to @/, and only those that correctly
match the gold standard C are retained as X}, which are accumulated into X’

Stage 2: Meta-learning feedback (lines 16-17). To enhance generalization, ¥’ is used as few-shot
guidance. Before prompting, entity- and attribute-specific names are replaced with typed labels
(e.g., Smith.age — Person.age). The LLM then derives generalized rule patterns, improving
subsequent generations.

Stage 3: Verification (lines 18-25). Rules in 3’ are evaluated every k iterations, where k is configurable
parameter. Following prior work [89] and our experiments, we set k = 3 as LLM outputs typically
stabilize within 2-4 iterations, balancing generation quality and computational cost; k can be
adjusted in practice. During verification, detected contradictions are mapped back to get Dsiter-
Rules with f;(Diter) > fo(D) are added to ¥ and the failure counter resets; otherwise, they are
discarded and the counter increments.

The process terminates when (a) ¥ achieves contradiction coverage f-(2, C) > «, and (b) accuracy
improvement f,(Dgiter, D) > p.
Incremental RICO discovery. When data is updated, Learner incrementally maintains the rule set
> by discovering from the affected area (AFF) induced by AG. It updates quality metrics (f, f,)
via localized statistics in O(|AG]|) and restricts LLM-driven discovery to additions, deletions and
updates of entities/edges. This incremental discovery bounds the maintenance cost to the update
size, which yields high performance (see Appendix B.2 in [1] for details).

Example 6: To illustrate Learner, consider a medical document D describing patient John Doe,
where the admission record M; reports age 45 and the discharge summary M, reports age 65.

Phase 1. Learner identifies a dual-star centered on M; and M,, linked via e-edges to John_Doe:

Record(M,) 5 Person(P) & Record(M,). From the associated text, the LLM detects a Numerical
Contradiction and adds the pattern to Q, with confidence 0.95.

Phase 2. From this contradiction, Learner generates typed predicates (Page, Pstatus, and comparison
z.A @ c) and instantiates textual classifiers for “45-year-old” vs. “age is listed as 65”. These are
aligned with the corpus annotations to form the gold standard C.

Phase 3. (1) Generation: The LLM constructs a rule such as M;.age # M;.age — Tyym, Which is
added to ¥’ after matching C. (2) Meta-learning: Specific values are generalized (e.g., ¢1 # ¢z to
x.A # y.B, for unequal attributes across records of the same entity). (3) Verification: After periodic
evaluation, filtering contradictions improves accuracy on Dgyer, and the rule is accepted into . O
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Dataset Data size Total Factual Content Causal Negation Relational Numeric Temporal Vertex Edge Acc P R F; EHR Avg. LLM cost
binary-FEVER-NLI 222 docs 105 58 3 1 0 30 4 9 65 40 0.789 0.895 0.869 0.882 0.853 7.2k tokens
CaseHOLD 530 docs 286 78 60 135 1 1 4 7 142 144 0.868 0.879 0.986 0.929 0.864 5.1k tokens
ConTRoL 417 docs 229 57 19 119 1 3 18 12 94 135 0.793 0.895 0.875 0.885 0.854 16.6k tokens
ContraDOC 891 docs 517 146 41 218 5 1 53 53 240 277 0.841 0.885 0.944 0.914 0.860 16.4k tokens
ContractNLI 104 docs 65 3 38 21 1 1 0 1 41 24 0.878 0.878 1.000 0.935 0.865 55.2k tokens
DOCNLI 471 docs 223 38 28 111 0 2 28 16 94 129 0.850 0.883 0.958 0.919 0.861 18.1k tokens
ECON 120 docs 363 239 13 17 9 0 71 14 323 40 0.801 0.893 0.886 0.890 0.855 21.3k tokens
Knowledge Conflict 200 docs 90 63 13 1 0 0 8 5 84 6 0.670 0.918 0.713 0.803 0.838 5.2k tokens
binary-MCTest-NLI 400 docs 217 48 36 114 3 1 5 10 89 128 0.872 0.879 0.991 0.932 0.864 14.7k tokens
MNLI 825 docs 1,309 456 168 419 101 7 85 73 709 600 0.770 0.899 0.844 0.870 0.833 18.2k tokens
Negation 899 docs 397 316 0 15 31 2 22 11 338 59 0.790 0.895 0.870 0.883 0.853 6.4k tokens
Real-life 131docs 131 68 4 20 2 0 22 15 94 37 0.804 0.892 0.891 0.892 0.855 6.1k tokens
RTE-3 744 docs 549 245 73 120 1 9 69 32 387 162 0.836 0.886 0.937 0.911 0.817 22.5k tokens
SNLI 571 docs 913 391 269 90 12 64 29 58 689 224 0.870 0.879 0.989 0.931 0.813 17.2k tokens
StorySumm 580 docs 81 42 7 25 4 0 2 5 47 34 0.852 0.883 0.961 0.920 0.862 8.1k tokens

Table 2. Accuracy of contradiction detection and evidence retrieval across all datasets

6.3 Learning RICOs in Parallel

The parallel version PLearner of Learner accelerates the computationally intensive components of
the discovery loop, while preserving sequentially dependent stages such as meta-learning feedback.
As detailed in [1], PLearner introduces two modules: parallel rule generation and filtering, and
parallel predicate generalization.

Parallel rule generation and filtering. This is the primary source of speedup. PLearner distributes the
candidate dual-star patterns Q; across K workers (lines 5-8). Each worker processes its assigned Q!
independently, generating rules via the LLM and filtering them using the gold standard. The retained
rules X} are aggregated atomically into Xy, eliminating the latency of sequential LLM calls.

Parallel predicate generalization. This step (e.g., replacing entity names with type labels) is done

independently for each rule in ¥’, needs no cross-worker coordination, and is parallelized (line 10).
We have the following (see Appendix H in [1] for a proof).

Proposition 4: PLearner scales parallelly relative to Learner. ]

Remark. Learner focuses on contradiction detection (conflicting attributes or relations for the
same entity); the identified conflicts can be repaired by existing RICO-based, knowledge-based,
or LLM-based methods. Thus, Learner complements existing data repair frameworks and enables
full KG cleaning when coupled with a repair module. Note that LLMs are confined to the offline
rule discovery and graph conversion phase, where pruning reduces LLM calls. In contrast, RICO
execution is online and employs only lightweight ML models (e.g., GCN and SBERT; Section 3.2),
and thus enables efficient inference without invoking LLMs.

7 Experimental Study

Using real-life documents, we empirically verify DocChecker’s accuracy, scalability and its perfor-
mance gains on LLM tasks.

Experimental setting. We start with the setting.

Datasets. We used 15 datasets (sizes in Table 2) for seven tasks: (1) detection of all seven contradic-
tion types; specifically, ContraDoc [79], ECON [65], Knowledge Conflict [125], StorySumm [113],
DOCNLI [134], ContractNLI [70], ConTRoL [83] and CaseHOLD [141] support inter-document
tasks, and the others focus on intra-document conflicts; (2) sensitivity analysis on ContraDoc; (3)
document-level self-contradiction detection (DSCD) for binary decision, ranking and retrieval on
ContraDoc and ECON; (4) natural language inference (NLI) at sentence and document levels on
CaseHOLD and ContractNLI; (5) domain-specific analysis of legal and economic conflicts on ECON
and CaseHOLD:; (6) scalability analysis of Learner, Detector and DocChecker on six representative
datasets; and (7) ablation study on StorySumm.

These datasets span diverse domains, including legal contracts (ContractNLI, CaseHOLD), eco-
nomic reports (ECON), news (ContraDoc, DOCNLI), and narratives (StorySumm), covering a wide
range of real-world genres and writing styles.
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Baselines. We compared DocChecker with 15 recent baselines. (1) Document-level contradiction
tasks. (a) Sensitivity analysis tasks: GPT-4o [3]. (b) DSCD tasks: GPT-5.2-chat-latest [96], Claude-3-7-
sonnet-latest [9], Gemini-3-pro-preview-thinking [116], Llama-3-70B [118], Qwen-Max-Latest [12],
DeepSeek-V3 [82], Longformer-base-4096 [14] and RoBERTa-large-MNLI [85]. (2) NLI tasks. (a)
Document-level: Longformer-base-4096, BART-base [77], DeBERTa-v3-base [55], DistilBERT-
base [104] and RoBERTa-large-MNLI. (b) Sentence-level: BERT-base-uncased [26], RoBERTa-
base [85], XLNet-base-cased [133] and RoBERTa-large-MNLI

Prompts. To assess prompts on LLM baselines, we used six prompts with different strate-
gies and tested their sensitivity (Exp-1), DSCD tasks (Exp-1), and a case study (Exp-4) (see
Appendices G.3-G.5 [1]).

Ground truth. All datasets provide expert-annotated ground truth labels, including correct vs.
distractor answers in QA datasets (e.g., CaseHOLD, ConTRol), three-way labels in NLI datasets
(e.g., SNLI, MNLI, ContractNLI), and contradiction-type labels in others (e.g., binary-FEVER-NLI).
See Appendices I-] in [1] for details.

Metrics. We evaluated contradiction detection, classification and evidence retrieval using: (1) Con-
tradiction metrics [15, 16]: (a) Accuracy (Acc = mm“%) to quantify the proportion of cor-
rect predictions, as a standardized metric for benchmarking our approach against NLP/ML base-
lines [14, 46, 55, 77, 85], where TP, TN, FP and FN denote true positives, true negatives, false

positives, and false negatives, respectively; (b) Precision (P = %), the ratio of true positives to

all predicted positives; Recall (R = %), the ratio of true positives to all actual positives; and F;

(= %), the harmonic mean of precision and recall. These provide a standard and comparable basis
for benchmarking against NLP/ML baselines. (2) Evidence Hit Rate (EHR) [117]: the probability
P(V(E) =1| J(D) = 1), where J(D) indicates correct contradiction prediction and V(E) correct
evidence localization, measuring whether the model can localize contradictions once detected.
(3) Match Rate (MR) [100]: the fraction of gold evidence tokens covered by retrieved snippets,

quantifying semantic/token-level overlap with ground truth.

Data partitioning and model training. For pre-partitioned datasets, we followed the original splits.

For others, we randomly divided data into training/validation/test sets with a 7:1:2 ratio. Baselines
were trained, rule patterns learned, and LLM few-shot prompting performed on the training set.
Hyperparameters were tuned on the validation set, and final results are reported on the test set.

Environment. DocChecker is implemented in Python. All experiments were conducted in PyTorch
on a single server with four NVIDIA GPUs (32GB each) and an AMD EPYC 9754 128-core CPU.
Each GPU node was allocated 24 vCPUs and 72 GB RAM, totaling 96 vCPUs and 288 GB memory.
We adopted data-parallel training across all GPUs and report the average of three independent runs.

Experimental findings. We next report our findings.

Exp-1: Accuracy. We evaluated DocChecker’s accuracy and robustness against SOTA LLMs
and specialized models across benchmarks: (1) contradiction detection with location, type
and count annotations (ContraDoc [79]); (2) sensitivity to contradiction position, type and
domain (ContraDoc [79]); (3) DSCD [79, 112]; (4) document-level [65, 70, 134] and sentence-level
NLI [16, 127].

(1) Contradiction detection. As shown in Table 2, we evaluated DocChecker on 15 datasets. To
analyze structural contradiction patterns, we map the seven contradiction types onto our graph rep-
resentation as: Vertex-level (entity) contradictions: conflicts within a single node, where attributes or
facts about the same entity disagree. Edge-level (relation) contradictions: conflicts expressed along an
edge, where the logical, causal, or directional relation between two entities is inconsistent. Mapping
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all contradiction types onto vertices or edges enables quantifying their structural distribution.

(a) Contradiction type distribution. Table 2 shows substantial variation in the distribution of the seven
contradiction types across datasets. (i) Factual and Causal inconsistencies dominate many datasets
(e.g., MNLI: 456 factual, 419 causal; ContraDoc: 218 causal), and DocChecker remains stable on
these categories, achieving high F; on SNLI (93.1%) and ContraDoc (91.4%). (ii) Relational, Numeric,
and Temporal contradictions are sparser but more challenging. For instance, Relational cases appear
frequently in SNLI (64) but are nearly absent in ECON, which instead contains many numeric
conflicts (71). Despite such diversity, DocChecker attains 80.1% accuracy on ECON, evidencing
strong robustness.

(b) Performance and generalization. (i) DocChecker generalizes well across domains, achieving
high F; on sentence-level NLI (SNLI: 93.1%, RTE-3: 91.1%). (ii) It remains robust on document-level
datasets (ContraDoc: 91.4%, DOCNLI: 91.9%), showing effective long-range modeling. (iii) Evidence
Hit Rate (EHR) is consistently high (average 85.7%), including CaseHOLD (86.4%) and StorySumm
(86.2%), confirming accurate graph-based evidence retrieval.

(c) Sensitivity to graph structure. DocChecker’s accuracy is influenced by how contradictions
manifest structurally. Performance lags on vertex-level conflict datasets (e.g., Knowledge Conflict:
80.3%) than those with more edge-level ones (e.g., ContraDoc: 91.4%). This shows that contradiction
localization is highly dataset-dependent and underscores the need for explicit graph structure
modeling to capture both attribute-level and relational conflicts.

(d) LLM cost. We measured the LLM token consumption of DocChecker in its LLM-driven stages,
which include (i) graph conversion, where LLMs structure raw documents as graphs, and (ii) rule
discovery, where LLMs are employed in the three-stage rule discovery process. As shown in Table 2,
the average consumption is 15.9k tokens per document, ranging from 5.1k (CaseHOLD) to 55.2k
(ContractNLI), which shows DocChecker’s cost-effectiveness in targeted LLM application during
rule inference and learning.

(2) Sensitivity analysis. We examined how contradiction position, type, and domain affect
DocChecker and GPT-40 on ContraDoc.

(a) Contradiction positions. Table 3 tests performance across three contextual spans: local (intra-
paragraph), intra-document (inter-paragraph), and inter-document. (i) DocChecker performs
strongly on local contradictions (80.82% Acc, 83.56% MR), beating GPT-40 (68.09% Acc). (ii) Accuracy
drops to 76.81% for intra-document cases, reflecting the difficulty of detecting subtle cross-paragraph
inconsistencies within shared context. (iii) Accuracy rises to 86.96% for inter-document contra-
dictions, showing that graph alignment effectively captures structural divergences across sources.
Across all spans, DocChecker consistently outperforms GPT-40, whose accuracy degrades sharply
on long-range contexts (down to 51.89%).

(b) Contradiction types. Table 3 examines detection difficulty across the seven contradiction types.
(i) DocChecker performs best on structurally explicit categories, achieving 85.00% (relational) and
83.74% (causal), where RICO rules effectively capture clear logical dependencies. (ii) Performance
is lower on semantically subtle or sequential types such as negation (68.00%) and temporal (72.86%),
due to reliance on fine-grained semantic scope [94] and temporal reasoning [98], which are harder
to generalize from structural patterns alone. (iii) Although GPT-40 shows high accuracy on negation
and temporal (> 93%), its extremely low F; scores (5.00%, 52.17%) indicate severe false positives,
whereas DocChecker remains balanced and reliable (F; > 80.95% for all types).

(c) Domain-specific analysis. Table 3 shows that DocChecker performs most stably on Stories (84.95%
Acc.) and News (84.40%), with a high MR in Stories (95.70%), indicating reliable conflict localization.
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Dimension Category DocChecker GPT-40
Acc (%) MR/F; (%) Acc (%) MR/F; (%)
Local 80.82 83.56 68.09 21.28

Position (task 1) Intra-document 76.81 89.04 51.89 17.92
Inter-document  86.96 85.51 65.06 20.48

Factual 8030  89.08 7550  50.99

Content 8022  89.03 8493  30.53

Type (task 2)  Causa 8374 9115 6788 1849
ype (task2) o on 6800 8095 9371 500
Relational 8500  91.89 9189  3.92

Numeric 7525 8587 9404  52.63

Temporal 7286 8430 9454 5217

_ News 8440 9083 6239 2018
Domain (task 3) Stories 84.95 95.70 72.04 30.11

Encyclopedia 74.47 80.85 56.38 22.34
Table 3. Sensitivity analysis of DocChecker vs. LLMs
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Fig. 4. Scalability trends across key variables

Performance is relatively lower on Encyclopedia text (74.47%) due to dense factual cross-referencing.
This said, DocChecker remains consistently more robust than LLM baselines across all domains.

(3) DSCD tasks. We tested DocChecker on three DSCD subtasks.

(a) Binary classification. This task evaluates whether a method is able to distinguish contradictory
(positive) from non-contradictory (negative) texts. As shown in Task 1 of Table 4, DocChecker
achieves near-perfect accuracy, reaching P = 1.000 and F; = 0.992 on ContraDoc, far surpassing
GPT-5.2 (F; = 0.727) and Longformer (F; = 0.520). On ECON, although the performance gap
narrows (e.g., F; = 0.859 by Claude-3-7), DocChecker remains superior with F; = 0.965. These
results indicate that DocChecker’s graph-based modeling captures long-range dependencies more
effectively than Transformer architectures and remains robust across domains.

(b) Top-3 contradiction evidence. Evaluated on CONTRADOC-POS, this task measures a model’s
ability to localize salient evidence sentences. As shown in Task 2 of Table 4, all models achieve
P = 1.000 due to the positive-only setting, so Recall and Accuracy indicate evidence retrieval success.
DocChecker attains the best results with F; = 0.962 and Acc = 0.927, showing that graph fusion
effectively highlights contradictory nodes. In contrast, GPT-5.2 and Claude-3-7 yield F; = 0.856
and F; = 0.720, frequently missing key evidence, while Gemini-3-Pro drops sharply (F; = 0.390);
thus strong binary judgment does not necessarily imply reliable evidence localization.

(c) Evidence identification after binary judgment. This task tests whether a method can correctly
locate contradictory evidence given a positive prediction. In Task 3 of Table 4, DocChecker achieves
J(D)AV(E) = 0.914, far surpassing GPT-5.2 (0.543) and Claude-3-7 (0.420). While LLMs maintain
moderate J(D) (0.56-0.72), they rarely provide verifiable evidence. In contrast, DocChecker attains
high EHR (0.942) with balanced Precision/Recall (0.900/0.928), showing accurate localization. This
verifies that explicit graph reasoning enables reliable DSCD with verifiable evidence.
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(d) Efficiency and cost. As shown in Table 4, DocChecker processes each document in 2.02s with 16.8k
tokens for preprocessing and rule discovery, and incurs zero LLM cost at inference. For Task 1 (16.3k
tokens), it runs in 1.92s, much faster than Llama-3-70B (5.68s); for Tasks 2 and 3, it incurs minimal
overhead (0.13s and 0 tokens), while Gemini-3-Pro takes up to 3.63s and 2.4K additional tokens.

In DocChecker, LLM token costs (Table 4) stem entirely from Task 1’s offline graph conversion
and rule discovery. By reusing these artifacts, Tasks 2 and 3 operate as subsequent reasoning steps
that incur zero additional LLM overhead. Specifically, Task 2 extracts evidence via chasing and
document markings, while Task 3 aligns it with binary judgments through a subgraph consistency
check. Unlike LLM baselines, DocChecker eliminates prompting costs in Tasks 2 and 3 by reusing
graphs and rules, enabling highly efficient, high-throughput processing of large corpora.

(4) Document-level NLI. This task assesses ability to reason over long documents by classifying
document pairs into entailment, neutrality, or contradiction (Table 5). DocChecker performs strongly
in complex legal contexts, achieving 86.8% Acc and 0.929 F; on CaseHOLD, and 87.8% Acc with
0.935 F; on ContractNLI. Notably, DocChecker attains perfect Recall (1.000) on ContractNLI and
surpasses Longformer by nearly 22% in F;. Its consistent advantage over specialized models (e.g.,
DeBERTa-v3-base, BART-base) highlights the effectiveness of RICO-based reasoning: by explic-
itly modeling document structure and integrating dispersed evidence through a unified graph,
DocChecker captures long-range logical dependencies that standard neural attention often misses.
The results of sentence-level NLI tasks are consistent (see [1]).

Exp-2: Scalability. We assessed the scalability of Learner, Detector, and DocChecker by varying:
(1) document length |D|, (2) entity count |&|, (3) dataset size |D]|, and (4) processor number |n|.

(1) Varying document length |D|. We evaluated scalability when |D| grows from 1k to 5k tokens on
CaseHOLD and ConTRoL. Figures 4(a)-(b) show: (a) Learner takes 140.19-212.79s on CaseHOLD
and 122.74-191.87s on ConTRolL, driven by the number and complexity of extracted dual-star
patterns, which increase with document length. It extracts 487-577 rules (avg. 528) on CaseHOLD
and 862-943 (avg. 896) on ConTRoL. (b) Detector remains stable, ranging from 51.98-102.57s on
CaseHOLD and 44.87-160.44s on ConTRoL, as reasoning operates on dual-star graphs with direct
span mapping via findex- () End-to-end DocChecker takes 237.94-482.53s on CaseHOLD and 255.19-
549.18s on ConTRol, covering graph construction, fusion, rule discovery, detection and marking.
Even at 5k tokens, graph construction and join account for only 21.04% (101.54s) on CaseHOLD
and 16.76% (92.07s) on ConTRoL, indicating that graph abstraction decouples reasoning cost.

(2) Varying entity number |&|. Figures 4(c)—(d) report runtime on ContraDoc and MNLI as graph

size (driven by |&|) grows from 100 to 500 nodes. (a) Learner increases from 210.74-664.56s on
ContraDoc and 117.72-536.85s on MNLI, driven by denser dual-star patterns; LLM pruning remains
stable. (b) Detector ranges from 127.86-579.24s on ContraDoc and 250.94-1,331.25s on MNLI.
Despite growth, dual-star topology localizes matching, keeping per-contradiction latency within
278.48ms and 594.31ms, respectively. (c) End-to-end DocChecker increases from 491.11-1,616.97s
on ContraDoc and 693.93-2,279.40s on MNLI. As 78.70% of real-world dual-star patterns involve
< 200 entities, average runtime remains about 692s even at |&| = 500, i.e., no exponential blowup.

(3) Varying dataset | D|. Figures 4(e)—(f) evaluate scalability as the corpus grows from 100 to 500 doc-

uments on the DocNLI and RTE datasets. (a) Learner increases moderately from 118.34s to 274.69s
on DocNLI and 136.21s to 315.94s on RTE, as iterative pruning limits redundant patterns and LLM
calls. (b) Detector maintains stable per-document latency (0.443s on DocNLI and 0.232s on RTE),
with total runtime bounded to 221.46s (DocNLI) and 116.01s (RTE) on 16 processors, showing rea-
soning is localized to dual-star subgraphs rather than corpus size. (c) DocChecker rises from 243.59s
to 661.61s on DocNLI and 276.63s to 710.23s on RTE, confirming that offline discovery scales with
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Task 1: Binary Classification (CONTRADOC / ECON)

Model Prec. Rec. F1 Acc.  Time (s) Tokens (k)
DocChecker 1.000 /0.960 0.985 / 0.970 0.992 / 0.965 0.986 / 0.953 1.92/2.83 16.3/21.2
GPT-5.2 0.983 /0.941 0.577 / 0.480 0.727 / 0.636 0.608 / 0.633 2.92/6.22 15.9/19.3

Claude-3-7  0.977 / 0.941 0.433 / 0.790 0.600 / 0.859 0.477 / 0.827 2.04/3.11 16.7/23.4

Llama-3-70B 0.971/0.971 0.340 / 0.330 0.504 / 0.493 0.393 / 0.547 5.68/3.77 16.4/20.1
Gemini-3-Pro 1.000 / 0.930 0.400 / 0.400 0.571 / 0.559 0.640 / 0.580 4.31/3.53 16.3/22.0
Longformer 0.650 / 0.353 0.433 / 0.060 0.520 / 0.103 0.520 / 0.300 0.29/0.27 -/-

Task 2: Evidence Detection (CONTRADOC-POS)

Model Prec. Rec. F1 Acc. Time (s)  Tokens
DocChecker 1.000 0.927 0.962 0.927 0.13 0.0
GPT-5.2 1.000 0.747 0.856 0.747 0.40 1,520.0
Claude-3-7 1.000 0.562 0.720 0.562 6.91 1,466.4
Llama-3-70B 1.000 0.412 0.584 0.412 28.09 1,215.4
Gemini-3-Pro 1.000 0.242 0.390 0.242 3.63 1,283.9
RoBERTa-mnli 1.000 0.322 0.413 0.322 0.09 -
Task 3: Joint Evidence Identification (CONTRADOC)
Model J(D) JAV EHR Prec. Rec. Time(s) Tokens
DocChecker 0992 0914 0942 0900 0.928 0.55 0.0
GPT-5.2 0.719  0.543 0.957 0.537 0.550 0.24 354.1
Claude-3-7 0.682 0.420 0.586 0.415 0.425 0.90 166.8
wen-Max 0.561 0361 0.813 0.406 0.325 2.27 142.8
emini-3-Pro  0.625 0.400 0.950 0.346 0.475 11.9 2,379.0
DeepSeek-V3  0.644  0.356 0.684 0.394 0.325 0.62 304.7

Table 4. Performance evaluation of three DSCD subtasks
input volume while online reasoning remains effectively size-invariant for large-scale monitoring.

(4) Varying processor number |n|. Figures 4(g)—(h) test scalability as n ranges from 1 to 16 on

ContraDoc and RTE. (a) Learner scales near-linearly, reducing runtime from 2,465s to 408s
on ContraDoc and 1,577s to 212s on RTE, as parallel workers mask LLM latency. (b) Detector
maintains stable per-document time (0.4s), while corpus-level runtime drops from 3,270s to 315s
on ContraDoc and 609s to 88s on RTE. (c) End-to-end DocChecker drops from 7,410s to 974s on
ContraDoc and 3,330s to 484s on RTE, verifying parallel scalability.

Exp-3: Ablation. Table 6 reports the impact of key DocChecker components to effectiveness (Ac-
curacy) and efficiency (Runtime) via five ablations on StorySumm: (a) Graph join: Full DocChecker
(with cross-document linking) vs. a no-aggregation variant. (b) Graph enrichment: Full DocChecker
(with external KG enrichment) vs. no-enrichment variant. (c) Entity resolution (ER): Full DocChecker
(SBERT + HGCN) vs. no-ER variant (simulating noisy linking). (d) Meta-learning: Full DocChecker
vs. variants without LLM-based rule generation (using traditional level-wise discovery instead,
under a support threshold of 3 and a 5-hour timeout where Learner returns all rules), meta-learning
feedback, or verification/filtering.

(1) Graph components. Removing graph join causes a substantial drop, reducing accuracy from 85.2%
to 63.0%, which confirms cross-document linking as one of the most critical factors for accurate

contradiction detection. Disabling Graph Enrichment also degrades accuracy (73.8%), showing that
external knowledge provides useful context, although its effect is secondary to structural linking.

(2) Impact of ER quality. Inaccurate ER results in false positives as naming ambiguities trigger
spurious contradictions. Specifically, disabling SBERT and HGCN in graph fusion increases the FPR
of entity-matching by 21.2% and decreases detection accuracy by 16.7% (Table 6). This confirms that
accurate entity resolution is vital for ensuring the reliability of downstream contradiction detection.

(3) Impact of meta learning components. Table 6 quantifies the impact of three meta-learning

components on rule quality and efficiency. (1) Stage 1 (LLM generation): Replacing LLM-driven
initialization with a levelwise strategy drops accuracy by 38.0%, proving the LLM’s role in capturing
complex semantic preconditions. (2) Stage 2 (meta-feedback): Disabling iterative feedback decreases
accuracy and F1 by 16.6% and 19.9%, respectively. Thus, few-shot guidance is essential for pattern
refinement. (3) Stage 3 (verification/filtering): Removing this stage may introduce useless rules that
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Model CaseHOLD ContractNLI

Acc P R F1 Acc P R F1
DocChecker 0.868 0.879 0.986 0.929 0.878 0.878 1.000 0.935
Longformer-base-4096 0.310 0.347 0.310 0.321 0.712 0.734 0.712 0.716
DeBERTa-v3-base 0.676 0.677 0.676 0.676 0.704 0.733 0.704 0.702
BART-base 0.672 0.680 0.672 0.673 0.508 0.451 0.508 0.477
DistilBERT-base 0.605 0.608 0.605 0.606 0.684 0.699 0.684 0.680

Table 5. Performance on legal QA and document-level NLI

fail to detect contractions, reducing accuracy to 54.7%. This proves the efficacy of failure counter
in pruning invalid candidates via f;(D).

(4) Efficiency and scalability. Despite added structural modeling, the full model remains efficient

(551.3s), beating ablated variants by a large margin. This shows that DocChecker achieves a strong
accuracy—efficiency balance and scales well to dense text analysis.

Exp-4: Case study and contradiction analysis. LLMs struggle with long-range dependencies
and implicit logic. We present three ContraDoc cases where DocChecker outperforms GPT-5.2.

(1) Content contradiction (ID: 3488771835_6): In the book Mrs. Frisby, a character “agrees whole-
heartedly” but later “leaves the colony”. LLMs miss the mismatch between intent and action.
In contrast, DocChecker applies @persp: Q[x0, Yol (S(x1,5) A S(y1,5") A M(xp.name, yp.name) A
M (x;.goal, y;.action) A T(s, s’, opinion) — content(x;.goal, y;.action)), binding goal (x;) and ac-
tion (y;) to the same entity to detect the conflict.

(2) Temporal contradiction (ID: 3488771840_9): In Mrs. Tittlemouse, cleaning duration shifts from
a “fortnight” to “a day”. LLMs miss such long-range temporal inconsistencies. DocChecker
employs @remp : Q[x0, yo] (M(xg.event, yg.event) A xy.val # yyval A xp.unit = yrunit —
temporal(x;.val, y;.val)), aligning events and comparing values; x;.val # y;.val catches conflicts
across >15 sentences.

(3) Factual contradiction (ID: 3488771846_3): In A Tale of Two Cities, Darnay is “imprisoned in
Paris” yet “dining in London” on the same day. LLMs miss this due to weak spatial consistency.
DocChecker uses @space @ Q[x0, yo] (M (x1.time, y;.time) A xp.loc # yz.loc A T(s, s, factual) —
factual(x;.loc, y2.loc)), aligning the entity on a shared timeline to catch impossible co-occurrence.

As limitations, we note that contradictions requiring purely subjective or ambiguous interpreta-
tion remain challenging.

Contradiction analysis. To mitigate attention dilution in LLMs over long sequences [84],
DocChecker aligns scattered text spans into a unified graph, enabling variable binding for logical
rule evaluation. This allows DocChecker to accurately detect intra- and inter-document contradic-
tions on ContraDoc, where LLMs underperform by 15.2% due to long-range dependency failures.
While such long-span conflicts account for 28.4% of ContraDoc cases, DocChecker remains robust,
highlighting the need for explicit graph-based reasoning in complex inter-document settings.

Exp-5: Incremental study. DocChecker incrementally processes updates of AN = 100 documents
across the CaseHold and MNLI datasets (Table 7). (a) Graph conversion: By restricting extraction
to modified fragments, conversion time on CaseHold drops from 72.3s to 16.2s (a 77.6% latency
reduction), and tokens per document fall from 766.8 to 166.7 (a 78.3% token reduction). (b) Rule
generation: Isolating affected subgraphs reduces MNLI LLM costs from 8,809.5 to 402.8 tokens per
document, with processing time dropping from 1,135.3s to 50.1s. (c) Meta-learning: The feedback
loop refines X in just 20.6s on MNLI, requiring only 4.3% of the initial discovery time.

Summary. We find the following. (1) Effectiveness. DocChecker achieves SOTA accuracy on 15
datasets, e.g., 93.1% F; on SNLI and 91.4% on ContraDoc. It excels at document-level NLI (87.8% Acc
on ContractNLI), outperforming DeBERTa-v3. RICOs (¢persp> Premps @space) Tesolve complex content,
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Model Configuration Accuracy (%) F1-score (%) Runtime (s)
DocChecker (Full Model) 85.2 92.0 551.3
Ablations

w/o Graph Join 63.0 77.3 481.1
w/o Graph Enrichment 73.8 85.0 445.7
w/o entity resolution & linking 68.5 71.6 377.6
w/o LLM-based rule generation 47.2 52.4 over 5 hours
w/o Meta-learning feedback 68.6 72.1 390.3
w/o Rule verification 54.7 59.8 414.6

Table 6. Ablation study of key DocChecker components.

Full Re-computation Incremental Update
Time Avg.LLM Cost Time Avg. LLM Cost

Dataset Components

Graph Conversion 72 3s  766.8 tokens 16.2s  166.7 tokens
CaseHold Rule Generation 2.3s 3,118.3 tokens 25.2s 231.0 tokens
Meta-learning Feedback 195 4s 1,249.8 tokens 14.4s  96.1 tokens
Total Overhead 580.0s 5,134.9 tokens 55.8s  493.8 tokens
Graph Conversion 216.3s  4,538.7 tokens 52.5s 1,055.6 tokens
MNLI Rule Generation 1,135.3s 8,809.5 tokens 50.1s  402.8 tokens
Meta-learning Feedback 480.0s 4,909.5 tokens 20.6s  217.7 tokens
Total Overhead 1,831.6s 18,257.7 tokens 123.2s 1,676.1 tokens

Table 7. Efficiency and Cost of Incremental Maintenance

temporal and factual contradictions that LLMs fail to capture. (2) Robustness. DocChecker achieves
76.81% intra- and 86.96% inter-document accuracy, vs. GPT-40’s 51.89% and 65.06% on ContraDoc.
It attains near-perfect DSCD (0.992 binary, 0.962 evidence F;). Graph fusion handles inter-document
conflicts, where LLMs lag by 15.2%. (3) Efficiency and scalability. DocChecker scales linearly with
document length (1k-5k tokens) and graph size (100-500 nodes). Parallelization reduces ContraDoc
runtime from 7,410.11s to 974.44s (16 processors). In DSCD, DocChecker incurs minimal overhead
(0.13s, 0.0 tokens), avoiding LLM costs in Tasks 2 and 3. Incremental maintenance cuts latency
by 77.6%, updating rules in 4.3% of initial time. (4) Ablation findings. Graph Join boosts accuracy
by 22.2%, while graph enrichment improves F1-score by 7.0%. Disabling ER raises FPR by 21.2%
and lowers accuracy by 16.7%. Replacing LLM-based rule generation with a levelwise strategy
reduces accuracy by 38.0%. In addition, removing meta-feedback lowers accuracy and F1-score by
16.6% and 19.9%, respectively. Eliminating verification/filtering further drops accuracy to 54.7%.
These results highlight the importance of graph, ER and meta-learning components. (5) Impact of
prompts (Appendices G.3-G.5 [1]). Even with SPO-link, CoVe, or counterfactual auditing, LLMs trail
DocChecker by 22.19%-44.67%.

8 Conclusion

We propose graph-based RICOs and DocChecker framework, to detect contradictions within and
across documents. By integrating graph analytics with learning-based rule discovery (Learner)
and parallel detection (Detector), DocChecker effectively captures intra- and inter-document
contradictions. Our experiments on real-world data verify that DocChecker are highly accurate
and scalable. Future work includes (a) extending DocChecker to cross-modal contradiction detection
(e.g., text-vision/tabular) via tractable multimodal RICOs, and (b) enhancing robustness to LLM
noise and hallucinations through cross-model verification and consistency checks.
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