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Modern cloud platforms provide diverse compute services, including virtual machines, Function-as-a-Service,
and Query-as-a-Service, each offering unique trade-offs in performance, elasticity, and cost. While these
services collectively cover the diverse needs of OLAP workloads, existing systems typically rely on a sin-
gle service type or static rule-based scheduling. However, no single service is optimal for dynamic OLAP
workloads with diverse performance characteristics and resource requirements. Consequently, efficient query
execution requires scheduling workloads across heterogeneous services, which introduces three challenges.
(1) Heterogeneous service models. Distinct billing models and execution paradigms (e.g., stateful or stateless)
complicate the comparison of services. (2) Scheduling complexity at scale. High query concurrency exacer-
bates resource contention, creating a vast search space that makes identifying optimal scheduling decisions
in real time computationally expensive. (3) Unpredictable runtime dynamics. Cloud infrastructure exhibits
performance fluctuations due to factors like multi-tenant interference and scaling delays, which can invalidate
initial scheduling decisions and cause suboptimal performance.

In this paper, we present EASE, a resource-aware query scheduling framework designed to orchestrate
OLAP queries across heterogeneous cloud compute services. EASE addresses these challenges through three
integrated mechanisms. First, EASE incorporates a heterogeneity-aware cost model that captures distinct
service characteristics to guide service selection. Second, EASE employs a real-time query scheduler that
resolves resource contention under high concurrency. Third, EASE implements a dynamic rescheduler that
mitigates runtime fluctuations by proactively migrating queries subject to unexpected delays. Our evaluation
demonstrates that EASE significantly improves query performance and cost efficiency, reducing query latency
by up to 35% and monetary cost by up to 67% compared to state-of-the-art approaches.
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1 Introduction
Modern cloud platforms provide a wide range of compute services, each optimized for specific types
of workloads. For instance, virtual machines (VMs) [3, 5, 6] offer stable performance and are well-
suited for long-running queries with steady resource usage. Function-as-a-Service (FaaS) [9, 11, 12]
provides high elasticity and fine-grained billing, making it suitable for embarrassingly parallel
queries and short-lived bursty workloads. Query-as-a-Service (QaaS) [4, 10, 14] removes the burden
of infrastructure provisioning, enabling on-demand execution of ad-hoc analytical queries. As
summarized in Table 1, these services differ in startup time, billing granularity, and concurrency
limits, making them suitable for different use cases. This disparity is illustrated in Figure 1a, which
shows that the same query can exhibit vastly different execution times across different services.
However, each service has inherent limitations that lead to severe performance degradation

when handling mismatched workloads. Specifically, VMs suffer from high startup delays, which can
cause query backlogs during sudden workload spikes. FaaS lacks native support for inter-function
communication, making it inefficient for complex queries involving large-scale data exchanges.
QaaS platforms typically adopt a pay-per-data-scanned pricing model, incurring high costs for
queries that scan large volumes of data.

In practice, cloud users often rely on multiple cloud compute services to meet diverse workload
demands [25, 39, 56]. Real-world e-commerce and booking workloads often experience traffic
spikes, which require elastic capacity beyond provisioned resources [17, 18]. Industrial systems
like Amazon Redshift also integrate serverless capabilities to supplement provisioned clusters [23].
Nevertheless, deciding how to route queries across heterogeneous services is difficult for users

because each service exhibits different performance, elasticity, and pricing characteristics. Existing
scheduling approaches primarily operate within a single type of execution environment and do
not exploit the variety of modern cloud platforms. Most prior schedulers focus on homogeneous
and static clusters [29, 53]. Their primary objective is to optimize resource utilization within a
fixed resource pool, leaving the potential of heterogeneous cloud services unexplored. As shown in
Figure 1b, restricting query execution to a single service type results in suboptimal performance
compared to EASE, which leverages heterogeneous services to execute the queries.
This gap highlights the need for a query scheduling framework that effectively exploits the

complementary strengths of heterogeneous cloud compute services while addressing their inherent
limitations. However, we face three key challenges.
C1. How to compare heterogeneous services with distinct execution models? Cloud

compute services exhibit differences across multiple dimensions, including execution paradigms,
resource provisioning, and pricing models. Meanwhile, OLAP queries exhibit complex and varying
resource requirements, and no single service is universally optimal for the diverse range of OLAP
queries. The lack of a unified metric complicates the comparison of heterogeneous services, making
it challenging to determine the optimal service for a specific query.
C2. How to efficiently schedule highly concurrent workloads? Bursty OLAP workloads

can generate hundreds of concurrent queries, triggering intense competition for shared resources.
To mitigate contention, the scheduler must determine both the optimal service placement and
execution timing for each query. This creates a vast search space, making it computationally
expensive to identify a high-quality schedule within the strict time constraints of online scheduling.

C3. How to adapt to unpredictable runtime dynamics? Cloud environments are inherently
volatile, where opaque factors like multi-tenant interference cause significant performance fluc-
tuations. This means that the performance estimated during scheduling often differs from actual
runtime behavior. Consequently, a scheduling decision that is optimal at submission time may
become suboptimal as the runtime condition changes.
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Table 1. Comparison of Cloud Compute Services
Dimension Metric VM [3, 5, 6] FaaS [9, 11, 12] QaaS [4, 10, 14]

Elasticity Startup time Long (tens of seconds) Short (several milliseconds) Medium (sub-second to seconds)
Cost Billing model Uptime Execution time Scanned data volume
Capacity Resource constraints Limited hardware resources Limited function concurrency Limited query slots
Performance Best use case Long-running queries Bursty short queries Ad-hoc analytical queries
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(b) Total execution time of Q13, Q21, and Q34.
Fig. 1. Execution time of ClickBench queries across heterogeneous cloud compute services.

To tackle these challenges, we propose EASE, a rEsource-Aware query Scheduling framework
for hEterogeneous cloud compute services. To address C1, we develop a heterogeneity-aware cost
model that explicitly captures service-specific characteristics, enabling cross-service comparisons
to guide service selection (Section 4). To address C2, we design a real-time query scheduler that
employs a lightweight resource-aware heuristic to efficiently resolve resource contention, enabling
real-time scheduling for highly concurrent workloads (Section 5). To address C3, we implement a
dynamic rescheduler that mitigates runtime fluctuations by proactively migrating queries when
performance volatility invalidates initial scheduling decisions (Section 6).

In summary, this paper makes the following contributions.
• We present EASE, a resource-aware query scheduling framework that orchestrates queries
across heterogeneous cloud compute services to handle diverse OLAP workloads efficiently.
• We propose a heterogeneity-aware cost model that explicitly captures distinct characteristics
of diverse services, enabling comparison across heterogeneous services.
• We design a real-time scheduler that handles concurrent queries with negligible overhead.
• We introduce a dynamic rescheduler that adapts to performance fluctuations by proactively
reassigning queries when initial scheduling decisions become suboptimal.
• We implement and evaluate EASE on real cloud platforms using diverse OLAP workloads,
demonstrating that it reduces query latency by up to 35% and lowers costs by up to 67%
compared to state-of-the-art approaches.

2 Preliminaries
In this section, we first present key characteristics of cloud compute services used for OLAP
workloads, highlighting their differences in performance, cost, and elasticity. Then we define the
problem of resource-aware query scheduling across heterogeneous services.

2.1 Characteristics of Cloud Compute Services
Modern cloud platforms provide a diverse set of compute services, each presenting unique trade-offs
in elasticity, cost, capacity, and performance. To understand the design space for query schedul-
ing across heterogeneous services, we characterize the distinct execution models and resource
constraints of the representative services available in modern cloud environments.
Virtual machines (VMs) provide dedicated compute resources with stable performance and

customizable hardware configurations, making them well-suited for long-running OLAP queries
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with steady resource demands. However, VMs exhibit limited elasticity. Despite support for auto-
scaling, provisioning new instances takes tens of seconds to several minutes, rendering them poorly
suited for sudden workload spikes. Consequently, the slow scaling forces bursty queries to compete
for limited resources, leading to severe contention and performance degradation.

Function-as-a-Service (FaaS) provides a serverless execution model with fine-grained billing
and rapid elasticity, making it highly suitable for short-lived and bursty workloads. It can scale out
instantly in response to sudden query bursts by rapidly provisioning hundreds of instances. However,
FaaS faces significant limitations for complex OLAP queries. Individual function instances are
constrained in resources (e.g., up to 6 vCPUs and 10 GB memory on AWS Lambda [9]) and execution
duration (e.g., 15 minutes for AWS Lambda), requiring complex queries to launch hundreds of
concurrent instances to achieve acceptable performance. Moreover, the total number of concurrent
instances is restricted (e.g., 1000 by default on AWS), limiting their scalability under heavy loads.
Critically, FaaS lacks direct inter-function communication, forcing reliance on external storage
systems like S3 [2] for intermediate data exchange, which incurs substantial overhead.

Query-as-a-Service (QaaS) allows users to execute complex OLAP queries without managing
underlying infrastructure by automatically handling resource provisioning. In contrast to FaaS,
which relies on external storage for intermediate data exchange during distributed operations
like joins and shuffles, QaaS natively supports distributed query execution, making it suitable for
complex OLAP queries with large intermediate data exchange. However, QaaS platforms typically
charge based on the amount of data scanned, which can result in prohibitive costs for queries that
scan large volumes of data. Furthermore, the internal execution behavior remains a black box to
users, precluding fine-grained performance tuning.
We select VMs, FaaS, and QaaS to cover the broad spectrum of cloud resource abstractions,

spanning from Infrastructure-as-a-Service (IaaS) to fully managed serverless offerings. We differen-
tiate these services based on their distinct resource granularities and pricing models (including
time-based and scan-based). Collectively, these services effectively represent the diverse compute
options available for OLAP workloads in modern cloud environments. VMs provide dedicated
control for steady workloads, FaaS offers fine-grained elasticity for bursty workloads, and QaaS
enables massive scalability for complex queries.

Alternatives.Within this spectrum, we employ VMs as the representative for provisioned, long-
running compute services. This category conceptually includes Database-as-a-Service (DBaaS)
(e.g., provisioned Amazon Redshift [7]), which shares a similar resource model and time-based
billing. Regarding serverless DBaaS (e.g., Redshift Serverless [15]), we consider it a hybrid model
that combines the opaque auto-scaling of QaaS with the resource-based billing of VMs. However, a
critical distinction is that serverless DBaaS delegates resource provisioning entirely to the cloud
provider while charging based on the consumed compute units (e.g., RPUs). This implies that costs
are determined by the vendor’s internal resource allocation policies rather than controllable user
decisions, introducing significant uncertainty in cost estimation. Therefore, we use VMs, FaaS, and
QaaS as the representatives of three fundamental compute models, while evaluating serverless
DBaaS against our approach in Section 7.

2.2 Problem Statement
We consider the problem of scheduling dynamically arriving OLAP queries across heterogeneous
cloud compute services. All data is stored in a shared cloud storage system (e.g., Amazon S3 [2])
accessible to all compute services. For each query, the system determines which service should
execute the query and when to start execution. The goal is to jointly minimize query latency and
monetary cost, achieving an optimal cost-performance trade-off under dynamic workloads. Table 2
summarizes the key notations used in this paper.
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Table 2. Notations
Notation Description Notation Description

𝑄 List of queries 𝐶𝑖 Completion time of 𝑞𝑖
𝑞 A query in 𝑄 𝛼 Cost-performance trade-off parameter
𝑞𝑖 𝑖-th query in 𝑄 𝑔𝑖 𝑗 𝑗-th concurrent group of 𝑞𝑖
𝑆 Set of compute services Q (𝑠 ) Set of queued queries on 𝑠

𝑠 A service in 𝑆 A(𝑡) Set of active queries at time 𝑡
𝑠𝑖 The service 𝑞𝑖 executes on r̂𝑖 𝑗 Estimated resource demand vector of 𝑔𝑖 𝑗
𝑠𝑉 VM service c(𝑠 )capacity Resource capacity vector of 𝑠
𝑠𝐹 FaaS service R̂𝑞 Estimated resource demand matrix of 𝑞
𝑠𝑄 QaaS service r̂𝑞 Flattened vector of R̂𝑞
𝑇𝑞,𝑠 Execution time of 𝑞 on 𝑠 Ĉ(𝑠 )remain Estimated remaining resource capacity matrix of 𝑠
𝑀𝑞,𝑠 Monetary cost of 𝑞 on 𝑠 ĉ(𝑠 )remain Flattened vector of Ĉ(𝑠 )remain
𝑇𝑞,𝑠 Estimated execution time of 𝑞 on 𝑠 𝑊

(𝑠 )
𝑞 Waiting time of 𝑞 in the queue of 𝑠

𝑀̂𝑞,𝑠 Estimated monetary cost of 𝑞 on 𝑠 C(𝑠 )capacity Resource capacity of 𝑠 over time slots
𝐴𝑖 Arrival time of 𝑞𝑖 Ĉ(𝑠 )used Estimated used resources of 𝑠 over time slots
𝑡𝑖 Execution start time of 𝑞𝑖 𝑊̂ (𝑠 ) Estimated waiting time of 𝑠

Let 𝑄 = {𝑞1, 𝑞2, . . . , 𝑞𝑛} be the sequence of OLAP queries to be scheduled, where each query
𝑞𝑖 arrives at time 𝐴𝑖 . The system schedules each query to one of the heterogeneous compute
services 𝑆 = {𝑠𝑉 , 𝑠𝐹 , 𝑠𝑄 }, representing VMs, FaaS, and QaaS, respectively. Each service operates
under distinct capacity constraints. VMs are bounded by hardware resources (CPU, memory, and
I/O), FaaS by function concurrency limits, and QaaS by query slot quotas.

For any query 𝑞𝑖 and service 𝑠𝑖 ∈ 𝑆 , we define𝑇𝑞𝑖 ,𝑠𝑖 and𝑀𝑞𝑖 ,𝑠𝑖 as the execution time and monetary
cost of executing 𝑞𝑖 on 𝑠𝑖 , respectively. For each incoming query 𝑞𝑖 , we make two decisions: the
target compute service 𝑠𝑖 ∈ 𝑆 and the execution start time 𝑡𝑖 ≥ 𝐴𝑖 . The query completes at time
𝐶𝑖 = 𝑡𝑖 + 𝑇𝑞𝑖 ,𝑠𝑖 , resulting in a total latency of 𝐶𝑖 − 𝐴𝑖 . The objective is to jointly optimize query
latency and monetary cost by minimizing the performance-cost objective, defined as:

𝑛∑︁
𝑖=1
(𝐶𝑖 −𝐴𝑖 ) ·𝑀𝛼

𝑞𝑖 ,𝑠𝑖
(1)

where 𝛼 ≥ 0 is a preference parameter that controls the relative importance of cost versus
performance. This formulation follows the approach adopted in industrial cost-aware scheduling
systems such as RAIS [41] in Redshift, where 𝛼 is specified by users to reflect their performance-cost
preferences. A higher value of 𝛼 emphasizes cost savings, while a lower value favors reducing
query latency. In our evaluation, we set 𝛼 = 1 as the default configuration to achieve a balanced
trade-off between performance and cost.

3 System Overview
EASE is a resource-aware query scheduling framework designed to orchestrate OLAP queries
across heterogeneous cloud compute services. As Figure 2 illustrates, EASE acts as a proxy layer
between clients and a diverse pool of cloud services. Users submit SQL queries to EASE without
manually selecting target services or managing resources for each service. The system operates on
a shared-storage architecture where compute services access data from shared cloud storage.
The internal architecture of EASE consists of three components: the heterogeneity-aware cost

model, the real-time query scheduler, and the dynamic rescheduler. These components work in
tandem to optimize query latency and execution cost under dynamic conditions. We provide an
overview of each component below.
Heterogeneity-aware Cost Model. This component serves as the foundation for scheduling

decisions. It employs a hybrid strategy that combines analytical models for services with exposed
resource metrics and data-driven learning for opaque managed services. By transforming disparate
service-specific characteristics into standardized metrics of execution time and cost, the model
establishes a unified ground for cross-service evaluation. The details are provided in Section 4.
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Fig. 2. System overview of EASE.

Real-time Query Scheduler. The scheduler determines the initial placement and execution
order of incoming queries. It uses the cost model to evaluate the cost-performance trade-offs of
different services, identifying the optimal service and execution start time for each query. In our
implementation, queries are dispatched to one of three execution backends. The VM backend runs
each query on a single instance from the provisioned pool, the FaaS backend distributes each query
across multiple function instances, and the QaaS backend submits each query to the service managed
by cloud providers. To handle highly concurrent workloads, the scheduler employs a resource-
aware heuristic that mitigates resource contention by co-scheduling queries with complementary
resource demands. The query scheduler is described in Section 5.

Dynamic Rescheduler. The dynamic rescheduler handles runtime fluctuations in the cloud. It
continuously monitors the system for abnormal delays, acting as a corrective mechanism when
queries experience excessive stagnation. When such delays are detected, the rescheduler evaluates
the potential benefits of migrating queries to alternative services, proactively adjusting placements
to improve overall efficiency. The rescheduler strategy is presented in Section 6.

4 Heterogeneity-aware Cost Model
Effective scheduling across heterogeneous cloud services requires a unified framework to compare
distinct execution paradigms and pricing models. In this section, we present our heterogeneity-
aware cost model that transforms diverse service characteristics into comparable estimates of
execution time andmonetary cost. Table 3 summarizes the required parameters and their acquisition
methods. We first describe our modeling approach in Section 4.1, followed by query resource
profiling in Section 4.2.

4.1 Service Execution Modeling
We model the execution of a query as a directed acyclic graph (DAG) of pipelines, consistent with
the execution model used in modern OLAP systems like DuckDB [13] and Presto [8]. A pipeline
starts only after all its upstream pipelines complete, and independent pipelines can execute in
parallel. To capture this, we represent a query 𝑞 as a sequence of concurrent groups, denoted as
𝑔1, 𝑔2, . . . , 𝑔𝑘 , where each group 𝑔𝑖 consists of one or more pipelines. Pipelines in each group execute
concurrently, while the groups execute sequentially due to data dependencies. For each concurrent
group, we characterize its resource demands, including CPU usage, memory consumption, network
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Table 3. Parameters of the cost model.

Category Parameters (Symbols) Acquisition Methods

Query profile
Data processed by CPU (𝐷̂ (𝑔)cpu ); data processed by I/O (𝐷̂ (𝑔)io );
shuffled write and read data sizes (𝐷̂ (𝑔)write, 𝐷̂

(𝑔)
read); dominant resource

footprint ratio (𝜌𝑞 ).

Database optimizer estimation,
table statistics, profiling, or
learned models.

Service profile
VM compute throughput (𝐵cpu), network bandwidth (𝐵net), local SSD
bandwidth (𝐵ssd), and memory bandwidth (𝐵mem); FaaS CPU and I/O
throughput (𝐵cpu (𝑚) , 𝐵io (𝑚)).

Cloud provider specifications
and microbenchmarks.

VM data access
Memory and local SSD hit ratios (𝑃 (𝑞)mem, 𝑃

(𝑞)
ssd ); remote storage GET

requests (𝑁̂ (𝑞,𝑠𝑉 )get ).
Query access ranges, block
metadata, and cache status.

FaaS execution

Number of function instances (𝑁𝑔); function memory size (𝑚𝑖 );
function runtime (𝑑𝑖 ); remote storage GET/PUT requests (𝑁̂ (𝑞,𝑠𝐹 )get ,

𝑁̂
(𝑞,𝑠𝐹 )
put ).

Input data size, partition size,
memory-performance profile,
and shuffled data size.

Pricing
parameters

Cloud storage request prices (𝑅get, 𝑅put), VM instance price (𝑅vm),
FaaS execution price (𝑅faas), and QaaS scan price (𝑅scan).

Cloud provider pricing
specifications.

and disk I/O data volume. Our model maps the resource demands to expected execution time and
cost for each service, accounting for their distinct execution paradigms and pricing structures.

4.1.1 Virtual Machines. Virtual machines provide a stateful execution environment characterized
by a multi-tier storage hierarchy comprising memory, local SSDs, and remote storage. Unlike
serverless services, VMs allow data to be cached locally to reduce I/O latency. Since a VM instance
operates within specific hardware provisions, its execution performance is constrained by the
bottleneck between compute capacity and I/O bandwidth.
For a specific concurrent group 𝑔, let 𝐷̂ (𝑔)cpu and 𝐷̂

(𝑔)
io denote the data volumes required for CPU

processing and I/O access, respectively. The compute-bound latency 𝑇 (𝑔)cpu is calculated as the ratio
of the data volume to the effective compute throughput of the VM, denoted as 𝐵cpu:

𝑇
(𝑔)
cpu =

𝐷̂
(𝑔)
cpu

𝐵cpu
(2)

The I/O-bound latency𝑇 (𝑔)io depends on data placement across the storage hierarchy.We introduce
two cache hit ratios 𝑃 (𝑔)mem and 𝑃 (𝑔)ssd that represent the fraction of data accessed from memory and
local SSDs, respectively. The remaining fraction 1 − 𝑃 (𝑔)mem − 𝑃

(𝑔)
ssd corresponds to data fetched from

remote storage. These ratios quantify multi-query data reuse by tracking how queries utilize
existing caches. Repeated access to common base data results in higher hit ratios, allowing the cost
model to capture the reduced overhead of remote storage transfers. The I/O time is modeled as the
weighted sum of access latencies across these tiers:

𝑇
(𝑔)
io = 𝐷̂

(𝑔)
io

(
1 − 𝑃 (𝑔)mem − 𝑃

(𝑔)
ssd

𝐵net
+
𝑃
(𝑔)
ssd
𝐵ssd
+ 𝑃

(𝑔)
mem

𝐵mem

)
(3)

In this equation, 𝐵net, 𝐵ssd, and 𝐵mem represent the bandwidth limits for remote network, local
SSD, and memory, respectively. The expected execution time of concurrent group 𝑔 is determined
by the bottleneck resource.

𝑇𝑔 =max
(
𝑇
(𝑔)
cpu , 𝑇

(𝑔)
io

)
(4)

The total expected execution time for query 𝑞 on the VM, denoted as𝑇𝑞,𝑠𝑉 , is the sum of durations
of all its sequential concurrent groups: 𝑇𝑞,𝑠𝑉 =

∑
𝑔𝑇𝑔.
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Fig. 3. CPU performance and network throughput of AWS Lambda functions across memory configurations.

Regarding monetary cost, VMs are billed based on instance uptime at a fixed rate 𝑅vm per second.
However, simply multiplying𝑇𝑞,𝑠𝑉 by the billing rate 𝑅vm would overestimate the cost, as it assumes
the query exclusively occupies the VM for its entire duration. In reality, multiple queries can execute
concurrently and share resources on the VM. To ensure fair cost attribution, we model each query’s
compute cost based on its dominant resource footprint, defined as the maximum ratio of CPU,
memory, network and disk I/O resource demands relative to the VM’s capacity. This ratio, denoted
as 𝜌𝑞 , represents the query’s share of the cost.
In addition to compute costs, queries incur charges for data retrieval from cloud storage (e.g.,

Amazon S3 GET requests), which are billed at a fixed rate 𝑅get per request. Let 𝑁̂
(𝑞,𝑠𝑉 )
get represent the

total number of GET requests required to scan the query’s input data. Since local caching eliminates
the need for remote retrieval, the costs apply only to the portion of data not found in the local
cache. The total monetary cost is modeled as follows:

𝑀̂𝑞,𝑠𝑉 = 𝜌𝑞 ·𝑇𝑞,𝑠𝑉 · 𝑅vm + (1 − 𝑃
(𝑞)
mem − 𝑃

(𝑞)
ssd ) · 𝑁̂

(𝑞,𝑠𝑉 )
get · 𝑅get (5)

4.1.2 Function-as-a-Service. In EASE, each concurrent group executed on FaaS is parallelized across
multiple function instances, with intermediate results shuffled through cloud storage between stages.
This executionmodel follows the serverless execution paradigm in [25, 40, 44]. Specifically, the input
data is divided into fixed-size partitions (256 MB in our implementation), and each function instance
processes one partition independently. The number of function instances allocated to a concurrent
group 𝑔, denoted as 𝑁𝑔, is determined based on the data volume processed by the pipelines within
the group. Instead of requiring a separate FaaS profile for each query, EASE estimates latency and
cost on FaaS from the pipeline-level profiles described in Section 4.2. For a given concurrent group
𝑔, let 𝐷̂ (𝑔)cpu and 𝐷̂

(𝑔)
io denote the volumes of data processed by CPU and network I/O operations,

respectively. The expected execution time of 𝑔 is modeled as:

𝑇𝑔 =max

(
𝐷̂
(𝑔)
cpu

𝑁𝑔 · 𝐵cpu (𝑚)
,

𝐷̂
(𝑔)
io

𝑁𝑔 · 𝐵io (𝑚)

)
(6)

where𝑚 denotes the memory size allocated to each function instance, which determines its CPU
and network I/O throughput, denoted as 𝐵cpu (𝑚) and 𝐵io (𝑚), respectively. As shown in Figure 3,
𝐵cpu (𝑚) scales nearly linearly with𝑚, while 𝐵io (𝑚) increases with memory up to 2 GB and plateaus
thereafter. To balance cost and performance, we select the smallest memory configuration that
minimizes 𝑇𝑔. For I/O-intensive pipelines, this typically results in around 2-4 GB of memory, as
further memory allocation provides diminishing returns. In contrast, CPU-intensive pipelines often
require higher memory settings to fully utilize available compute capacity. Given the fixed input
partition size of 256 MB, these configurations also ensure sufficient memory for processing the
partition to prevent out-of-memory errors during execution.

Between concurrent groups, intermediate data is shuffled through shared storage. This process
involves a write phase by the upstream group and a read phase by the downstream group. Let 𝑔up
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and 𝑔down denote the upstream and downstream groups, run on 𝑁𝑔up and 𝑁𝑔down function instances,
respectively. The shuffle latency 𝑇ℎ is modeled as the sum of write and read durations:

𝑇ℎ =
𝐷̂
(𝑔up )
write

𝑁𝑔up · 𝐵io (𝑚)
+

𝐷̂
(𝑔down )
read

𝑁𝑔down · 𝐵io (𝑚)
(7)

FaaS is billed based on execution duration and allocated memory of each function invocation.
We denote the billing rate as 𝑅faas (USD per GB-second). For the 𝑖-th function invocation, let𝑚𝑖 and
𝑑𝑖 denote its memory size and execution time, respectively. With 𝑛 invocations across all pipelines,
the compute cost is modeled as:

𝑀̂faas_compute =

𝑛∑︁
𝑖=1

𝑑𝑖 ·𝑚𝑖 · 𝑅faas (8)

In addition to compute costs, executing queries on FaaS incurs storage access costs from input
data retrieval and intermediate data shuffling. Data retrieval and shuffling generate GET and PUT
requests. Let 𝑁̂ (𝑞,𝑠𝐹 )get and 𝑁̂ (𝑞,𝑠𝐹 )put denote the total number of GET and PUT requests across all stages,
which are charged at fixed rates per request, denoted as 𝑅get and 𝑅put, respectively. The total storage
access cost is modeled as:

𝑀̂faas_storage = 𝑁̂
(𝑞,𝑠𝐹 )
get · 𝑅get + 𝑁̂ (𝑞,𝑠𝐹 )put · 𝑅put (9)

The total execution time and monetary cost for a query executed on FaaS are calculated as:

𝑇𝑞,𝑠𝐹 =
∑︁

𝑔∈groups
𝑇𝑔 +

∑︁
ℎ∈shuffles

𝑇ℎ (10)

𝑀̂𝑞,𝑠𝐹 = 𝑀̂faas_compute + 𝑀̂faas_storage (11)

Our model focuses on measurable and stable components that dominate the performance of
data-intensive OLAP workloads, omitting stochastic factors such as cold start latency and straggler
effects, which are difficult to predict accurately. While these factors can introduce variability to the
tail latency, existing techniques such as pre-warming [35] and duplicate requests [44] can reduce
their impact in practice. The goal of our cost model is to compare candidate services for scheduling
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decisions, instead of predicting latency with perfect precision. As shown in Section 7, our model is
sufficient to identify the optimal service in the presence of runtime noise.

4.1.3 Query-as-a-Service. Modeling QaaS presents a unique challenge due to the opacity of internal
resource allocation, interference from multi-tenant resource sharing, and continuous evolution of
the underlying execution engine. Consequently, the white-box resource modeling approach used for
VMs and FaaS is not applicable. To address this, we adopt the learned query performance prediction
technique proposed in BRAD [56], which is designed to model opaque cloud services where internal
metrics are inaccessible and has demonstrated high accuracy in modeling QaaS platforms. Following
this methodology, we extract a feature vector 𝑥𝑞 for each query 𝑞, encompassing logical query
properties (e.g., operator types, filter selectivities) and dataset statistics. We then map the feature
vector into expected execution time andmonetary cost using the learned regression models, denoted
as 𝑓𝑇 and 𝑓𝐷 , respectively.

The expected execution time is modeled as 𝑇𝑞,𝑠𝑄 = 𝑓𝑇 (x𝑞). Since QaaS pricing typically depends
on the amount of data scanned, the monetary cost is calculated as 𝑀̂𝑞,𝑠𝑄 = 𝑓𝐷 (x𝑞) · 𝑅scan, where
𝑅scan denotes the price per unit of data scanned. By periodically training on recent execution logs,
these models characterize the current runtime behavior of the service. This approach allows EASE to
adapt to the evolution of underlying execution engine despite the opacity of internal mechanisms.

4.2 Fine-grained Resource Profiling
To enable accurate cost modeling and effective resource-aware scheduling across heterogeneous
services, our framework requires resource demands of each query to be estimated at the pipeline
granularity rather than the query level. This is because OLAP queries typically consist of multiple
execution pipelines with significantly varying resource requirements. As shown in Figure 4, resource
usage tends to remain stablewithin each pipeline but changes drastically across pipelines. To validate
this pattern, we measure resource time series from TPC-H queries and compute the coefficient
of variation, defined as the standard deviation divided by the mean. Figure 5 shows that resource
variation within individual pipelines is much lower than the variation across different pipelines. To
capture this, we propose a workflow that builds query resource profiles from individual pipelines.
As illustrated in Figure 6, the workflow consists of four sequential phases.

Decomposition. The first phase decomposes the query plan into a DAG of pipelines at blocking
operators such as hash joins and aggregations, following the execution model of modern OLAP
systems [8, 13]. Each pipeline represents a sequence of operators that can execute without blocking.
A pipeline starts only after all its upstream pipelines complete, and independent pipelines can
execute in parallel.
Estimation. For each decomposed pipeline, we estimate a resource profile consisting of four

key metrics: average CPU utilization, peak memory consumption, average network and disk
I/O throughput. We treat estimation as an orthogonal upstream task, agnostic to the specific
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method used. These metrics can be derived from various sources, such as lightweight profiling [46],
analytical models [22, 26, 52], or learning-based predictors [27, 30, 34, 38, 48, 58], depending on the
user’s context and available data. Operating at the pipeline granularity reduces prediction variance
compared to query-level estimation, as pipelines exhibit more stable resource usage patterns.

Aggregation.We then reconstruct the query’s parallel execution behavior by grouping pipelines
that can execute concurrently into concurrent groups. Within each group, we aggregate the
resource demands to model resource contention. For CPU and I/O, we sum the usage of all pipelines
at each time point. If the aggregated demand exceeds the VM’s capacity (i.e., over 100% utilization),
we scale the group’s execution duration by the ratio of the dominant resource demand to the VM’s
capacity to account for contention. For memory, we conservatively derive the peak footprint of a
concurrent group by summing the peak memory consumption of its constituent pipelines. If the
sum exceeds the VM’s memory limit, the query cannot be executed on the VM due to the risk of
out-of-memory failure or severe performance degradation from disk spilling.

Concatenation. Finally, we treat each concurrent group as a single logical unit and concatenate
their resource demands according to the execution order determined by data dependencies. The
final query resource profile consists of piecewise constants for CPU and I/O usage over time, and a
global peak memory representing the maximum memory demand across all concurrent groups.
This peak value is used during scheduling to ensure sufficient memory capacity for query execution,
since exceeding available memory can severely degrade performance or cause execution failures.

5 Real-timeQuery Scheduler
The query scheduler serves as the core decision-making component of EASE, responsible for
determining the placement and execution start time of queries across heterogeneous compute
services. This section presents our initial query placement strategy in Section 5.1, followed by the
formulation of the scheduling problem in Section 5.2 and the resource-aware scheduling algorithm
in Section 5.3.

5.1 InitialQuery Placement
The scheduling process begins by identifying the optimal compute service for each incoming query.
Using the heterogeneity-aware cost model in Section 4.1, the scheduler calculates the expected
execution time and monetary cost of the query on each service. It then selects the service 𝑠∗ that
minimizes the objective function, which balances the trade-off between performance and cost while
incorporating a load penalty to prevent service overloading.

𝑠∗ = argmin
𝑠∈𝑆

(
𝑇𝑞,𝑠 · 𝑀̂𝛼

𝑞,𝑠 · (1 + 𝛽𝑠 · 𝐿𝑠 )
)

(12)

where 𝑆 is the set of available compute services, 𝑇𝑞,𝑠 and 𝑀̂𝑞,𝑠 denote the expected execution
time and monetary cost of the query 𝑞 on service 𝑠 , and 𝛼 is the tunable parameter that controls
the relative importance of cost versus performance, as described in Section 2.2. To prevent service
overloading, we incorporate a load penalty based on the number of pending queries 𝐿𝑠 on service 𝑠 .
The parameter 𝛽𝑠 controls the strength of this penalty for each service, allowing for fine-grained
tuning over the balance between performance and load distribution.

The value of 𝛽𝑠 is configured based on the service’s elasticity. Less elastic services use a larger 𝛽𝑠
because additional queued queries are more likely to increase waiting time and resource contention.
More elastic services use a smaller 𝛽𝑠 , as they can scale more rapidly to accommodate increased
load. In our experiments, we set 𝛽𝑉 = 0.1 for VMs, 𝛽𝐹 = 0.05 for FaaS, and 𝛽𝑄 = 0.02 for QaaS,
reflecting the relative elasticity of the three services.
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Fig. 7. Resource representations for VMs (CPU, memory, network, and disk I/O), FaaS (concurrent function
instances), and QaaS (query slots).

5.2 Scheduling Problem Formulation
Since queries placed on the service 𝑠 share the same resource pool, unrestricted concurrent execution
can lead to severe resource contention and performance degradation. To address this, the scheduler
must determine the appropriate execution start time for each query. We formulate this as a resource-
constrained scheduling problem, formally defining the objective and constraints in this section.

Wemodel each query as a sequence of resource rectangles aligned along the time axis, where each
rectangle corresponds to a concurrent group derived in Section 4.2. The rectangle’s width represents
the group’s execution duration, and its height represents the aggregated resource demand. The
meaning of the resource dimension varies according to the capacity model of each service. On
VMs, the height of a rectangle represents the aggregated demand of CPU, memory, network, or
disk I/O throughput of the group. On FaaS, the height indicates the peak number of concurrent
function instances required for the group. On QaaS, each query occupies one slot throughout
its execution, as QaaS typically enforces query slot limits at the user level. Although FaaS and
QaaS use consumption-based pricing models, they still expose finite capacity constraints through
function concurrency quotas and query slot limits. Resource-aware scheduling is still useful for
these services because it reduces queueing and contention when service capacity is saturated.
Figure 7 shows the resource representation.

The scheduler determines optimal start times for queued queries to minimize total response time
while respecting the service’s resource capacity constraints. Let Q (𝑠 ) = {𝑞1, . . . , 𝑞𝑛} be the set of
queries queued on 𝑠 . Each query 𝑞𝑖 ∈ Q (𝑠 ) arrives at time 𝐴𝑖 and consists of 𝑛𝑖 concurrent groups
𝑔𝑖1, 𝑔𝑖2, . . . , 𝑔𝑖𝑛𝑖 . Each group 𝑔𝑖 𝑗 is characterized by its execution duration 𝑑 (𝑠 )

𝑖 𝑗
and resource demand

vector r̂(𝑠 )
𝑖 𝑗
∈ R𝑘 , where 𝑘 is the number of resource dimensions of the service (e.g., CPU, memory,

network, and disk I/O for VM, function concurrency for FaaS, and query slots for QaaS).
Each service 𝑠 is associated with a resource capacity vector c(𝑠 )capacity ∈ R

𝑘 , which represents the
maximum capacity of each resource. The scheduler assigns a start time 𝑡𝑖 ≥ 𝐴𝑖 for each query
𝑞𝑖 , such that the resource consumption of all active queries (denoted A(𝑡)) does not exceed the
service’s capacity at any time 𝑡 :

∀𝑡,
∑︁

𝑞𝑖 ∈A(𝑡 )

∑︁
𝑔𝑖 𝑗 active at 𝑡

r̂(𝑠 )
𝑖 𝑗
≤ c(𝑠 )capacity (13)

The objective is to minimize the total response times:

min
𝑛∑︁
𝑗=1

(
𝐶 𝑗 −𝐴 𝑗

)
(14)

where 𝐶 𝑗 and 𝐴 𝑗 denote the completion time and arrival time of query 𝑞 𝑗 , respectively.
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5.3 Resource-aware Scheduling Algorithm
The resource-constrained scheduling problem is NP-hard. This can be shown by reduction from
the classical single-machine scheduling problem with release time and the objective of minimizing
total completion time (1|𝑟 𝑗 |

∑
𝐶 𝑗 ) [33], which is known to be NP-hard even for single-stage jobs and

a single resource dimension. Given this complexity, we design a lightweight heuristic algorithm
for real-time scheduling. We discretize the timeline into fixed-length time slots and model each
query’s resource usage over a finite horizon of 𝐻 slots. For each query 𝑞 on service 𝑠 , its resource
demand is represented as a matrix R̂(𝑠 )𝑞 ∈ R𝑘×𝐻 , where 𝑘 is the number of resource dimensions, and
each entry R̂(𝑠 )𝑞 [𝑖, 𝑗] denotes the demand for resource type 𝑖 in time slot 𝑗 . Correspondingly, we
maintain a remaining capacity matrix Ĉ(𝑠 )remain ∈ R

𝑘×𝐻 , representing the remaining capacity across
all resource dimensions over 𝐻 time slots. To simplify the representation, we flatten both matrices
into vectors r̂(𝑠 )𝑞 ∈ R𝑘𝐻 and ĉ(𝑠 )remain ∈ R

𝑘𝐻 .
The scheduling algorithm is triggered by events such as the arrival of new queries, completion

of existing queries, or after a fixed time interval. In each scheduling round, we first identify the set
of feasible queries F whose resource demands can be accommodated within the current remaining
capacity ĉ(𝑠 )remain. For each feasible query 𝑞 ∈ F , we compute a compatibility score to measure both
its resource demand’s alignment with the remaining capacity and its overall resource footprint:

score(𝑞) =
ĉ(𝑠 )remain · r̂

(𝑠 )
𝑞

∥r̂(𝑠 )𝑞 ∥2
(15)

The scoring function encapsulates two heuristic principles. The numerator acts as a reward
for resource affinity. It favors queries whose resource usage aligns with the remaining capacity,
improving packing efficiency and reducing resource fragmentation. The denominator acts as a
penalty for resource intensity. It penalizes queries with large or long-lasting resource demands that
may block other queries and increase contention. As a result, the compatibility score prioritizes
queries that are less resource-intensive and well-matched to the remaining capacity.
After scoring, we select the query with the highest score 𝑞∗ and add it to the scheduled set S.

We then update the remaining capacity ĉ(𝑠 )remain by subtracting r̂(𝑠 )
𝑞∗ and rebuild the feasible query

set F with queries that can still fit within the updated remaining capacity. This process continues
until no more queries can be scheduled. Finally, all queries in the scheduled set S are submitted for
execution. The complete scheduling procedure is summarized in Algorithm 1.

Runtime calibration. The resource-aware scheduling algorithm relies on resource usage derived
from the query’s resource profile, which may be inaccurate due to runtime variance and limitations
of estimation methods. To mitigate the impact of inaccuracy, we continuously monitor the actual
resource consumption of running queries and periodically correct the remaining capacity matrix
Ĉ(𝑠 )remain based on observed consumption. For FaaS and QaaS, runtime calibration updates how long
function instances or query slots are expected to remain occupied, which affects when subsequent
queries can be scheduled. This calibration limits error propagation and ensures scheduling decisions
rely on up-to-date system state rather than outdated estimations. Furthermore, this observed data
can be fed back to the upstream estimation module to improve its accuracy over time.

Max-wait safeguard. To prevent starvation, EASE enforces a max-wait policy for long-waiting
queries. The resource-aware scheduling may delay resource-heavy or long-running queries when
many short queries keep arriving, because short queries often obtain higher scores due to their lower
resource intensity. Once a queued query exceeds the max-wait threshold, the scheduler bypasses
the compatibility-based ordering and dispatches the query for execution on the least-loaded service.
This ensures that resource-heavy queries are not indefinitely postponed.
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Algorithm 1: Resource-aware Query Scheduling

Input: Remaining capacity ĉ(𝑠 )remain ∈ R
𝑘𝐻 ;

Set of queued queries Q, each with a resource demand vector r̂(𝑠 )𝑞 ∈ R𝑘𝐻

Output: Set of scheduled queries S
1 S ← ∅
2 F ← {𝑞 ∈ Q | r̂(𝑠 )𝑞 ≤ ĉ(𝑠 )remain}
3 while F ≠ ∅ do
4 foreach 𝑞 ∈ F do

5 score(𝑞) ← ĉ(𝑠 )remain ·r̂
(𝑠 )
𝑞

∥ r̂(𝑠 )𝑞 ∥2
;

6 𝑞∗ ← argmax𝑞∈F score(𝑞) ;
7 S ← S ∪ {𝑞∗} ;
8 ĉ(𝑠 )remain ← ĉ(𝑠 )remain − r̂

(𝑠 )
𝑞∗ ;

9 F ← {𝑞 ∈ F \ {𝑞∗} | r̂(𝑠 )𝑞 ≤ ĉ(𝑠 )remain} ;
10 return S

Scheduling granularity. EASE schedules at the query level to keep scheduling overhead low
and avoid frequent state synchronization across distributed workers. Scheduling at a finer granu-
larity such as individual pipelines would require cross-service coordination and intermediate state
management. However, since EASE already builds its cost model from pipeline-level profiles, the
framework can be extended to schedule individual pipelines. We leave this for future work.

6 Dynamic Rescheduler
The dynamic rescheduler serves as a corrective mechanism to handle performance instability in the
cloud environment. Even with optimal initial scheduling decisions, various factors like multi-tenant
interference or network jitter can still cause unexpected congestion. To mitigate these bottlenecks,
the rescheduler migrates queries that are still waiting in service queues to alternative services.
Before migration, it checks the query status on the original service. If the query has already been
dispatched for execution, the migration is cancelled to avoid redundant execution. We first describe
the identification of migration candidates in Section 6.1, followed by the target service selection
strategy in Section 6.2.

6.1 MigratableQuery Identification
To identify queries experiencing excessive stagnation, we define a migration eligibility rule that
considers both the query’s relative waiting time and a minimum absolute delay. A query 𝑞 becomes
a migration candidate if its current waiting time𝑊 (𝑠 )

𝑞 satisfies:

𝑊
(𝑠 )
𝑞 > max(𝛾 ·𝑇𝑞,𝑠 , 𝜏) (16)

The parameter 𝛾 acts as a patience factor that controls how long a query is required to wait
relative to its expected runtime before becoming eligible for migration, preventing premature
migrations of long-running queries. The parameter 𝜏 imposes a minimum delay threshold, ensuring
that short queries are not migrated due to transient fluctuations. In our evaluation, we configure
𝛾 = 1 and set 𝜏 to the system’s average query latency, balancing responsiveness and stability.
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6.2 Target Service Selection
For each migration candidate, the rescheduler evaluates potential target services by calculating the
expected completion time, including waiting time and execution time on the service. While the
execution time is derived from the heterogeneity-aware cost model (Section 4), the waiting time
must be determined by the resource pressure of the target service.

We first reconstruct the service’s resource state. Let R̂(𝑠 )𝑞 ∈ R𝑘×𝐻 be the resource demand matrix
of query 𝑞 on service 𝑠 , with 𝑘 resource dimensions and a time horizon of 𝐻 slots, where each slot
represents a fixed time duration Δ𝑡 (e.g., 1 second). The total capacity of the service 𝑠 is represented
by a 𝑘-dimensional vector c(𝑠 )capacity ∈ R

𝑘 , where each entry denotes the maximum available capacity
of a given resource type. To model temporal resource availability, we construct a capacity matrix
C(𝑠 )capacity ∈ R

𝑘×𝐻 by replicating c(𝑠 )capacity across all 𝐻 time slots:

C(𝑠 )capacity =
[
c(𝑠 )capacity · · · c

(𝑠 )
capacity

]
∈ R𝑘×𝐻 (17)

The occupied resource matrix Ĉ(𝑠 )used is then derived as:

Ĉ(𝑠 )used = C(𝑠 )capacity − Ĉ
(𝑠 )
remain (18)

We estimate the waiting time 𝑊̂ (𝑠 ) on service 𝑠 by aggregating resource consumption of all
pending queries, including both queued and running queries. For each resource dimension 𝑖 , we
sum the demands of all queued queries Q (𝑠 ) and the residual consumption of currently running
queries (captured in Ĉ(𝑠 )used). We then normalize this total resource demand by the resource capacity
to determine the backlog duration, which is the time required to process the accumulated load. The
expected waiting time is defined as the maximum backlog duration across all resource dimensions:

𝑊̂ (𝑠 ) = max
𝑖=1,...,𝑘

©­«
∑

𝑞∈Q (𝑠 )
∑𝐻

𝑗=1 R̂
(𝑠 )
𝑞 [𝑖, 𝑗] +

∑𝐻
𝑗=1 Ĉ

(𝑠 )
used [𝑖, 𝑗]

c(𝑠 )capacity [𝑖]
ª®¬ · Δ𝑡 (19)

Finally, we select the target service 𝑠∗ that minimizes the weighted cost-performance objective:

𝑠∗ = argmin
𝑠∈𝑆

(
𝑊̂ (𝑠 ) +𝑇𝑞,𝑠

)
· 𝑀̂𝛼

𝑞,𝑠 (20)

The query is migrated if the objective value of the selected target service is lower than the
current service. Before migration, the rescheduler checks the query status on the current service.
The migration proceeds only if the query is still queued. Otherwise, the migration is cancelled to
avoid duplicate execution.
Failure handling. In practice, queries may encounter transient errors or persistent failures.

EASE handles transient errors such as S3 throttling and temporary invocation failures through
retries within the original service. For persistent failures such as out-of-memory errors, EASEmarks
the execution as failed and returns the query to the rescheduler. The rescheduler then treats the
affected query as a migration candidate and includes its accumulated delay when selecting an
alternative service for re-execution.

7 Evaluation
In this section, we evaluate EASE on a set of OLAP workloads to assess its performance and cost-
efficiency. Our evaluation includes end-to-end comparisons with baselines (Section 7.2), ablation
studies (Section 7.3) quantifying the contributions of individual components, and additional experi-
ments (Section 7.4) covering cost-model accuracy, parameter sensitivity, and runtime overhead.
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Table 4. Characteristics of evaluated benchmarks.

Benchmark Tables Max
Joins

Data Size
(Parquet format)

ClickBench 1 – 13.7 GB
SSB (SF 300) 5 4 61.3 GB
TPC-H (SF 300) 8 8 103.8 GB
JOB 21 17 1.8 GB
Stack 10 12 27.6 GB

Table 5. Statistics of workload patterns.

Pattern Duration
(min) #Queries Avg.

QPM
Peak
QPM CoV

High burst 20 161 8.05 52 1.31
Mid peak 30 267 8.90 31 0.86
Rising load 40 259 6.48 31 1.09
Falling load 60 452 7.53 23 0.81

7.1 Experimental Setup
Platform. We conducted our experiments on AWS using a diverse set of services to represent the
heterogeneous cloud environment:
• VM: EC2 [3] m5.8xlarge instances (32 vCPUs, 128 GB memory, and 10Gbps network band-
width), billed at $1.536 per hour.
• FaaS: Lambda [9] with a default concurrency limit of 1000 function invocations, priced at
$0.0000167 per GB-second.
• QaaS: Athena [10] supporting 30 concurrent queries, charged at $5 per TB of data scanned.
Implementation details. Our experiments were conducted in the us-east-2 region. All data

is stored in Amazon S3 and can be accessed directly by all compute services without additional
replication. For EC2-based execution, local caches are populated on demand as data blocks are
fetched from S3 using DuckDB cache_httpfs extension [20], which applies an LRU replacement
policy. To ensure semantic consistency across different services, we utilize SQLGlot [19] to transpile
queries into the target system’s dialect. We employ DuckDB [13] as the underlying execution engine
for both EC2 and Lambda. Specifically, Lambda execution follows a serverless data processing
model similar to existing serverless execution engines [25, 40, 44]. In this model, DuckDB runs
on each function instance, processing multiple input data partitions in parallel and exchanging
intermediate results via S3. To adapt to dynamic workloads, the EC2 cluster is configured with
the target tracking auto-scaling policy, maintaining an average CPU utilization of 70%. We use
on-demand provisioning without a warm pool, so instance startup delays are included in the
evaluation. All EC2 instances use the same m5.8xlarge nodes. While our implementation is specific
to AWS, the design principles are general and portable to other cloud providers. In the evaluation,
we use query plans and table statistics to estimate the data processed by each pipeline and shuffled
data between pipelines. Cache status is obtained via the DuckDB cache_httpfs extension, and S3
request counts are derived from query access ranges and cache status.

Benchmarks. We evaluate EASE using five OLAP benchmarks: ClickBench [16], SSB [42], TPC-
H [1], JOB [32], and Stack [36]. These benchmarks cover diverse query patterns, including scan-
heavy analytics, star-schema joins, decision-support queries, and real-world analytical workloads
with complex joins. Table 4 summarizes the characteristics of these benchmarks. All datasets are
stored in Parquet format with Snappy compression.
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Fig. 8. Query arrival rates over a six-hour trace (6:00–12:00, February 28, 2018) from a single database in the
Snowset [49]. The shaded regions indicate the four representative workload patterns used in our experiments.

Workload patterns. To evaluate system adaptability under realistic dynamics, we generate
workloads based on Snowset [49], a large-scale query trace collected by Snowflake. As shown in
Figure 8, we extract four representative workload patterns from a single database during a six-hour
period (6:00–12:00 on February 28, 2018): (1) high burst, characterized by sudden spikes in query
arrivals; (2) mid peak, where the arrival rate peaks in the middle of the workload; (3) rising load,
where query load gradually increases; and (4) falling load, where query load gradually decreases.
Table 5 summarizes the statistics of these patterns, including duration, total queries, average and
peak queries per minute (QPM), and coefficient of variation (CoV) of arrival rates. For each arrival
event in the trace, we randomly select a query from the benchmark’s query set.

Baselines.We compare EASE with the following baselines:
• VM-only, FaaS-only, and QaaS-only. These baselines assign all queries to a single type of
compute service.
• Pixels [25]. A rule-based system that assigns queries to the VM service by default and offloads
to FaaS when the VM queue exceeds a threshold. In our implementation, we set the threshold
to 3, following the original configuration in [25].
• Tetris [29]. A cluster scheduler that determines task placement based on resource alignment.
It focuses on maximizing resource utilization within a fixed set of hardware resources. We
implement its scheduling logic in the same framework as EASE, treating each query as a task.
• MemQ [53]. Amemory-centric scheduler that employs the bidirectional fit packing algorithm.
It prioritizes tasks based onmemory footprint, ignoring other dimensions. We apply its packing
policy at query granularity within each service.
• Redshift-Serverless (Redshift-SL) [15]. A state-of-the-art commercial serverless cloud data
warehouse service provided by AWS that automatically scales resources based on workload
demands. We configure it to balanced mode (50% price-performance target [21, 41]).

Metrics.We use the following performance and cost metrics:
• Latency: elapsed time from query arrival to completion, including queueing and execution
time.
• Total Cost: the total monetary cost incurred for processing the workload, including compute
and storage charges.

7.2 Overall Results
We evaluate EASE against all baselines across three benchmarks and four workload patterns. The
analysis covers three aspects: (1) average query latency and total cost (Figure 9); (2) latency
distribution (Figure 10); and (3) system responsiveness under load spikes measured by the number
of pending queries over time (Figure 11).
As shown in Figure 9, EASE achieves the lowest average latency across all benchmarks and

workload patterns, and also offers strong cost efficiency. On SSB and TPC-H, it delivers the lowest

Proc. ACM Manag. Data, Vol. 4, No. 4, Article 270. Publication date: September 2026.



270:18 Wenbo Li, Haoqiong Bian, Chao Zhang, and Guoliang Li

0

10

20

High Burst

0

5

10
Mid Peak

0

5

Rising Load

0.0

2.5

5.0

Falling Load

0

2

0

5

0

5

10

0

5

10

Average
Latency

(s)

Total
Cost ($)Cl

ic
kB

en
ch

VM-only
Tetris

FaaS-only
MemQ

QaaS-only
Redshift-SL

Pixels
EASE

0

100

200

0

50

0

25

50

0

50

100

0

10

20

0

20

0

20

0

25

50

Average
Latency

(s)

Total
Cost ($)

SS
B

0

100

200

0
20
40

0

20

40

0

50

100

0

20

40

0

25

50

0
25
50

0

50

100

Average
Latency

(s)

Total
Cost ($)

TP
C-

H

0

20

40

0

10

0

5

10

0

5

0

1

2

0
2
4

0.0
2.5
5.0

0

5

10

Average
Latency

(s)

Total
Cost ($)

JO
B

0

50

0

10

20

0
10
20

0

20

0

2

4

0

5

0

5

0

10

Average
Latency

(s)

Total
Cost ($)

St
ac

k

Fig. 9. Average latency and total cost.

total cost, with improvements of up to 35% in latency and 67% in cost compared to the best-
performing baseline. On ClickBench, its cost is slightly higher than VM-only, but remains lower
than all other baselines. This is because most ClickBench queries are simple and lightweight,
resulting in low resource demands that rarely trigger auto-scaling under the VM-only strategy,
keeping its total cost low. However, for more complex and resource-intensive queries in SSB and
TPC-H, VM-only suffers from significant queueing delays and slow auto-scaling response, leading
to higher latency and cost. For the more complex JOB and Stack benchmarks, EASE also achieves the
lowest average latency across all workload patterns. On JOB, its total cost is higher than QaaS-only
but remains lower than the other baselines. The main reason is that the data size of JOB is small,
making QaaS more cost-effective since it charges based on the amount of data scanned. On Stack,
EASE achieves the lowest latency and cost, demonstrating the benefit of heterogeneous service
scheduling for complex join-intensive workloads. Redshift-SL exhibits inconsistent performance
due to the limitations of its auto-scaling mechanism. It often struggles to precisely match resource
provisioning with demand, either over-provisioning during light loads or under-provisioning
during sudden spikes, resulting in suboptimal latency and cost. In contrast, EASE leverages the
heterogeneity-aware cost model and resource-aware scheduling to effectively distribute queries
across services, achieving superior performance and cost-efficiency across diverse workloads.
Figure 10 presents the cumulative distribution of query latency, demonstrating that EASE not

only achieves the lowest average latency but also maintains low tail latency. Redshift-SL performs
well in median latency under light or stable loads due to its abundant resource provisioning
but exhibits a heavy tail during load spikes caused by scaling lag. Pixels relies on queue-based
offloading rules, failing to account for query resource demands and causing suboptimal placement.
Similarly, heterogeneity-oblivious schedulers like Tetris and MemQ focus on packing efficiency
within a service, ignoring the disparities of different services and leading to prolonged execution
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Fig. 10. Cumulative distribution function of query latency.

for mismatched queries. EASE effectively mitigates these issues by dynamically matching query
resource requirements with service characteristics, ensuring both low average and tail latency.
Figure 11 tracks the number of pending queries over time under dynamic workloads. Redshift-

SL shows a significant backlog accumulation during sudden load spikes due to the delay in its
auto-scaling response, which results in temporarily under-provisioning of resources. Pixels and
Tetris both help reduce queue buildup, with Pixels leveraging heterogeneous services and Tetris
packing queries efficiently within the service. MemQ clears backlogs more slowly because it only
models memory usage and overlooks CPU and I/O demands, leading to resource contention and
prolonged query execution. EASE continuously monitors system state and dynamically redistributes
queued queries to the suitable services, effectively mitigating queue buildup and ensuring efficient
processing of queries.

7.3 Ablation Study
We conduct an ablation study on TPC-H under four workload patterns to evaluate the contribution
of each core component in EASE. We evaluate the following three variants against the complete
system: (1) disabling the cost model, which is replaced by random service selection for initial
placement; (2) disabling resource-aware scheduling, which is substituted with first-come-first-
served (FCFS) scheduling policy; and (3) disabling the dynamic rescheduler, which removes the
ability to migrate queries across services.
Figure 12 shows that all three components contribute to the overall performance of EASE. Dis-

abling the cost model leads to frequent mismatches between queries and services, resulting in
higher latency and cost. Removing the dynamic rescheduler decreases total cost slightly, as queries
are no longer migrated to potentially more expensive but idle services. However, this comes at the
expense of higher latency, especially under bursty workloads where latency increases by up to
109% without migration. Disabling resource-aware scheduling also increases latency due to more
resource contention within services, and indirectly raises cost as longer waiting times trigger more
migrations by the dynamic rescheduler. These results demonstrate that each component plays a
distinct and necessary role in reducing latency and cost across dynamic workloads.

7.4 Additional Experiments
7.4.1 Model accuracy. We evaluate the accuracy of our heterogeneity-aware cost model against
BRAD [56], a learned query performance prediction model designed for cloud environments. Table 6
reports the median Q-error of both models across different services. For QaaS, EASE and BRAD
exhibit identical accuracy, as EASE adopts the same approach to model the opaque performance
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characteristics of QaaS. For VMs and FaaS, our white-box models outperform BRAD in both latency
and cost predictions, reducing Q-error by up to 25%.

More importantly, the primary goal of our model is to guide relative ranking for query placement
rather than absolute prediction. Figure 13 shows that EASE identifies the optimal service more
accurately than BRAD. These results demonstrate that our model effectively captures the distinct
characteristics of heterogeneous services, enabling accurate query scheduling decisions.

7.4.2 Impact of parameter 𝛼 . We evaluate how EASE responds to different user preferences by
varying 𝛼 (defined in Section 2.2), which controls the trade-off between query latency and cost. As
shown in Figure 14a, increasing𝛼 leads to higher average latency and lower total cost, demonstrating
that EASE provides a flexible and effective trade-off between performance and cost.

Figure 14b further shows how EASE realizes this trade-off through adaptive query placement. At
low 𝛼 , EASE prioritizes performance by placing more queries to FaaS, which offers rapid scaling
and low-latency execution, especially for short queries. As 𝛼 increases, EASE shifts more queries
to QaaS and VMs, particularly those with high resource demands, because these services provide
better cost efficiency than FaaS. These results show that EASE adapts its scheduling decisions to
user preferences by selecting services that best match the desired cost-performance trade-off.

7.4.3 Sensitivity to scheduling parameters. EASE uses several internal scheduling parameters to
control load balancing and migration decisions. We evaluate the sensitivity of these parameters on
TPC-H benchmark by varying one parameter at a time and measuring the resulting latency, cost,
and migration behavior.
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Service Target BRAD EASE

VM Latency 1.42 1.23
Cost 1.45 1.29

FaaS Latency 1.85 1.38
Cost 1.92 1.49

QaaS Latency 1.31 1.31
Cost 1.25 1.25

Table 6. Median Q-error.
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Fig. 14. Impact of parameter 𝛼 on ClickBench under high burst workload.

Load penalty parameter 𝛽𝑠 . We first evaluate the sensitivity of the load penalty parameter
𝛽𝑠 in Equation 12. Since 𝛽𝑠 controls the strength of the load penalty for each service, we preserve
the relative ordering of the default setting and scale all values by a factor 𝜆, i.e., (𝛽𝑉 , 𝛽𝐹 , 𝛽𝑄 ) =
𝜆 · (0.1, 0.05, 0.02). As shown in Figure 15a, a smaller load penalty (𝜆 = 0.5) leads to higher latency
because queries are more likely to be placed on busy services. When 𝜆 increases from 1.0 to 4.0,
latency decreases slightly, while cost rises by 10% because a larger penalty value favors less-loaded
services that may have higher execution costs. These results indicate that a weak load penalty
increases queueing delay, while an excessively strong load penalty raises cost without significant
latency improvement.
Migration parameters 𝛾 and 𝜏 . We analyze the sensitivity of the migration patience factor

𝛾 and delay threshold 𝜏 in Equation 16, with 𝛾 varied from 0.5 to 4.0 and 𝜏 scaled as a multiple
of the average execution time. As shown in Figures 15b, 15c, and 16, smaller values trigger more
migrations, which reduce latency but increase cost due to more frequent use of expensive services.
Conversely, larger values reduce the number of migrations, which save monetary cost but slightly
increase latency. Overall, latency and cost remain stable across these settings, indicating that the
rescheduler does not introduce system-level thrashing.

7.4.4 Scoring function ablation. To verify the effectiveness of our scoring function in Equation 15,
we compare it with two variants. The affinity-only variant uses only the numerator, and the
intensity-only variant uses only the denominator. As shown in Figure 17a, the full scoring function
achieves the lowest latency among all variants. The affinity-only variant favors queries whose
resource demands align with the remaining capacity, but does not penalize queries with large or
long-lasting resource demands. As a result, resource-heavy queries may occupy capacity for long
periods and delay subsequent queries. In contrast, the intensity-only variant prefers lightweight
queries, but it ignores whether their resource demands fit the currently available capacity, leading
to inefficient resource utilization. These results show that both affinity and intensity are needed for
effective scheduling.

7.4.5 Effect of max-wait policy. We evaluate the max-wait policy in Section 5.3 using a skewed
workload designed to stress long-query starvation. The workload follows the high burst arrival
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pattern, with 90% short ClickBench queries and 10% long SSB queries. We set the max-wait threshold
to 40 seconds, which is comparable to the longest execution time in this workload. As shown in
Figure 17b, enabling the max-wait policy reduces the p95 latency of long queries by 57.12%, with
16.77% increase in the p95 latency of short queries. The result shows that the policy effectively
mitigates starvation of long queries while keeping the impact on short queries limited.

7.4.6 Effect of runtime calibration. We evaluate runtime calibration on the TPC-H falling-load
workload, where EASE periodically calibrates cost model parameters based on observed query
performance every five minutes. As shown in Figure 17c, the latency Q-error decreases as more
runtime observations are collected. This demonstrates that feedback-driven calibration effectively
improves cost model accuracy, enabling better scheduling decisions over time.

7.4.7 Query migration statistics. Table 7 reports the number and percentage of queries migrated
by the dynamic rescheduler across all benchmarks and workload patterns. Migrations occur more
frequently under bursty workloads. For example, the high burst pattern triggers 56 migrations,
accounting for 6.96% of queries. Across all settings, 229 queries are migrated, representing 4.02% of
all queries. These results show that the rescheduler affects only a small fraction of queries, with
most queries remaining on their initially assigned services.

7.4.8 Sensitivity to VM auto-scaling policy. We assess the sensitivity of EASE to the auto-scaling
policies by varying the EC2 target CPU utilization from 50% to 90%. As shown in Figure 18a, a
higher target delays scale actions, leading to longer queueing and increased resource contention.
However, the performance variation remains small. This resilience is primarily enabled by the
dynamic rescheduler. When higher utilization targets delay scaling and cause queue accumulation,
the rescheduler detects the excessive waiting times and proactively migrates affected queries to
alternative services, mitigating the impact of resource provisioning latency.

7.4.9 Scalability under varying FaaS concurrency limits. To evaluate the scalability of EASE with
respect to FaaS concurrency, we vary the maximum number of concurrent Lambda invocations
from 1000 to 2500. Figure 18b shows that EASE scales better than baselines, as it proactively places
embarrassingly parallel and bursty queries on FaaS, fully utilizing the increased concurrency. In con-
trast, Pixels and Tetris ignore the compatibility between query demands and service characteristics,
so they fail to leverage the additional concurrency, resulting in limited performance improvements.
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7.4.10 Robustness to resource estimation error. We evaluate the robustness of EASE to resource
estimation error by injecting random deviations from 0% to 50% into the resource demands of
queries. As shown in Figure 18c, the increase in latency and cost remains below 20% compared to
the error-free case.
This robustness is attributed to two factors. First, our heterogeneity-aware model captures the

distinct characteristics of each service. Even with moderate estimation errors, the relative ranking of
services remains correct, making the scheduling decisions resilient. Second, the runtime calibration
mechanism in our scheduler continuously corrects estimation error based on real-time monitoring,
preventing error accumulation over time.

7.4.11 Overhead Analysis. We analyze the runtime overhead introduced by each component of
EASE under four workload patterns. As reported in Table 8, the total overhead accounts for less than
2% of the average latency, demonstrating that EASE incurs negligible runtime overhead compared
to the overall execution time. Even under high burst workloads, where the scheduler needs to
evaluate a large number of concurrent queries, the overhead remains low. This confirms that EASE’s
scheduling is lightweight and does not introduce a performance bottleneck.

8 Related Work
Cloud resource management. Cloud providers employ various resource management tech-
niques [23, 24, 45, 50] to manage physical infrastructures. These systems focus on maximizing
hardware utilization through instance packing and scaling resources to meet service-level objectives.
However, they operate at the provider level and expose resources as independent services with dis-
tinct pricing and performance characteristics, leaving the complexity of cross-service orchestration
to the user. Unlike provider-side schedulers, EASE adopts a user-centric approach, managing the
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Table 7. Frequency of query migrations.

Benchmark High Burst Mid Peak Rising Load Falling Load

ClickBench 4 (2.48%) 3 (1.12%) 1 (0.39%) 3 (0.66%)
SSB 19 (11.80%) 16 (5.99%) 16 (6.18%) 25 (5.53%)
TPC-H 19 (11.80%) 19 (7.12%) 14 (5.41%) 24 (5.31%)
JOB 6 (3.73%) 10 (3.75%) 7 (2.70%) 6 (1.33%)
Stack 8 (4.97%) 11 (4.12%) 9 (3.47%) 9 (1.99%)

Total 56 (6.96%) 59 (4.42%) 47 (3.63%) 67 (2.96%)

Table 8. Breakdown of per-query overhead introduced by different components in EASE.

Component High Burst Mid Peak Rising Load Falling Load

Cost model 0.0614s 0.0584s 0.0590s 0.0564s
Query scheduler 0.0432s 0.0284s 0.0349s 0.0267s
Dynamic rescheduler 0.0017s 0.0011s 0.0006s 0.0006s

Total overhead 0.1063s 0.0879s 0.0945s 0.0837s

Average latency 5.937s 4.427s 4.733s 4.649s

usage of heterogeneous cloud services rather than physical hardware, enabling users to optimize
performance and cost across diverse cloud offerings.

Query execution in the cloud. Recent studies have explored leveraging specific cloud services
to accelerate query processing. Some approaches utilize S3-Select to push down query execution
to the storage layer [55, 57]. Others leverage serverless computing (FaaS) to achieve rapid scaling
for bursty workloads [25, 40, 43, 44, 47]. While these works demonstrate the potential of cloud-
native execution, they typically focus on optimizing for a single service or rely on simple rules
for placement, without considering the distinct characteristics of heterogeneous cloud services.
EASE addresses this limitation by explicitly modeling service heterogeneity, enabling more effective
scheduling across diverse workloads.
Query scheduling. Existing query schedulers optimize for various objectives, such as fair-

ness [28], latency [54], throughput [45], cost efficiency [37, 46, 56], low-level resource sharing [51],
and buffer-awareness [31]. However, these systems assume homogeneous environments, limiting
their applicability to the elastic and heterogeneous cloud. Approaches that require integration
with the query engine [51] are incompatible with managed services like QaaS that do not expose
internal interfaces. In contrast, EASE is designed for heterogeneous cloud services, leveraging their
distinct characteristics to optimize query scheduling for both performance and cost.

9 Conclusion
We present EASE, a resource-aware scheduling framework for executing OLAP queries across
heterogeneous cloud services. EASE integrates a heterogeneity-aware cost model, a real-time query
scheduler, and a dynamic rescheduler to optimize query latency and execution cost. Extensive
experiments show that EASE outperforms existing approaches under diverse workload patterns,
demonstrating the effectiveness of heterogeneity-aware scheduling for cloud analytics.
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