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A temporal graph is an undirected graph where each edge is associated with a timestamp representing the

interaction time. As a fundamental problem in graph analysis, community search (CS) in temporal graphs has

received tremendous research attention. Existing CS works on temporal graphs typically focus on identifying

cohesive subgraphs (e.g., 𝑘-cores) within a specific time window. However, they overlook the specific roles of

vertices (e.g., core, hub) and fail to capture their dynamic evolution over time. In this paper, we introduce a

novel community model, called temporal structurally similar community (TSC), which models the communities

in temporal graphs by explicitly considering the evolution of vertex roles across different time windows.

Based on the TSC, we develop fast online and index-based algorithms that support efficient TSC queries over

arbitrary time windows. Extensive experiments on real-world datasets demonstrate the effectiveness of the

TSC model in revealing meaningful communities and the high efficiency of our proposed algorithms.
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1 Introduction
In many real-world applications, such as transaction, social, and email networks, the relationships

between entities can bemodeled as temporal graphs, where each edge is associated with a timestamp

representing the time of interaction [15, 35, 44, 55, 74]. For example, in a transaction network, the

transactions between accounts are timestamped; in social networks, users’ posting and sharing

messages have timestamps; and in email networks, the sending and receiving of emails include

time information. Fig. 1(a) illustrates a temporal graph comprising 16 nodes and 27 edges, where

edge labels denote interaction timestamps. For instance, the edge connecting 𝑣1 and 𝑣2 signifies an

interaction (e.g., a transaction confirmation) occurring at 𝑡 = 1.
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Fig. 1. Illustration of TSCs (𝜖 = 0.5, 𝜇 = 3) over different time windows. (a) Edge labels denote interaction
timestamps. (b)-(c) Edge labels denote structural similarity.

In this paper, we aim to find communities in temporal graphs containing a query vertex, which

play a vital role in many real-world applications and have garnered much research interest [30,

32, 34, 44, 45, 79, 82, 86]. For example, in the bibliographic network, by revealing the temporal

communities of a researcher in different time periods, we can keep track of the evolution of her

communities and analyze the changes in her collaborators and research interests.

Prior works. In the literature, earlier community search (CS) studies mainly focus on static

graphs [25, 26, 36, 63, 92, 93], often neglecting temporal interactions. To fill this gap, a few recent

temporal CS models have emerged [30, 32, 34, 44, 45, 79, 81, 82, 86], and most of them are based

on the well-known 𝑘-core model [4], which can be further classified into two groups. The first

group [30, 32, 44] imposes a strong constraint on temporal cohesiveness, i.e., the community should

form a 𝑘-core for every individual timestamp, which makes the problems NP-hard. To mitigate this

rigidity, the second line relaxes the constraint by defining communities over a time window, where

a community is modeled as a set of vertices that form a 𝑘-core in the static graph projected from the

temporal graph within that window [34, 45, 79, 82, 86]. For example, the temporal 𝑘-core [82, 86]

identifies 𝑘-cores in graph snapshots over a given time window for a specific 𝑘 .

Although the aforementionedmodels are effective in revealingmeaningful temporal communities,

they overlook the structural similarity between vertices, a crucial factor for mining high-quality

communities [80]. More importantly, they neglect the specific roles of members, such as cores,

non-cores, hubs, and outliers. As demonstrated in static graph community mining, structural

similarity has proven effective for modeling such roles. The classic SCAN method [80] explicitly

models structural similarity using neighborhood sets. It requires each core vertex to have at least 𝜇

neighbors with a structural similarity exceeding 𝜖 . Notably, SCAN identifies four distinct vertex

roles: cores and non-cores, hubs, and outliers, where the first two roles are used to distinguish the

importance of vertices in a community, hubs are vertices connecting different communities, and

outliers do not belong to any community.

In temporal graphs, these roles are not static; rather, they naturally evolve dynamically. For

instance, a junior researcher may initially appear as a peripheral outlier but gradually evolve into a

core contributor as their reputation grows. Similarly, a hub researcher connecting multiple groups
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Fig. 2. The community of Jim Gray.

may eventually specialize in a specific field and transition into a core role. Tracking such role

transitions provides deeper insights into community evolution. Motivated by this, we propose the

temporal structurally similar community (TSC) search problem, which extends structural similarity

to the temporal graph, enabling the discovery of structurally cohesive communities while explicitly

capturing the dynamic evolution of vertex roles. Formally, given a time window [𝑡𝑠 , 𝑡𝑒 ], a query
vertex 𝑞, and two parameters 𝜖 and 𝜇, the TSC search problem aims to identify a community

containing 𝑞 such that, within the graph projected over [𝑡𝑠 , 𝑡𝑒 ], each core vertex has at least 𝜇

neighbors whose structural similarity values exceed the threshold 𝜖 . For example, Fig. 1(c) shows

two TSCs containing vertices 𝑣1 and 𝑣13 with 𝜖 = 0.5 and 𝜇 = 3. This means that every core vertex

in these communities has at least three neighbors whose structural similarity exceeds 0.5.

Applications. TSCs have found various applications in many real-world scenarios, to name a

few:

▶ Dynamic network analysis. TSCs provide a role-aware temporal view for tracking the evolu-

tion of research teams in co-authorship networks. We consider a co-authorship network where two

researchers are connected if they have co-authored at least two papers [95], and the timestamp of

each edge corresponds to the publication time. Indeed, when a senior researcher transitions from an

established domain to a new one (e.g., Jim Gray’s shift from databases to astronomy), the evolution

involves more than a simple reconstruction of collaborations. Before the transition, the researcher

typically occupies a core member within a community in the original field. Upon entering the new

domain, they initially appear as a peripheral member, forming new collaborations with unfamiliar

co-authors. As the researcher becomes established in the new field, they often evolve into a bridging
hub, connecting the original community with the emerging one and facilitating cross-domain

knowledge transfer. Our TSC model captures these dynamics effectively. In Fig. 2, we analyze

Jim Gray’s co-authorship communities from 1980 to 2007 using TSC queries with parameters set

to 𝜇 = 2 and 𝜖 = 0.3. We observe that during his transition from databases to astronomy (e.g.,

1977–1987), his structural role shifts from a core member in the database community to a connective

hub linking the database and astronomy communities.

▶Event detection. TSCs enable event detection by capturing the temporal evolution of network

structure. Specifically, by modeling changes in member roles and the internal similarity among

community members, TSCs can reveal significant structural shifts that often correspond to major

events. In our case study (Section 6.2), we demonstrate that TSCs can be effectively used to detect

major events in transaction networks.
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Challenges. Given a query time window [𝑡𝑠 , 𝑡𝑒 ], to find the TSC containing a query vertex, a

naive online algorithm needs to first obtain the projected graph over [𝑡𝑠 , 𝑡𝑒 ], and then invoke the

state-of-the-art online SCAN algorithm on the static graph (i.e., pSCAN [9]) to compute TSCs. In

practice, users may need to examine TSCs over different time windows to analyze the dynamics of

a network. In this scenario, the above online algorithm is not suitable, as it is designed for a single,

fixed window and does not support efficient multi-window queries. Therefore, an index-based

solution is required, and the existing index structures designed for SCAN on static graphs can be

naturally extended to temporal graphs. In particular, prior works [18, 22, 89] commonly pre-compute

bottom-𝑘 sketches for each vertex, which support efficient Jaccard similarity computation while

requiring only linear space with respect to the number of vertices. However, a naive approach that

constructs such indices for all possible time windows is clearly both time- and space-consuming,

rendering it impractical for large temporal graphs.

Our technical contributions. We tackle the issues above by proposing novel index-based

solutions. To support efficient and frequent TSC queries with various parameters, we propose time-

and space-efficient index-based solutions that enable fast computation of Jaccard similarity between

any pair of vertices over arbitrary time windows, thereby enabling efficient discovery of TSCs. To

this end, we adopt the bottom-𝑘 sketch to estimate Jaccard similarities between vertices. In fact, we

observe that the bottom-𝑘 sketch often remains unchanged across many overlapping time windows.

This allows us to aggregate such windows into two-dimensional regions, within which all windows

share an identical bottom-𝑘 sketch. We refer to each such region as a sketch equivalence block (SEB).
For example, the four time windows that share the same bottom-𝑘 sketch: [1, 4], [2, 4], [1, 3], and
[2, 3], can be jointly represented as a 2 × 2 rectangular region defined by start times {1, 2} and end

times {3, 4}. That is, we can construct an index by storing all SEBs. However, this raises two key

questions: (1) How to efficiently compute the SEB? and (2) How to organize these blocks to enable
efficient TSC search?
For the first question, we design a series of pruning criteria to avoid enumerating all possible

time windows and computing a bottom-𝑘 sketch for each of them. Our design is based on the key

observation that the top-𝑘 elements remain nearly identical across adjacent time windows [50].

Specifically, we consider two-level pruning: 1) For time windows with the same start time, consider

a fixed start time 𝑡𝑠 . As the end time 𝑡𝑒 increases, once a valid bottom-𝑘 sketch is formed at an end

time 𝑡𝑦 , we can directly determine the end time 𝑡𝑑 (𝑡𝑑 > 𝑡𝑦) at which the top-𝑘 elements first change.

Consequently, the bottom-𝑘 sketches of all windows [𝑡𝑠 , 𝑡𝑦] ⊂ [𝑡𝑠 , 𝑡𝑦 + 1] ⊂ · · · ⊂ [𝑡𝑠 , 𝑡𝑑 − 1] remain

identical. Therefore, all end times in the interval [𝑡𝑦 + 1, 𝑡𝑑 − 1] can be safely skipped during sketch

computation. 2) For time windows with different start times, we observe the following property.

Given two start times 𝑡𝑥 and 𝑡𝑦 with 𝑡𝑥 < 𝑡𝑦 , if their bottom-𝑘 sketches are identical at some end

time 𝑡𝑑 , i.e., the bottom-𝑘 sketch of [𝑡𝑥 , 𝑡𝑑 ] is the same as that of [𝑡𝑦, 𝑡𝑑 ], then for any end time

𝑡𝑒 ∈ [𝑡𝑑 , 𝑡max], the bottom-𝑘 sketches of [𝑡𝑥 , 𝑡𝑒 ] and [𝑡𝑦, 𝑡𝑒 ] remain identical. Consequently, for the

start time 𝑡𝑦 , we can directly reuse the sketch computations from 𝑡𝑥 , thereby avoiding redundant

computation.

For the second question, if all SEBs are stored in a flat manner, then given a query time window

[𝑡𝑠 , 𝑡𝑒 ], retrieving the corresponding bottom-𝑘 sketch requires examining all SEBs whose start

times are earlier than 𝑡𝑠 . This leads to substantial unnecessary computation, since many irrelevant

SEBs must be checked. To further improve query efficiency, we propose a novel index structure

that partitions the start-time domain of SEBs into disjoint base intervals. Using this index, SEBs
are organized according to their start times and can be accessed more selectively. As a result, for a

query time window [𝑡𝑠 , 𝑡𝑒 ], retrieving the corresponding bottom-𝑘 sketch only requires examining

the SEBs within the base interval associated with the start time 𝑡𝑠 . This significantly reduces the

number of examined SEBs and greatly improves query efficiency.
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In addition, we conducted extensive experiments on six large real-world temporal graphs. The

results show that TSCs achieve higher community quality than other temporal community models.

Moreover, our index-based TSC search algorithm is up to two orders of magnitude faster than

the online-based method. We have released the source code and datasets used in this work at

https://github.com/zyxxxx2/TSC.

In summary, our main contributions are:

• We introduce the problem of searching TSCs on temporal graphs, which have not been

studied in the literature yet.

• We propose efficient online and index-based solutions to search TSCs in large temporal

graphs.

• We conduct experiments on six real-world large temporal graphs to demonstrate the efficiency

and effectiveness of our algorithm.

Outline. We formally present the TSC search problem in Section 2. Section 3 proposes the

online-based TSC search algorithm. In Section 4 and 5, we present our index-based TSC search

algorithms. We report the experimental results in Section 6. We review the related works in Section

7 and conclude in Section 8.

2 PRELIMINARIES
2.1 Structural Clustering in Static Graphs
Notations in graphs. We consider an unweighted and undirected graph 𝐺 = (𝑉 , 𝐸), where 𝑉
is the set of vertices and 𝐸 is the set of edges in the graph. We use 𝑛 to indicate the number of

vertices and𝑚 to indicate the number of edges. An edge 𝑒 connecting vertex 𝑢 and 𝑣 is denoted as

an unordered pair of vertices, (𝑢, 𝑣) or (𝑣,𝑢), and 𝑢 and 𝑣 are called a neighbor of each other or

simply neighboring vertices. For a vertex 𝑢 ∈ 𝑉 , the neighborhood 𝑁 [𝑢] consists of (i) the set of
vertices that are neighbors of vertex 𝑢 and (ii) 𝑢 itself. The degree 𝑑𝑢 of vertex 𝑢 is defined as the

number of neighbors of 𝑢.

Terminologies in SCAN. To measure the structural similarity 𝜎 (𝑢, 𝑣) between two neighboring

vertices 𝑢 and 𝑣 , we assess the overlap of their neighborhoods, 𝑁 [𝑢] and 𝑁 [𝑣]. Consistent with
prior work [9, 59, 69, 88], we use the Jaccard similarity. In other words, given two neighboring

vertices𝑢 and 𝑣 , their similarity 𝜎 (𝑢, 𝑣) = |𝑁 [𝑢] ∩𝑁 [𝑣] |/|𝑁 [𝑢] ∪𝑁 [𝑣] |. If𝑢 and 𝑣 are not neighbors,

their similarity is 0.

In the Structural Clustering Algorithm for Networks (SCAN), the first input parameter is a

threshold 𝜖 , which identifies the 𝜖-neighbors, defined as follows.

Definition 1 (𝜖-neighbor [89]). Given a threshold 𝜖 ∈ (0, 1] of the similarity, 𝑣 is called an 𝜖-

neighbor of 𝑢 if 𝑣 ∈ 𝑁 [𝑢] and the similarity 𝜎 (𝑢, 𝑣) between 𝑢 and 𝑣 is at least 𝜖 . The 𝜖-neighbor

set 𝑁𝜖 [𝑢] is defined as the set of 𝜖-neighbors of vertex 𝑢, i.e., 𝑁𝜖 [𝑢] = {𝑣 ∈ 𝑁 [𝑢] |𝜎 (𝑢, 𝑣) ≥ 𝜖}.

Given the definition of 𝜖-neighbors, the second input parameter is an integer threshold 𝜇 ≥ 2,

which is used to define core vertices.

Definition 2 (Core Vertex [89]). A vertex 𝑢 ∈ 𝑉 is a core vertex if 𝑢 has at least a number 𝜇 of

𝜖-neighbors, i.e., |𝑁𝜖 [𝑢] | ≥ 𝜇.

Definition 3 (Structural Reachability [75]). Given two vertices 𝑢 and 𝑣 , 𝑣 is structurally reachable

from 𝑢 if there is a sequence of vertices 𝑣1, 𝑣2, · · · , 𝑣𝑙 (𝑙 ≥ 2) such that: (i) 𝑣1 = 𝑢, 𝑣𝑙 = 𝑣 ; (ii) for all

1 ≤ 𝑖 ≤ 𝑙 − 1, 𝑣𝑖 is a core vertex, and 𝑣𝑖+1 ∈ 𝑁𝜖 [𝑣𝑖 ].

Based on the above definitions, we provide the definition of a (𝜖, 𝜇)-community, i.e., a structural

cluster in [9, 75, 80, 89].
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Definition 4 ((𝜖, 𝜇)-community). Given a graph 𝐺 , an integer 𝜇, and a threshold vector 𝜖 , a

(𝜖, 𝜇)-community 𝐶 is a subset of 𝑉 with at least two vertices (i.e., |𝐶 | ≥ 2) such that:

• Connectivity: For any two vertices 𝑣1, 𝑣2 ∈ 𝐶 , there is a vertex 𝑢 ∈ 𝐶 such that both 𝑣1 and

𝑣2 are structurally reachable from 𝑢.

• Maximality: If a core vertex 𝑢 ∈ 𝐶 , then all vertices that are structurally reachable from 𝑢

also belong to 𝐶 .

If a vertex of a (𝜖, 𝜇)-community is not a core vertex, then it is called a non-core vertex. For a

vertex 𝑣 that is not in any (𝜖, 𝜇)-communities, if it has neighbors belonging to multiple communities,

then it is a hub vertex. Otherwise, it is an outlier.

2.2 Problem Definition in Temporal Graphs
Based on the concepts defined above, we formally define the (𝜖, 𝜇)-community search problem in

temporal graphs.

Notations in temporal graphs.We consider an unweighted and undirected temporal graph

G = (V, E), whereV is the set of vertices and E is the set of edges in the graph. Each edge 𝑒 ∈ E
is represented by a triplet (𝑢, 𝑣, 𝑡), where 𝑢 and 𝑣 are vertices from the set V , and 𝑡 ∈ N is the

timestamp of the interaction between them.

Definition 5 (Projected Graph [79]). Given a temporal graphG = (V, E) and a timewindow [𝑡𝑠 , 𝑡𝑒 ],
the projected graph of G over [𝑡𝑠 , 𝑡𝑒 ] is denoted as 𝐺 [𝑡𝑠 ,𝑡𝑒 ] = (𝑉 , 𝐸 [𝑡𝑠 ,𝑡𝑒 ]), where 𝐸 [𝑡𝑠 ,𝑡𝑒 ] = {(𝑢, 𝑣) |
∃(𝑢, 𝑣, 𝑡) ∈ E ∧ 𝑡 ∈ [𝑡𝑠 , 𝑡𝑒 ]}, and 𝑉 consists of all vertices incident to the edges in 𝐸 [𝑡𝑠 ,𝑡𝑒 ] .

As 𝐺 [𝑡𝑠 ,𝑡𝑒 ] is a static graph, we follow the notational conventions used for 𝐺 . The windowed
neighborhood of a vertex 𝑢 is defined as 𝑁 [𝑢, [𝑡𝑠 , 𝑡𝑒 ]] = {𝑣 : (𝑢, 𝑣) ∈ 𝐸 [𝑡𝑠 ,𝑡𝑒 ]} ∪ {𝑢}. We also define

the instantaneous neighborhood at time 𝑡 : 𝑁 (𝑢, 𝑡) = {𝑣 : (𝑢, 𝑣, 𝑡) ∈ E}.
Next, we introduce the temporal structurally similar community search problem, which aims to

find the (𝜖, 𝜇)-community in temporal graphs. In the following, without ambiguity, we refer to the

(𝜖, 𝜇)-community as the temporal structurally similarity community (or TSC). Formally,

Problem 1. Give a temporal graph G, a time window [𝑡𝑠 , 𝑡𝑒 ], two parameters 𝜖 ∈ (0, 1] and 𝜇 ≥ 2,
and a query vertex 𝑞, the temporal structurally similar community search problem aims to find the
(𝜖, 𝜇)-community containing 𝑞 in the corresponding projected graph 𝐺 [𝑡𝑠 ,𝑡𝑒 ] of G.

Example 1. Consider the temporal graph G in Fig. 1(a). Given the parameters 𝜖 = 0.5 and 𝜇 = 3,
for a query vertex 𝑞 = 𝑣1 and time window [0, 10], the identified TSC is {𝑣1, 𝑣2, 𝑣3, 𝑣5, 𝑣6, 𝑣7, 𝑣8}.

3 ONLINE SEARCH ALGORITHM
To search for the TSC of a query vertex, a straightforward idea is to perform an online search over

the projected graph 𝐺 [𝑡𝑠 ,𝑡𝑒 ] . We term this naive approach OTCS (Online search algorithm for TSC

Search). Specifically, OTCS materializes the projected graph for the query time window and then

applies a core-based expansion procedure. Although simple, it serves as a natural baseline before

introducing our index-based acceleration.

Core-Based Expansion. Following the SCAN community model, a vertex is a core if it has at

least 𝜇 neighbors whose similarity with it is no less than 𝜖 . Starting from a core query vertex 𝑞,

we expand its community using BFS over the projected graph by invoking Algorithm 1. If 𝑞 is not

a core vertex, we expand from its 𝜖-similar core neighbors via Algorithm 1; if none exist, {𝑞} is
returned.

To speed up similarity verification, we adopt the similar-degree (𝑠𝑑) and effective-degree (𝑒𝑑)

bounds from [9]. For a vertex 𝑢, 𝑠𝑑 (𝑢) counts neighbors already verified as 𝜖-neighbors, while
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Algorithm 1: OTCS
Input: A projected graph 𝐺 [𝑡𝑠 ,𝑡𝑒 ] , a core vertex 𝑞, parameters (e.g., 𝜖 and 𝜇)

Output: A community 𝐶 containing 𝑞

1 𝐶 ← {𝑞}, 𝑄.𝑒𝑛𝑞𝑢𝑒𝑢𝑒 (𝑞);
2 while 𝑄 ≠ ∅ do
3 𝑢 ← 𝑄.𝑑𝑒𝑞𝑢𝑒𝑢𝑒 ();
4 if CheckCore(𝑢) is true then
5 for each vertex 𝑣 ∈ 𝑁 [𝑢] do
6 compute 𝜎 (𝑢, 𝑣) under the similarity measure;

7 if 𝑣 ∉ 𝐶 and 𝜎 (𝑢, 𝑣) ≥ 𝝐 then
8 𝐶 ← 𝐶 ∪ {𝑣}, 𝑄.𝑒𝑛𝑞𝑢𝑒𝑢𝑒 (𝑣) ;

9 return 𝐶;

Algorithm 2: CheckCore(𝑢)
1 𝑠𝑑 (𝑢) ← 0, 𝑒𝑑 (𝑢) ← 𝑑𝑢 ;

2 if 𝑒𝑑 (𝑢) ≥ 𝜇 then
3 for each vertex 𝑣 ∈ 𝑁 [𝑢] do
4 compute 𝜎 (𝑢, 𝑣) under the similarity measure;

5 if 𝜎 (𝑢, 𝑣) ≥ 𝜖 then 𝑠𝑑 (𝑢) ← 𝑠𝑑 (𝑢) + 1 ;

6 else 𝑒𝑑 (𝑢) ← 𝑒𝑑 (𝑢) − 1 ;

7 if 𝑠𝑑 (𝑢) ≥ 𝜇 or 𝑒𝑑 (𝑢) < 𝜇 then break;

8 if 𝑠𝑑 (𝑣) ≥ 𝜇 then return true;
9 return false;

𝑒𝑑 (𝑢) tracks the maximum remaining number of possible 𝜖-neighbors. These bounds allow early

termination during core checking.

AlgorithmOverview.Algorithm 1 performs community expansion from a core vertex𝑞. Vertices

are explored in BFS order; a vertex 𝑢 is used to expand the community if it is a core vertex (line

4), and a neighbor 𝑣 of 𝑢 is added to the community if 𝜎 (𝑢, 𝑣) ≥ 𝜖 (lines 7-8). Algorithm 2 verifies

whether a vertex is a core. The algorithm repeatedly evaluates similarities with neighbors (lines

3-6) until either 𝑠𝑑 (𝑣) ≥ 𝜇 (core confirmed) or 𝑒𝑑 (𝑣) < 𝜇 (core impossible) (line 7).

4 INDEX-BASED SEARCH ALGORITHM
The online algorithm requires reconstructing the projected graph and repeatedly computing struc-

tural similarities for each query window. When users issue queries over diverse or arbitrary time

windows, these repeated computations lead to significant overhead. To avoid such redundancy, we

seek an index that can support efficient similarity evaluation for any time window.

A naive strategy is to precompute similarity values for every adjacent vertex pair under all

possible windows. However, this requires 𝑂 (𝑚̄ · 𝑡2

max
) space, where 𝑚̄ denotes the average edge

count and 𝑡max is the number of distinct timestamps, which is prohibitive for real temporal graphs

with large 𝑡max. Therefore, a more compact indexing mechanism is needed. We next introduce our

index-based solution. We first outline the index structure, then describe how queries are processed

using the index, and finally present the index construction algorithm.
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𝑢 = 11.

(b) Sketch evolution and SEB generation.

Fig. 3. Running example of sketch equivalence block generation.

4.1 Overview of Index
To address this challenge, we propose a novel indexing framework based on bottom-𝑘 sketches.

Our core strategy avoids explicit similarity score materialization by maintaining only a compact,

time-compressed sketch for each vertex’s neighborhood. This approach is highly efficient for two

key reasons: First, the index size is decoupled from the 𝑡2

max
due to observed temporal coherence in

vertex sketches. Second, the sketch structure inherently provides an unbiased estimator for Jaccard

similarity of neighborhoods, enabling high-fidelity queries without full computation.

Temporal bottom-𝑘 sketch. To formally define our compact index and the underlying similarity

estimation, we first introduce the core mechanism: the bottom-𝑘 sketch.

Definition 6 (Bottom-𝑘 Sketch [89]). Let𝑈 be the universe of the elements that may appear in a

set 𝐴. Let ℎ : 𝑈 → [1 · · · |𝑈 |] be a hash function that is a random permutation of𝑈 . The bottom-𝑘

sketch of 𝐴 is the set of 𝑘 smallest hash values among elements in 𝐴. If 𝑘 > |𝐴|, it consists of the
set of hash values of all elements in 𝐴.

We adapt the bottom-𝑘 sketch to temporal graphs by using a global, time-invariant random

permutation 𝜋 : V → {1, . . . , |V|} as the hash function. For a vertex 𝑢 and a time window

[𝑡𝑠 , 𝑡𝑒 ], the set to be sketched is its windowed neighborhood 𝑁 [𝑢, [𝑡𝑠 , 𝑡𝑒 ]]. Applying the bottom-𝑘

mechanism to this set yields the temporal bottom-𝑘 sketch 𝑆𝑘 (𝑢, [𝑡𝑠 , 𝑡𝑒 ]), which consists of the 𝑘

smallest hash values derived from the neighborhood. For brevity, when the time window is clear,

we write 𝑆𝑘 (𝑢) and 𝑁 [𝑢] in place of 𝑆𝑘 (𝑢, [𝑡𝑠 , 𝑡𝑒 ]) and 𝑁 [𝑢, [𝑡𝑠 , 𝑡𝑒 ]].
An important benefit of the bottom-𝑘 sketch is its inherent space efficiency. For a vertex 𝑢 with

degree 𝑑𝑢 in the window [𝑡𝑠 , 𝑡𝑒 ], the sketch stores only min(𝑘, 𝑑𝑢) vertex identifiers. This compact

representation adapts to local density and provides an unbiased basis for estimating neighborhood

similarities, as formalized in the following lemma.

Lemma 1 (Bottom-𝑘 Estimator of Jaccard Similarity [89]). Given two sets 𝑋 ⊆ 𝑈 and 𝑌 ⊆ 𝑈 ,
let 𝑆𝑘 (𝑋 ) and 𝑆𝑘 (𝑌 ) denote their bottom-𝑘 sketches, respectively. If |𝑋 | ≥ 𝑘 or |𝑌 | ≥ 𝑘 , then the value:

𝐽 (𝑋,𝑌 ) = |𝑆𝑘 (𝑋 ) ∩ 𝑆𝑘 (𝑌 ) ∩ 𝑆𝑘 (𝑋 ∪ 𝑌 ) |
𝑘

(1)

is an unbiased estimator of the Jaccard similarity 𝐽 (𝑋,𝑌 ) = |𝑋∩𝑌 ||𝑋∪𝑌 | .

We adopt a hybrid estimation strategy. When at least one of the two vertices has degree ≥ 𝑘 (i.e.,

𝑑𝑢 ≥ 𝑘 or 𝑑𝑣 ≥ 𝑘), we use the sketch-based estimator. If both degrees are below 𝑘 , we compute the

exact Jaccard similarity from the raw neighborhoods. This selective scheme guarantees correctness

while keeping the similarity computation cost within 𝑂 (𝑘).
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Sketch equivalence block. While the bottom-𝑘 sketch compactly summarizes a neighborhood

within a single time window, naively indexing sketches for all possible windows would still produce

substantial redundancy. Our key observation is sketch temporal coherence: a bottom-𝑘 sketch for a

vertex often remains valid across many adjacent or overlapping time windows.

Fig. 3(a) shows the running ego graph of 𝑢 = 11, and Fig. 3(b) shows the corresponding sketch

evolution with 𝑘 = 3. Each timestamp column in Fig. 3(b) represents one incoming edge to 𝑢; the

“Neighbor ID” and “Hash value” rows give the arrived neighbor and its randomized ID under 𝜋 ,

respectively.

This example shows that the same bottom-𝑘 sketch can persist across many query windows. For

instance, the sketch {35, 70, 78} is shared by all windows [𝑡𝑠 , 𝑡𝑒 ] with 𝑡𝑠 ∈ [0, 6] and 𝑡𝑒 ∈ [10, 13].
Motivated by this observation, we aggregate all windows that generate the same sketch into a

single sketch equivalence block.

Definition 7 (Sketch Equivalence Block (SEB)). LetH = 𝑆𝑘 (𝑢, [𝑡𝑠 , 𝑡𝑒 ]) be the temporal bottom-𝑘

sketch of a vertex 𝑢 for window [𝑡𝑠 , 𝑡𝑒 ]. The corresponding sketch equivalence block is defined as

𝐷 (H) = ⟨H ,T𝑠 ,T𝑒⟩, where T𝑠 = [𝑇𝑠,min,𝑇𝑠,max] and T𝑒 = [𝑇𝑒,min,𝑇𝑒,max] denote the maximal valid

start-time and end-time intervals. The sketch equivalence block must satisfy:

(1) Validity: For any 𝑡1 ∈ T𝑠 and 𝑡2 ∈ T𝑒 with 𝑡1 ≤ 𝑡2, the induced sketch remains unchanged:

𝑆𝑘 (𝑢, [𝑡1, 𝑡2]) = H .

(2) Maximality: Intervals T𝑠 and T𝑒 cannot be extended without violating validity.

Example 2. Consider the query window [6, 10] for vertex 𝑢 in Fig. 3, which yields the sketch
H = {35, 70, 78}. The corresponding SEB is 𝐷1 = ⟨{35, 70, 78}, [0, 6], [10, 13]⟩.
Index organization. The set of all SEBs associated with a vertex 𝑢 forms the SEB-index. Query

processing leverages the SEB-index to facilitate efficient similarity estimation. For a given query

vertex and time window [𝑡𝑠 , 𝑡𝑒 ], the algorithm performs a lookup on the SEB-index to identify

the unique SEB covering this window. The retrieved temporal bottom-𝑘 sketch is subsequently

used to estimate the Jaccard similarity between the query vertex and its neighbors. Section 5 will

subsequently detail the SEB-index construction framework and a structural optimization strategy

to enable efficient retrieval.

Theoretical analysis.We now formalize the correctness properties underlying SEBs.

Lemma 2. For any unique set of bottom-𝑘 sketch elementsH associated with a vertex 𝑢, there exists
a unique sketch equivalence block 𝐷 (H).
Proof sketch. For a fixed bottom-𝑘 sketchH , the validity condition determines the set of admissible

time windows, while maximality enforces a unique pair of intervals (T𝑠 ,T𝑒 ). Hence, 𝐷 (H) is
uniquely defined. □

Lemma 3. For any vertex 𝑢 and any time window [𝑡𝑠 , 𝑡𝑒 ], the window [𝑡𝑠 , 𝑡𝑒 ] is contained in exactly
one sketch equivalence block.

Proof. (Existence) LetH = 𝑆𝑘 (𝑢, [𝑡𝑠 , 𝑡𝑒 ]). By Lemma 2,H maps to a unique SEB 𝐷 (H). Since
[𝑡𝑠 , 𝑡𝑒 ] generatesH , it must lie within 𝐷 (H). (Uniqueness) Assume [𝑡𝑠 , 𝑡𝑒 ] belongs to two SEBs
𝐷1 (H1) and 𝐷2 (H2). By validity, both windows must generate the same sketch, i.e.,H1 = H2. By

Lemma 2, the corresponding SEB is unique, implying 𝐷1 = 𝐷2, which is a contradiction. □

4.2 Query Processing
Given the SEB-index introduced in the previous subsection, we now describe how it is used to

process TSC queries efficiently.
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Algorithm 3: CheckSim(𝑢, 𝑣, [𝑡𝑠 , 𝑡𝑒 ])
Input: Vertices 𝑢, 𝑣 , time window [𝑡𝑠 , 𝑡𝑒 ], 𝜖 , 𝑘
Output: true if similar, false otherwise

1 Let 𝑑𝑢 , 𝑑𝑣 be degrees in 𝐺 [𝑡𝑠 ,𝑡𝑒 ] (assume 𝑑𝑢 ≥ 𝑑𝑣 );

2 if 𝑑𝑣 < 𝑑𝑢 · 𝜖 then return false;
3 if 𝑑𝑢 < 𝑘 then return ExactJaccard(𝑢, 𝑣,𝐺 [𝑡𝑠 ,𝑡𝑒 ] ) ≥ 𝜖 ;

4 else
5 if 𝑑𝑣 < 𝑘 · 𝜖 then return false;
6 H𝑢 ← GetSketch(𝑢, [𝑡𝑠 , 𝑡𝑒 ]);
7 H𝑣 ← GetSketch(𝑣, [𝑡𝑠 , 𝑡𝑒 ]);
8 if min(H𝑢 ) > max(H𝑣) or max(H𝑢 ) < min(H𝑣) then
9 return false;

10 return CheckEstSim(H𝑢 ,H𝑣, 𝑘);

We present our Index-based TSC Search algorithm (ITCS). Given a query vertex 𝑞 and a time

window [𝑡𝑠 , 𝑡𝑒 ], ITCS performs a local traversal rooted at 𝑞, expanding core vertices and aggregating

their valid neighbors. Unlike the baseline OTCS, structural similarity verification is performed via

index lookups instead of on-the-fly neighborhood traversal, thereby avoiding redundant graph

reconstruction and repeated similarity computation.

While ITCS follows the same expansion framework as OTCS (Algorithm 1), it replaces the costly

similarity checks (line 6 of Algorithm 1 and line 4 of Algorithm 2) with calls to CheckSim, which
leverages the SEB-index for fast pruning and estimation.

Similarity verification. Algorithm 3 details the CheckSim procedure, which verifies whether two

vertices are structurally similar under a query window. The algorithm applies a hierarchical pruning

strategy to eliminate dissimilar pairs before performing any sketch-based estimation.

First, a degree-based pruning is applied (lines 1-2). Assuming 𝑑𝑢 ≥ 𝑑𝑣 , any pair with 𝑑𝑣 <

𝑑𝑢 · 𝜖 is immediately discarded, as it cannot satisfy the Jaccard similarity threshold. If the larger

neighborhood size satisfies 𝑑𝑢 < 𝑘 , the exact Jaccard similarity is computed directly (line 3).

For larger neighborhoods, an additional cardinality filter discards pairs with 𝑑𝑣 < 𝑘 · 𝜖 (line

5), since insufficient overlap can be achieved even under the best-case sketch alignment. For the

remaining candidates, sketches H𝑢 and H𝑣 are retrieved from the SEB-index (lines 6-7). A fast

range check is then applied: if the hash ranges of the two sketches are disjoint, the pair is pruned

(lines 8-9). Only the surviving candidates invoke the sketch-based estimator via CheckEstSim (line

10).

Estimated similarity checking. Algorithm 4 depicts CheckEstSim, which determines whether the

estimated Jaccard similarity 𝐽 meets the threshold 𝜖 . The algorithm performs a linear two-pointer

scan over the sorted sketchesH𝑢 andH𝑣 , identifying valid overlapping elements (lines 2-10).

A matched element betweenH𝑢 andH𝑣 contributes to 𝐽 only if it also lies within the bottom-

𝑘 sketch of the union of the neighborhoods, according to Lemma 1. This condition is verified

dynamically using the union-rank 𝑥 +𝑦 − 𝑜𝑣𝑒𝑟𝑙𝑎𝑝 − 1 of the current matched element. The overlap

counter is incremented only when this rank does not exceed 𝑘 (lines 4-5). If the rank exceeds 𝑘 ,

further matching cannot be included in the sketch of the union, and the algorithm terminates early

(line 7). Since satisfying 𝐽 ≥ 𝜖 requires at least ⌈𝑘𝜖⌉ valid overlaps, the algorithm returns true
immediately once this threshold is reached (line 6).
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Algorithm 4: CheckEstSim(H𝑢,H𝑣, 𝑘)

Input: Sorted sketchesH𝑢 ,H𝑣 , sketch size 𝑘

Output: true if similar, false otherwise
1 𝑥 ← 1, 𝑦 ← 1, 𝑜𝑣𝑒𝑟𝑙𝑎𝑝 ← 0;

2 while 𝑥 ≤ |H𝑢 | and 𝑦 ≤ |H𝑣 | do
3 if H𝑢 [𝑥 − 1] == H𝑣 [𝑦 − 1] then
4 if 𝑥 + 𝑦 − 𝑜𝑣𝑒𝑟𝑙𝑎𝑝 − 1 ≤ 𝑘 then
5 overlap = overlap + 1;

6 if 𝑜𝑣𝑒𝑟𝑙𝑎𝑝 ≥ ⌈𝑘𝜖⌉ then return true ;

7 else return false;
8 𝑥 ← 𝑥 + 1, 𝑦 ← 𝑦 + 1;

9 else if H𝑢 [𝑥] < H𝑣 [𝑦] then 𝑥 ← 𝑥 + 1;

10 else 𝑦 ← 𝑦 + 1;

11 return false

Example 3. This toy example illustrates the early stopping rule in CheckEstSim. Consider a candi-
date pair (𝑢, 𝑣) with projected degrees 𝑑𝑢 = 100 and 𝑑𝑣 = 80 under 𝑘 = 10 and 𝜖 = 0.6. After passing
degree-based pruning, sketchesH𝑢 = {1,3,5,7,9,11, 13, 15, 17, 19} andH𝑣 = {1,3,5,7,9,11, 20, 22, 24, 26}
are retrieved. As their ranges overlap, CheckEstSim is invoked. The first six matched elements satisfy
the union-rank condition, reaching the required overlap ⌈𝑘𝜖⌉ = 6, and the algorithm terminates early
with a positive result.

Complexity Analysis. Each call to CheckSim involves only constant-time pruning, sketch

retrieval, and a linear scan over sketches of size at most 𝑘 , yielding a worst-case time of𝑂 (𝑘). Since
similarity verification may be performed for each examined edge during community expansion, the

worst-case query-time complexity of ITCS is 𝑂 (𝑘 · 𝑚̄), where 𝑚̄ represents the number of edges in

the projected graph.

In contrast, the baseline online algorithm OTCS may require scanning the full neighborhoods to

compute exact similarities, resulting in a worst-case cost of𝑂 (𝑑max ·𝑚̄), where 𝑑max is the maximum

vertex degree in the projected graph. As typically 𝑘 ≪ 𝑑max, ITCS achieves a substantial reduction

in query-time complexity, particularly on large and dense temporal graphs.

5 INDEX CONSTRUCTION
In this section, we present the framework for constructing the index structures used by ITCS.
Algorithm 5 outlines a node-centric, two-step pipeline. For each vertex 𝑢 ∈ V , we first invoke

ConstructSEB to build the raw SEB-index, denoted as D𝑢 , which contains all SEBs of 𝑢. We then

apply PartitionSEB to transform D𝑢 into the PartItioned Sketch equivAlence block index (PISA),
denoted as I𝑢 , which is optimized for query processing as described in Section 5.2. The final output

is a global index I that maps each vertex 𝑢 to its corresponding I𝑢 .

5.1 Construct SEB
A naive approach to constructing the SEBs is to compute the bottom-𝑘 sketch for every possible

time window [𝑡𝑠 , 𝑡𝑒 ]. This incurs a prohibitive cost of 𝑂 (𝑚𝑡2

max
), where𝑚 = |E | is the number of

temporal edges. The quadratic dependence on 𝑡max renders such an approach infeasible for real

temporal graphs.
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Algorithm 5: Index construction algorithm.

Input: A temporal graph G = (V, E), sketch size 𝑘

Output: I: a map from each vertex 𝑢 ∈ V to its PISA
1 I ← new empty Map;

2 for each vertex 𝑢 ∈ V do
// Step 1: Construct raw SEB-index

3 (D𝑢 ,B𝑢 ) ← ConstructSEB(𝑢,G, 𝑘);
// Step 2: Transform to PISA

4 I𝑢 ← PartitionSEB(D𝑢 ,B𝑢 );
5 return I;

We therefore propose an optimized algorithm, ConstructSEB, which exploits temporal regulari-

ties in neighborhood evolution. The algorithm is driven by two key observations: fixed-start-time
stability and cross-start-time coherence, both illustrated in Fig. 3.

Observation 1: Fixed-start-time stability and predictive jumping. We first consider a fixed

start time 𝑡𝑠 (e.g., 𝑡𝑠 = 0). As the end time 𝑡𝑒 advances, the accumulated neighborhood grows

monotonically. At a certain timestamp 𝑡1, the neighborhood becomes large enough to form the first

valid bottom-𝑘 sketchH0.

In Fig. 3, when 𝑡𝑠 = 0 and 𝑘 = 3, the first sketch H0 = {35, 70, 90} forms at 𝑡1 = 4. This sketch

defines a SEB 𝐷0 with boundaries determined as follows:

(i) Start-time boundaries. The minimal start time is fixed at 𝑇𝑠,min = 𝑡𝑠 = 0. The maximal start

time 𝑇𝑠,max = 1 is determined by the minimum latest appearance times of the sketch elements

{35, 70, 90}, ensuring that all elements remain present in the window.

(ii) End-time boundaries. The minimal end time is 𝑇𝑒,min = 𝑡1 = 4. Since the bottom-𝑘 sketch acts

as a low-pass filter, it remains unchanged until a disruptive event occurs. A disruptive event at time

𝑡𝑑 is triggered by the arrival of a neighbor 𝑣 with 𝜋 (𝑣) < max(H0). This event definitely bounds

the window at 𝑇𝑒,max = 𝑡𝑑 − 1.

In the example, a disruptive hash value 78 < 90 appears at 𝑡𝑑 = 10, yielding 𝑇𝑒,max = 9. This

enables a predictive jumping strategy: instead of verifying sketches at every intermediate timestamp,

the algorithm skips the entire stable interval [𝑡1 + 1, 𝑡𝑑 − 1] and jumps directly to 𝑡𝑑 . Moreover, the

same disruptive event immediately triggers the formation of the next sketchH1 = {35, 70, 78}. As
illustrated by the predictive jumping in Fig. 3, this transforms a dense linear scan into a sparse

sequence of jumps (e.g., 4→10→14→35).

Observation 2: Cross-start-time coherence and dominance pruning. Beyond fixed-start-

time optimization, SEBs exhibit strong coherence across different start times, enabling two comple-

mentary pruning mechanisms.

(i) Start-time skipping. When processing 𝑡𝑠 = 0, all SEBs generated remain valid for any 𝑡𝑠 ∈
[𝑇 0

𝑠,min
,𝑇 0

𝑠,max
]. Here, [𝑇 0

𝑠,min
,𝑇 0

𝑠,max
] denotes the start time interval of the first SEB derived with 𝑡𝑠

fixed at 0 (e.g., [0, 1]). Consequently, the entire construction process for these start times is identical

to that of 𝑡𝑠 = 0, and the algorithm can safely skip all intermediate start times and jump directly to

𝑡𝑠 = 𝑇 0

𝑠,max
+ 1 (as illustrated by start-time skipping in Fig. 3).

(ii) End-time dominance pruning. SEBs constructed for an earlier start time may also dominate

those that would be generated for later start times. Specifically, a SEB 𝐷1 constructed at 𝑡𝑠 = 0

may remain valid for all 𝑡𝑠 ∈ [0, 6] and for a contiguous end-time interval. When processing a

later start time (e.g., 𝑡𝑠 = 2), once the search reaches the earliest end time covered by 𝐷1 (i.e., 10),

all subsequent windows are guaranteed to be dominated. The algorithm can therefore terminate
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Algorithm 6: ConstructSEB
Input: Temporal graph G = (V, E), vertex 𝑢, sketch size 𝑘

Output: D𝑢 : list of sketch equivalence blocks; B𝑢 : set of boundary timestamps

1 D𝑢 ← []; B𝑢 ← {0};
2 initializeM𝑢 [𝑡] ← 𝑡max for all 𝑡 ;

3 𝑡𝑠 ← 0;

4 while 𝑡𝑠 ≤ 𝑡max do
5 𝑡𝑒 ← first timestamp ≥ 𝑡𝑠 where a bottom-𝑘 sketch is formed;

6 while 𝑡𝑒 <M𝑢 [𝑡𝑠 ] and 𝑡𝑒 ≤ 𝑡max do
7 H ← bottom-𝑘 sketch over window [𝑡𝑠 , 𝑡𝑒 ];
8 𝑇𝑠,max,𝑇𝑒,max ← ComputeBounds(H , 𝑡𝑠 , 𝑡𝑒 );
9 append 𝐷 = ⟨H , [𝑡𝑠 ,𝑇𝑠,max], [𝑡𝑒 ,𝑇𝑒,max]⟩ to D𝑢 ;

10 insert 𝑇𝑠,max to B𝑢 ;
11 if 𝐷 is the not first window for this 𝑡𝑠 then
12 M𝑢 [𝑡] ← min(M𝑢 [𝑡], 𝑡𝑒 ), ∀𝑡 ∈ [𝑡𝑠 ,𝑇𝑠,max]
13 𝑡𝑒 ← 𝑇𝑒,max + 1;

14 let [𝑇 0

𝑠,min
,𝑇 0

𝑠,max
] be the start interval of the first window;

15 𝑡𝑠 ← 𝑇 0

𝑠,max
+ 1;

16 return (D𝑢 ,B𝑢 );

immediately for this start time, eliminating redundant construction of the entire suffix (marked as

end-time dominance pruning in Fig. 3).

Construct SEB. Algorithm 6 describes the ConstructSEB procedure, which constructs SEBs for

a vertex 𝑢 by combining predictive jumping, start-time skipping, and end-time dominance pruning.

The algorithm maintains two outputs: D𝑢 , the list of all sketch equivalence blocks of 𝑢, and B𝑢 ,
which records the boundary timestamps defining the start-time interval of the SEBs generated

for each processed start time and is later used for index partitioning. To enable dominance-based

pruning, a horizon memoM𝑢 is initialized (line 2), whereM𝑢 [𝑡] stores the minimum end time

beyond which any window starting at 𝑡 is already dominated.

The construction proceeds via a nested loop structure in which both loops advance by jumps

rather than unit increments. For a given start time 𝑡𝑠 , the algorithm first identifies the earliest end

time 𝑡𝑒 ≥ 𝑡𝑠 at which a valid bottom-𝑘 sketch can be formed (line 5). The inner loop then iteratively

generates SEBs by advancing 𝑡𝑒 , subject to the horizon constraint 𝑡𝑒 ≤ M𝑢 [𝑡𝑠 ] (lines 6-13).
For each candidate window [𝑡𝑠 , 𝑡𝑒 ], the bottom-𝑘 sketchH is computed (line 7) and passed to

ComputeBounds, which jointly determines the maximal start-time boundary𝑇𝑠,max and the maximal

end-time boundary𝑇𝑒,max (line 8). These bounds define a SEB𝐷 = ⟨H , [𝑡𝑠 ,𝑇𝑠,max], [𝑡𝑒 ,𝑇𝑒,max]⟩, which
is added to D𝑢 (line 9).

The boundary timestamp𝑇𝑠,max is added to B𝑢 to support the index partitioning process (line 10).

If 𝐷 is not the first window generated for the current 𝑡𝑠 , the horizon memo is updated by setting

M𝑢 [𝑡] ← min(M𝑢 [𝑡], 𝑡𝑒 ) for all 𝑡 ∈ [𝑡𝑠 ,𝑇𝑠,max] (lines 11-12), enforcing dominance-based early

termination for future start times.

After processing a window, the inner loop jumps directly to 𝑡𝑒 = 𝑇𝑒,max + 1 (line 13), skipping the

entire stable interval. Once all windows for the current 𝑡𝑠 are generated, the outer loop advances

to 𝑡𝑠 = 𝑇 0

𝑠,max
+ 1, where [𝑇 0

𝑠,min
,𝑇 0

𝑠,max
] is the start-time interval of the first window (lines 14-15).

Through these coordinated jumps, the algorithm avoids exhaustive enumeration and visits only

sketch-altering temporal events.
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Fig. 4. Visualization of SEB validity regions in the 𝑡𝑠 -𝑡𝑒 plane for the running example in Fig. 3.

Correctness.We prove the correctness of ConstructSEB through monotonic progression and

index completeness.

Lemma 4 (Monotonicity under fixed start time). For any vertex 𝑢 and fixed start time 𝑡𝑠 ,
let 𝐷𝑖 = ⟨H𝑖 , [𝑡𝑠 ,𝑇 𝑖

𝑠,max
], [𝑇 𝑖

𝑒,min
,𝑇 𝑖

𝑒,max
]⟩ be the sequence of sketch equivalence blocks generated by

ConstructSEB. Then 𝑇 𝑖+1
𝑒,min

> 𝑇 𝑖
𝑒,min

and 𝑇 𝑖+1
𝑠,max

≥ 𝑇 𝑖
𝑠,max

.

Proof sketch. Each new window begins at 𝑡𝑒 = 𝑇 𝑖
𝑒,max

+ 1, implying 𝑇 𝑖+1
𝑒,min

> 𝑇 𝑖
𝑒,min

. The bound

𝑇 𝑖
𝑠,max

is defined by the minimum latest-appearance time among elements in the bottom-𝑘 sketch.

As 𝑡𝑒 advances, retained sketch elements only gain later timestamps, and when a disruptive event

updates the sketch, the newly inserted element has a timestamp no earlier than that of the displaced

element. Thus the minimum latest-appearance time cannot decrease, yielding 𝑇 𝑖+1
𝑠,max

≥ 𝑇 𝑖
𝑠,max

. □

Lemma 5 (Completeness). For any vertex𝑢, the sketch equivalence blocks generated by ConstructSEB
cover every time window [𝑡𝑠 , 𝑡𝑒 ] with |𝑁 [𝑢, [𝑡𝑠 , 𝑡𝑒 ]] | ≥ 𝑘 .

Proof sketch. For a fixed 𝑡𝑠 , the inner traversal advances 𝑡𝑒 strictly forward and skips only intervals
where the bottom-𝑘 sketch is invariant, ensuring that the unique SEB corresponding to 𝑆𝑘 (𝑢, [𝑡𝑠 , 𝑡𝑒 ])
is generated. Across start times, start-time skipping and end-time dominance pruning eliminate

only windows already covered by previously generated SEBs. Hence no valid window is omitted,

and every [𝑡𝑠 , 𝑡𝑒 ] is contained in exactly one generated SEB. □

5.2 Partitioned Index Construction
Although Algorithm 6 successfully constructs SEB, its flat organization is not suitable for efficient

query processing. The difficulty stems from the inherently two-dimensional nature of SEBs: a query
window [𝑡𝑠 , 𝑡𝑒 ] must simultaneously satisfy both the start-time constraint 𝑡𝑠 ∈ [𝑇𝑠,min,𝑇𝑠,max] and
the end-time constraint 𝑡𝑒 ∈ [𝑇𝑒,min,𝑇𝑒,max].
Fig. 4 visualizes the time-window ranges covered by the SEBs from Fig. 3. Each SEB covers the

region [𝑇𝑠,min,𝑇𝑠,max] × [𝑇𝑒,min,𝑇𝑒,max] in the 𝑡𝑠 -𝑡𝑒 plane, where each grid cell denotes a time window.

For example, the window [1, 4] is covered by 𝐷0, so it retrieves the sketch stored in 𝐷0. As shown

in Fig. 4, a single query start time (e.g., 𝑡𝑠 = 2) may fall within the valid start ranges of multiple

sketch equivalence blocks (e.g., 𝐷3, 𝐷4, 𝐷1, and 𝐷2), each associated with different and partially
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overlapping start-time intervals. This overlap prevents the SEBs from being indexed effectively by

either min or max start-time boundaries alone, leading to difficulty during lookup. Similar issues

also exist for end-time intervals, e.g., querying with 𝑡𝑒 = 8.

To resolve this issue, we reorganize the SEB-index into the PISA, which guarantees a unique

and efficient mapping for every query window.

Base intervals. To enable efficient lookup, we first partition the start-time domain of vertex

𝑢 using a set of boundary timestamps B𝑢 , which are recorded during ConstructSEB (Line 10 of
Algorithm 6). Let B𝑢 = {𝑏0 < 𝑏1 < · · · < 𝑏𝑚} be the sorted boundary timestamps. We define the

induced base intervals as the atomic segments between adjacent boundaries, i.e., [𝑏𝑖 + 1, 𝑏𝑖+1], 0 ≤
𝑖 < 𝑚. By construction, these base intervals are pairwise disjoint and together cover the valid

start-time range of 𝑢, so any query start time 𝑡𝑠 maps to a unique base interval via binary search

on B𝑢 .
Association induced by sketch equivalence blocks. Given a SEB 𝐷 = ⟨H , [𝑇𝑠,min,𝑇𝑠,max],
[𝑇𝑒,min,𝑇𝑒,max]⟩, we associate𝐷 with a base interval 𝐵 if and only if 𝐵 ⊆ [𝑇𝑠,min,𝑇𝑠,max]. For each base
interval 𝐵, we collect all associated pairs

(
[𝑇𝑒,min,𝑇𝑒,max], H

)
from the SEB-index. This partitioning

reveals the following structural properties, which directly motivate our PISA design.

Lemma 6 (Decomposition and ordered contiguity). Fix a vertex 𝑢 and its SEB-index. Let B𝑢
be the set of boundary timestamps and let 𝐵 be any induced base interval. Then:
(1) Start-interval decomposition. For any sketch equivalence block with start range [𝑇𝑠,min,𝑇𝑠,max],

this range can be expressed exactly as a union of one or more consecutive base intervals.
(2) End-interval contiguity. For a fixed base interval 𝐵, the end-time intervals of all sketch

equivalence blocks associated with 𝐵 can be arranged to form a single contiguous sequence (i.e.,
they cover a continuous end-time range without gaps).

(3) Reverse-start-time order. Among sketch equivalence blocks associated with the same base
interval 𝐵, sorting them by decreasing 𝑇𝑠,min yields their end-time intervals in increasing order
of 𝑇𝑒,min.

Proof sketch. (1) The boundaries in B𝑢 are exactly the jump targets produced by ConstructSEB;
hence any valid start range returned by ConstructSEB is aligned with boundary timestamps and

thus decomposes into whole base intervals.

(2–3) Consider SEBs that all span the same base interval 𝐵. By construction, SEBs generated

from later effective start times correspond to earlier feasible end-time segments (due to end-time

dominance pruning), while for a fixed start time, the generated SEBs progress monotonically in

end time (Lemma 4). Together, these imply that, restricted to 𝐵, the associated end-time intervals

appear in reverse-start-time order and abut without gaps, forming a contiguous sequence. □
For instance, as indicated by the black dashed outline in Fig. 4, processing the SEBs in the order

𝐷5, 𝐷3, 𝐷4, 𝐷1, 𝐷2 for the base interval [4, 6] results in a contiguous sequence covering [8, 34].
Reverse start-time partitioning strategy. Lemma 6 (3) implies that if we process SEBs in

descending order of their 𝑇𝑠,min, then for each base interval 𝐵 the corresponding end-time intervals

are encountered in increasing order. We therefore build PISA by appending entries to each base

interval list in one pass, yielding 𝑂 (1) insertion per entry and eliminating post-hoc sorting.

Algorithm 7 takes the complete list of sketch equivalence blocks D𝑢 and base intervals B𝑢 as

input. It first initializes the index structure I𝑢 by assigning an empty list to each base interval

(line 1). To enable batch processing, the algorithm groups SEBs in D𝑢 by their identical start-time

intervals [𝑇𝑠,min,𝑇𝑠,max] (line 2). The key design choice lies in the traversal order (line 3): groups are

processed in descending order of 𝑇𝑠,min and, for ties, in ascending order of 𝑇𝑠,max. For each group 𝑃 ,

the algorithm extracts its associated end-time interval and sketch pairs 𝑅 = {([𝑇𝑒,min,𝑇𝑒,max],H)}
(line 5). It then identifies all base intervals fully contained in the group’s start-time range (line 6)
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Algorithm 7: ConstructPISA
Input: D𝑢 : list of sketch equivalence blocks; B𝑢 : set of boundary timestamps

Output: I𝑢 : PISA of vertex 𝑢
1 foreach 𝐵 ∈ B𝑢 do I𝑢 [𝐵] ← ∅ ;
2 P ← group D𝑢 by identical start interval [𝑇𝑠,min,𝑇𝑠,max];
3 foreach group 𝑃 ∈ P in order of decreasing 𝑃 .𝑇𝑠,min, breaking ties by increasing 𝑃 .𝑇𝑠,max do
4 [𝑇𝑠,min,𝑇𝑠,max] ← 𝑃 .startInterval;

5 𝑅 ← 𝑃 .entries ; // each entry is (T𝑒 ,H)
6 B𝑠𝑝𝑎𝑛 ← {𝐵 ∈ B𝑢 | 𝐵 ⊆ [𝑇𝑠,min,𝑇𝑠,max]};
7 foreach 𝐵 ∈ B𝑠𝑝𝑎𝑛 do
8 append all entries in 𝑅 to I𝑢 [𝐵];

9 return I𝑢 ;

and appends the entire block 𝑅 to the corresponding lists in I𝑢 (lines 7–8). Due to the reverse

start-time traversal, entries are appended in sorted order, allowing the PISA to be constructed in a

single linear pass without additional sorting.

With PISA constructed, given a query (𝑢, [𝑡𝑠 , 𝑡𝑒 ]), we first locate the base interval via binary
search on 𝑡𝑠 . We then perform a second binary search on the associated candidate end-time intervals

for 𝑡𝑒 to retrieve the target sketch.

Complexity Analysis. The construction phase consists of two steps: (1) SEB Generation: This

process is output-sensitive, performing exactly |D𝑢 | iterations for vertex 𝑢. Within each iteration,

rigorous optimizations, such as skipping non-disruptive events and bypassing invariant boundary

computations, ensure that the amortized cost 𝑐𝑢 is bounded by 𝑚𝑢 , i.e., the number of edges

associated with vertex 𝑢 in the projected graph. (2) PISA Construction: Leveraging the reverse-

order strategy, this step is strictly linear with respect to the final index size |I𝑢 |. Summing over all

nodes, the total time complexity is 𝑂 (∑𝑢∈V ( |D𝑢 | · 𝑐𝑢 + |I𝑢 |)).
The index storage comprises two optimized components: (1) Sketch Storage: for each vertex

𝑢, shared pointers are used to deduplicate repeated sketches, so the sketch storage only depends

on the number of unique sketches |H𝑢 |, requiring 𝑂 ( |H𝑢 | · 𝑘) space. (2) Index Structure: the

validity intervals and sketch pointers in PISA are linear in |I𝑢 |. Thus, the total space complexity is∑
𝑢∈V 𝑂 ( |H𝑢 | · 𝑘 + |I𝑢 |).
In the worst case, each of these quantities can be bounded by the number of possible time

windows, i.e., |D𝑢 |, |I𝑢 |, |H𝑢 | = 𝑂 (𝑡2

max
). Moreover, since 𝑐𝑢 ≤ 𝑚𝑢 and

∑
𝑢∈V𝑚𝑢 = 𝑂 (𝑚), where

𝑚 is the number of temporal edges, substituting these bounds into the parameter-sensitive time

complexity gives 𝑂
(
(𝑚 + 𝑛)𝑡2

max

)
. Similarly, the space complexity becomes 𝑂

(
𝑛𝑡2

max
(𝑘 + 1)

)
. In

practice, temporal coherence and predictive jumping usually make |D𝑢 | ≪ 𝑡2

max
, as supported by

Table 5.

6 EXPERIMENTS
6.1 Experimental Settings
Datasets. In our experiments, we use six real-world temporal graph datasets from SNAP [1]. Table

1 summarizes the key statistics for each dataset, including the number of vertices (𝑛), temporal

edges (𝑚), the maximum timestamp (𝑡max, indexed from 0), and its memory cost (𝑠𝑖𝑧𝑒 (𝑏𝑦𝑡𝑒𝑠)). The
temporal graph datasets are presented in ascending order based on𝑚. All datasets, along with their

corresponding detailed descriptions, are publicly available and sourced from SNAP. All timestamps

in the datasets are recorded in Unix format.
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Table 1. Dataset statistics.

Dataset 𝑛 𝑚 𝑡max size (bytes)

bitcoin (BTC) 5,881 35,592 35,591 284,736

dblp-cite (DC) 12,590 49,759 29 396,632

CollegeMsg (CM) 1,899 59,835 58,910 478,680

email-eu (EE) 986 332,334 207,879 2,658,672

wikipedia (WK) 1,140,149 7,833,140 2,320 173,541,969

flickr (FK) 2,302,926 33,140,017 133 265,120,136

Main Competitor.We test the following algorithms:

• OTCS: our online TSC search algorithm.

• MPC [55]: a maximal 𝜎-periodic 𝑘-clique model to characterize periodic communities in a

temporal graph.

• QTCS [45]: a query-centered temporal community search model based on a novel concept of

Time-Constrained Personalized PageRank.

• PHC [86]: an index-based solution for historical 𝑘-core queries.

• pSCAN [9]: the state-of-the-art online SCAN algorithm.

• ITCS: our index-based TSC search algorithm.

OTCS is the direct same-objective baseline: it materializes the projected graph and performs the

same TSC search without the index. MPC, QTCS, and PHC are representative temporal community
search baselines from prior work. They are based on different temporal community models. pSCAN
provides an objective-aligned SCAN baseline. We adapt it to temporal graphs by applying it to the

projected graph of each query window and returning the community containing the query vertex.

Parameter settings. We adopt parameter settings consistent with prior studies on SCAN

[9, 75, 89] and CS [26]. We vary the core threshold 𝜇 (𝜇 ≥ 2) within {2, 3, 4, 5, 6} (default 𝜇 = 2) and

the similarity threshold 𝜖 (0 < 𝜖 ≤ 1) within {0.2, 0.3, 0.4, 0.5, 0.6} (default 𝜖 = 0.6). Regarding the

bottom-𝑘 sketch size, a trade-off exists between index efficiency (space and construction time) and

query quality. Based on our sensitivity analysis (see Fig. 10), we set 𝑘 = 250 for smaller datasets

(BTC, DC, CM, EE) and 𝑘 = 2000 for larger ones (WK, FK) to achieve an optimal balance. For

each dataset, we randomly generate 15 time windows with different temporal spans, where the

window lengths are set to 𝑓 · 𝑡max for 𝑓 ∈ {0.3, 0.5, 0.7}. For each time window, we randomly

sample 100 query vertices. As a result, we obtain a total of 1,500 queries per dataset. All reported

results are averaged over these 1,500 queries, and unless otherwise specified, default parameter

settings are used. All algorithms are implemented in C++ (compiled with -O3) and executed on a

server with Ubuntu 24.04 LTS, equipped with Intel Xeon Platinum 8358 CPUs @ 2.60GHz, and 2TB

RAM.

6.2 Effectiveness Evaluation
In this subsection, we evaluate the effectiveness of our TSC model by comparing the quality of

communities identified by different CS methods on temporal graphs. We also provide a case study

to show that TSC can be used in event detection.

Exp. 1: The quality of community. Table 2 evaluates the retrieved communities using four

metrics: density (Den.), Jaccard similarity (Jac.), diameter (Dia.), and clustering coefficient (CC). Den.

and Jac. measure internal density and structural cohesion, while Dia. and CC further characterize

community compactness and local connectivity. As shown in Table 2, ITCS consistently achieves

competitive performance across all metrics. MPC always returns invalid results. QTCS performs well
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Table 2. Effectiveness evaluation of retrieved communities. “-” denotes that the result is unavailable or that
the algorithm fails to complete within 48 hours. Den., Jac., Dia., and CC denote density, Jaccard similarity,
diameter, and clustering coefficient.

Methods 𝑓
BTC DC CM EE WK FK

Den. Jac. Dia. CC Den. Jac. Dia. CC Den. Jac. Dia. CC Den. Jac. Dia. CC Den. Jac. Dia. CC Den. Jac. Dia. CC

MPC

0.3 - - - - - - - - - - - - - - - - - - - - - - - -

0.5 - - - - - - - - - - - - - - - - - - - - - - - -

0.7 - - - - - - - - - - - - - - - - - - - - - - - -

QTCS

0.3 0.36 0.13 2.14 0.63 0.11 0.09 5.08 0.49 0.32 0.07 2.28 0.55 0.60 0.19 2.19 0.75 0.14 0.22 2.17 0.66 - - - -

0.5 0.34 0.12 2.19 0.62 0.16 0.08 4.20 0.54 0.32 0.07 2.37 0.55 0.62 0.20 2.14 0.75 0.14 0.23 2.20 0.64 - - - -

0.7 0.36 0.11 2.11 0.65 0.17 0.07 4.30 0.54 0.33 0.07 2.39 0.54 0.62 0.21 2.15 0.75 - - - - - - - -

PHC

0.3 0.18 0.13 3.79 0.34 0.01 0.01 6.29 0.19 0.04 0.03 4.30 0.09 0.18 0.12 3.53 0.44 0.14 0.10 2.88 0.30 0.08 0.05 3.50 0.24

0.5 0.16 0.12 3.78 0.33 0.01 0.01 6.15 0.20 0.05 0.04 3.80 0.12 0.09 0.06 3.67 0.42 0.07 0.05 3.00 0.24 0.05 0.04 3.67 0.25

0.7 0.10 0.07 4.00 0.32 0.01 0.01 6.35 0.20 0.07 0.05 3.75 0.13 0.15 0.10 3.50 0.45 0.05 0.04 3.11 0.20 0.05 0.04 3.83 0.23

pSCAN

0.3 0.11 0.10 6.21 0.33 0.06 0.07 8.39 0.25 0.11 0.08 4.81 0.19 0.13 0.07 5.00 0.57 0.05 0.07 6.21 0.30 0.17 0.24 11.55 0.27
0.5 0.12 0.10 5.97 0.24 0.04 0.09 9.68 0.34 0.13 0.11 4.13 0.26 0.11 0.06 5.15 0.51 0.05 0.10 5.49 0.33 0.18 0.27 12.19 0.34
0.7 0.11 0.08 6.27 0.29 0.03 0.05 9.59 0.38 0.15 0.08 4.63 0.21 0.14 0.08 4.37 0.59 0.03 0.13 4.31 0.29 0.18 0.27 11.07 0.37

ITCS
0.3 0.55 0.32 2.89 0.56 0.48 0.25 2.81 0.48 0.66 0.19 2.23 0.35 0.58 0.20 3.17 0.68 0.62 0.18 1.98 0.45 0.55 0.38 2.35 0.45
0.5 0.63 0.38 2.50 0.59 0.37 0.20 3.86 0.55 0.71 0.16 2.28 0.53 0.54 0.21 2.94 0.67 0.76 0.20 2.01 0.35 0.60 0.38 2.31 0.50
0.7 0.63 0.39 2.74 0.63 0.42 0.21 3.73 0.52 0.69 0.16 2.18 0.65 0.56 0.22 2.89 0.68 0.46 0.32 2.07 0.32 0.57 0.38 2.30 0.57

Table 3. Comparison with community detection methods.

Alg. 𝑓
BTC DC CM EE

Den. Jac. Den. Jac. Den. Jac. Den. Jac.

Leiden

0.3 0.03 0.11 0.02 0.04 0.04 0.04 0.13 0.07

0.5 0.02 0.10 0.01 0.03 0.04 0.04 0.14 0.08
0.7 0.01 0.09 0.01 0.02 0.03 0.04 0.14 0.08

Louvain

0.3 0.03 0.10 0.02 0.04 0.04 0.04 0.13 0.07
0.5 0.02 0.09 0.01 0.03 0.04 0.04 0.13 0.07

0.7 0.01 0.08 0.01 0.02 0.03 0.03 0.14 0.08

LPA

0.3 0.09 0.15 0.10 0.18 0.03 0.02 0.04 0.03

0.5 0.07 0.11 0.08 0.13 0.03 0.02 0.03 0.03

0.7 0.03 0.07 0.05 0.09 0.02 0.01 0.04 0.03

ITCS
0.3 0.55 0.32 0.48 0.25 0.66 0.19 0.58 0.20
0.5 0.63 0.38 0.37 0.20 0.71 0.16 0.54 0.21
0.7 0.63 0.39 0.42 0.21 0.69 0.16 0.56 0.22

on some small datasets but fails to scale to FK and some WK settings within the 48-hour cutoff,

pSCAN is a strong baseline on large datasets but still underperforms ITCS. These results show that

ITCS remains competitive while preserving scalability on large temporal graphs.

Exp. 2: Comparison with community detection methods.We further compare with repre-

sentative global community detection methods: Leiden [68], Louvain [6], and LPA [57]. For each
query window, we run them on the projected graph and return the community containing the

query vertex. Table 3 reports Den. and Jac. on the small datasets. ITCS achieves significantly higher

quality in all settings. On WK and FK, these baselines fail to finish within the 48-hour cutoff, so

their results are omitted. This indicates that global community detection methods are less suitable

for large-scale arbitrary-window TSC queries.

Exp. 3: Case study. We conducted a case study on the tgbl-coin stablecoin dataset [35] to

analyze structural evolution during the market turbulence of 2022. We partition the data into 15

weekly snapshots from April 2 to July 9, 2022, and run ITCS on each window to obtain TSCs. These

communities are then compared across windows using membership overlap or Jaccard similarity,

which enables tracking community evolution over time. Thanks to PISA, each window query can
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Fig. 6. Query time for different 𝜇 values (𝜖 = 0.6).

be answered efficiently; For each snapshot, we aggregate the numbers of core and non-core vertices

and compute the average pairwise Jaccard similarity within the returned TSCs to measure cohesion.

As shown in Fig. 5, the core/non-core counts and average Jaccard similarity change consistently

over time. Their sharp drops align with two major market events: the Terra (LUNA) crash during

May 7–13 and the liquidity crisis during June 12–18. These results show that running ITCS over
consecutive windows can track community development and reveal structural responses to major

events.

6.3 Efficiency Evaluation
In this subsection, we evaluate the efficiency of our method by analyzing its scalability across

datasets, parameter sensitivity, and the comparison with the exact solutions.

Exp. 1: Query performance on different datasets. Fig. 8 reports the average query time of

different methods. ITCS achieves consistently low query latency and substantially reduces query

time compared with OTCS and pSCAN, because PISA avoids online projected-graph reconstruction

and sketch computation. The speedup is particularly clear on dense datasets. On EE, ITCS answers

a query in 517 𝜇𝑠 , while QTCS takes about seven minutes and fails to finish on WK and FK within

the 48-hour cutoff. Although PHC is efficient on large datasets, its lower quality in Table 2 reflects
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Fig. 7. Query time for different 𝜖 values (𝜇 = 2).

an efficiency–quality trade-off. Overall, ITCS provides fast query processing while preserving

high-quality communities.

BTC DC CM EE WK FK
10

1

10
3

10
5

10
7

10
9

N
/A

N
/A

N
/AQ

ue
ry

T
im

e
(𝜇
s)

QTCS PHC OTCS pSCAN ITCS

Fig. 8. Query time on different datasets.

Exp. 2: Query performance under different parameters. We evaluate the query efficiency of

ITCS against OTCS. Due to space constraints, we report results for a representative window duration

of 0.7 · 𝑡max under two settings: varying 𝜇 with fixed 𝜖 = 0.6 (Fig. 6), and varying 𝜖 with fixed 𝜇 = 2

(Fig. 7). Overall, ITCS consistently outperforms OTCS, achieving a speedup of up to two orders of

magnitude across most configurations. While query time for both methods naturally decreases as 𝜖

increases due to smaller resulting communities (Fig. 7), the dense EE dataset presents an exception

at low 𝜖 (0.2, 0.3). Here, communities expand to cover nearly half the graph, causing ITCS’s overhead
to approach that of OTCS. However, in typical scenarios where communities are distinct subgraphs,

ITCSmaintains a significant performance lead. Furthermore, when varying 𝜇, both methods exhibit

stable performance because the strict similarity threshold (𝜖 = 0.6) already effectively limits the

search space; crucially, ITCS retains its significant efficiency advantage throughout this range,

confirming the robustness of our indexing and pruning strategies.

Exp. 3: Query time under practical fixed windows. We further evaluate query performance

on WK and FK using Δ values of 7, 14, 30, 60, and 90 days. Fig. 9 reports the results. Under narrow

windows, OTCS becomes more competitive because reconstructing and searching a small projected

graph is inexpensive, explaining the narrowed gap on WK. On FK, whose short-window projected
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Fig. 9. Query time under different time windows.

graphs remain relatively dense, ITCS maintains a consistent advantage. Overall, ITCS applies to
realistic short-window queries, with greater speedups on larger or denser projected graphs.

Exp. 4: Approximate vs. exact solutions. We evaluate our approximate algorithm against

exact OTCS, treating its output as the ground truth. Following [26, 89], we use F1-score and Adjusted
Rand Index (ARI). Table 4 reports their mean and standard deviation for window-length ratios

𝑓 ∈ {0.3, 0.5, 0.7}, where each query is defined by a sampled window and query vertex. The

consistently high scores and small deviations show that our approximate results closely match

exact OTCS and remain stable across windows and query nodes.

Table 4. Community quality metrics under different 𝑓 .

Data 𝑓 = 0.3 𝑓 = 0.5 𝑓 = 0.7

F1 ARI F1 ARI F1 ARI

BTC 99.47±0.45 99.41±0.49 99.61±0.32 99.56±0.36 99.46±0.47 99.39±0.51
DC 98.57±1.17 98.49±1.23 98.47±1.14 98.40±1.20 98.24±1.52 98.15±1.60
CM 99.46±0.42 99.40±0.46 99.50±0.38 99.45±0.41 99.31±0.55 99.26±0.59
EE 94.68±3.19 92.77±2.86 95.23±3.05 93.41±2.79 95.33±2.90 93.55±2.61
FK 99.68±0.28 99.63±0.32 99.54±0.40 99.48±0.45 99.65±0.30 99.60±0.34
WK 99.86±0.12 99.82±0.15 99.95±0.04 99.91±0.07 99.93±0.06 99.89±0.09

6.4 Detailed Analysis of Index Properties
In this subsection, we first report the index size and construction time of PISA on each dataset.

We then analyze how different time-window settings affect both index size and construction cost.

Finally, we study the effectiveness of PISA by reporting the number of SEBs generated on each

dataset.

Exp. 1: Index size and construction time on different datasets. In this experiment, we

report the index size and construction time of PISA on each dataset under the different 𝑘 values.

As shown in Fig. 10, we make the following observations: 1) the index size depends not only on 𝑘 ,

but also on the number of SEBs. In general, it decreases as 𝑘 increases because a larger 𝑘 typically

produces fewer SEBs. However, on BTC andWK, 𝑘 dominates the index size, which therefore grows

approximately proportionally to 𝑘 ; 2) index construction time follows a similar trend: it generally

decreases with 𝑘 as fewer SEBs are produced, but increases on BTC and WK where 𝑘 dominates;

and 3) both costs remain practical for real-world applications.

Exp. 2: Compressed index size and peak RAM. To further compress the index size, we apply

lossless checkpointed differential encoding, which stores only sketch differences between adjacent

checkpoints. Fig. 12 reports compressed size and construction-time peak RAM, normalized by raw
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Fig. 11. Scalability test of indexing time and size.

data size. Compressed size stays below 10× on WK and FK for every tested 𝑘 , and below 5× on

average. Peak RAM is higher because ConstructSEB temporarily materializes raw sketches. Size is

not proportional to 𝑘 : larger sketches may produce fewer SEBs, and the default 𝑘 = 2000 gives the

lowest ratio on WK and FK.

Exp. 3: Scalability testing. We evaluate Algorithm 5 by progressively increasing the temporal

span. For each dataset, we generate five subgraphs containing edges in [0, 𝑓 · 𝑡max], where 𝑓 ∈
{0.2, 0.4, 0.6, 0.8, 1.0}. Fig. 11 shows that construction time and index size increase monotonically

with 𝑓 , as larger windows contain more temporal edges.
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Fig. 12. Relative memory and index size w.r.t. dataset size.
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Fig. 13. Proportion of time cost of each step in PISA.

Exp. 4: The number of sketch equivalence blocks. To assess the effectiveness of PISA, Table 5
reports the average number of SEBs and the compression ratio 𝜌 = 𝑡2

max
/Avg. SEBs. The number

of SEBs is significantly smaller than 𝑡2

max
, indicating that each SEB covers multiple valid windows.

Thus, PISA decouples storage cost from the quadratic growth of 𝑡2

max
.

Table 5. Index compression statistics.

Dataset Avg. Num. of SEBs 𝑡2

max
𝝆

BTC 13,313.00 1.27 × 10
9

9.51 × 10
4

DC 7.86 8.41 × 10
2

1.07 × 10
2

CM 28.00 3.47 × 10
9

1.24 × 10
8

EE 5,241.00 4.32 × 10
10

8.25 × 10
6

WK 15,485.35 5.38 × 10
6

3.48 × 10
2

FK 210.30 1.77 × 10
4

8.41 × 10
1

Exp. 5: Breakdown of index construction time. Fig. 13 breaks construction time into pre-

processing, ConstructSEB, and PartitionSEB. ConstructSEB dominates on most datasets, while

PartitionSEB is consistently lightweight. On small datasets such as CM, preprocessing dominates

because few vertices require SEB construction, exposing its fixed overhead.

7 RELATEDWORK
We review community search (CS), community detection, and graph sketching.

•Community search on static graphs.CS problem aims to find structurally cohesive connected

subgraphs containing a specific vertex or a set of vertices [21, 26, 27, 63]. To measure the structural

cohesiveness of a community, people often use the cohesive subgraph models [26], like 𝑘-core

[4, 7], 𝑘-truss [19, 90], 𝑘-clique [20, 87, 95] and 𝑘-edge connected component (𝑘-ECC)[10]. Besides,

many CS works have considered vertices’ attributes [13, 26, 37], and vertices’ importance values

[5, 14, 37, 40–43, 48, 78]. Some works have studied CS over heterogeneous information networks
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[23, 27, 33, 38, 54, 71, 83, 91]. For example, Fang et al. and Zhou et al. studied CS over heterogeneous

information networks by using the (𝑘 , P)-core model [27, 93]; Jian et al. searched communities

with vertices of multiple types by using relational constraints [38]. Recently, we noticed that Wang

et al. [72] addressed structural similarity community search in HINs. In contrast to our work, they

focus on static networks and do not consider temporal dynamics.

•Community search on temporal graphs.Galimberti et al. [34] proposed the span-coremodel,

which persistently maintains a 𝑘-core in every timestamp of a small time window. Afterwards, the

existing works studied on historical 𝑘-cores queries [73, 82, 86]. Wu et al. [77] introduced the (𝑘, ℎ)-
core, with Bai et al. [3] focusing on its maintenance. Li et al. [44] proposed the (𝜃, 𝜏)-persistent
𝑘-core. Qin et al. [56] studied periodic 𝑘-cores and 𝑘-clique [55]. Recent work also considered time-

constrained personalized PageRank scores to identify communities containing nodes with higher

relevance scores [45]. However, none of these works considered structural similarity between pairs

of nodes or the roles of members within temporal communities. In this paper, we aim to fill this

gap.

• Community detection. In the literature, various community detection methods have been

proposed [28, 29, 52]. Unlike community search, these methods aim to identify all communities in a

network, rather than focusing on communities centered around a given query vertex. Representative

methods include spectral clustering [3, 76, 84], modularity-based approaches [16, 24, 51, 52], such

as Louvain and Leiden [6, 68], label-propagation approaches, such as LPA [57], statistical inference-

based approaches [39, 58], and structural similarity-based approaches [9, 12, 46, 60, 70, 75, 80, 89].

Some recent works [61, 62, 64–67, 94, 96] have studied community detection in heterogeneous

information networks, and temporal graphs [31, 47, 85].

• Graph sketching and Jaccard similarity estimation. Graph sketching summarizes graphs

and streams for sparsification, spanners, subgraph estimation, and distance estimation [2, 17, 49].

Set-similarity estimators such as MinHash [8], SimHash [11], and DotHash [53] approximate

pairwise similarities such as Jaccard. In contrast, our SEB and PISA exploit temporal locality to

reuse window-specific neighborhood sketches and answer arbitrary window queries without

reconstructing projected graphs.

8 CONCLUSION
In this paper, we propose a novel community model, Temporal Structurally Similar Community

(TSC), which explicitly captures the evolution of structural roles across different time windows. To

support efficient TSC queries, we developed a fast online algorithm and an optimized index-based

approach capable of handling queries over arbitrary time windows. Extensive experiments on

real-world datasets demonstrated that our algorithms significantly outperform baselines in terms

of query efficiency. Furthermore, qualitative case studies confirmed the effectiveness of the TSC

model in revealing meaningful, evolving structural patterns in temporal graphs.
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