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Structural graph queries involving connectivity constraints are fundamental primitives in modern data

management and analytics. Compared with degree- and edge-based variants, connectivity-based 𝛾-quasi-

cliques (𝛾-CQCs) impose stronger structural constraints and fault tolerance, where robustness is measured

by vertex connectivity, i.e., the minimum number of vertices whose removal disconnects the subgraph.

However, processing such queries on large graphs remains computationally challenging. In this paper, we

study the efficient execution of theMaximum Connectivity-based 𝛾-Quasi-Clique (MCQC) query, which seeks the

𝛾-CQC with the largest number of vertices. The problem is NP-hard, and the non-hereditary nature of vertex

connectivity invalidates many traditional pruning techniques, posing significant challenges for exact query

processing. Existing solutions rely on generic optimization formulations and exhibit poor scalability in practice.

To address these challenges, we propose MCQC-TD, a specialized exact branch-and-bound framework for the

MCQC query. MCQC-TD adopts a top-down search strategy and exploits a novel structural characterization of 𝛾-

CQCs to enable effective pruning and guided branching. These techniques substantially reduce the theoretical

worst-case complexity compared to existing approaches. We further integrate practical query optimization

techniques, including an optimized initialization strategy and a query decomposition framework, to enhance

scalability on large graphs. Extensive experiments demonstrate that MCQC-TD consistently outperforms the

state-of-the-art solution, achieving speedups of up to five orders of magnitude in query time.
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(a) The example graph used 
throughout the paper

(b) The maximum degree-based and 
edge-based 0.5-quasi-clique in (a)

(c) The maximum connectivity-
based 0.5-quasi-clique in (a) 
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Fig. 1. Illustration of different 𝛾-quasi-clique models.

1 Introduction
Graph datamanagement systems have become indispensable in domains such as social network anal-

ysis [6, 22, 31], bioinformatics [43, 61, 62], and recommendation systems [23, 29]. To support these

data-intensive applications, modern graph engines are increasingly tasked with processing complex

analytical queries that involve rigorous structural constraints [20, 21]. A critical requirement is

the efficient execution of exact structural queries that identify cohesive subgraphs [7, 9–11, 16, 26].

Although the clique model is a canonical notion of structural cohesion, its strict requirement of full

pairwise connectivity makes it unsuitable for noisy real-world graphs [28, 36, 39, 45], motivating a

variety of relaxed clique models, such as 𝑘-core [49], 𝑘-plex [14, 15, 50], and𝛾-quasi-clique [2, 54, 59].

Among these, the 𝛾-quasi-clique offers a flexible framework by relaxing the all-to-all connectivity

with a parameter 0 ≤ 𝛾 ≤ 1, facilitating applications like protein complex identification [8, 38] and

anomaly detection [4, 63].

Existing graph query engines typically support three variants of 𝛾-quasi-cliques: degree-based

(𝛾-DQC) [28, 59, 64], edge-based (𝛾-EQC) [46, 51, 52], and connectivity-based (𝛾-CQC) [54]. These

variants enforce constraints on vertex degree, edge density, and vertex connectivity, respectively.
While 𝛾-DQCs and 𝛾-EQCs have been extensively studied and efficiently supported, query pro-

cessing for 𝛾-CQCs remains largely underexplored. The connectivity-based formulation endows

𝛾-CQCs with stronger structural guarantees in terms of both cohesiveness and robustness. Specif-

ically, we show that every 𝛾-CQC is also a 𝛾-DQC and a 𝛾-EQC, whereas the converse does not

hold (Lemma 2.3). More importantly, 𝛾-CQC is the only quasi-clique model that explicitly enforces

structural resilience: a 𝛾-CQC must remain connected after the removal of fewer than ⌈𝛾 (𝑛 − 1)⌉
vertices. This vertex-connectivity guarantee yields more stable and fault-tolerant query results (see

our case study in Section 6.3), which is highly desirable in practical graph analytics.

Example 1. Consider the graph in Figure 1(a) and a query that retrieves the maximum 0.5-quasi-

clique. The results returned by degree-based (0.5-DQC) and edge-based (0.5-EQC) predicates

(Figure 1(b)) satisfy the required degree and density constraints but have vertex connectivity of 1.

In contrast, the result returned by the 0.5-CQC predicate (Figure 1(c)) achieves higher edge density

and vertex connectivity of 2, indicating a more robust structure.

Furthermore, comparedwith cohesive subgraphmodels governed by an absolute integer threshold

𝑠 (e.g., 𝑠-bundle [39]), the 𝛾-CQC model is defined by a proportional constraint 𝛾 . This semantic

distinction is practically important. In real-world graph analytics, where ground-truth communities

may vary substantially in size, a fixed absolute threshold 𝑠 can be overly restrictive for large

communities yet too permissive for small ones. By contrast, the 𝛾-CQC model naturally adapts its
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connectivity requirement to the size of the retrieved community, making it appealing for robust

structure discovery.

Motivated by this, we study theMaximumConnectivity-based𝛾-Quasi-Clique (MCQC) problem from

a data management perspective. Intuitively, vertex connectivity measures structural robustness and

fault tolerance, namely, the minimum number of vertices whose removal disconnects a community.

Accordingly, the MCQC query aims to efficiently retrieve the valid community with the largest number

of vertices under the 𝛾-CQC constraint. However, evaluating MCQC queries is highly challenging.

The problem is NP-hard [54], and the non-hereditary nature of vertex connectivity invalidates many

traditional monotonicity-based pruning techniques. To the best of our knowledge, the only existing

exact solution for MCQC is the Exact Iterative Algorithm (EIA) [54], which formulates the problem as

a generic Mixed Integer Programming (MIP) model. Because it relies on general-purpose operations

research (OR) solvers and does not exploit the topological locality and structural properties of

graph data, EIA suffers from severe scalability limitations in practice.

Our Solutions. To address these data management challenges, we propose MCQC-TD, a specialized
exact branch-and-bound framework. As illustrated in Figure 2(a), MCQC-TD adopts a top-down search
strategy. It first initializes an upper bound (denoted as 𝑢𝑏) on the size of the maximum 𝛾-CQC,

and then iteratively enforces a strict target size constraint (denoted as 𝑠), starting from 𝑢𝑏 and

decrementing it systematically. At each iteration, MCQC-TD checks whether a 𝛾-CQC of size 𝑠 exists.

This design guarantees that the first feasible solution identified corresponds to the true maximum

𝛾-CQC (denoted as 𝑠∗). Once 𝑠∗ is found, the search terminates immediately, thereby bypassing

the extensive redundant exploration of smaller 𝛾-CQCs that is inherent in traditional bottom-up

approaches.

Crucially, the target size 𝑠 also serves as the basis for our micro-level pruning mechanism. As

shown in Figure 2(b), 𝑠 induces a strict pruning threshold. Derived from our structural characteriza-

tion of 𝛾-CQCs, this pruning threshold is strictly smaller than the trivial size limit 𝑠 . Within the

resulting feasible search region, we employ a hybrid branching strategy (HPS) to guide the search.

HPS prioritizes branching choices that rapidly increase a structural indicator value, a metric defined

based on our characterization of 𝛾-CQCs. During the search, whenever a search state violates

the pruning threshold, our reduction rule (RR) is immediately triggered to prune the branch at a

shallow depth 𝑖 (where 𝑖 < 𝑠), preventing unnecessary exploration toward deeper levels. The tight

integration of the top-down strategy, HPS, and RR reduces the worst-case time complexity from

the trivial 𝑂∗ (2𝑛) to 𝑂∗ (𝜆𝑛𝑡 ), where 𝜆𝑡 < 2.

To enhance practical scalability, we further integrate advanced optimization techniques, including

an optimized initialization strategy and a query decompositionmethod, enabling efficient processing

on massive real-world graphs.

Contributions. The main contributions of our paper are as follows.

• We propose MCQC-TD, the first exact branch-and-bound algorithm for the MCQC query, utilizing a

top-down search framework. Theoretically, MCQC-TD reduces the trivial worst-case time com-

plexity of 𝑂∗ (2𝑛) to 𝑂∗ (𝜆𝑛𝑡 ) (where 𝜆𝑡 < 2) by leveraging a new reduction rule and a hybrid

branching strategy. (Section 4)

• We design an optimized initialization strategy to construct high-quality initial solutions for accel-

erated pruning, along with a query decomposition framework that enables scalable processing

on massive graphs. (Section 5)

• Extensive evaluations on 664 graphs from three collections demonstrate that: (1) MCQC-TD signifi-
cantly outperforms the state-of-the-art method, EIA [54], in terms of the number of solved query

instances. Particularly, in the 10th DIMACS and real-world collections, MCQC-TD processes more

queries within 1 second than EIA does within 3 hours; (2) on 40 representative graphs, MCQC-TD
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Fig. 2. Illustration of our MCQC-TD framework.

achieves up to five orders of magnitude speedup in query time; (3) each optimization technique

contributes positively to the overall performance. (Sections 6.1–6.2)

• A case study on a real-world dataset with ground-truth labels validates the effectiveness of the

𝛾-CQC predicate. The results show that the maximum 𝛾-CQC yields query results that better

match the ground truth compared to degree- and edge-based variants, confirming the necessity

of vertex-connectivity constraints for high-quality analytical queries. (Section 6.3)

2 Preliminaries
In this paper, we consider an undirected graph 𝐺 = (𝑉 , 𝐸), where 𝑉 and 𝐸 denote the vertex and

edge sets, respectively, with |𝑉 | = 𝑛 and |𝐸 | = 𝑚. For any subset 𝑆 ⊆ 𝑉 , let 𝐺 [𝑆] denote the

subgraph of𝐺 induced by 𝑆 , i.e.,𝐺 [𝑆] = (𝑆, {(𝑢, 𝑣) ∈ 𝐸 | 𝑢, 𝑣 ∈ 𝑆}). Given an arbitrary vertex 𝑣 ∈ 𝑉
and a vertex set 𝑆 , we denote by 𝑁 (𝑣, 𝑆) = {𝑢 ∈ 𝑆 | (𝑢, 𝑣) ∈ 𝐸} the set of neighbors of 𝑣 in 𝑆 , and

by 𝑑 (𝑣, 𝑆) = |𝑁 (𝑣, 𝑆) | the corresponding degree. All subgraphs in this paper refer to vertex-induced
subgraphs. For a subgraph 𝑔 of 𝐺 , we use 𝑉 (𝑔) and 𝐸 (𝑔) to denote its vertex and edge sets. The

diameter of a graph is the maximum distance between any pair of vertices. A degeneracy ordering
of 𝐺 is a sequence of vertices 𝑣1, 𝑣2, ..., 𝑣𝑛 such that each vertex 𝑣𝑖 has the minimum degree in

𝐺 [𝑣𝑖 , 𝑣𝑖+1, . . . , 𝑣𝑛] [5]. The degeneracy of 𝐺 , denoted by 𝛿 , is the maximum degree in a degeneracy

ordering, i.e., 𝛿 = max𝑖∈[1,𝑛]{𝑑 (𝑣𝑖 ,𝐺 [{𝑣𝑖 , . . . , 𝑣𝑛}])}.
Given a graph 𝐺 , its vertex cut, denoted by Γ𝐺 , is a vertex subset of 𝑉 (𝐺) whose removal

disconnects the graph or reduces it to a single vertex. Note that the vertex cut of a disconnected

graph is the empty set. The vertex connectivity (VC) of a graph𝐺 , denoted by 𝜅 (𝐺), is defined as

the cardinality of a minimum vertex cut of 𝐺 , denoted by Γmin

𝐺
. In other words, 𝜅 (𝐺) represents

the smallest number of vertices whose deletion disconnects 𝐺 or makes it trivial. In this paper, we

focus on the following dense subgraph model.

Definition 2.1 (Connectivity-based 𝛾-Quasi-Clique (𝛾-CQC) [54]). Given a graph 𝐺 and a real

number 0 ≤ 𝛾 ≤ 1, an induced subgraph 𝑔 is a connectivity-based 𝛾-quasi-clique iff 𝜅 (𝑔) ≥
𝛾 · ( |𝑉 (𝑔) | − 1) .

Example 2. Consider the graph in Figure 1(b) as 𝐺 . Removing the set {𝑣1, 𝑣3, 𝑣4} splits 𝐺 into two

components: {𝑣2} and {𝑣5, 𝑣6, 𝑣7}, making it a valid vertex cut. However, the minimum vertex cut is
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{𝑣4}, so 𝜅 (𝐺) = 1. For 𝛾 = 0.5,𝐺 is not a 0.5-CQC since its VC is below the required 0.5 · (7− 1) = 3.

In contrast, the graph 𝐺 ′ in Figure 1(c) is a 0.5-CQC because 𝜅 (𝐺 ′) = 2 ≥ 0.5 · (5 − 1) .
A larger value of 𝛾 implies a more cohesive 𝛾-CQC. When 𝛾 = 1, the definition reduces to a clique.

𝛾-CQCs exhibit two important properties. First, 𝛾-CQCs are non-hereditary. That is, an induced

subgraph of a 𝛾-CQC does not necessarily remain a 𝛾-CQC. For instance, the 0.5-CQC in Figure 1(c)

contains an induced subgraph on {𝑣8, 𝑣10, 𝑣11} that fails to satisfy the 0.5-CQC condition. Second,

𝛾-CQCs with 𝛾 ≥ 0.5 have bounded diameter, as stated in Lemma 2.2.

Lemma 2.2. For 𝛾 ≥ 0.5, the diameter of a 𝛾-CQC is at most 2.

Due to space constraints, the detailed proofs in this paper are deferred to the Appendix of the

technical report [1].

Motivated by Lemma 2.2, this paper focuses on 𝛾-CQCs with 𝛾 ≥ 0.5. The rationale for this

restriction is threefold: (1) when𝛾 < 0.5, the resulting𝛾-CQCs often exhibit insufficient cohesiveness

and hold limited practical significance; (2) for 𝛾 ≥ 0.5, 𝛾-CQCs possess both structural cohesiveness

and bounded diameters, which facilitates the design of efficient query algorithms; (3) this restriction

aligns with established conventions, as most prior work on degree-based 𝛾-quasi-cliques1 (𝛾-DQC)
and edge-based 𝛾-quasi-cliques2 (𝛾-EQC) have also adopted 𝛾 ≥ 0.5 as a standard setting [17, 35, 46,

48, 59, 64]. We formulate the problem as follows.

Problem Definition (MCQC Query Processing). Given a graph𝐺 and a parameter 0.5 ≤ 𝛾 ≤ 1,
the maximum 𝛾-CQC (MCQC) query returns a 𝛾-CQC in 𝐺 with the maximum number of vertices.

As proven in [54], MCQC is NP-hard for any 𝛾 ∈ [0, 1]. Additionally, we observe that the 𝛾-CQC
model imposes a strictly stronger structural constraint than both 𝛾-DQC and 𝛾-EQC.

Lemma 2.3. Any 𝛾-CQC is also a 𝛾-DQC and a 𝛾-EQC; however, the converse does not necessarily
hold.

Lemma 2.3 also implies that existing query algorithms for maximum 𝛾-DQC or 𝛾-EQC cannot be

adapted to answer MCQC queries, necessitating a dedicated exact solution.

3 BaselineQuery Methods
In this section, we analyze two baseline strategies for processing the MCQC query. We first briefly

review the state-of-the-art solution based on mixed integer programming (MIP). We then formal-

ize a canonical Branch-and-Bound (BB) method, which serves as a baseline for our algorithmic

optimizations. Finally, we analyze their efficiency bottlenecks to motivate our advanced approach.

MIP-based baseline. To the best of our knowledge, the only existing solution for the MCQC query is
the Exact Iterative Algorithm (EIA) [54]. EIA builds upon a series of MIP formulations

3
and cannot

handle large-scale graphs; e.g., the largest graph used in [54] contains only 2,112 vertices and 2,203

edges. Since MIP techniques are not the focus of this paper, we defer the detailed description of

EIA to the related work section (Section 7).

BB-based baseline. Most state-of-the-art exact methods for querying the maximum 𝛾-DQC and

𝛾-EQC rely on the BB (a.k.a. backtracking) framework [46, 47, 59, 64]. Compared to MIP solvers,

BB techniques allow for problem-specific pruning, making them more suitable for graph query

processing. Consequently, all methods proposed in this paper are developed within the BB framework.
1
Given a graph 𝐺 and 0 ≤ 𝛾 ≤ 1, an induced subgraph 𝑔 of 𝐺 is a degree-based 𝛾-quasi-clique (𝛾-DQC) if ∀𝑣 ∈ 𝑉 (𝑔) ,
𝑑 (𝑣,𝑉 (𝑔) ) ≥ 𝛾 · ( |𝑉 (𝑔) | − 1) .
2
Given a graph 𝐺 and 0 ≤ 𝛾 ≤ 1, an induced subgraph 𝑔 of 𝐺 is an edge-based 𝛾-quasi-clique (𝛾-EQC) if |𝐸 (𝑔) | ≥
𝛾 · ( |𝑉 (𝑔) | ( |𝑉 (𝑔) | − 1)/2) .
3
For completeness, MIP formulations are provided in Appendix B of the technical report [1].
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Algorithm 1: BB-based baseline method: MCQC-Enum

Input: A graph 𝐺 = (𝑉 , 𝐸) and a real number 0.5 ≤ 𝛾 ≤ 1

Output: A maximum connectivity-based 𝛾-quasi-clique 𝑔∗

1 𝑔∗ ← compute a degeneracy-based clique in 𝐺 ;

2 Iteratively remove vertices from 𝐺 based on Lemma 3.1;

3 Enum-Rec(∅,𝑉 ); return 𝑔∗;

Procedure: Enum-Rec(𝑆,𝐶)
4 if 𝐶 = ∅ or |𝑆 | + |𝐶 | ≤ |𝑉 (𝑔∗) | then return;

5 if |𝑆 | > |𝑉 (𝑔∗) | and 𝐺 [𝑆] is a 𝛾-CQC then 𝑔∗ ← 𝐺 [𝑆];
6 𝑣∗ ← argmax

𝑣∈𝐶
𝑑 (𝑣, 𝑆) ; // Ties are broken by global degree

7 Enum-Rec(𝑆 ∪ {𝑣∗},𝐶 \ {𝑣∗});
8 Enum-Rec(𝑆,𝐶 \ {𝑣∗});

Specifically, BB recursively solves a problem instance through a process called branching, which
partitions the current search space into multiple sub-instances. Each sub-instance, or branch, is
typically represented by a pair of disjoint vertex sets (𝑆,𝐶). Here, 𝑆 is the selected set, which induces
a partial solution that must be included in any 𝛾-CQC within the branch; 𝐶 is the candidate set,

which consists of vertices that can potentially extend 𝑆 to form a larger 𝛾-CQC. Solving a problem

instance (or branch) (𝑆,𝐶) means finding the largest 𝛾-CQC in the branch. A 𝛾-CQC 𝑔 is said to

be in a branch (𝑆,𝐶) only if it (1) contains all vertices in 𝑆 and (2) is a subgraph of 𝐺 [𝑆 ∪𝐶], i.e.,
𝑆 ⊆ 𝑉 (𝑔) ⊆ 𝑆 ∪𝐶 . Obviously, solving the branch (∅,𝑉 ) finds the maximum 𝛾-CQC in graph 𝐺 .

A crucial component of BB is its branching strategy, which determines how a branch is decom-

posed into sub-branches. In this paper, all our approaches adopt a natural Binary Branching with
Pivot Selection (BBPS) strategy, where the pivot vertex refers to the key element used during the

branching process. Given a branch 𝐵 = (𝑆,𝐶), BBPS selects a pivot vertex 𝑣∗ ∈ 𝐶 and splits the

search space depending on whether 𝑣∗ is included in the 𝛾-CQCs being explored. This recursive

process continues until the maximum 𝛾-CQC within the branch is identified. Since the pivot se-

lection rule governs the size and quality of the resulting search tree, it plays a central role in BB

performance. Our BB-based baseline adopts a simple greedy rule: it selects from 𝐶 the vertex with

the largest number of neighbors in 𝑆 . The intuition is that denser partial solutions are more likely to

satisfy the VC requirement of 𝛾-CQCs.

Another key component of BB is reduction rule, which eliminates candidate vertices from 𝐶 that

cannot be part of the optimal solution. However, due to the non-hereditary of 𝛾-CQCs, determining

which candidate vertices are absent from the maximum 𝛾-CQC is highly non-trivial. Thus, our

BB-based baseline does not incorporate any effective reduction rule.

Before proceeding, we first introduce a useful lemma for designing the BB-based baseline method.

Lemma 3.1. Given a graph 𝐺 and a vertex 𝑣 ∈ 𝑉 , if 𝑑 (𝑣,𝑉 ) < ⌈𝑙𝑏 · 𝛾⌉, where 𝑙𝑏 is the size of the
largest 𝛾-CQC found so far, then 𝑣 cannot belong to any 𝛾-CQC of size larger than 𝑙𝑏.

We then present the BB-based baseline, MCQC-Enum, in Algorithm 1. First, it applies an intuitive

heuristic to identify a clique, which is always a qualified 𝛾-CQC, and then shrinks the input graph

according to Lemma 3.1 (Lines 1–2). The degeneracy-based clique refers to the longest suffix of the

degeneracy ordering that forms a clique [10]. Then, MCQC-Enum invokes the procedure Enum-Rec to

recursively search the maximum 𝛾-CQC (Line 3). This procedure has termination conditions (Line

4), solution update rules (Line 5), the pivot selection method (Line 6), and branching steps (Lines

7-8).
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Example 3. Consider the graph in Figure 1(b) as𝐺 , with 𝛾 = 0.75. Following MCQC-Enum, a possible
degeneracy ordering of 𝐺 is ⟨𝑣1, 𝑣2, 𝑣3, 𝑣4, 𝑣5, 𝑣6, 𝑣7⟩. The longest suffix of this ordering that forms

a clique is {𝑣4, 𝑣5, 𝑣6, 𝑣7}. Therefore, MCQC-Enum first initializes the optimal solution 𝑔∗ with the

subgraph induced by this suffix. Since no vertex in 𝐺 has a degree less than ⌈4 · 0.75⌉ = 3 (based

on Lemma 3.1), no vertices can be pruned initially, and MCQC-Enum proceeds to invoke its branch-

and-bound procedure Enum-Rec. Since the initial selected set is 𝑆 = ∅, the number of neighbors

in 𝑆 for all candidate vertices is 0; therefore, Enum-Rec selects 𝑣4, which has the maximum global

degree, as the pivot vertex 𝑣∗. Enum-Rec then generates two sub-branches: one where 𝑣4 is included

in the selected set, and another where 𝑣4 is removed from the branch. Through a similar recursive

exploration, Enum-Rec will eventually determine that no solution larger than {𝑣4, 𝑣5, 𝑣6, 𝑣7} exists,
thus returning {𝑣4, 𝑣5, 𝑣6, 𝑣7} as the maximum 0.75-CQC.

Limitations. Both baselines exhibit fundamental limitations that necessitate a more specialized

query method. For EIA, the MIP formulation translates the graph topology into complex linear

inequalities. By relying on generic MIP solvers, EIA fails to exploit problem-specific properties (e.g.,

vertex cut) for efficient traversal, incurring prohibitive computational costs on large graphs. For

MCQC-Enum, the core challenge lies in designing effective reduction rules. Due to the non-hereditary
property of 𝛾-CQCs, a partial solution 𝑆 that violates the requirement of 𝛾-CQC does not imply

that its supersets will also violate it. Consequently, MCQC-Enum lacks effective reduction rules to

prune unpromising branches early, forcing an exhaustive enumeration.

Time complexity analysis. Both methods suffer from a trivial worst-case time complexity of

𝑂∗ (2𝑛) (analysis omitted for brevity, see Appendix B of the technical report [1]). These scalability

bottlenecks motivate the design of our advanced query processing approach, MCQC-TD (detailed in

Section 4), which integrates a top-down search strategy with structural reduction rules to break

the efficiency barrier.

4 MCQC-TD: Our Advanced Approach
In this section, we present MCQC-TD, a practically effective branch-and-bound framework tailored

for the exact MCQC query. The efficiency of MCQC-TD stems from three tightly coupled components,

anchored by a top-down framework (Section 4.1). Unlike traditional bottom-up enumeration,

this framework iteratively searches for the maximum 𝛾-CQC by maintaining a dynamic size upper

bound, thereby imposing a strict target size constraint in each iteration. Leveraging this specific

size constraint, we derive a novel equivalent definition of 𝛾-CQCs, which enables a new reduction

rule (RR) (Section 4.2) to safely prune candidate vertices that violate the connectivity requirement

of the target size. Critically, to maximize the invocation of RR, we design a hybrid pivot selection

(HPS) strategy (Section 4.3). HPS dynamically guides the branching process to expose pruning

opportunities at the earliest possible stage, ensuring that the theoretical pruning power of RR is

fully realized during the search. Finally, in Section 4.4, we integrate these components and formally

prove that MCQC-TD achieves a non-trivial worst-case time complexity of 𝑂∗ (𝜆𝑛𝑡 ), where 𝜆𝑡 < 2

depends on the graph degeneracy. For instance, when 𝑡 = 1, 2, and 3, 𝜆𝑡 equals 1.6181, 1.8393, and

1.9276, respectively.

4.1 Overview and Motivations
We note that the baseline method MCQC-Enum identifies the maximum𝛾-CQC in a bottom-upmanner,

which maintains the largest 𝛾-CQC seen so far (as the lower bound on the size of the maximum

𝛾-CQC) and recursively searches for a larger one. As a result, it will inevitably explore a large

number of small 𝛾-CQCs, thereby introducing redundant computations. To solve this, we propose

a top-down framework called MCQC-TD. Conversely, it maintains an upper bound 𝑢𝑏 on the size of
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Algorithm 2: Our advanced BB method: MCQC-TD

Input: A graph 𝐺 = (𝑉 , 𝐸) and a real number 0.5 ≤ 𝛾 ≤ 1

Output: A maximum connectivity-based 𝛾-quasi-clique 𝑔∗

1 𝑔∗ ← compute a degeneracy-based clique in 𝐺 ;

2 Iteratively remove vertices from 𝐺 based on Lemma 3.1;

3 𝑢𝑏 ← 1 + ⌈𝛿/𝛾⌉;
4 while |𝑉 (𝑔∗) | < 𝑢𝑏 do

5 Refine 𝐺 to 𝐺 ′ similar to Lemma 3.1;

6 TD-Rec(∅,𝑉 (𝐺 ′), 𝑢𝑏);
7 𝑢𝑏 ← 𝑢𝑏 − 1;
8 return 𝑔∗;

Procedure: TD-Rec(𝑆,𝐶, 𝑠)
/* Upper-bound-based reduction rule (Section 4.2) */

9 Refine the candidate set 𝐶 via RR;

/* New termination criterion (Section 4.2) */

10 Terminate the branch via Lemma 4.5;

11 if |𝑆 | = 𝑠 then

12 if 𝐺 [𝑆] is a 𝛾-CQC then 𝑔∗ ← 𝐺 [𝑆];
13 return;

14 if |𝑆 ∪𝐶 | < 𝑠 then return;

/* Pivot-based branching (Section 4.3) */

15 𝑣∗ ← select a pivot by a hybrid pivot selection method;

16 TD-Rec(𝑆 ∪ {𝑣∗},𝐶 \ {𝑣∗} , 𝑠);
17 TD-Rec(𝑆,𝐶 \ {𝑣∗} , 𝑠);

the maximum 𝛾-CQC, then iteratively searches for a 𝛾-CQC of size 𝑢𝑏 and decreases 𝑢𝑏 by 1 until

such a 𝛾-CQC is found. Clearly, when MCQC-TD terminates, the maximum 𝛾-CQC can be found.

Compared to MCQC-Enum, MCQC-TD prioritizes searching for large 𝛾-CQCs and thus reduces the

redundant exploration of smaller 𝛾-CQCs. Specifically, when searching for a large 𝛾-CQC of size

𝑢𝑏 (via a BB procedure similar to Enum-Rec), the newly incorporated upper bound 𝑢𝑏 will allow

us to significantly narrow down the search space by (1) removing those unpromising vertices

that cannot appear in any 𝛾-CQCs with size at least 𝑢𝑏 (Section 4.2) and (2) designing an effective

branching strategy for pruning unpromising branches that cannot yield a sufficiently large 𝛾-CQC

(Section 4.3). Below, we elaborate on the details.

We summarize MCQC-TD in Algorithm 2, which first initializes the upper bound 𝑢𝑏 at Line 3 based

on the following lemma.

Lemma 4.1. Given a graph𝐺 = (𝑉 , 𝐸), the size of the maximum𝛾-CQC in𝐺 is bounded by 1+⌈𝛿/𝛾⌉,
where 𝛿 is the degeneracy of 𝐺 .

Then, MCQC-TD runs in multiple rounds (Lines 4-7), and each round aims to search for a 𝛾-CQC of

size equal to 𝑢𝑏. Specifically, it refines the input graph 𝐺 by removing from 𝐺 all vertices 𝑣 with a

degree smaller than ⌈(𝑢𝑏 − 1) · 𝛾⌉, formally, 𝑑 (𝑣,𝑉 ) < ⌈(𝑢𝑏 − 1) · 𝛾⌉. This is because those vertices
cannot appear in any 𝛾-CQC of size at least 𝑢𝑏 (which can be proved analogously to Lemma 3.1).

Finally, it uses a BB procedure called TD-Rec to find a 𝛾-CQC of size equal to 𝑢𝑏 from the refined

graph (Line 6).
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TD-Rec vs. Enum-Rec. TD-Rec also follows a BB framework, and Enum-Rec can be easily adapted

to find a 𝛾-CQC of size equal to 𝑢𝑏 by using the same termination condition (Lines 11-14) as

TD-Rec. We remark that TD-Rec distinguishes itself from Enum-Rec in two aspects: First, TD-Rec
employs our newly proposed upper-bound-based reduction RR to prune unpromising vertices

from the candidate set 𝐶 that cannot appear in any 𝛾-CQC of size 𝑢𝑏 (details in Section 4.2). It

also uses a new termination criterion for stopping the branching of those branches that can be

easily solved (Section 4.2). Second, TD-Rec employs a carefully-designed pivot selection strategy for

further unleashing the pruning power of RR (details in Section 4.3). As a result, TD-Rec significantly
outperforms Enum-Rec in both theory and practice. We show that TD-Recwill generate theoretically
fewer branches than Enum-Rec and thus achieves lower worst-case time complexity (details in

Section 4.4).

4.2 Reduction Rule and Termination Criterion
Consider the BB procedure TD-Rec in MCQC-TD, which aims to find a𝛾-CQC of size 𝑠 . Let 𝐵 = (𝑆,𝐶, 𝑠)
be a branch in the recursion of TD-Rec. To narrow down the search space, it is essential to refine

the candidate set 𝐶 by removing unpromising vertices that cannot belong to any 𝛾-CQC of size 𝑠 .

However, the non-hereditary property makes it challenging to determine whether a vertex 𝑣 can be

part of such a 𝛾-CQC within the branch 𝐵. We observe that the newly incorporated upper bound 𝑠

will help to derive a necessary condition for a vertex to appear in a 𝛾-CQC within 𝐵. Based on this,

we propose a new reduction rule RR to safely prune those vertices in 𝐶 that violate the condition.

Furthermore, we develop a new termination criterion to terminate the branching early. Below, we

provide the details.

Let 𝑔 be an arbitrary graph. We define its cut-based vertex partition by two vertex sets, namely

𝑃 (𝑔) and 𝑄 (𝑔), formally: (1) 𝑃 (𝑔) ∪ 𝑄 (𝑔) = 𝑉 (𝑔), 𝑃 (𝑔) ∩ 𝑄 (𝑔) = ∅ and (2) 𝑃 (𝑔) is a vertex cut

of 𝑔 (i.e., its removal disconnects the graph 𝑔). Clearly, graph 𝑔 admits multiple cut-based vertex

partitions. Thus, we use the notation 𝑃𝑖 (𝑔) and 𝑄𝑖 (𝑔) (𝑖 > 0) to distinguish different cut-based

vertex partitions. Among all those cut-based vertex partitions, let 𝛼 (𝑔) be the maximum size of the

𝑄 (𝑔) subset, formally,

𝛼 (𝑔) := max{|𝑄 (𝑔) | | 𝑉 (𝑔) \𝑄 (𝑔) is a vertex cut of 𝑔}.

Note that 𝛼 (𝑔) corresponds to the structural indicator value in Figure 2(b). Recall that 𝜅 (𝑔) (the
vertex connectivity of 𝑔) refers to the size of the minimum vertex cut of 𝑔, which also corresponds

to the minimum size of 𝑃 (𝑔). Therefore, we can easily derive that

𝛼 (𝑔) = |𝑉 (𝑔) | − 𝜅 (𝑔). (1)

Furthermore, consider a graph 𝑔𝑠𝑢𝑝 such that 𝑔 is a subgraph of 𝑔𝑠𝑢𝑝 , i.e., 𝑉 (𝑔𝑠𝑢𝑝 ) ⊇ 𝑉 (𝑔). We have

𝛼 (𝑔) ≤ 𝛼 (𝑔𝑠𝑢𝑝 ). (2)

This can be verified based on the fact that the vertex set 𝑇 = 𝑃 (𝑔) ∪ (𝑉 (𝑔𝑠𝑢𝑝 ) \𝑉 (𝑔)) is a vertex
cut set of 𝑔𝑠𝑢𝑝 (note that the removal of 𝑇 reduces 𝑔𝑠𝑢𝑝 to 𝑔 \ 𝑃 (𝑔) which is clearly disconnected)

and thus 𝜅 (𝑔𝑠𝑢𝑝 ) ≤ |𝑇 | = 𝜅 (𝑔) + (|𝑉 (𝑔𝑠𝑢𝑝 ) | − |𝑉 (𝑔) |). Together with Equation (1), we can derive

Equation (2), i.e., 𝛼 (𝑔) − 𝛼 (𝑔𝑠𝑢𝑝 ) = |𝑉 (𝑔) | − |𝑉 (𝑔𝑠𝑢𝑝 ) | + 𝜅 (𝑔𝑠𝑢𝑝 ) − 𝜅 (𝑔) ≤ 0.

We summarize the above observations in the following lemma.

Lemma 4.2. Given a subgraph 𝑔, we have (1) 𝛼 (𝑔) = |𝑉 (𝑔) | −𝜅 (𝑔) and (2) 𝛼 (𝑔) ≤ 𝛼 (𝑔𝑠𝑢𝑝 ) where 𝑔
is a subgraph of 𝑔𝑠𝑢𝑝 .
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Step 2: Check Definition 2.1: 

Conclusion: G is not a 0.5-CQC

Step 1: Compute the maximum 
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Fig. 3. Comparison of the workflows for determining whether a graph is a 0.5-CQC based on the original
definition versus the proposed equivalent definition.

Recall that for a 𝛾-CQC 𝑔, its vertex connectivity 𝜅 (𝑔) is at least 𝛾 · ( |𝑉 (𝑔) | − 1). Equivalently,
we can derive that 𝛼 (𝑔) is at most |𝑉 (𝑔) | − 𝛾 · ( |𝑉 (𝑔) | − 1), formally,

𝛼 (𝑔) ≤ |𝑉 (𝑔) | − 𝛾 · ( |𝑉 (𝑔) | − 1) = ⌊(1 − 𝛾) · ( |𝑉 (𝑔) | − 1)⌋ + 1. (3)

To ease the presentation, we define the following function.

𝜏 (𝑥) = ⌊(1 − 𝛾) · (𝑥 − 1)⌋ + 1. (4)

Then, we can derive an equivalent definition of 𝛾-CQCs and summarize the above in the following

theorem.

Theorem 4.3 (Eqivalent definition of 𝛾-CQCs). A graph 𝑔 is a 𝛾-CQC if and only if there
does not exist a 𝑄 (𝑔) subset whose size exceeds 𝜏 ( |𝑉 (𝑔) |), formally,

𝛼 (𝑔) ≤ 𝜏 ( |𝑉 (𝑔) |) . (5)

Example 4. To illustrate, consider the example in Figure 3, which shows the validation of a 0.5-CQC

𝐺 . According to Definition 2.1, Figure 3(a) has the vertex connectivity of 𝐺 as 𝜅 (𝐺) = 1, which

is less than the required value 0.5 · ⌈|𝑉 (𝐺) | − 1⌉ = 3. Therefore, 𝐺 does not satisfy the original

0.5-CQC definition. According to Theorem 4.3, Figure 3(b) has the size of the largest 𝑄 (𝐺) subset
(as indicated by those orange vertices) as 𝛼 (𝐺) = |𝑉 (𝐺) | − 𝜅 (𝐺) = 6, which exceeds 𝜏 ( |𝑉 (𝐺) |) = 4.

Thus, 𝐺 is not a 0.5-CQC.

New reduction rule. Now, we are ready to derive the necessary condition. Consider a 𝛾-CQC 𝑔

within 𝐵. Clearly, we have 𝑆 ⊆ 𝑉 (𝑔) and |𝑉 (𝑔) | ≤ 𝑠 (note that 𝑠 is the upper bound on the size of

the maximum 𝛾-CQC, otherwise MCQC-TD terminates without invoking TD-Rec). Consider a vertex
𝑣 in 𝑔 (say, 𝑣 appears in a 𝛾-CQC within the branch). According to Equation (2) and Lemma 4.2, we

have

𝛼 (𝐺 [𝑆 ∪ {𝑣}]) ≤ 𝛼 (𝑔) ≤ 𝜏 ( |𝑉 (𝑔) |) ≤ 𝜏 (𝑠). (6)

We note that the function 𝜏 (·) is non-decreasing, thus 𝜏 ( |𝑉 (𝑔) |) ≤ 𝜏 (𝑠) holds. Note that 𝜏 (𝑠)
corresponds to the pruning threshold in Figure 2(b). Based on the above, we can easily derive the

necessary condition for a vertex 𝑣 to appear in a 𝛾-CQC as follows.

Condition: 𝛼 (𝐺 [𝑆 ∪ {𝑣}]) ≤ 𝜏 (𝑠). (7)

Clearly, for a vertex 𝑣 in 𝐶 that violates the above condition, i.e., 𝛼 (𝐺 [𝑆 ∪ {𝑣}]) > 𝜏 (𝑠), we can
derive that 𝑣 cannot appear in any 𝛾-CQC within the branch by contradiction. Therefore, we obtain

a new reduction rule as follows.
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Fig. 4. Illustration of the branching procedure TD-Rec from Algorithm 2, where 𝑣∗
𝑖
denotes the pivot vertex

selected at branch 𝐵𝑖 , the symbols “+” and “-” denote the actions of adding the pivot vertex to the selected
set and removing it from the branch, respectively, and gray nodes denote branches that might be pruned.

Lemma 4.4 (The new reduction rule RR.). Given a branch 𝐵 = (𝑆,𝐶, 𝑠) with a target size 𝑠 ,
and a vertex 𝑣 ∈ 𝐶 , if the subgraph𝐺 [𝑆 ∪ {𝑣}] violates the necessary condition, i.e., 𝛼 (𝐺 [𝑆 ∪ {𝑣}]) >
𝜏 (𝑠), then 𝑣 can be safely pruned when searching for 𝛾-CQCs of size 𝑠 .

Example 5. Consider Figure 1(b). Suppose 𝑆 = {𝑣1, 𝑣2, 𝑣3, 𝑣4},𝐶 = {𝑣5, 𝑣6, 𝑣7}, 𝛾 = 0.6, and the size of

the target 𝛾-CQC 𝑔 is 𝑠 = 6. The equivalent definition (Theorem 4.3) indicates that 𝛼 (𝑔) ≤ 𝜏 (6) = 3.

For the candidate vertex 𝑣5, since 𝛼 (𝐺 [𝑆 ∪ {𝑣5}]) = 4 > 𝛼 (𝑔), we can remove 𝑣5 from 𝐶 according

to RR (Lemma 4.4). Similarly, 𝑣6 and 𝑣7 can also be removed by RR. At this point, the candidate set

𝐶 is empty, thus the branching process is terminated.

New termination criterion. Consider the branching procedure at a branch 𝐵 = (𝑆,𝐶, 𝑠). Here,
we have |𝑆 ∪𝐶 | ≥ 𝑠 since otherwise the branch can be terminated without branching. We note

that when 𝛼 (𝐺 [𝑆 ∪ 𝐶]) is at most 𝜏 (𝑠), a subgraph 𝑔𝑠𝑢𝑏 of 𝐺 [𝑆 ∪ 𝐶] that has 𝑠 vertices and

contains 𝑆 (i.e., |𝑉 (𝑔𝑠𝑢𝑏) | = 𝑠 and 𝑆 ⊆ 𝑉 (𝑔𝑠𝑢𝑏) ⊆ 𝑆 ∪ 𝐶) is a 𝛾-CQC within the branch since

𝛼 (𝑔𝑠𝑢𝑏) ≤ 𝛼 (𝐺 [𝑆 ∪ 𝐶]) ≤ 𝜏 (𝑠) according to Equation (2) and Theorem 4.3. Therefore, we can

terminate the branch and return the subgraph 𝑔𝑠𝑢𝑏 directly. We summarize the new termination

criterion above as follows.

Lemma 4.5. Given a branch 𝐵 = (𝑆,𝐶, 𝑠) with a target size 𝑠 of 𝛾-CQCs, if the following two
conditions hold simultaneously: (1) |𝑆 ∪𝐶 | ≥ 𝑠 and (2) 𝛼 (𝐺 [𝑆 ∪𝐶]) ≤ 𝜏 (𝑠), we can directly extract
any subgraph of size 𝑠 from branch 𝐵 that includes 𝑆 as the target 𝛾-CQC.

4.3 HPS: A Hybrid Pivot Selection Method
We observe that the effectiveness of RR depends on the pivot selection. To illustrate, consider

Figure 4, where (1) the recursive branching procedure TD-Rec starts from a branch 𝐵0 = (𝑆0,𝐶0, 𝑠)
and (2) pivots 𝑣∗

0
, ..., 𝑣∗𝑖−1 are selected at 𝐵0, ..., 𝐵𝑖−1 (𝑖 ≥ 1). Suppose that RR is triggered at branch

𝐵𝑖 with 𝑆𝑖 . Note that during the branching process, the 𝛼 (·) value of a partial set 𝑆 𝑗 increases by at

most 1 at each step, i.e., 𝛼 (𝐺 [𝑆 𝑗 ]) ≤ 𝛼 (𝐺 [𝑆 𝑗−1]) + 1. Thus, to trigger the reduction rule RR (i.e.,

𝛼 (𝐺 [𝑆𝑖 ]) = 𝜏 (𝑠)) at the minimal possible depth, pivot selection aims to maximize the growth of

𝛼 (·) at each level. Upon 𝛼 (𝐺 [𝑆𝑖 ]) = 𝜏 (𝑠), RR enables the pruning of any candidate vertex 𝑣 in 𝐶𝑖

that satisfies 𝛼 (𝐺 [𝑆𝑖 ∪ {𝑣}]) > 𝜏 (𝑠).
The remaining questions are: (1) how to select such a pivot that increases the 𝛼 (·) value of the

partial set during branching; and (2) how to identify a group of vertices for pruning when the 𝛼 (·)
value of the partial set reaches 𝜏 (𝑠). To address them, we progressively design three new pivot

selection methods. The first method provides a theoretical performance guarantee of RR (enabling

TD-Rec to achieve better time complexity), but incurs significant computational overhead for pivot
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selection. The second one finds a pivot quickly but is only applicable in certain cases, thereby

lacking the theoretical guarantee (on the worst-case time complexity of TD-Rec) in general. To

combine the strengths of both methods, we propose a hybrid strategy HPS that identifies a pivot

efficiently while providing the theoretical guarantee on the worst-case time complexity. Below, we

provide the details.

Consider the branching procedure at a branch 𝐵 = (𝑆,𝐶, 𝑠). Let 𝑔𝑏 = 𝐺 [𝑆 ∪𝐶] throughout this
section for simplicity. We have:

Lemma 4.6. Given a branch 𝐵 = (𝑆,𝐶, 𝑠), let 𝑃 (𝑔𝑏) and 𝑄 (𝑔𝑏) be a cut-based vertex partition of 𝑔𝑏 .
If the vertices in 𝑆 are distributed across multiple connected components of 𝐺 [𝑄 (𝑔𝑏)], then 𝑃 (𝑔𝑏) ∩ 𝑆
is a vertex cut of 𝐺 [𝑆].

Example 6. Consider Figure 1(b). Suppose 𝑆 = {𝑣3, 𝑣4, 𝑣5}, 𝐶 = {𝑣1, 𝑣2, 𝑣6, 𝑣7}, and 𝑃 (𝑔𝑏) = {𝑣4}.
Since (1) 𝐺 [𝑆 ∪𝐶 \ 𝑃 (𝑔𝑏)] consists of two connected components ({𝑣1, 𝑣2, 𝑣3} and {𝑣5, 𝑣6, 𝑣7}), and
(2) 𝑣3 and 𝑣5 from 𝑆 are distributed across two distinct components, Lemma 4.6 indicates that

𝑃 (𝑔𝑏) ∩ 𝑆 = {𝑣4} is a vertex cut of 𝐺 [𝑆].
Recall that 𝑔𝑏 = 𝐺 [𝑆 ∪ 𝐶]. Given a specific cut-based vertex partition of 𝑔𝑏 , then Lemma 4.6

enables us to systematically increase the value of 𝛼 (𝐺 [𝑆]) (i.e., the size of the maximum 𝑄 (𝐺 [𝑆])
subset) by selecting vertices from 𝑄 (𝑔𝑏) as pivots. This is because 𝑃 (𝑔𝑏) ∩ 𝑆 forms a vertex cut of

𝐺 [𝑆] (i.e., the 𝑃 (𝐺 [𝑆]) subset) and 𝑃 (𝑔𝑏) ∩𝑄 (𝑔𝑏) = ∅. Once 𝛼 (𝐺 [𝑆]) reaches the threshold 𝜏 (𝑠),
RR can then be invoked to remove the remaining vertices in𝑄 (𝑔𝑏) that are not in 𝑆 , i.e.,𝑄 (𝑔𝑏) ∩𝐶 .
However, to ensure the theoretical performance of RR (i.e., 𝑄 (𝑔𝑏) ∩𝐶 is always non-empty), a

crucial prerequisite is that there exists a cut-based vertex partition whose 𝑄 (𝑔𝑏) subset has a size
that exceeds 𝜏 (𝑠). Fortunately, our new termination criterion (Lemma 4.5) guarantees the existence

of such a partition. Specifically, we define

𝑃1 (𝑔𝑏) := Γmin

𝑔𝑏
and 𝑄1 (𝑔𝑏) := 𝑉 (𝑔𝑏) \ 𝑃1 (𝑔𝑏), (8)

where Γmin

𝑔𝑏
is an arbitrary minimum vertex cut of 𝑔𝑏 . According to Lemma 4.5, as long as a target

𝛾-CQC with size 𝑠 is not directly extracted from the branch, |𝑄1 (𝑔𝑏) | = 𝛼 (𝑔𝑏) > 𝜏 (𝑠) must hold.

To use Lemma 4.6, our first pivot selection method is as follows.

Cut-Deprioritized Pivot Selection (CDPS) method:

• Case 1. If the vertices in 𝑆 are distributed across zero or multiple components of the subgraph

𝐺 [𝑄1 (𝑔𝑏)], then the pivot is chosen as any vertex from𝑄1 (𝑔𝑏)∩𝐶 . Note that the set𝑄1 (𝑔𝑏)∩𝐶 is

not empty; otherwise, it would mean𝑄1 (𝑔𝑏) ∈ 𝑆 . Recall that |𝑄1 (𝑔𝑏) | > 𝜏 (𝑠), so 𝛼 (𝐺 [𝑆]) > 𝜏 (𝑠)
at this point, and thus we can terminate the branch because it cannot contain any 𝛾-CQC of

size 𝑠 according to Theorem 4.3 and Equation (2).

• Case 2. If Case 1 does not hold, i.e., the vertices in 𝑆 are confined to exactly one component

of 𝐺 [𝑄1 (𝑔𝑏)], then the pivot is chosen as any vertex from 𝑄1 (𝑔𝑏) ∩𝐶 that does not belong to
the same component as 𝑆 in 𝐺 [𝑄1 (𝑔𝑏)]. Such a pivot must exist since there are at least two

connected components in 𝐺 [𝑄1 (𝑔𝑏)], and 𝑆 entirely located within one of them, the remaining

components outside the one containing 𝑆 must belong to 𝑄1 (𝑔𝑏) ∩𝐶 .
CDPS guarantees the theoretical performance of RR by prioritizing vertices in 𝑄1 (𝑔𝑏) as pivots.

Specifically, in the worst case where the selected set 𝑆 is either empty or entirely contained in the

vertex cut 𝑃1 (𝑔𝑏), CDPS selects pivots from𝑄1 (𝑔𝑏) ∩𝐶 . By Lemma 4.6, a vertex cut of𝐺 [𝑆] is given
by 𝑃1 (𝑔𝑏) ∩ 𝑆 . Consequently, the pivots chosen by CDPS never belong to this cut and therefore

can be used to increase the size of the largest 𝑄 (𝐺 [𝑆]) subset. Thus, CDPS requires at most 𝜏 (𝑠)
iterations to ensure 𝛼 (𝐺 [𝑆]) ≥ 𝜏 (𝑠) for any branch 𝐵 = (𝑆,𝐶, 𝑠). However, CDPS necessitates

computing the minimum vertex cut, incurring a time complexity of 𝑂 (𝑛2.5𝑚) [58]. This cost is
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impractical, especially given the exponential number of pivot selection steps in theory. To overcome

this dependency on the expensive partitioning method in Equation (8), we seek a more efficient

approach that achieves an equivalent partitioning effect.

Lemma 4.7. Given a branch 𝐵 = (𝑆,𝐶, 𝑠), if there exists a vertex 𝑣 whose degree is smaller than
|𝑆 ∪𝐶 | − 𝜏 (𝑠), then we define

𝑃2 (𝑔𝑏) := 𝑁 (𝑣, 𝑆 ∪𝐶) and 𝑄2 (𝑔𝑏) := 𝑉 (𝑔𝑏) \ 𝑃2 (𝑔𝑏),
where 𝑄2 (𝑔𝑏) also has cardinality exceeding 𝜏 (𝑠).
Lemma 4.7 enables the following pivot selection method.

Degree-Deprioritized Pivot Selection (DDPS) method. Given a branch 𝐵 = (𝑆,𝐶, 𝑠), suppose
the vertex of minimum degree in 𝐵 is 𝑣 . If we have 𝑑 (𝑣, 𝑆 ∪𝐶) < |𝑆 ∪𝐶 | − 𝜏 (𝑠), then:
• Case 1. If 𝑣 ∈ 𝑆 , then the pivot is any vertex from 𝑄2 (𝑔𝑏) ∩ 𝐶 . Note that 𝑄2 (𝑔𝑏) ∩ 𝐶 is not

empty, as otherwise we could derive that 𝛼 (𝐺 [𝑆]) > 𝜏 (𝑠) and terminate the branch.

• Case 2. If 𝑣 ∈ 𝐶 , then the pivot is chosen as 𝑣 itself.

Whenever applicable (i.e., the minimum degree is less than |𝑆 ∪𝐶 | − 𝜏 (𝑠)), DDPS guarantees the
same theoretical performance of RR as CDPS. As with CDPS, in the worst-case scenario, 𝑆 is either

empty or entirely consists of vertices in 𝑃2 (𝑔𝑏). In both cases, all pivots selected by DDPS belong

to 𝑄2 (𝑔𝑏) ∩𝐶 and thus are disjoint from the vertex cut 𝑃2 (𝑔𝑏) ∩ 𝑆 of 𝐺 [𝑆] (i.e., the neighbor set of
𝑣 in 𝑆). Thus, these pivots can be used to increase 𝛼 (𝐺 [𝑆]), and DDPS also requires at most 𝜏 (𝑠)
iterations to ensure 𝛼 (𝐺 [𝑆]) ≥ 𝜏 (𝑠) and then trigger RR. Moreover, the time complexity of DDPS

for each pivot selection is only 𝑂 (𝑛), which is substantially lower than that of CDPS. However,

the applicability of DDPS is inherently limited due to the minimum degree constraint. In contrast,

although CDPS incurs higher computational overhead, it remains universally applicable. To balance

this trade-off, we naturally propose a hybrid pivot selection (HPS) method that combines the

strengths of both, thereby ensuring theoretical soundness and practical efficiency.

Hybrid Pivot Selection (HPS) method. Assuming the vertex of minimum degree in branch 𝐵 is

𝑣 , the HPS method is as follows.

• Case 1. If 𝑑 (𝑣, 𝑆 ∪𝐶) < |𝑆 ∪𝐶 | − 𝜏 (𝑠), DDPS is applied.
• Case 2. If 𝑑 (𝑣, 𝑆 ∪𝐶) ≥ |𝑆 ∪𝐶 | − 𝜏 (𝑠), CDPS is applied.
Since both DDPS and CDPS (when applicable) can ensure the theoretical performance of RR, it

is easy to draw the conclusion that HPS can also achieve the corresponding theoretical guarantee.

Time complexity analysis. As discussed previously, in terms of single pivot selection complexity,

CDPS requires 𝑂 (𝑛2.5𝑚), while DDPS requires 𝑂 (𝑛). Furthermore, it is evident that the worst-case

complexity of HPS depends on CDPS, meaning it is also 𝑂 (𝑛2.5𝑚).

4.4 Summary and Analysis
In this subsection, we integrate the techniques proposed in Sections 4.2 and 4.3 into the branching

procedure TD-Rec, yielding the complete version of TD-Rec (Algorithm 3). We then provide a

comprehensive analysis of MCQC-TD (Algorithm 2) with Algorithm 3.

The complete version of Procedure TD-Rec. As shown in Algorithm 3, TD-Rec first removes

candidate vertices that satisfy RR and then tries to terminate the recursion (Lines 1-5). If no

termination condition is met, TD-Rec proceeds to the HPS-based branching stage (Lines 6-16). A

vertex 𝑣 with the minimum degree in the branch is first selected (Line 6), and the pivot vertex 𝑣∗

is chosen based on the degree of 𝑣 . That is, if the degree of 𝑣 satisfies the condition specified in

Lemma 4.7, TD-Rec uses the DDPS method (Lines 7-10); otherwise, it uses the CDPS method (Lines

11-15). Two sub-branches are generated and recursively solved (Lines 16-17).
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Algorithm 3: The complete version of Procedure TD-Rec

Input: A selected set 𝑆 , a candidate set 𝐶 , and a target size 𝑠

Output: A 𝛾-CQC of size 𝑠 , if one exists; otherwise ∅
1 Remove candidate vertices according to RR;

/* New termination criterion */

2 if 𝛼 (𝐺 [𝑆 ∪𝐶]) ≤ 𝜏 (𝑠) then
3 if |𝑆 ∪𝐶 | ≥ 𝑠 then 𝑔∗ ← extract a subgraph by Lemma 4.5 ;

4 return;

5 if |𝑆 | = 𝑠 or |𝑆 ∪𝐶 | < 𝑠 then return;

6 𝑣 ← argmin

𝑢∈𝑆∪𝐶
𝑑 (𝑢, 𝑆 ∪𝐶); 𝑔𝑏 ← 𝐺 [𝑆 ∪𝐶];

7 if 𝑑 (𝑣, 𝑆 ∪𝐶) < |𝑆 ∪𝐶 | − 𝜏 (𝑠) then
/* Degree-deprioritized pivot selection method */

8 𝑃2 (𝑔𝑏 ) ← 𝑁 (𝑣, 𝑆 ∪𝐶); 𝑄2 (𝑔𝑏 ) ← 𝑉 (𝑔𝑏 ) \ 𝑃2 (𝑔𝑏 );
9 if 𝑣 ∈ 𝑆 then 𝑣∗ ← any vertex from 𝑄2 (𝑔𝑏 ) ∩𝐶 ;

10 else 𝑣∗ ← 𝑣 ;

11 else

/* Cut-deprioritized pivot selection method */

12 𝑃1 (𝑔𝑏 ) ← Γmin

𝑔𝑏
; 𝑄1 (𝑔𝑏 ) ← 𝑉 (𝑔𝑏 ) \ 𝑃1 (𝑔𝑏 );

13 if 𝑆 is confined to one component of 𝐺 [𝑄1 (𝑔𝑏 )] then
14 𝑣∗ ← any vertex from 𝑄1 (𝑔𝑏 ) ∩𝐶 that does not belong to the connected component

containing 𝑆 in 𝐺 [𝑄1 (𝑔𝑏 )];
15 else 𝑣∗ ← any vertex from 𝑄1 (𝑔𝑏 ) ∩𝐶 ;

16 TD-Rec(𝑆 ∪ {𝑣∗},𝐶 \ {𝑣∗} , 𝑠);
17 TD-Rec(𝑆,𝐶 \ {𝑣∗} , 𝑠);

Example 7. We provide an example of MCQC-TD in Appendix C of the technical report [1].

Correctness proof (sketch). MCQC-TD is an exact method guaranteed to identify the maximum

𝛾-CQC, based on two core properties. First, MCQC-TD utilizes a top-down search strategy that sys-

tematically narrows the solution space by commencing from the size upper bound of the maximum

𝛾-CQC and decrementing until the true maximum is located. Second, each iteration executes a

complete branch-and-bound procedure. Critically, pruning is only performed via reduction rule

RR, ensuring that only vertices provably incapable of participating in any target 𝛾-CQCs are

removed from the candidate set. The combination of this exhaustive, size-decreasing search and the

soundness of the RR pruning guarantees that MCQC-TD will discover a maximum 𝛾-CQC, thereby

confirming its correctness. A formal proof is provided in Appendix C of the technical report [1].

Time complexity analysis. The analysis is shown in Theorem 4.8.

Theorem 4.8. The time complexity of MCQC-TD is 𝑂 (𝑛3.5𝑚𝜆𝑛𝑡 ), where 𝜆𝑡 < 2 is the largest real
root of the equation 𝑥𝑡+2 − 2𝑥𝑡+1 + 1 = 0, 𝑡 = 𝜏 (1 + ⌈𝛿/𝛾⌉), and 𝛿 is the degeneracy of the graph. For
example, when 𝑡 = 1, 2, and 3, 𝜆𝑡 are 1.6181, 1.8393, and 1.9276, respectively.

Proof sketch. The complexity of MCQC-TD is dominated by its top-down search phase. MCQC-TD
performs at most 𝑛 iterations, and the cost per iteration is determined by the recursive procedure

TD-Rec. Intuitively, a naive branch-and-bound algorithm explores a nearly unconstrained binary

search tree where each step creates two subproblems that shrink the candidate set by only one

vertex, inevitably leading to a trivial 𝑂 (2𝑛) branches. In contrast, our HPS ensures that within at

most 𝑡 = 𝜏 (𝑠) consecutive branching steps, the structural indicator reaches the pruning threshold.
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At this point, RR is triggered, safely pruning at least one additional vertex from the candidate set.

This breaks the trivial branching pattern, ensuring that at least one branch shrinks by more than

one vertex. Mathematically, this yields a constrained recurrence relation, bounding the maximum

number of recursive calls to𝑂 (𝜆𝑛𝑡 ), where 𝜆𝑡 < 2 is the largest positive real root of 𝑥𝑡+2−2𝑥𝑡+1+1 = 0.

Furthermore, the complexity of each iteration is𝑂 (𝑛2.5𝑚). Thus, the overall complexity of MCQC-TD
is 𝑂 (𝑛3.5𝑚𝜆𝑛𝑡 ). □

Remark. In contrast to the baseline methods introduced in Section 3, which exhibit a trivial worst-

case complexity of 𝑂∗ (2𝑛), MCQC-TD achieves an improved complexity of 𝑂∗ (𝜆𝑛𝑡 ), where 𝜆𝑡 < 2.

This performance gain stems directly from the synergy among the top-down strategy (Section 4.1),

the new reduction rule RR (Section 4.2), and the pivot selection method HPS (Section 4.3). By

effectively exploiting the equivalent definition of 𝛾-CQCs (Theorem 4.3), these techniques allow

MCQC-TD to prune candidate vertices that cannot be part of any target 𝛾-CQC, thus theoretically

avoiding the exhaustive enumeration required by the baseline approaches. A detailed comparison

between the state-of-the-art method EIA and our proposed MCQC-TD is provided in Appendix C of

the technical report [1].

5 Query Optimization Techniques
Although MCQC-TD achieves a non-trivial theoretical complexity, minimizing query time on mas-

sive graphs requires further optimization. In this section, we introduce two query optimization

techniques: (1) an optimized initial solution construction strategy to tighten the lower bound for

aggressive pruning (Section 5.1); and (2) a diameter-bounded query decomposition framework to

enable scalable processing via problem partitioning (Section 5.2).

5.1 Optimized Initial Solution Construction
A tight lower bound (i.e., a large initial 𝛾-CQC) is critical for query efficiency, as it enables MCQC-TD
to maximize the effectiveness of reduction rules (e.g., Lemma 3.1). However, the basic initialization

method (Line 1 of Algorithm 2), which relies on a degeneracy-based clique, often yields loose

bounds due to the rigid connectivity requirement of cliques. To address this, we propose MCQC-Heu,
a tailored optimizer that constructs high-quality initial solutions by exploiting local graph structures.

MCQC-Heu improves the quality of the initial solution through two key mechanisms. First, it

employs a multi-view ordering strategy. While the basic method relies on a single global degeneracy

ordering, we observe that structural cohesiveness varies significantly across different granularities.

For instance, in Figure 1(b), the global degeneracy ordering may rank 𝑣1 before 𝑣5, whereas in

the local subgraph induced by {𝑣1, . . . , 𝑣5, 𝑣7}, their relative importance might be reversed. This

indicates that relying on a single view limits the discovery of dense local substructures. To overcome

this, MCQC-Heu adopts a two-phase approach: it first scans the global graph, and then iteratively

refines the search within the ego-network (i.e., the 1-hop neighborhood) of each vertex. This locality-

aware exploration exposes dense regions hidden in the global topology. Second, to avoid expensive

connectivity computations during initialization, MCQC-Heu utilizes a lightweight sufficiency check:

Lemma 5.1. Let𝑑min denote the minimum degree of a graph𝑔. If 2(𝑑min+1)−|𝑉 (𝑔) | ≥ 𝛾 · ( |𝑉 (𝑔) |−1),
then 𝑔 is a 𝛾-CQC.

This lemma allows MCQC-Heu to quickly identify valid 𝛾-CQCs that are larger than cliques,

providing a tighter lower bound than the basic method to initialize the MCQC-TD algorithm.

Details of MCQC-Heu. Algorithm 4 summarizes MCQC-Heu. Due to page limits, we defer its descrip-

tion to Appendix D of the technical report [1].

Example 8. We provide an example of MCQC-Heu in Appendix D of the technical report [1].

Proc. ACM Manag. Data, Vol. 4, No. 4 (SIGMOD), Article 272. Publication date: September 2026.



272:16 Yang Liu, Hejiao Huang, Kaiqiang Yu, Shengxin Liu, and Zhaoquan Gu

Algorithm 4: Optimized initialization method: MCQC-Heu

Input: A graph 𝐺 = (𝑉 , 𝐸) and a real number 0.5 ≤ 𝛾 ≤ 1

Output: A large heuristic connectivity-based 𝛾-quasi-clique

1 𝑔← ∅ ; // 𝑔 is maintained globally

2 Degen(𝐺) ; // Stage-1: Global View

3 Perform graph reduction on 𝐺 based on Lemma 3.1;

4 Ego-Degen(𝐺) ; // Stage-2: Local View (Ego-networks)

5 return 𝑔;

Procedure: Degen(𝐺 ′)
6 Let (𝑣1, ..., 𝑣𝑛) be the degeneracy ordering of 𝐺 ′;
7 for 𝑖 ← 1 to 𝑛 do

8 if 2 · (𝑑 (𝑣𝑖 ,𝑉 (𝐺 ′)) + 1) − (𝑛 − 𝑖 + 1) ≥ 𝛾 · (𝑛 − 𝑖) and 𝑛 − 𝑖 + 1 > |𝑉 (𝑔) | then
𝑔← 𝐺 ′ [𝑉 (𝐺 ′) \ {𝑣1, . . . , 𝑣𝑖−1}];

Procedure: Ego-Degen(𝐺 ′′)
9 Let (𝑣1, . . . , 𝑣𝑛) be the degeneracy ordering of 𝐺 ′′;

10 for 𝑖 ← 1 to 𝑛 do

11 𝑔′ ← Extract the ego-network of 𝑣𝑖 in 𝐺
′′
, and remove the vertices from it that appear before 𝑣𝑖 in

the ordering;

12 Degen(𝑔′);

5.2 Diameter-BoundedQuery Decomposition
To ensure scalability on massive graphs, we introduce a query decomposition approach. This

strategy is theoretically grounded in Lemma 2.2, which guarantees that any 𝛾-CQC (𝛾 ≥ 0.5) has

a diameter of at most 2. This strict locality constraint allows us to decompose the intractable

global MCQC query into a series of independent and manageable local sub-queries without loss of

correctness.

Local sub-query construction. Based on a given degeneracy ordering ⟨𝑣1, 𝑣2, . . . , 𝑣𝑛⟩ of 𝑉 , we
partition the query processing into 𝑛 independent tasks. For each vertex 𝑣𝑖 , we extract a local

subgraph 𝐺𝑖 = 𝐺 [𝑉𝑖 ], where 𝑉𝑖 contains 𝑣𝑖 and its 2-hop successors (vertices appearing after 𝑣𝑖 in
the ordering with distance ≤ 2). Since any target 𝛾-CQC must be fully contained within the 2-hop

neighborhood of its earliest vertex in the ordering, executing the query on all𝐺𝑖 collectively yields

the exact global optimum. Crucially, each 𝐺𝑖 is significantly smaller than 𝐺 , enabling efficient

processing through improved data locality.

Instance-specific reduction. Creating subgraphs alone is insufficient. We further apply instance-

specific reduction rules to prune the materialized subgraph 𝐺𝑖 before invoking the expensive

enumeration procedure. Let 𝑙𝑏 be the current global lower bound.

• Degree-based reduction rule: Remove any vertex in 𝐺𝑖 with degree < ⌈𝑙𝑏 · 𝛾⌉.
• Triangle-based reduction rule: Remove any edge in 𝐺𝑖 involved in fewer than

max(0, 2 ⌈𝑙𝑏 · 𝛾⌉ − 𝑙𝑏 − 1)
triangles.

The correctness of the triangle-based reduction rule is ensured by the following property.

Lemma 5.2 (Triangle Reqirement). For any edge in a 𝛾-CQC 𝑔, the number of triangles con-
taining it is at least

max

(
0, 2⌈𝛾 · ( |𝑉 (𝑔) | − 1)⌉ − |𝑉 (𝑔) |

)
.
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These reduction rules are applied iteratively until convergence, effectively shrinking the local

subgraph of each sub-query. For brevity, the complete pseudocode of the final MCQC-TD algo-

rithm, which integrates both the MCQC-Heu method and this decomposition strategy, is provided in

Appendix D of the technical report [1].

Time and space complexity. The time complexity of MCQC-Heu is bounded by𝑂 (𝑛 · (𝛿 + 𝛿𝑑max)),
where 𝑑max is the maximum degree of the input graph. This bound arises because the method

processes at most 𝑛 ego-networks, each containing at most 𝛿𝑑max vertices. For the decomposition

approach, generating and reducing 𝑛 subgraphs incurs a cost of 𝑂 (𝑛 · (𝛿𝑑max)2) [14]. Regarding
space complexity, MCQC-TD operates in 𝑂 ( |𝑉 | + |𝐸 |) space, as it only requires maintaining the

original graph structure alongside at most one local subgraph at any given time. Synthesizing

these components, the overall worst-case time complexity of our integrated framework is formally

established below. Detailed proofs and analyses of both the time and space complexities are deferred

to Appendix D of the technical report [1].

Theorem 5.3. With MCQC-Heu and the query decomposition approach, MCQC-TD runs in 𝑂 (𝑛2 ·
𝛿3.5 · 𝑑4.5

max
· 𝜆𝛿𝑑max

𝑡 ).

Remark on practical performance. While the worst-case time complexity of MCQC-TD remains

exponential due to the NP-hard nature of the MCQC problem, the algorithm is highly efficient in

practice. First, real-world graphs typically exhibit small degeneracy 𝛿 (as shown in Appendix E of

the technical report [1]), which keeps the relevant parameters in our theoretical bound small and

contributes to high scalability in practice. Second, even on dense graphs with large degeneracy

(e.g., the 2nd DIMACS instances G1–G10), MCQC-TD remains robust. This is because the synergy

between our top-down size-constrained search and the structural reduction rule (RR) aggressively

prunes unpromising branches at very shallow depths. Consequently, the practical search space

is substantially smaller than the theoretical worst-case bound, enabling MCQC-TD to consistently
outperform baselines even in such challenging scenarios.

6 Experiments
In this section, we conduct extensive experiments to evaluate the practical performance of the

proposed MCQC-TD query method.

Setup. All algorithms are implemented in C++ and compiled with -O3. Experiments are conducted

on a server equipped with an Intel(R) Xeon(R) Platinum 8358P CPU @ 2.60GHz and 256GB of main

memory, running Ubuntu 20.04.6. We enforce a strict 3-hour timeout (10,800 seconds) per query

and report OOT (Out of Time) for incomplete executions. To simulate diverse query workloads,

we vary the density parameter 𝛾 ∈ {0.55, 0.65, 0.75, 0.85, 0.95}. Due to space constraints, results

for some 𝛾 values are deferred to Appendix E of the technical report [1]. We confirm that those

deferred results show similar patterns to those in the main text. The code and data archive is

publicly available at https://github.com/liubufan1998/ConnectivityBasedQuasiClique.

Algorithms.We compare MCQC-TD with the following baselines.

• EIA4: the state-of-the-art solution for the MCQC query [54].

• MCQC-Enum: Our proposed BB-based baseline (Algorithm 1).

Datasets.We evaluate the algorithms on three collections of graphs, which encompass a total of

664 synthetic and real-world datasets.

4
We re-implemented the algorithm proposed in [54]. Our implementation achieves better performance than that reported in

their paper.
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Fig. 5. Number of solved query instances. Top row: 2nd DIMACS graphs; Middle row: 10th DIMACS graphs;
Bottom row: Real-world graphs. Columns from left to right correspond to 𝛾 = 0.65, 0.75, 0.85, 0.95.

• The 2ndDIMACS graphs collection:
5
80 synthetic graphs from the 2ndDIMACS implementation

challenge.

• The 10th DIMACS graphs collection:
6
84 benchmark graphs from the 10th DIMACS implemen-

tation challenge.

• The real-world graphs collection:
7
500 real-world graphs from Network Repository, including

biological networks (36), dynamic networks (85), interaction networks (29), labeled networks

(104), road networks (15), scientific computing (11), social networks (75), facebook (114), and web

networks (31).

To facilitate detailed analysis, particularly for query time evaluation, we select 40 representative

graphs across these three collections. Specifically, we select 10 graphs (G1–G10) from the 2nd

DIMACS set, 10 graphs (G11–G20) from the 10th DIMACS set, and 20 graphs (G21–G40) from

the real-world collection, ensuring a comprehensive coverage of diverse domains. Due to space

constraints, the detailed statistics of these 40 graphs (including vertex/edge counts, density, and

degeneracy) are deferred to Appendix E of the technical report [1]. Overall, these representative

graphs vary significantly in scale and structure: the number of vertices ranges from 64 to 59 × 106,
the number of edges ranges from 704 to 117 × 106, and the graph degeneracy (𝛿) ranges from 2 to

894.
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6.1 Efficiency Evaluation
Exp1: Comparison of the number of solved instances on all graphs. Figure 5 illustrates

the number of successfully processed queries across all graphs under varying 𝛾 values. Overall,

the results demonstrate that MCQC-TD solves the highest number of instances within the time

limit. Specifically, on the 2nd DIMACS graphs (top row of Figure 5), MCQC-TD exhibits a substantial

speedup over EIA. Within 1 second, MCQC-TD already matches or exceeds the total number of queries

that EIA processes within the 3-hour (10,800 seconds) limit for several 𝛾 values. For example, when

𝛾 = 0.65, MCQC-TD finishes 40 instances within 1 second, matching the total number EIA achieves
after 3 hours. Similarly, on the 10th DIMACS graphs (middle row), this dominance is even more

obvious. With 𝛾 = 0.65, MCQC-TD processes 48 instances in 1 second, more than double the total

instances (23) solved by EIA in 3 hours. The superiority of MCQC-TD extends to the collection of

500 real-world graphs (bottom row). That is, MCQC-TD solves significantly more instances within 1

second than EIA solves in 3 hours across all 𝛾 values. Specifically, at 𝛾 = 0.65, MCQC-TD solves 286
instances in 1 second, far surpassing the 219 instances solved by EIA after 3 hours. The performance

of our BB-based baseline, MCQC-Enum, is comparable to that of EIA. For instance, on real-world

graphs with 𝛾 = 0.85, MCQC-Enum solves 180 instances, slightly fewer than EIA’s 205. This suggests
that a naive BB-based method without structural optimizations is insufficient to outperform the

MIP-based method. However, MCQC-TD consistently outperforms both baselines by a wide margin

in all settings, verifying that the advanced pruning techniques and search strategies are the key

drivers of performance improvement rather than the BB framework alone.

Exp2: Query time comparison on representative graphs. Table 1 presents the query time on

40 representative graphs with 𝛾 = 0.75. Overall, MCQC-TD achieves the lowest query time on 36

graphs and ties for the lowest time on two others. It surpasses EIA by up to five orders of magnitude

(e.g., G25), as EIA frequently times out due to the high cost of mixed integer programming. Our

BB-based baseline, MCQC-Enum, is also generally far slower, failing on instances like G2-G4 that

MCQC-TD solves immediately. We note that MCQC-Enum is only slightly faster on a few small and

dense graphs (e.g., G5, G6). In such cases, the maximumCQCs span almost the entire graph, meaning

the computational overhead of MCQC-TD’s advanced techniques outweighs their pruning benefits.

Nevertheless, across the vast majority of datasets, the strong efficiency of MCQC-TD is attributed to

the combined pruning power of RR, HPS, the top-down search, and query decomposition.

Exp3: Scalability evaluation on a large graph. To evaluate scalability, we conduct experiments

on a massive real-world graph, com-Friendster8 , which contains 66M vertices and 2B edges. We

generate five subgraphs by randomly sampling between 20% and 100% of the vertices. Figure 6

reports the query time of all methods under 𝛾 = 0.85 and 0.95. The results show that MCQC-TD
scales robustly, successfully processing all queries within the time limit. In contrast, both EIA and

MCQC-Enum time out on every instance, and are unable to solve even the 20% subgraph. These

findings demonstrate that MCQC-TD is uniquely capable of handling large-scale graphs that existing

exact approaches cannot manage.

Exp4: Memory analysis on representative graphs. The complete peak-memory (Resident Set

Size) results on 40 representative graphs with 𝛾 = 0.75 are deferred to Appendix E of the technical

report [1]. Overall, MCQC-TD shows comparable memory usage to the baselines on most datasets,

validating our 𝑂 ( |𝑉 | + |𝐸 |) theoretical space complexity. MCQC-TD consumes more memory than

EIA on a few massive graphs, approximately 1.9× on G29 and 2.3× on G32. This occurs because

5
http://archive.dimacs.rutgers.edu/pub/challenge/graph/benchmarks/clique/

6
https://sites.cc.gatech.edu/dimacs10/downloads.shtml

7
https://networkrepository.com/index.php

8
https://snap.stanford.edu/data/com-Friendster.html
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Table 1. Query time in seconds on 40 graphs with 𝛾 = 0.75

ID MCQC-TD EIA Enum ID MCQC-TD EIA Enum

G1 0.01 0.69 7665.08 G21 49.64 OOT OOT

G2 0.01 4.72 OOT G22 2.16 OOT OOT

G3 0.01 3.74 OOT G23 0.18 70.68 28.02

G4 0.01 45.84 OOT G24 0.48 65.36 0.55

G5 1.50 3277.11 0.45 G25 0.17 OOT 0.25

G6 8.53 OOT 4.37 G26 0.09 0.64 0.12

G7 0.01 0.22 0.01 G27 1.18 26.80 1.19

G8 0.01 1.20 OOT G28 0.17 1.86 0.19

G9 0.01 0.38 0.01 G29 9.05 OOT OOT

G10 24.91 OOT OOT G30 2.59 OOT OOT

G11 23.40 OOT OOT G31 5.27 OOT OOT

G12 1.95 OOT OOT G32 204.04 OOT OOT

G13 22.28 OOT OOT G33 2369.81 OOT OOT

G14 2.25 OOT OOT G34 6.59 OOT OOT

G15 7.10 OOT OOT G35 58.20 OOT OOT

G16 5.26 OOT OOT G36 58.99 OOT OOT

G17 0.65 28.97 0.67 G37 8.72 OOT OOT

G18 0.17 1.88 0.20 G38 9.09 OOT OOT

G19 3.29 OOT OOT G39 88.00 OOT OOT

G20 0.35 1.78 19.32 G40 70.92 OOT OOT
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(b) 𝛾 = 0.95

Fig. 6. Scalability test on the graph com-Friendster

EIA times out early on these hard instances, so its reported memory reflects only the initial MIP

formulation stage rather than the full search process.

Exp5: Number of top-down iterations. The complete iteration counts on 40 representative

graphs across all 𝛾 values, including 𝛾 = 0.75, are deferred to Appendix E of the technical report [1].

Overall, the search converges in few iterations (often ≤ 5) for the majority of instances. The primary

reason for this high efficiency is that our optimized initialization strategy (MCQC-Heu) provides a
tight lower bound. This tightly bounded initial solution narrows the gap to the theoretical size

upper bound from the very beginning, allowing the top-down search to terminate quickly.

6.2 Ablation Studies
We conduct extensive ablation studies to evaluate the effectiveness of the key techniques integrated

into MCQC-TD. Specifically, we compare MCQC-TD against four variants: (1) noHeu, which disables

the optimized initialization method MCQC-Heu (Algorithm 4); (2) noHPS, which replaces the hybrid
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Table 2. Ablation of Initialization Strategy (noHeu)

ID Ours noHeu ID Ours noHeu ID Ours noHeu ID Ours noHeu

G1 0.01 0.01 G11 23.40 21.05 G21 49.64 50.84 G31 5.27 18.84

G2 0.01 0.01 G12 1.95 1.41 G22 2.16 3.05 G32 204.04 240.86

G3 0.01 0.01 G13 22.28 10.95 G23 0.18 0.27 G33 2369.80 2400.80

G4 0.01 0.01 G14 2.25 1.57 G24 0.48 0.74 G34 6.59 5.70

G5 1.50 1.66 G15 7.10 5.15 G25 0.17 0.31 G35 58.20 58.59

G6 8.53 15.97 G16 5.26 3.24 G26 0.09 0.17 G36 58.99 58.57

G7 0.01 0.01 G17 0.65 1.03 G27 1.18 1.73 G37 8.72 17.92

G8 0.01 0.01 G18 0.17 0.28 G28 0.17 0.28 G38 9.09 16.68

G9 0.01 0.01 G19 3.29 2.66 G29 9.05 29.14 G39 88.00 191.45

G10 24.91 24.62 G20 0.35 0.49 G30 2.59 2.95 G40 70.92 98.60

Table 3. Ablation of Query Decomposition (noDC)

ID Ours noDC ID Ours noDC ID Ours noDC ID Ours noDC

G1 0.01 2.35 G11 23.40 OOT G21 49.64 OOT G31 5.27 OOT

G2 0.01 OOT G12 1.95 1.83 G22 2.16 2.13 G32 204.04 737.91

G3 0.01 155.0 G13 22.28 22.06 G23 0.18 0.19 G33 2369.8 OOT

G4 0.01 OOT G14 2.25 OOT G24 0.48 0.46 G34 6.59 128.40

G5 1.50 0.51 G15 7.10 OOT G25 0.17 0.17 G35 58.20 OOT

G6 8.53 4.57 G16 5.26 OOT G26 0.09 0.10 G36 58.99 OOT

G7 0.01 0.01 G17 0.65 0.64 G27 1.18 1.18 G37 8.72 19.32

G8 0.01 0.11 G18 0.17 0.18 G28 0.17 0.18 G38 9.09 20.32

G9 0.01 0.01 G19 3.29 2.72 G29 9.05 8.89 G39 88.00 OOT

G10 24.91 OOT G20 0.35 2.88 G30 2.59 OOT G40 70.92 OOT

Table 4. Ablation of Hybrid Pivot Selection (noHPS)

ID Ours noHPS ID Ours noHPS ID Ours noHPS ID Ours noHPS

G1 0.01 0.01 G11 23.40 23.29 G21 49.64 OOT G31 5.27 5.24

G2 0.01 0.25 G12 1.95 1.93 G22 2.16 2.32 G32 204.04 206.97

G3 0.01 0.01 G13 22.28 22.27 G23 0.18 0.18 G33 2369.8 OOT

G4 0.01 0.53 G14 2.25 2.41 G24 0.48 0.48 G34 6.59 2222.0

G5 1.50 1.78 G15 7.10 7.43 G25 0.17 0.18 G35 58.20 OOT

G6 8.53 8.27 G16 5.26 4.69 G26 0.09 0.12 G36 58.99 OOT

G7 0.01 0.01 G17 0.65 0.69 G27 1.18 1.31 G37 8.72 8.96

G8 0.01 0.24 G18 0.17 0.19 G28 0.17 0.19 G38 9.09 9.10

G9 0.01 0.01 G19 3.29 2.62 G29 9.05 10.00 G39 88.00 73.12

G10 24.91 OOT G20 0.35 0.36 G30 2.59 2.80 G40 70.92 70.51

pivot selection (HPS) with the cut-deprioritized pivot selection (CDPS) described in Section 4.3; (3)

noDC, which removes the query decomposition strategy introduced in Section 5.2; and (4) noTD,
which substitutes the top-down iterative search with a bottom-up strategy. To facilitate a clear

assessment, Tables 2 to 5 present the isolated ablation results on 40 representative graphs (𝛾 = 0.75).

Overall, these results reveal a clear hierarchy of importance: the decomposition strategy (noDC) is
the absolute cornerstone for scalability, closely followed by the top-down search (noTD) and hybrid

pivot (noHPS), which prevent combinatorial explosions. Meanwhile, the optimized initialization

(noHeu) serves as a crucial performance accelerator.

Exp6: Ablation of the initialization optimizer. As shown in Table 2, MCQC-TD outperforms

noHeu on most datasets. For instance, on the graph G31, MCQC-TD completes the query in 5.27

seconds, while noHeu requires 18.84 seconds. This advantage stems from MCQC-Heu identifying

larger initial 𝛾-CQCs, enabling more aggressive graph preprocessing and allowing the iterative

process to terminate earlier. Furthermore, a detailed comparison in Appendix E of the technical

report [1] confirms that MCQC-Heu finds larger initial subgraphs than the basic initialization in the

majority of instances, with size differences reaching 951.
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Table 5. Ablation of Top-down Search Strategy (noTD)

ID Ours noTD ID Ours noTD ID Ours noTD ID Ours noTD

G1 0.01 0.01 G11 23.40 34.35 G21 49.64 115.33 G31 5.27 38.16

G2 0.01 0.01 G12 1.95 2.01 G22 2.16 3.35 G32 204.04 OOT

G3 0.01 0.01 G13 22.28 29.17 G23 0.18 0.18 G33 2369.8 OOT

G4 0.01 0.02 G14 2.25 2.29 G24 0.48 0.48 G34 6.59 37.02

G5 1.50 OOT G15 7.10 7.42 G25 0.17 0.16 G35 58.20 82.46

G6 8.53 18.79 G16 5.26 4.74 G26 0.09 0.09 G36 58.99 82.83

G7 0.01 0.01 G17 0.65 0.65 G27 1.18 1.21 G37 8.72 8.88

G8 0.01 0.01 G18 0.17 0.16 G28 0.17 0.16 G38 9.09 11.35

G9 0.01 OOT G19 3.29 2.58 G29 9.05 100.44 G39 88.00 OOT

G10 24.91 29.43 G20 0.35 0.35 G30 2.59 2.67 G40 70.92 1625.0

Exp7: Ablation of the query decomposition strategy. Table 3 demonstrates the critical role of

the decomposition strategy in handling large graphs. Without it, noDC fails to solve 15 instances

within the time limit (e.g., G14, G21, G30). This occurs because the decomposition strategy breaks the

original MCQC query into multiple smaller, independent sub-queries. Solving these smaller instances

is significantly more efficient for our branch-and-bound method than tackling the massive original

graph directly.

Exp8: Ablation of the hybrid pivot selectionmethod.Comparing MCQC-TDwith noHPS (Table 4),
the latter suffers from reduced efficiency and times out on 5 complex instances (e.g., G33, G35, G36).

Although both HPS and CDPS guarantee the theoretical performance of RR, HPS is much more

practical. It frequently selects pivots based on simple minimum degree checks (DDPS), avoiding the

costly maximum flow computations required by CDPS at every step, thereby substantially reducing

pivot selection overhead.

Exp9: Ablation of the top-down iterative search strategy. As shown in Table 5, MCQC-TD
exhibits a clear advantage over noTD, which times out on 5 instances (e.g., G5, G9, G32). The

superiority of the top-down strategy lies in its ability to terminate immediately once the first valid

𝛾-CQC of the target size is found. In contrast, the bottom-up strategy must exhaustively search

up to the size upper bound. In early stages (e.g., searching for size 𝑙𝑏 + 1), the target size is small,

leading to ineffective graph reduction and forcing the algorithm to explore an unnecessarily large

search space.

6.3 Case Study
Exp10: Evaluation of query predicate effectiveness. This study assesses whether the 𝛾-CQC

predicate provides a superior structural definition for querying cohesive substructures compared to

degree-based (𝛾-DQC), edge-based (𝛾-EQC), and absolute vertex-connectivity-based (𝑠-bundle) mod-

els. Since we focus on exact algorithms for processing the maximum query, we evaluate the quality of
the query result (the largest subgraph) returned by each model against ground-truth semantics. We

use the Amazon co-purchase graph
9
(𝑛=335K,𝑚=926K), containing 151K ground-truth communities

defined by product categories, as a benchmark. We compute global maximum subgraphs using

state-of-the-art exact solvers: our MCQC-TD (𝛾-CQC), IterQC [59] (𝛾-DQC), QClique [47] (𝛾-EQC),

and SymBD [39] (𝑠-bundle). The results are matched against ground-truth categories to benchmark

the modeling power of each predicate.

Table 6 reports the evaluation metrics. To facilitate a direct comparison, we align the proportional

parameter𝛾 and the absolute parameter 𝑠 from loose to strict (e.g.,𝛾 = 0.55 corresponds to the loosest

setting 𝑠 = 14). Overall, the 𝛾-CQC predicate consistently achieves the most robust performance,

attaining the highest average F1-score (0.74) and significantly outperforming 𝛾-DQC (0.63) and

9
https://snap.stanford.edu/data/com-Amazon.html
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Table 6. Semantic quality assessment of query results returned by different query predicates

Setting Metric

Model

Setting Metric

Model

𝛾-CQC 𝛾-DQC 𝛾-EQC 𝑠-bundle 𝛾-CQC 𝛾-DQC 𝛾-EQC 𝑠-bundle

𝛾 = 0.55

(𝑠 = 14)

Precision 0.71 1.00 0.27 0.95

𝛾 = 0.85

(𝑠 = 5)

Precision 1.00 1.00 1.00 1.00

Recall 1.00 0.33 0.08 0.42 Recall 0.89 0.89 0.31 0.17

F1-score 0.83 0.50 0.12 0.58 F1-score 0.94 0.94 0.48 0.29

Density 0.73 0.75 0.56 0.40 Density 0.93 0.93 0.87 0.76

𝛾 = 0.65

(𝑠 = 11)

Precision 1.00 1.00 0.36 0.94

𝛾 = 0.95

(𝑠 = 2)

Precision 0.71 0.57 0.63 0.25

Recall 0.30 0.30 0.33 0.37 Recall 1.00 0.80 0.71 0.67

F1-score 0.47 0.47 0.35 0.53 F1-score 0.83 0.67 0.67 0.36

Density 0.78 0.78 0.65 0.44 Density 1.00 1.00 0.96 0.93

𝛾 = 0.75

(𝑠 = 8)

Precision 0.44 0.44 0.90 0.79

Average

Precision 0.77 0.80 0.63 0.79

Recall 1.00 0.80 0.39 0.85 Recall 0.84 0.62 0.36 0.50

F1-score 0.62 0.57 0.55 0.82 F1-score 0.74 0.63 0.43 0.52

Density 0.86 0.81 0.76 0.59 Density 0.86 0.85 0.76 0.62

𝛾-EQC (0.43). In the Amazon graph, degree-based models enforce rigid per-vertex constraints,

excluding structurally supported peripheral products and leading to fragmented results. In contrast,

the global robustness of 𝛾-CQC maintains connectivity through multiple vertex-disjoint paths,

retaining complete community structures and yielding the highest average Recall (0.84).

Furthermore, the results highlight a crucial semantic advantage of 𝛾-CQC over the 𝑠-bundle

model. While 𝑠-bundle occasionally achieves high F1-scores under specific intermediate settings

(e.g., 𝑠 = 8), its performance degrades significantly when the constraint is too loose or too strict.

This behavior stems from its use of a fixed integer threshold 𝑠 , which lacks adaptability: a fixed

𝑠 is inevitably too strict for massive communities and too loose for small ones. In contrast, the

proportional parameter 𝛾 allows 𝛾-CQC to naturally adapt its connectivity requirements to the

community’s size, guaranteeing stable, high-quality results across all parameter settings and a

higher average F1-score (0.74 vs. 0.52).

7 Related Work
Quasi-clique query models. Research on processing 𝛾-quasi-clique queries can be categorized

by the structural constraint enforced. The first category concerns degree-based constraints (𝛾-

DQC) [28, 32, 35, 37, 42, 44, 48, 59, 64, 66], requiring each vertex to connect to at least 𝛾 · (𝑛 − 1)
neighbors. The second category involves edge-based constraints (𝛾-EQC), requiring the subgraph

to contain a density of at least 𝛾 [2, 3, 9, 41, 46, 51–53, 55]. While algorithms for finding maximum

instances of these models are well-studied, they overlook structural robustness. Consequently,

existing query processing techniques designed for 𝛾-DQC or 𝛾-EQC cannot be directly transferred

to the connectivity-based 𝛾-CQC.

The third line of research addresses the connectivity-based model (𝛾-CQC), originally highlighted

by Pattillo et al. [45] for its superior cohesiveness. Veremyev et al. [54] formalized the maximum

𝛾-CQC problem and proposed the Exact Iterative Algorithm (EIA). EIA maps the graph query to a

mixed integer programming (MIP) problem. It exploits the observation that a graph 𝑔 is a 𝛾-CQC

if there exists an integer 𝑘 such that 𝜅 (𝑔) ≥ 𝑘 and 𝛾 · ( |𝑉 (𝑔) | − 1) ≤ 𝑘 . Thus, EIA encodes the

query into a sequence of MIP constraints to find the largest subgraph satisfying these conditions.

However, EIA relies on generic MIP solvers which act as black-boxes, ignoring the topological

locality essential for efficient graph query processing. This results in poor scalability on large

graphs (e.g., the largest graph tested in [54] has only 2K vertices). Furthermore, EIA is bound by
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a trivial worst-case complexity of 𝑂∗ (2𝑛), whereas our MCQC-TD achieves a non-trivial bound of

𝑂∗ (𝜆𝑛𝑡 ) with 𝜆𝑡 < 2.

Other structural graph queries.Querying cohesive subgraphs with various structural constraints

is a core topic in graph data management. Representative models include 𝑘-plex [14, 15, 24, 26,

33, 34, 57], 𝑘-defective clique [11, 18, 19, 25], 𝑘-clique [12, 56, 65], densest subgraph [40, 60], and

𝑠-bundle [27, 30, 39, 45, 67].

Particularly related to our study is the 𝑠-bundle model, which also enforces vertex connectivity.

Recent works have proposed efficient algorithms for processing 𝑠-bundles, such as finding the

maximum 𝑠-bundle [39] or enumerating all maximal 𝑠-bundles [30]. These state-of-the-art algo-

rithms typically exploit local vertex connectivity to design powerful reduction rules. However,

the 𝑠-bundle model is governed by an absolute integer threshold 𝑠 and rigorously satisfies the

hereditary property (i.e., any induced subgraph of an 𝑠-bundle remains an 𝑠-bundle). This structural

property allows existing methods to rely heavily on monotonicity for pruning. In sharp contrast, the

𝛾-CQC model is governed by a proportional constraint 𝛾 that adapts to the subgraph size, making

it fundamentally non-hereditary. This non-hereditary nature completely invalidates traditional

monotonicity-based pruning techniques. To overcome this unique challenge, our reduction rule

(RR) is derived from a novel equivalent definition of 𝛾-CQC (Theorem 4.3), explicitly distinguishing

our algorithmic design from existing 𝑠-bundle search methods. For a broader overview of other

structural graph queries, interested readers are referred to recent surveys [13, 22, 31, 36].

8 Conclusion
We studied the efficient exact processing of theMaximum Connectivity-based 𝛾-Quasi-Clique (MCQC)
query and introduced MCQC-TD, a specialized branch-and-bound method. Its top-down search fixes

a target solution size, allowing the reduction rule RR and hybrid pivot selection HPS to prune

infeasible branches early. This design improves the worst-case time complexity from 𝑂∗ (2𝑛) to
𝑂∗ (𝜆𝑛𝑡 ), where 𝜆𝑡 < 2. The optimized initialization method MCQC-Heu and query decomposition

further tighten the bounds and divide massive queries into smaller subproblems.

Experiments on 664 benchmark and real-world graphs show that MCQC-TD solves substantially
more instances than the existing exact method and achieves speedups of up to five orders of

magnitude. The ablation studies demonstrate the complementary benefits of its main components,

while the case study confirms the value of the connectivity-based predicate for identifying ground-

truth communities. Extending the current single-machinemethod to distributed graph environments

while preserving exactness is an important direction for future work.
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