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Sparse matrix—matrix multiplication (SpMM) is a fundamental data operation for large-scale sparse data
processing. With NPUs increasingly deployed in data centers for their performance and energy efficiency,
accelerating SpMM on these platforms is a natural choice. However, high-performance SpMM on NPUs poses
a data management challenge, as irregular sparsity demands efficient data organization and scheduling. On
Ascend 910B, the official MindSpore implementation achieves only 36.3% of the performance of GPU-based
sparse libraries such as cuSPARSE on NVIDIA A100.

To this end, we conduct an in-depth architectural analysis of SpMM execution on NPUs versus GPU and
identify that the key performance bottleneck for SpMM on NPUs lies in the lack of efficient coordination
across heterogeneous compute units under tile-based execution model. Therefore, we propose NeutronSparse,
a coordination-first SpMM framework for NPUs. NeutronSparse integrates two key techniques: (i) Sparsity-
aware coordination of heterogeneous engines, which adaptively partitions and balances workloads between
heterogeneous compute units to keep them busy, and (ii) Locality-aware tile orchestrating, which reorganizes
and reuses data tiles to reduce redundant computation and data movement overhead. Evaluations on Ascend
910B show that NeutronSparse achieves 1.26x-7.78% speedup over NPU baselines and 1.03x-3.07X speedup
over leading GPU libraries on NVIDIA A100, revealing untapped potential of NPUs for sparse computation.
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Fig. 1. Comparison of SpMM performance between the Ascend 910B and Nvidia A100.

1 Introduction

Sparse matrix—-matrix multiplication (SpMM) is a fundamental kernel in modern data processing
and data management systems [8, 10, 14, 16, 31, 51, 52, 57], and is widely used in AI workloads
[36, 46, 50]. In particular, SpMM acts as a core data transformation that combines sparse structure
with dense features, serving as the computational primitive for graph neural network aggregation
[2, 3, 34, 42-44, 58] and sparse attention in large language models (LLMs) [18, 35, 41]. As input
sizes grow from billion-scale graphs to LLMs with hundreds of billions of parameters [46, 50, 51],
SpMM increasingly stresses both compute and memory bandwidth, making accelerator support
essential for scalable performance.

Neural Processing Units (NPUs) have become a cornerstone of modern Al infrastructure, with
vendors such as Huawei (Ascend) [22], Google (TPU) [17], Cambricon (MLU) [24], and Intel (Gaudi)
[28] deploying their architectures widely across data centers. As demand for Al computation
accelerates, NPUs’” market share continues to grow rapidly [55, 56]. These NPUs share two common
architectural features. First, they are built around matrix-centric heterogeneous compute units (e.g.,
matrix, vector, and scalar engines) to support diverse operator and data-access patterns. Second,
they follow a tile-centric execution style, where fixed-shape matrix/vector tiles are the basic unit
of both computation and data staging. These architectural features have the potential for higher
computation capacity [39]. In this work, we focus on the Ascend NPU, which provides mature
software support through its Compute Architecture for Neural Networks (CANN).

Efficiently implementing SpMM on NPUs poses a data management challenge. Specifically, NPUs
are architected around regular dataflows and high-throughput matrix engines [12, 47], which
perform well on dense tensors but struggle with the skew, dynamic sparsity, and irregular memory
access that characterize SpMM workloads [10, 16, 36]. As shown in Figure 1, our evaluation on
the SuiteSparse dataset [6] reveals that the official SpMM implementation in MindSpore [59] for
Ascend 910B is 1.2 to 4.1 times slower than cuSPARSE running on an NVIDIA A100 GPU, despite
both offering comparable peak FLOPS and memory bandwidth (910B: 280 TFLOPS, 1.8 TB/s; A100:
312 TFLOPS, 2.04 TB/s). This exposes the significant optimization gap in the current Ascend
sparse computation stack and highlights the potential of architecture-aware data organization
and execution orchestration for improving SpMM performance on sparse workloads. Given the
widespread deployment of NPUs and the central role of SpMM in data-intensive Al pipelines (e.g.,
GNN aggregation and sparse attention), efficient SpMM on existing NPU platforms is essential to
sustain scalable data management and analytics.

Unfortunately, SpMM optimization techniques developed for GPUs cannot be directly applied to
NPUs due to fundamental architectural differences. We identify two NPU-specific challenges for
SpMM. (1) heterogeneous engines must be explicitly coordinated to avoid load imbalance and idle
compute. (2) tile-centric execution can introduce substantial redundant work and data movement
overhead under irregular sparsity.
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Fig. 2. Resource allocation in NPU Al Cores and GPU SMs.

First, Ascend NPUs integrate a matrix engine (AIC) and a vector engine (AIV) within each Al
Core. Since they have independent instruction streams and per-engine local buffers, AIC and AIV
can run concurrently with minimal on-chip resource contention (Figure 2 (a)) [7, 22, 55, 56]. This
makes coordination a first-order requirement for Sp)MM on NPUs: workloads must be partitioned
and scheduled to keep AIC and AIV making balanced progress, otherwise one engine stalls. By
contrast, GPU SpMM optimizations typically alternates CUDA-core and Tensor-Core kernels with
limited overlap, because both engines contend for shared SM resources (e.g., registers and shared
memory) (Figure 2 (b)) [53]. As a result, GPU approaches typically statically partition sparse and
dense regions and execute the corresponding kernels sequentially (e.g., sparse on CUDA cores
and dense blocks on Tensor Cores) [21, 38, 46, 50]. Such mapping is fundamentally mismatched
to NPUs: it routes work based on sparsity alone, ignoring heterogeneous engine throughput and
execution balance. As a result, one engine dominates the critical path while the other idles, limiting
effective overlap and parallelism

Second, Ascend NPUs follow a SIMD-based execution model that combines tile-based computa-
tion with software-managed memory [22]. AIC and AIV operate on fixed-size matrix and vector
tiles, so SpMM is executed at a coarse, tile-level granularity. They always process tiles of a fixed
shape, no matter how nonzeros are distributed inside the tile; when the sparsity pattern is uneven,
many tiles contain only a few useful entries, which leads to redundant computation and load im-
balance [1, 29, 37]. GPUs instead follow a SIMT model, mapping thousands of lightweight threads
to fine-grained work units (e.g., individual nonzeros or short segments) [53, 57]. SIMT-specific
techniques such as warp-level NNZ load balancing (thread/warp-per-nonzero mapping) are hard to
port to SIMD NPUs [25, 33, 37, 38, 53]. Therefore, SpMM on NPUs calls for tile-centric scheduling
that partitions and dispatches work at tile granularity to mitigate redundant work.

These differences introduce challenges for sparse workloads but also suggest an opportunity:
SpMM on NPUs must be designed around coordinating heterogeneous engines under SIMD-based,
tile-centric execution, rather than simply porting GPU-style kernels. Therefore, we propose Neu-
tronSparse, a coordination-first SpMM framework for NPUs. First, it performs sparsity-aware
coordination of heterogeneous engines that goes beyond data-driven partitioning. It derives a spar-
sity threshold based on hardware execution characteristics, which guides a lightweight row-column
extraction that assigns sparse rows and columns to AIV and the remaining denser workloads to
AIC. At runtime, NeutronSparse continuously monitors the relative progress of AIV and AIC and
adaptively migrates tiles to the faster engine, ensuring that both engines make balanced progress
and remain busy throughout the pipeline. Second, NeutronSparse introduces locality-aware tile
orchestrating that is specifically designed for SIMD-style NPUs. Rather than pursuing fine-grained
NNZ-level reorderings, NeutronSparse reshapes sparsity at tile granularity through a lightweight
global-local reordering that forms denser tiles. It further exploits software-visible control over the
NPU memory hierarchy to enable hierarchical tile reusing, coordinating reuse across Al Cores via
shared cache residency and within each Al Core via buffer-resident tile shaping.

Our contributions are summarized as follows:
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e Cross-Architecture Analysis. We systematically compare SpMM on GPUs and Ascend NPUs,
identifying two NPU-specific bottlenecks: cross-engine coordination and sparsity inefficiency
under SIMD-based execution.

e Sparsity-aware Heterogeneous Coordination. We propose a coordination mechanism that
combines architecture-aware static partitioning with runtime adaptive tile redistribution, balanc-
ing AIC/AIV workloads to maximize overlap.

e Locality-aware Tile Orchestrating. We propose a tile-granular data orchestrating method,
combining global-local reordering with hierarchical tile reuse to reduce redundant computation
and data movement overhead

e The NeutronSparse Framework. We implement NeutronSparse, an SpMM framework on
Ascend 910B that integrates our coordination mechanisms with optimized AIC/AIV kernels.

We evaluate NeutronSparse on an Ascend 910B processor. The experimental results show that
NeutronSparse achieves 1.26Xx-7.78x speedup over the NPU baseline and achieves 1.03X-3.07X
speedup over state-of-the-art GPU SpMM libraries across various datasets.

The rest of this paper is organized as follows. Section 2 introduces the architectures of GPUs
and Ascend NPUs. Section 3 presents our cross-architecture analysis and motivates NPU-specific
SpMM design. Section 5 describes sparsity-aware coordination of heterogeneous engines. Section 6
describes our locality-aware tile orchestrating. Section 4 describes the implementation of Neutron-
Sparse. Section 8 evaluates NeutronSparse on real-world workloads. Section 9 discusses related
work. Section 11 concludes the paper.

2 Background
2.1 GPU Architecture

Modern GPUs are general-purpose parallel accelerators, commonly used in high-performance
computing and Al workloads. They adopt the Single Instruction Multiple Thread (SIMT) program-
ming model, where thousands of lightweight threads execute in parallel, grouped into warps of
32 threads that run in lock-step. Figure 3 shows the overview of the GPU architecture, using an
NVIDIA GPU as an example. At the hardware level, a GPU is composed of multiple Streaming
Multiprocessors (SMs), each integrating scalar cores and, in some architectures, matrix-oriented
cores such as NVIDIA Tensor Cores [10, 13, 31]. These compute units share the SM’s fast on-chip
storage, including registers and shared memory [10]. To further boost throughput, GPUs use
hardware-managed L1/L2 caches and massive multi-threading to hide memory latency [13, 16, 32].
All SMs access a global memory space, enabling inter-SM communication and large-scale data
processing [54].

2.2 Ascend NPU Architecture

Ascend NPUs, developed by Huawei, are Al-specialized processors that adopt a heterogeneous
design to accelerate deep learning and other compute-intensive tasks [7, 22]. Figure 4 shows the
overview of the Ascend NPU Architecture. The core computational component is the Al Core, built
on the DaVinci architecture [22, 23], which integrates two primary compute engines: the AI Cube
(AIC) and the AT Vector (AIV). AIC is optimized for dense matrix multiplications and features a 3D
Cube Unit that processes 16x16x16 float16 tiles per cycle. AIV is optimized for vector operations
and includes a 2048-bit Vector Unit capable of 128-wide computations per cycle [22]. Both engines
are equipped with local buffers and scalar units for control and reduction operations. Each Al
Core contains two AIV units and one AIC unit, each loading its own instruction stream to enable
decoupled execution of vector and matrix tasks [7, 12, 22, 56]. To facilitate data movement, Ascend
provides a dedicated Memory Transfer Engine (MTE), which manages transfers between HBM and
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Fig. 3. Overview of the Nvidia GPU architecture. Fig. 4. Overview of Ascend NPU architecture.

various on-chip buffers [22, 56]. In addition, Ascend includes a fixed-function FixPipe datapath that
streams tiles between on-chip buffers and global memory for efficient staging and write-back (e.g.,
draining LOC results to HBM) [22, 56].

Different generations of Ascend processors adopt slightly different AI Core organizations. Earlier
Ascend architectures (Ascend 910A and early 910B) adopted a coupled design [22], where the Cube
unit can directly feed the Vector unit through Buffer C and the AI Core contains a single scalar
control path. In contrast, this paper targets the newer decoupled design used by current mainstream
Ascend processors (910B/910C/910D), where Cube and Vector are separated into AIC and AV,
the direct Cube-to-Vector path is removed, and each side has its own scalar unit for independent
instruction dispatch and control. Figure 4 follows this newer decoupled design.

3 Comparison and Analysis of GPU and NPU for SpMM

While SpMM has been extensively optimized on GPUs [8, 10, 14, 25, 37, 40, 45, 52, 57], these opti-
mizations do not directly carry over to NPUs due to key architectural differences. We compare GPU
and Ascend NPU architectures along two dimensions that fundamentally affect SpMM performance:
Compute Unit Heterogeneity and SIMD-based Execution.

3.1 Compute Unit Heterogeneity

Both GPUs and Ascend NPUs employ heterogeneous compute units, but differ fundamentally in
how these units interact and are scheduled. This distinction has a major impact on SpMM execution
efficiency. Figure 3 and Figure 4 highlight a key scheduling contrast between GPUs and Ascend
NPUs. On GPUs, CUDA cores and Tensor Cores are integrated within the same SM and contend for
shared on-chip resources (e.g., registers/shared memory), which limits practical overlap in SpMM
execution [13, 53]. On Ascend, AIV and AIC are decoupled with independent pipelines and local
buffers, enabling concurrent execution within an Al Core and making cross-engine coordination a
primary lever for SpMM efficiency.

Experimental Analysis. To quantify the benefit of concurrent execution across heterogeneous
compute engines, we conduct a controlled overlap experiment on both NPUs and GPUs. We co-run
two matrix multiplication tasks, assigning one to the vector-oriented engine (AIV/CUDA cores)
and the other to the matrix engine (AIC/Tensor Cores), and vary the workload of the latter. We
measure concurrency using the Overlap Rate metric [53], which captures the fraction of execution
time saved due to overlap (upper-bounded by 50%). As shown in Fig. 5, Ascend NPUs achieve
consistently higher overlap (2.1%-32.9%), while GPUs show minimal or even negative overlap
(-3.9%-1.3%). This gap indicates that NPUs provide substantially stronger support for cross-engine
concurrency, motivating a coordination-first design for SpMM.
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Limitation of Existing NPU Baselines. We further analyze how prior Ascend SpMM imple-
mentations utilize heterogeneous engines within a fixed execution window on ogbn-arxiv. We
profile the execution timeline of AIV and AIC and report their utilization patterns. As shown in
Fig. 6, both baselines fail to exploit effective AIC-AIV concurrency. MindSporeGL executes almost
entirely on AIV, with AIC utilization below 10%, leaving the primary compute engine largely idle.
In contrast, the AIC-based design heavily relies on AIC (over 80% utilization), while AIV is only
sporadically invoked, resulting in mostly serialized execution. In both cases, the overlap between
AIC and AIV remains minimal, leading to underutilization of available compute resources. This
analysis reveals a key limitation of existing designs: they rely on a single engine at a time rather
than coordinating both engines. This further motivates a coordination-first approach that jointly
schedules AIC and AIV to unlock the full potential of Ascend NPUs.

3.2 SIMD-based Execution

GPUs follow Single Instruction Multiple Threads (SIMT), scheduling thousands of lightweight
threads in warps to exploit fine-grained parallelism, whereas Ascend NPUs adopt Single Instruction
Multiple Data (SIMD) and execute at a coarse, fixed-shape tile granularity through AIC/AIV
[10, 22, 53]. This difference affects how SpMM handles irregular sparsity: SIMT can map work
near the NNZ level, while SIMD issues whole tiles, so uneven nonzeros may translate into tile
underutilization [1, 29, 37].

Equally importantly for system design, SIMD-style NPUs expose substantially more software-
visible control over data movement and residency in the on-chip hierarchy. To sustain SIMD
throughput, tiles must be explicitly formed and staged across L2/L1/L0 buffers (e.g., via software-
orchestrated transfers and cache controls), so reuse is not only a consequence of access patterns
but also a controllable scheduling decision [22]. In contrast, GPUs rely largely on OS-managed
caching and warp scheduling; locality is primarily improved by shaping thread-level access, while
cache residency and eviction are mostly opaque to the programmer [13, 53]. Therefore, SpMM
optimization on NPUs places greater emphasis on tile-centric organization and explicit buffer-aware
scheduling to maximize reuse and reduce buffer traffic under the SIMD execution model [1, 29, 37].

Experimental Analysis. To quantify the redundancy induced by tile-granular execution under
sparsity, we conduct a controlled measurement on five real-world sparse matrices. We sweep the
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Table 1. Fraction of redundant zeros within active tiles under different tile shapes. (TC: Tensor Core)

GPUTC NPU AIC Tiles
Dataset
4x4 16X16 32X32 64x64 128x128
Cora 0.018 0.255 0.672 0.977 0.998
Reddit 0.031 0.392 0.845 0.996 0.998
Flickr 0.001 0.026 0.097 0.304 0.686
Wiki-RfA 0.021 0.275 0.691 0.981 0.999
Mouse_gene 0.153 0.724 0.929 0.986 0.996
Average 0.04 0.33 0.64 0.84 0.92
nput Sparse Matrix o-fgection6.1] - - - - - oo oo oo ’ Applications (GNNs, LLMs, ...)
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Fig. 7. Workflow of NeutronSparse.

tile size t € {4, 16,32, 64, 128} and conceptually tile each matrix; following a tile-centric execution
abstraction, a tile is marked active if it contains at least one nonzero, and the kernel processes active
tiles as whole txt units. We then report the fraction of zeros inside all active tiles as a proxy for
tile-induced redundant work. As summarized in Table 1, redundancy increases sharply with coarser
tiles: averaged over the five datasets, the zero fraction rises from 0.04 at 4x4 to 0.33 (16X16), 0.64
(32%32), 0.84 (64x64), and 0.92 (128x128). This trend highlights an architectural asymmetry: GPUs
can exploit smaller tiles (e.g., 4x4 Tensor Core fragments) and fine-grained SIMT work mapping,
keeping redundancy low and enabling flexible access to small blocks, whereas on Ascend NPUs the
matrix engine operates at a much coarser granularity—16x16 is the minimum AIC tile, making
tile-level redundancy substantial even at the smallest supported tile size. Moreover, larger tiles are
often favored on NPUs for better data reuse under SIMD-style execution, which further amplifies
the redundancy penalty.

4 The NeutronSparse Framework

We develop NeutronSparse, an efficient SpMM framework on Ascend NPUs with two core functions:
sparsity-aware coordination of heterogeneous engines and locality-aware tile orchestrating.

Overall Execution Flow. Figure 7 summarizes the end-to-end workflow of NeutronSparse,
which turns an input sparse matrix into a coordinated AIC-AIV execution pipeline through three
tightly coupled stages: workload partitioning, tile preparation, and SpMM computation. First,
NeutronSparse uses the cost model in Section 5.2 to split the SpMM workload into two engines,
routing sparse tiles to AIV and dense tiles to AIC, thus establishing a balanced starting point on
the heterogeneous engines. Next, it performs tile preparation to make this split executable under
the NPU’s tile-based model: tiles are formed and optimized via global-local reordering (Section 6.1)
to better align nonzeros at tile granularity, and tile reuse is explicitly planned across the memory
hierarchy (Section 6.2) by staging frequently accessed dense B rows for cross-core reuse while
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choosing per-core tile shapes that saturate private buffers and favor efficient transfers. Finally, AIV
and AIC kernels (Section 5.1) consume the prepared tile streams concurrently within each Al Core,
and NeutronSparse applies the load-balancing coordination in Section 5.3 to overlap their progress
and avoid engine idle time.

5 Sparsity-Aware Coordination of Heterogeneous Processing Engines

We propose a sparsity-aware coordination strategy that combines static heterogeneous workload
partitioning (Section 5.2) with adaptive runtime coordinated pipelining (Section 5.3), enabling
sustained overlap between AIC and AIV.

5.1 Execution Model of SpMM on AIC and AlV

In this section, we establish a high-level execution model for SpMM on Ascend NPUs by charac-
terizing how the heterogeneous AIC and AIV engines process sparse-dense multiplication. They
follow fundamentally different execution models, reflecting their architectural specialization for
dense and sparse workloads, respectively.

AlIV-based SpMM Execution. As illustrated in Figure 8a, AIV executes SpMM in a vector-oriented
manner. During execution, AIV performs a Gather operation that uses the column indices of the
sparse vector to fetch the corresponding row vectors from the dense matrix B. The gathered vectors
are stored in the local on-chip buffer (UB) and subsequently accumulated into the output via
ScatterAdd. By operating directly on vectors after Gather, AIV avoids redundant computation on
zero entries and is therefore better suited to relatively sparse workloads.

AIC-based SpMM Execution. In contrast, AIC adopts a dense execution model optimized for
matrix multiplication, as illustrated in Figure 8b. During execution, the column indices associated
with each tile of the sparse matrix A are used to perform a Gather operation, which fetches the
corresponding feature vectors from the dense matrix B. The gathered data are stored in the local
on-chip buffer (LOB), while the corresponding tiles from matrix A are loaded into the local buffer
(LOA). Since computation is still performed on tile-level operands, zero entries inside sparse tiles
also participate in MatMul, introducing redundant work and making AIC more suitable for relatively
dense tiles.

5.2 Heterogeneous Workload Partitioning

The goal of heterogeneous workload partitioning is to decompose a sparse matrix into tile-level
workloads and assign them to the processing engine best matched to their sparsity characteristics.
To this end, we first derive a sparsity threshold using an architecture-aware cost model, and then
partition SpMM workloads across AIC and AIV accordingly.

5.2.1 Architecture-Aware Cost Model. Existing partitioning methods for heterogeneous SpMM
are largely data-centric, e.g., splitting workloads by sparsity and routing them to the preferred
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engine [21, 38, 46, 50]. On Ascend NPUs, this is insufficient because partitioning must optimize
execution-time balance rather than data characteristics alone: even if AIV receives the sparse part
and AIC receives the dense part, overall performance degrades whenever their assigned workloads
finish at mismatched pace, leaving one engine idle and reducing overlap. Therefore, we introduce
an architecture-aware cost model that estimates the sparsity tile runtime on AIV and AIC from
hardware execution characteristics, and uses predicted runtime to guide workload allocation so
that AIV and AIC make balanced progress during execution.

Specifically, we derive an architecture-aware sparsity threshold « via a lightweight sparse-aware
dry run. Here, & € [0, 1] denotes a density boundary (NNZ ratio) that separates tiles better handled
by AIV from those better handled by AIC: tiles with density below « are assigned to the sparse-
friendly ATV, while the remaining tiles are assigned to AIC. The key is that this boundary should
reflect real hardware efficiency, i.e., where AIV and AIC deliver comparable effective progress under
their respective execution styles.

To obtain &, we run SpMM microbenchmarks on both engines using representative strategies (AIC
with GEMM-style dense multiplication and AIV with vectorized sparse-oriented multiplication),
and measure their empirical throughputs, Pajc and Payy. For a matrix of size M X K with NNZ
nonzeros, its density is NNZ/(M-K). We model the execution time on AIV as proportional to the
number of nonzeros, and the execution time on AIC as proportional to the full tile volume:

NNZ M-K
COStAlv(NNZ) = ,  Costalc = . (1)
Parv Parc

We then choose the crossover point NNZ* such that the two engines achieve a balanced progress
rate according to their architectural capacity ratio r (e.g., r=2 since each Al Core contains two AIV
units and one AIC unit). Concretely, we find NNZ* that makes Costary(NNZ)/Costaic as close as

possible to r:

Costav(NNZ)  \?
—_— -

NNZ* = arg min (2)
NNZ Costaic
Minimizing this objective yields I%IZV* =r- %, and thus the sparsity threshold
NNZ* P
o= =r. AV 3)

"Mk Paic’
In the following, we use « to classify tiles by density and construct tile-level workloads for hetero-
geneous execution.
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5.2.2  AIV-AIC Workload Partitioning. Using the density threshold &, we partition SpMM workloads
across AIV and AIC via a lightweight two-stage row—column extraction. We choose extraction-based
partitioning because it (i) can be implemented by a single linear scan over the sparse structure, (ii)
directly targets workload skew dominated by a few long rows/columns, and (iii) yields submatrices
that naturally match the data formats and execution paths of AIV (irregular sparse vectors) and
AIC (regularized dense tiles).

Extraction Metric and Rule. Let v denote a sparse vector in A (a row or a column, depending on
the extraction dimension). We define its nonzero length as

Len(v) = [{x; | x; € v, x; # 0}, 4
and convert the density boundary « into a length threshold
Thres = a - K, @)

where K is the vector dimension. Vectors with Len(v) < Thres are treated as sparse workloads and
assigned to AIV, while the remaining vectors are assigned to AIC.

Two-Stage Row-Column Extraction. As shown in Figure 9, we apply the above rule in two
stages. We first traverse A once to compute Len(-) and extract sparse rows to AIV; the remaining
rows form a denser submatrix are routed to AIC. Since row extraction alone may still leave the
AIC submatrix with highly sparse columns, we apply the same extraction rule once more along the
column dimension within the AIC submatrix, moving short columns back to AIV. This two-stage
procedure decomposes A into a dense core handled by AIC and sparse fringes handled by AIV,
providing a static, sparsity-aware workload decomposition that is well aligned with heterogeneous
execution. We store the AIC-assigned dense core in a BitMap to enable sequential access and
tile-based computation, while storing the AIV-assigned sparse fringes in COO to avoid zero storage
and support irregular gather/scatter accesses.

5.3 Adaptive AIV-AIC Coordinated Pipelining

Static partitioning (Section 5.2) provides an initial AIV/AIC mapping guided by the hardware-aware
threshold a. During execution, however, SpMM on Ascend runs as a concurrent two-engine pipeline:
ATV and AIC process their assigned workloads in parallel within an AI Core, and the end-to-end
latency of each iteration is determined by the slower engine. Due to irregular sparsity and runtime
variation (e.g., skewed rows/columns and cache effects), the two engines may drift out of balance,
causing the faster engine to stall and leaving pipeline bubbles. We therefore introduce an adaptive
coordinated pipeline that (i) monitors the relative progress of AIV and AIC at coarse granularity
and (ii) migrates a small amount of remaining work from the bottleneck engine to the idle engine,
thereby sustaining overlap and minimizing idle gaps.

Progress Monitoring at Epoch Granularity. Many target workloads repeatedly invoke SpMM
across a large number of iterations/epochs (e.g., GNN training typically runs hundreds of epochs
and sparse attention executes similar sparsity patterns across layers and steps). This repetition
makes epoch-level adjustment effective: a decision made from the previous epoch’s timing feedback
remains informative for subsequent epochs, while keeping the monitoring overhead negligible.
Accordingly, we execute SpMM in epochs and collect per-epoch execution time for each engine:
Atajc for AIC and Aty for ATV (Figure 10, top). We quantify imbalance with a dimensionless skew

ratio
» max(Ataic, Atarv)

. (6)

min(Afarc, Atav)
When Skew < 1 + ¢, the engines are considered sufficiently balanced. We trigger migration only if
Skew > 14€, where € is a small tolerance (e.g., 0.05) to avoid oscillation. This lightweight mechanism

Skew
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Fig. 10. Load migration under runtime load imbalance.

serves as a short warm-up process after the initial partition, using only epoch-level timing to correct
residual imbalance with negligible overhead. Our current target is mainly static SpMM workloads.
For dynamic workloads, matrix evolution is often gradual, so the original partition can remain
effective for multiple epochs and migration can be re-triggered after sufficient changes accumulate.

Adaptive Workload Migration. When imbalance is detected, we migrate part of the residual
workload from the bottleneck engine to the other engine to eliminate pipeline bubbles. Let R denote
the remaining work on the slower engine at the moment the faster engine would otherwise become
idle (Figure 10, top). Migration follows a sparsity-guided direction consistent with the execution
models of AIV and AIC (Figure 10, bottom):

o AIC is the bottleneck (Ataic > Atarv). We preferentially extract sparser tiles from AIC’s
residual work and offload them to AIV. Concretely, we decompose candidate tiles into sparse
vectors (index-value lists).

e AIV is the bottleneck (Atary > Atarc). We preferentially densify and pack relatively dense
sparse vectors from AIV’s residual work into tile-aligned matrix blocks and offload them to AIC.
Concretely, we merge denser rows/segments to form matrix tiles.

During the local reordering stage (Sec. 6.1), when the matrix is organized into fixed-shape tiles,
we simultaneously record the sparsity of each tile. Online migration then directly uses these
precomputed sparsity values to identify sparser tiles from the residual workload.

We use the threshold « (Section 5.2.1) as a hardware-aware target split between AIV- and AIC-
suited workloads. Given the residual workload R, we partition it into R, and RJ’\IC to balance
execution time across the two engines. Since AIV and AIC follow different cost models (Eq. (1)),
the partition is not based on row or tile counts. Instead, we select R:MV C R such that its nonzero
count and the remaining dense workload assigned to AIC satisfy:

NNZ(R, P
/(—AIV) ~a=r 2 (7)
M(RAIC) -K PAIC
where R, |~ = R\ R}, and M(R],.) denotes the number of rows in the AIC-assigned workload.

This condition aligns the workloads according to the throughput capabilities of the two engines
and corresponds to the sparsity threshold a.

6 Locality-Aware Tile Orchestrating

On NPUs, SpMM is fundamentally governed by the tile as the minimum unit of computation and
data movement. While many GPU-style reorderings can in principle be applied to NPUs, directly
reusing NNZ-/thread-level transformations is often unnecessarily fine-grained for tile execution and
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Fig. 11. Global reordering. Fig. 12. Local reordering.

can introduce prohibitive preprocessing overhead. This motivates a different optimization principle
for NPUs: improve locality at tile granularity, and trade heavy preprocessing for lightweight,
hardware-effective transformations. Equally importantly, SIMD-style NPUs expose much more
explicit control over tile movement and residency across on-chip buffers. Since tile materialization,
staging, and eviction are largely software-orchestrated, performance depends not only on how tiles
are formed, but also on where they are kept and how often they are reused under buffers.

Therefore, we adopt a lightweight, tile-centric orchestrating strategy that jointly optimizes tile
formation and tile reuse to reduce both redundant tile execution and unnecessary memory traffic.
Specifically, we introduce two complementary mechanisms: (i) a global-local tile reordering scheme
that coarsely reshapes row/column locality and then cheaply refines tile alignment to form denser,
better-aligned tiles, and (ii) hierarchical tile reusing that improves reuse both across Al Cores (by
retaining high-frequency dense B tiles in shared cache) and within each AI Core (by choosing tile
shapes that maximize buffer residency and enabling aligned write-back). Together, these techniques
improve sustained throughput under irregular sparsity.

6.1 Global-Local Tile Reordering

Prior reorderings for GPUs often rely on fine-grained row/column permutations to maximize
NNZ-level alignment and clustering [9, 21, 29, 54]. For tile-based NPUs, we instead target tile-level
density and alignment with a lightweight two-level global-local reordering scheme. The global
stage performs a coarse permutation over both rows and columns to form a small number of
large clusters, capturing dominant structural correlations with low overhead. The local stage then
refines each cluster at row-window granularity: it groups rows with similar sparsity patterns to
improve intra-tile alignment and to facilitate column compaction during tile construction. Together,
the two stages achieve tile-friendly layouts while keeping preprocessing lightweight.

Global Reordering. The global stage aims to expose coarse structural locality by grouping strongly
related rows and columns into clusters. Here, rows are considered related if they share similar
nonzero-column patterns, while columns are considered related if they share similar nonzero-
row patterns. As shown in Figure 11, we model the sparse matrix as a bipartite graph and apply
Rabbit Order [5, 29] to reorder the original row and column indices so that related rows and
columns become adjacent and form clusters. Unlike aggressive clustering schemes that iterate until
convergence [21, 29, 54], we intentionally limit the number of clusters. This reordering makes
originally scattered nonzeros fall into more localized row and column ranges, forming denser
block-like regions in the reordered matrix. Such a coarse permutation captures the major structural
correlations needed by the subsequent local reordering, while keeping preprocessing overhead low
and avoiding unnecessary fragmentation for tile-oriented execution.

Local Reordering. After global clustering, residual sparsity still exists inside each cluster. Rather
than continuing expensive element-level permutations over both rows and columns, the local
stage refines locality at tile granularity. As shown in Figure 12, we partition each cluster into row
windows whose height matches the target tile shape (i.e., M, set to 128 in Section 5.2). We then
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reorder rows within each cluster by grouping rows with similar sparsity patterns into the same
window, which increases nonzero alignment across columns and exposes empty column regions
that can be compacted during tile construction. Concretely, we use the current row windows as
anchors by selecting one representative row per window, and then rebuild windows greedily: for
each anchor row, we pick the (M—1) most similar unassigned rows based on Jaccard similarity over
their nonzero column sets, form a new window, and remove assigned rows to avoid duplication.
Importantly, this refinement only permutes rows and does not alter the global column order, making
it much cheaper than full element-level reordering while still producing denser, better-aligned tiles.

In summary, the global-local reordering strategy reflects a deliberate trade-off. The global stage
provides a coarse approximation of element-level reordering to capture long-range structure, while
the local stage performs low-cost, tile-oriented refinement to align with SIMD execution. This
design contrasts with GPU-oriented approaches that pursue maximal fine-grained alignment, and
instead tailors reordering to the needs and limits of tile-based NPUs.

6.2 Hierarchical Tile Reusing

Tile reusing on NPUs can be reasoned at two distinct levels: reusing across Al Cores and reusing
within a single AI Core.

6.2.1 Inter-core Tile Reusing. After partitioning the sparse matrix A by rows (or row windows),
different AI Cores process disjoint subsets of A. However, both AIV and AIC repeatedly perform
Gather to fetch rows of the dense matrix B according to the column indices of nonzeros in A. As a
result, even when Al Cores work on independent tiles of A, their accesses to B exhibit substantial
overlap. This makes B a natural target for inter-core tile reusing.

Unlike GPUs, where L2 cache behavior is largely managed by hardware and the operating system,
Ascend NPUs allow software to explicitly control whether memory accesses are cached in L2 [4, 22].
We exploit this capability to orchestrate B as a shared working set across Al Cores. Guided by
the global reordering from Section 5.1, we process the tiles cluster by cluster. For each active
cluster, we identify the rows of B that are most frequently accessed by tiles within that cluster and
proactively stage them into the shared L2 cache. During the processing of this cluster, accesses to
these high-frequency rows of B are marked as cacheable, while accesses to sparse tiles of A and
less frequently used rows of B bypass L2.

The size of the staged B working set is bounded by the L2 capacity (typically 20-32 MB). In
practice, we conservatively cap it at approximately 80% of the available L2 space to tolerate system-
reserved entries and runtime fluctuations. This design enables multiple AI Cores to reuse the same
B tiles while processing different row windows, improving the reuse efficiency of hot B tiles and
reducing redundant HBM traffic induced by repeated Gather.

6.2.2 Intra-core Tile Reusing. Within an Al Core, tile reusing mainly takes the form of tile shaping,
where the tile shape determines how much computation can be performed before operands and
partial results are evicted from on-chip buffers. By keeping data resident longer, a well-orchestrated
tile improves intra-core reuse efficiency. In our design, each tile corresponds to one row window
produced by local reordering, with height M and width K in the sparse window, and width N in the
associated dense matrix B. Selecting a proper (M, N, K) requires balancing compute throughput,
buffer capacity limits, and write-back efficiency.

Architectural Constraints. Ascend 910B provides three on-chip buffers per AIC: LOA and LOB
(64 KB each) for fp16 operands of the MxK A-tile and the KXN B-tile, and LOC (256 KB) for fp32
accumulation of the MXN output tile. To overlap computation with data transfer, we employ
double-buffer pipelining (see Section 6.2 for details), so a tile can use at most half of each buffer.
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Let C4=Cp=64 KB and Cc=256 KB denote the capacities of LOA, LOB, and LOC, respectively. Since
fp16 and fp32 occupy 2 and 4 bytes per element, the residency constraints are:

(MK) - 2 < 3Cq, (NK) - 2 < 3Cg, (MN) -4 < 1Cc. (8)
R N— —
A-tile bytes B-tile bytes C-tile bytes

Substituting C4=Cp=64 KB and C-=256 KB yields:
MK < 16384, NK < 16384, MN < 32768,

where M, N, and K must also be multiples of 16 to satisfy AIC execution requirements.

Write-back Preference. The output matrix is stored in row-major layout and written back row
by row. As a result, consecutive output tiles advance the global write pointer by N -4 bytes. When
this stride is aligned to the fixpipe 512-byte transaction granularity, write-back achieves higher
bandwidth; otherwise, split transactions may degrade efficiency [22, 56]. This favors tile shapes
with N being a multiple of 128.

Maximizing AIC Utilization. AIC throughput is determined by the tile volume MNK. Given the
input-buffer constraints MK < 16384 and NK < 16384, the maximum achievable MNK is reached
when both bounds are tight. One such configuration is (128, 128, 128), which fully utilizes LOA and
LOB and satisfies the preferred N>128 for efficient write-back.

From this peak-throughput point, we can increase N and reduce K proportionally while keeping
NK=16384 unchanged. This preserves the same AIC throughput but reduces the A-side footprint
MK, thereby improving compute efficiency. As a result, (128,256, 64) achieves the same AIC
throughput as (128,128, 128) with lower input traffic. Specifically, the fp16 input traffic per tile
equals the combined footprints of the A- and B-tiles, i.e., 2(MK + NK) bytes. Thus, (128, 256, 64)
transfers 2(128-64 + 256-64) = 48 KB, whereas (128, 128, 128) transfers 2(128-128 + 128-128) = 64 KB.

Final Tile Choice. The above trade cannot be extended indefinitely, since the fp32 output must
satisfy MN < 32768 under double-buffered LOC, which bounds N < 256 when M = 128. Combining
AIC utilization, input traffic, buffer residency, and write-back efficiency, we adopt

(M, N, K) = (128, 256, 64)

as the default tile configuration. This choice maximizes effective compute density while respecting
all on-chip constraints, enabling sustained intra-core tile reuse.

7 Implementation

Vector Tiles Merging (AIV-side). Figure 13 illustrates vector tiles merging in the AIV runtime.
In sparse SpMM, AIV repeatedly gathers rows of B by col_idx and accumulates them to output
rows by row_idx. When N (the column width of dense matrix B) is not divisible by AIV’s 128-wide
vector width, each gather-accumulate activates only a fraction of SIMD lanes, wasting both compute
and bandwidth. The optimization groups entries sharing the same row_idx and packs multiple
gathered B rows into one widened vector tile (Figure 13, optimized), concatenating them to reach a
128-aligned shape, so a single AIV step processes a denser tile and then performs one ScatterAdd to
the target output row, improving lane utilization and reducing fragmented memory accesses.

Row Window List Migration (AIC-side). Figure 14 illustrates row window list migration in the
AIC runtime. After tile preparation, computation is organized as a row window list, where each row
window corresponds to one input tile and is assigned to an AIC. A naive row-wise assignment can
be highly imbalanced because different lists contain different numbers of row windows, leading to
long-tail stragglers. The migration step reshuffles row windows across the list to form a balanced list
(Figure 14, middle), interleaving heavy and light windows without splitting windows or changing
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Fig. 13. Vector tiles merging. Fig. 14. Row window list reordering.

tile shapes. This incurs one extra write to reconcile the migrated windows with their original output
locations, but it substantially reduces stragglers and improves throughput.

Double Buffer Pipelining. We implement double buffer pipelining in both AIC and AIV to overlap
computation with data movement. Each engine alternates between two buffer sets, allowing one
tile to execute while the next tile is being prefetched into on-chip buffers or written back. This
design hides data transfer latency behind computation and enables continuous tile execution, at
the cost that each tile may occupy at most half of the local buffer capacity.

8 Evaluation

8.1 Experimental Setup

Environments. The experiments are conducted on two servers: an NPU server equipped with an
Ascend 910B (24 Al Cores and 64 GB HBM) enabled with CANN v8.0.1 runtime, and a GPU server
equipped with an NVIDIA A100 (Ampere, 108 SMs each consisting of 64 CUDA Cores and 4 Tensor
Cores, 80 GB HBM) enabled with CUDA v12.3. The server runs Ubuntu 18.04 with Linux kernel
4.13.0.

Datasets. We use four real-world GNN benchmarks (cora [27], ogbn-arxiv [15], reddit [11], and
amazon-product [26]) and sixteen sparse matrices from the SuiteSparse [6]. Table 2 lists the datasets.
“Abbr” denotes dataset abbreviations, “Row&Col” gives the row and column dimensions of the input
sparse matrix (M X K), “NNZ” is the number of nonzeros, and “AvgL” indicates the average row
length. Table 2 summarizes the datasets and their key structural characteristics. “Abbr” denotes
dataset abbreviations, “Row&Col” gives the matrix dimensions, “NNZ” is the number of nonzeros,
“AvgL” is the average row length, “Dens” reports the matrix density scaled by 1073, “Skew” measures
the fraction of NNZ contained in the top 10% rows ranked by row NNZ, and “Empty” reports the
fraction of empty 16x16 tiles before tile reordering.

Competitor baselines. In performance evaluation, we compare NeutronSparse against representa-
tive SpMM baselines on both Ascend NPUs and GPUs. On NPUs, we include MindSporeGL [22, 59],
which mainly executes sparse kernels on AIV, and an AIC-based SpMM design reimplemented from
prior Ascend work [30], which primarily relies on AIC execution. On GPUs, we use cuSPARSE
[31], NVIDIA’s vendor-optimized sparse computation library with deeply tuned SpMM and SpMV
kernels, DTC-SpMM [9], a SOTA SpMM framework that exploits Tensor Cores, and HC-SpMM [21],
a recent GPU SpMM framework that jointly leverages CUDA Cores and Tensor Cores to improve
utilization under sparsity. By default, we use N = 256 as the column width of the dense matrix B,
unless stated otherwise.
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Table 2. Datasets

Dataset Abbr. Row&Col NNZ AvgL Dens. (10~%) Skew Empty Tiles
cora CR 2,708 10,556 3.9 1.44 0.32 0.05
wiki-RfA WR 11,380 362,053 31.8 2.80 0.39 0.01
dawson5 DA 51,537 1,010,777 19.6 0.38 0.14 0.98
olafu OL 16,146 1,015,156 62.9 3.89 0.12 0.99
ogbn-arxiv OA 169,343 2,315,598 13.6 0.08 0.50 0.86
patternl PA 19,242 9,323,432 484.5 25.18 0.16 0.73
mip1 MP 66,463 10,352,819  155.8 2.34 0.17 0.99
mycielskian15 M15 24,575 11,111,110  452.1 18.40 0.42 0.89
nd12k ND 36,000 14,220,946  395.0 10.97 0.12 0.95
human_genel HG 22,283 24,669,643 1107.1 49.68 0.24 0.49
F1 F1 343,791 26,837,113 78.1 0.23 0.44 0.98
ML_Laplace ML 377,002 27,689,972 73.4 0.19 0.10 0.99
Fault_639 FA 638,802 28,614,564 44.8 0.07 0.12 0.99
mouse_gene MG 45,101 28,967,291  642.3 14.24 0.41 0.50
audikw_1 AU 943,695 77,651,847 82.3 0.09 0.24 0.99
mycielskian17 M17 98,304 100,245,742 1019.8 10.37 0.46 0.94
reddit RD 232,965 114,615,892 492.0 2.11 0.46 0.01
amazon-product AP 2,449,029 123,718,152  50.5 0.02 0.45 0.96
mycielskian18 Mi18 196,607 300,933,832 1530.6 7.79 0.48 0.95
mycielskian19 M19 393,215 903,194,710 2296.9 5.84 0.50 0.96
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Fig. 15. SpMM performance on Ascend 910B and Nvidia A100

8.2 Overall Comparison

Xin Ai et al.

We conduct a comprehensive performance comparison of NeutronSparse, MindSporeGL, cuSPARSE,
DTC-SpMM, and HC-SpMM. Figure 15 shows the results: on Ascend NPUs, speedups are normalized

to MindSporeGL, while on GPUs, speedups are normalized to cuSPARSE.

Comparison with the NPU baseline. Compared to both MindSporeGL and the AIC-based
baseline, NeutronSparse consistently achieves superior performance, with an average speedup
of 3.48x over MindSporeGL and 3.25X over the AIC-based design. The two baselines expose
complementary limitations: MindSporeGL relies solely on AIV, leaving AIC underutilized, while
the AIC-based design centers on dense-tile execution, incurring substantial redundant computation
on zero entries and executing AIC and AIV largely in a serial manner. In contrast, NeutronSparse
jointly exploits AIC and AIV through fine-grained partitioning and coordinated execution, enabling

Proc. ACM Manag. Data, Vol. 4, No. 4 (SIGMOD), Article 281. Publication date: September 2026.



NeutronSparse: Coordinating Heterogeneous Engines for Sparse Matrix Multiplication on NPUs 281:17

AIV Only AicOnly M AIV-AIC Coordination

CR

WR DA OL OA PA MP M15 ND HG F1 FA MG ML AU M17 RD AP M18 M19
Dataset

SpeedUp

1 T 1 1T T 7T

8
7
6
5
4
3
2
1
0

Fig. 16. Performance gain of AIV-AIC Coordination.

both high compute efficiency and effective overlap. The gains are particularly pronounced on higher-
density matrices (e.g., human_gene1), where leveraging AIC becomes critical and NeutronSparse
achieves up to 7.78X speedup.

Comparison with the GPU baseline. Compared to cuSPARSE, DTC-SpMM, and HC-SpMM,
NeutronSparse exhibits superior performance across most datasets, achieving an average speedup of
1.98X% (up to 4.19x%), 1.27X (up to 1.99x), and 1.18x (up to 1.47X), respectively. cuSPARSE and DTC-
SpMM mainly rely on a single dominant execution engine (CUDA cores or Tensor Cores), which
performs well only on the regions that match its compute pattern. Although HC-SpMM combines
CUDA cores and Tensor Cores to cover different workload types, its kernels are still executed in a
largely staged manner and cannot concurrently run heterogeneous engines to maximize sustained
throughput. In contrast, NeutronSparse can overlap sparse processing and dense tile computation
on the NPU’s heterogeneous engines via online coordination, thus handling mixed sparsity patterns
more effectively. DTC-SpMM and HC-SpMM achieve better performance on cora, wiki-RfA, and
dawson5. Because these datasets are small in scale, the benefits of NeutronSparse ’s coordinating
execution are insufficient to outweigh the additional scheduling overhead.

8.3 Analysis of AIV-AIC Coordination

Performance Gain. To evaluate the performance benefits of our proposed AIV-AIC coordinating
optimization for SpMM, we use 15 datasets of varying scales and sparsity. We compare three
kernels: (1) AIV-only: a baseline kernel that exclusively utilizes AIV; (2) AIC-only: a baseline
kernel using only AIC; and (3) AIV-AIC Coordination: the hybrid heterogeneous kernel applied in
NeutronSparse. Figure 16 shows the normalized speedup with the AIV-only kernel as the baseline.
AIV-AIC Coordination achieves the best performance on all test matrices, with average speedups
of 3.71x and 1.98x over the AIV-only and AIC-only kernels, respectively. The largest speedups
are observed on human_gene1 and F1, whose power-law sparsity induces clear separation between
sparse and dense regions. This heterogeneity amplifies the benefit of AIV-AIC coordination,
allowing NeutronSparse to map sparse work to AIV and dense tiles to AIC more effectively.

Online Workload Migration. Figure 17 shows the online workload migration between AIV
and AIC on two datasets. NeutronSparse monitors the real-time progress of the two engines in
the coordinated pipeline and migrates tiles from the slower engine to the faster one to eliminate
stragglers. Starting from the initial static partition, the AIV/AIC workload ratio quickly converges
to a stable range within the first 10 epochs, and the per-epoch time drops accordingly, yielding
an average speedup of 3.83% over the initial execution time after convergence. The workload
ratio obtained via online migration is not strictly optimal, but is already close to the optimal time-
balanced solution. Specifically, migration stops once the execution time difference between AIV
and AIC falls below a small tolerance (e.g., 5%), which bounds the final ratio within a near-optimal
region. Starting from the optimal ratio could further improve performance, but the gain would
be limited. Since the final ratio is already tightly bounded and the migration overhead is small
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Fig. 18. Convergence of online workload migration under extreme initial-skew cases.

compared to the overall runtime (e.g., 5% among hundreds of epochs), the additional improvement
is marginal (up to 10%). By adapting the partition online, NeutronSparse sustains time-balanced
progress between AIV and AIC and achieves stable throughput improvements.

We further construct extreme-skew cases from reddit by artificially adjusting the number of
nonzeros in each row, so that the initial workload is assigned almost entirely to either AIC or
AIV. Even under such extreme imbalance, online migration still converges quickly. This process
can be viewed as a bisection-style iterative balancing procedure on the residual imbalance: each
round repartitions the remaining workload according to the observed execution-time skew, so the
imbalance shrinks geometrically and the number of adjustment rounds grows only logarithmically
with the initial skew. As shown in Fig. 18, the adjustment converges within 7 rounds, only slightly
slower than on real workloads despite the highly imbalanced initialization. Notably, we observe
that the final stable ratio in case (b) is AIC-dominated because AIC provides significantly higher
effective compute throughput than AIV, even when the raw sparsity pattern appears more suitable
for vector-style execution. As a result, after balancing execution time, a larger fraction of workload
is assigned to AIC to fully utilize its higher processing capacity.

Sensitivity to the initial sparsity threshold We further study the sensitivity of heterogeneous
workload partitioning to the initial sparsity threshold. In our implementation, this threshold
determines the initial ATV/AIC split: rows with density above the threshold are assigned to AIC,
while the others are assigned to AIV. Since the densities of the target sparse matrices are mostly on
the order of 1073, we sweep the threshold from 1 X 1072 to 10 X 102 and evaluate the resulting
performance on ogbn-arxiv and reddit. As shown in Fig. 19, the default threshold 2x 1072 already
lies near the optimal-performing region. In particular, thresholds from 1 x 1072 to 3 X 1073 lead
to only 6.4% performance variation on average, while larger deviations cause more noticeable
degradation due to a worse initial workload balance. This result suggests that the lightweight cost
model is sufficiently accurate to provide a good starting point, while the remaining mismatch can
be corrected by online migration.

8.4 Analysis of Tile Orchestrating

Performance Gain. We quantify the benefit of the two techniques in Section 6 via an ablation
study on 15 datasets (Figure 20). The baseline is a plain tile-based SpMM using a fixed tile shape
(M, N,K) = (128,128, 64); we then progressively enable global-local reordering (Baseline+Reorder)
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Fig. 19. Sensitivity of SpMM performance to the initial sparsity threshold.
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Fig. 20. Performance gain of locality-aware tile scheduling.

and further add hierarchical tile reusing (Baseline+Reorder+Tile Reuse), reporting speedups normal-
ized to the baseline. Overall, Baseline+Reorder achieves an average speedup of 2.17x by clustering
correlated rows/columns into communities and forming denser row-window tiles, which reduces
redundant work on sparsely populated tiles. On top of that, Tile Reuse provides an additional
1.42x speedup over Baseline+Reorder by reducing repeated gathers of dense B rows and increasing
per-core tile residency so that loaded data is reused across more MAC operations before being
evicted. The larger gains appear on datasets such as F1 and M15, which exhibit strong power-law
sparsity with pronounced structural skew; this makes our global-local reordering particularly
effective at clustering highly correlated rows/columns and producing much denser row-window
tiles.

Impact on Tile Density. We analyze the effectiveness of Global-local Reordering on AIC work-
loads, including Global Reordering (GR) and Local Reordering (LR). We use density improvement
as the metric, defined as the multiplicative increase in the nonzero ratio after reordering, i.e.,
DensityImprovement = pagter / Poefore; Where p = NNZ/(M-K) is the tile density. We start from an
unoptimized AIC workload and progressively enable GR and LR. Figure 21 reports the normalized
density improvement. Compared with the baseline, baseline+GR increases tile density by cluster-
ing correlated rows/columns via community detection, achieving an average 3.44X improvement.
Building on baseline+GR, baseline+GR+LR further boosts density by reordering rows within each
cluster to better align nonzeros across columns, and then compacting away empty columns during
tile construction, achieving an average 10.06x improvement. GR and LR show larger improvements
on F1, Fault_639, and audikw_1 because these matrices have shorter average row lengths and thus
contain more zero-only regions that can be eliminated by clustering and compaction. In contrast,
pattern1 benefits less since its higher baseline density leaves limited room for further compression.

Performance with Varying Tile Sizes. Tile shape has a clear impact on overall performance
because it directly affects compute efficiency, data reuse, and buffer utilization. To evaluate this
effect, we compare our default tile shape (128, 256, 64) with four alternatives: (16, 16, 16), (32, 32, 32),
(64, 64, 64), and (128, 128, 128). The results show that (128, 256, 64) consistently achieves the best
performance, outperforming these alternatives by 3.39%, 2.84X%, 1.64X%, and 1.31X on average,
respectively. Smaller tiles suffer from lower compute intensity and weaker data reuse, while larger
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Fig. 22. Performance with varying tile sizes.

symmetric tiles are less effective in balancing on-chip buffer usage and write-back efficiency. These
results validate that our default tile shape provides a better trade-off among compute-to-memory
ratio, buffer constraints, and output efficiency.

8.5 Scalability Analysis

In this experiment, we compare NeutronSparse with all baselines with different column widths N
(set to {32, 64,128, 256,512}) of matrix B over six datasets (PA, MG, F1, RD, AP, M18). Figure 23
shows the results. Across different N sizes, NeutronSparse consistently outperforms the base-
lines. Specifically, as N increases from 32 to 512, NeutronSparse achieves 1.35X-4.04x GFLOPs
improvement, MindSporeGL 1.18%X-2.09X, cuSPARSE 1.26x-2.38x, DTC-SpMM 1.31X-3.68%, and
HC-SpMM 1.32%-3.88X. We observe that NeutronSparse, DTC-SpMM, and HC-SpMM exhibit
higher GFLOPs improvement than cuSPARSE and MindSporeGL. That is because the larger N
raises the compute-to-memory ratio, thereby amplifying the computation bottlenecks of cuSPARSE
and MindSporeGL, whose advantages mainly lie in memory access. In contrast, NeutronSparse,
DTC-SpMM, and HC-SpMM employ matmul-based units, where the higher compute-to-memory
ratio helps alleviate the memory access bottleneck of density computing units.

8.6 Preprocessing Overhead Analysis

We next analyze the preprocessing overhead introduced by NeutronSparse. Since this overhead is
mainly determined by dataset scale, we use representative small-, medium-, and large-scale datasets
to present the trend clearly.

Amortized Overhead Analysis. We evaluate the amortized overhead of the two preprocess-
ing steps introduced by NeutronSparse, heterogeneous workload partitioning and global-local
reordering, under long-running training workloads. Specifically, we run 200 epochs of GCN training
and report the runtime breakdown in Table 3. Both preprocessing steps are executed once before
training and their costs are amortized across all epochs. On average, heterogeneous workload
partitioning accounts for approximately 3.04% of the total runtime, while global-local reordering
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Table 3. Runtime breakdown of 200-epoch GNN training (seconds and percentage of total time).

Runtime Breakdown (Ratio)

Dataset Total (s)
Partition Reorder GCN Exec.
cora 0.01(2.38%)  0.018 (4.29%)  0.392 (93.33%) 0.42
ogbn-arxiv 0.016 (235%)  0.015 (2.21%)  0.649 (95.44%) 0.68
reddit 9.34(3.48%) 632 (235%)  252.84 (94.17%)  268.5
amazon-product  10.37 (3.12%)  9.62(2.90%)  311.81(93.98%) 331.8
mycielskian18 15.88 (3.87%) 10.34 (2.52%)  384.08 (93.61%) 410.3
Table 4. Preprocessing overhead comparison.
Overhead
Dataset Rows&Col
NeutronSparse DTC-SpMM
cora 2,708 0.4s 1.7s
ogbn-arxiv 169,343 0.7s 12.3min
amazon-product 1,569,960 6.5min 17h

contributes about 2.85%. In contrast, GNN training is dominated by SpMM execution, which consis-
tently accounts for over 93% of the end-to-end runtime across all datasets. These results indicate
that the overhead of our preprocessing is negligible while enabling substantial performance benefits
during iterative SpMM execution.

Overhead Comparison. We compare the preprocessing overhead of NeutronSparse and DTC-
SpMM on cora, ogbn-arxiv, and reddit. Table 4 presents the results. DTC-SpMM relies on a
global row—-column reordering over the entire sparse matrix, which scans and permutes all rows and
columns and thus incurs substantial preprocessing cost. In contrast, the lower overhead of Neutron-
Sparse stems from two design choices. First, heterogeneous workload partitioning identifies and
assigns extremely sparse rows and columns (with very few nonzeros) to the AIV stream in a single
pass, completely bypassing reordering for this portion of the matrix. Second, for the remaining AIC
workload, reordering is confined to two lightweight stages: a coarse cluster-level grouping followed
by row-only reordering within each cluster, rather than a full global row—-column permutation.
As a result, NeutronSparse consistently incurs significantly lower preprocessing overhead than
DTC-SpMM, reducing preprocessing cost by 4.25X up to 156.92%, with the advantage becoming
more pronounced on larger datasets where global reordering grows increasingly expensive.

8.7 Power Consumption Analysis

To evaluate energy efficiency, we record the power draw (in watts) every 100 milliseconds over a
10-second time window during SpMM. On Ascend, power draw is collected using npu-smi, while
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Fig. 26. TFLOPS-normalized SpMM performance comparison on Ascend 910B and NVIDIA H100.

on GPUs, nvidia-smi is used. Figure 24 shows the results. NeutronSparse, running on the Ascend
910B, achieves the lower power consumption, with an average power draw of 147.7W and a peak
of 171.2W. In contrast, HC-SpMM incurs higher consumption, with an average power draw of
166.31W and a peak of 213.7W. The consistent gap across platforms indicates that NeutronSparse
achieves competitive performance and resource efficiency with lower power consumption.

8.8 Cost Efficiency Analysis

We evaluate cost efficiency as throughput normalized by hourly rental price. To reduce potential
bias from pricing variability, we collect rental prices from multiple mainstream cloud platforms in
the Asia-Pacific region, including Huawei Cloud, AutoDL, Parallel Technology, Microsoft Azure,
AWS EC2, and Google Cloud, and use the averaged price for each device type. Figure 25 reports the
normalized results. After price normalization, NeutronSparse consistently outperforms GPU-based
baselines in performance per dollar. On average, NeutronSparse achieves 2.47X, 1.49%, and 1.43x
higher cost efficiency than cuSPARSE, DTC-SpMM, and HC-SpMM, respectively. These results
indicate that the advantage mainly comes from improved execution efficiency rather than pricing
differences, suggesting that NPU-aware optimization can translate hardware capability into tangible
cost benefits.
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Fig. 27. SpMM performance on Cambricon MLU across all 20 datasets.

8.9 Comparison with a Modern GPU

We further evaluate NeutronSparse against a more recent GPU platform, NVIDIA H100, from a
normalized-efficiency perspective. Ascend 910B provides 280 TFLOPS of peak compute throughput
and 1.8 TB/s memory bandwidth, whereas H100 provides 1600 TFLOPS and 2.0 TB/s. Given this
large gap in raw compute capability, a direct throughput comparison would be less fair. We
therefore normalize performance by peak compute throughput (TFLOPS) and compare the resulting
efficiency across platforms. As shown in Fig. 26, NeutronSparse on Ascend 910B achieves higher
normalized efficiency than both cuSPARSE and DTC-SpMM on H100 for most datasets, with average
improvements of 1.64x and 1.55X%, respectively.

8.10 Portability to Another NPU Backend

We port NeutronSparse to Cambricon MLU and compare it against the SpMM implementation
provided by PyTorch on the same platform. The port preserves the core ideas of NeutronSparse
by adapting heterogeneous workload partitioning and tile-aware scheduling to the execution
primitives and software stack of MLU. Compared with Ascend 910B, Cambricon MLU also adopts a
heterogeneous design with separate vector and matrix processing engines, but differs in its execution
abstraction and memory hierarchy, where tensor operations rely more on compiler-managed tiling
and shared on-chip buffers, leading to tighter coupling between engines and requiring additional
backend-specific memory management and scheduling support for coordinated execution. As
shown in Fig. 27, we evaluate all 20 datasets and observe consistent improvements across the full
set: NeutronSparse achieves speedups ranging from about 1.71X to 5.83x%, with the largest gain on
HG and clear improvements on most datasets. These results suggest that, although backend-specific
engineering is still required, the main design principles of NeutronSparse are not limited to Ascend
and can also deliver substantial benefits on another NPU family.

9 Related Work

SpMM Framework. Many works have sought to accelerate SpMM workloads arising in GNNs
[29, 36, 46, 49, 50], graph analytics [29, 49, 60], and sparse attentions [20, 35]. Most GPU-based
approaches utilizing a single compute unit within an SM (CUDA cores or Tensor Cores) [9, 10, 14,
16, 19, 21, 48, 51, 57]. For example, ASpT [14] employs column-block reordering to form dense tiles
and improve data locality; RoDe [33] applies row decomposition to normalize long and short rows
for better load balance; and Acc-SpMM [54] leverages hardware—software co-design to optimize the
wmma API for sparse workloads. Recent studies have explored heterogeneous cooperation between
CUDA cores and Tensor Cores. For example, HC-SpMM [21] and Libra [38] investigate hybrid
execution modes by leveraging both CUDA cores and Tensor Cores on GPUs.

Research on Ascend NPUs. Research on Ascend NPUs is gradually gaining traction in the systems
and architecture community[22, 56, 59]. MindSporeGL [59] provides a GNN training framework on
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Table 5. Common architectural features leveraged by NeutronSparse across NPU families.

NPU Heterogeneous Compute Engines Tile-Based Execution
Ascend 910B [22] Vv (AIC + AIV) v
TPU v4 [17] v (MXU (Systolic Array) + vector/scalar units) v
Gaudi2 [28] v (MME (Matrix Math Engine) + vector cores) v
MLU370 [24] v (MMU (Matrix Multiply Unit) + vector units) v

MindSpore; NeutronAscend [4] proposes a heterogeneous scheduling framework that dispatches
light and heavy workloads across units; and Zhou et al. present an automatic operator compilation
technique alongside a componentized Roofline model for operator performance analysis [55, 56].
XY-Serve [39] proposed an end-to-end LLM service system that efficiently adapts to hardware by
decomposing, rearranging, and abstracting dynamic workloads.

10 Future Work

Extension to Other NPUs. Although NeutronSparse is implemented on Ascend, its high-level
design is not fully Ascend-specific. It is grounded in two architectural properties that are increasingly
common across modern NPUs: (1) matrix-centric heterogeneous engines and (2) tile-based
execution. As summarized in Table 5, mainstream NPUs (e.g., TPU [17], Gaudi [28], and MLU [24])
integrate dedicated matrix engines together with vector/scalar units, and expose fixed-shape tiles
as the basic execution granularity. Under sparse workloads, this organization makes performance
hinge on (i) coordinating heterogeneous engines to avoid idle resources and (ii) mitigating tile-
level inefficiency caused by irregular sparsity. Accordingly, the high-level ideas of heterogeneous
workload partitioning and tile-aware scheduling can generalize to other NPUs. In contrast, AIV-AIC
coordinated pipelining is more Ascend-specific, since it depends on the decoupled AIC/AIV design.
On other NPUs, such as Cambricon MLU and Google TPU, heterogeneous engines may still share
and contend for local buffers and on-chip memory resources, so coordinated execution requires
additional backend-specific memory management and scheduling support.

Learning-based Initialization. Our current design combines a lightweight initial split with
online migration, but the optimal AIV/AIC ratio can still be affected by dynamic factors such as
irregular sparsity, memory interference, and input-dependent behavior. A more accurate initial ratio
could further reduce the warm-up period, especially for short-running workloads where online
adjustment has less time to amortize. A promising direction for future work is learning-based
initialization, which predicts a better initial split from matrix features and runtime signals.

11 Conclusion

This paper shows that efficient SpMM on Ascend NPUs requires NPU-specific optimization rather
than directly porting GPU designs. We develop NeutronSparse, which addresses two bottlenecks:
(i) balancing heterogeneous engines (AIC/AIV) via architecture-aware partitioning and online tile
migration, and (ii) mitigating tile-level sparsity inefficiency via locality-aware tile orchestrating
(global-local reordering and hierarchical tile reuse). Experiments on Ascend 910B demonstrate
substantial speedups over NPU baselines and competitive performance against GPU libraries.
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