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Generating executable structured queries for OpenStreetMap (OSM) from natural language remains a chal-
lenging task due to the rigid syntax of OverpassQL and the steep learning curve it presents to end-users.
While steering Large Language Models (LLMs) via demonstration contexts offers a promising solution, existing
retrieval-based approaches typically neglect the critical constraint of token budgets. This oversight often
leads to prohibitive inference costs and ignores the combinatorial nature of context selection, resulting in
suboptimal performance. Furthermore, the lack of reliable benchmarks hinders rigorous evaluation in this
domain.

To address these challenges, we first introduce OsmNL, a robust benchmark curated via a human-in-
the-loop pipeline to resolve alignment noise in prior datasets. Building upon this foundation, we formulate
the construction of optimal demonstration contexts under constraints as a Budgeted Example Subset Mining
(BESM) problem. We analyze BESM as an NP-hard optimization task that admits a submodular objective,
theoretically balancing semantic relevance with structural diversity. Leveraging this property, we propose
TACO (Token-Aware Context Optimization), a principled framework that instantiates a family of budget-
aware algorithms to navigate the trade-off between approximation guarantees and computational efficiency.
Extensive experiments on OsmNL show that TACO establishes a new state-of-the-art, achieving superior
accuracy compared to strong baselines while reducing token consumption by over 50%, thereby offering a
robust and cost-efficient solution for large-scale geospatial query interfaces.
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1 Introduction

Structured query languages constitute the primary interaction layer for exploring, managing, and
reasoning over large-scale structured data repositories. Enabling users to express such queries
through natural language has therefore become a long-standing and central research problem in
data management and information systems. This problem setting has given rise to a broad family of
natural language to structured query generation tasks, which aim to translate free-form user intents
into executable programs over structured backends. Representative instances of this paradigm
span multiple data modalities and query backends, including Text-to-SQL [7-9, 12, 22, 23, 34]
for relational databases, Text-to-Visualization [24, 25, 28, 39, 45] for declarative visualization
specifications, and Text-to-OverpassQL [36, 38, 44] for querying large-scale geospatial data. While
these tasks differ in their target query languages and execution environments, they are united by
the goal of translating natural language inputs into precise and executable structured queries under
domain-specific constraints.

Within the broader landscape of structured data management, geospatial databases have become
a fundamental class of system infrastructure, as their spatially indexed data models, hierarchical
attribute schemas, and specialized query operators enable large-scale spatial analytics, efficient
evaluation of complex spatial predicates, and a wide range of location-aware decision processes
that support downstream workloads such as geographic knowledge extraction, urban mobility
analysis, and spatio-temporal prediction [5, 13, 29-31]. Among existing geospatial data resources,
OpenStreetMap (OSM) has emerged as one of the most widely adopted platforms for large-scale
spatial data analysis due to its rich tagging schema and continuously evolving, crowdsourced
coverage; however, querying OSM typically relies on the Overpass Query Language (OverpassQL),
a domain-specific structured language that supports expressive spatial filters, recursive traversals,
and compositional constraints, but also introduces a steep learning curve for users unfamiliar
with OSM tagging conventions or the syntactic and semantic rules of OverpassQL. To lower
this barrier, Text-to-OverpassQL methods translate natural language questions into executable
OverpassQL programs [36]. Existing approaches mainly follow two directions: retrieval-based
prompting, which incorporates semantically related query pairs as in-context examples, and model-
centric pre-training, which injects OSM tag knowledge into language models to improve their
understanding of tag semantics and structured geospatial queries, as in OsmT [38].
Motivation. Despite recent progress, existing approaches for structured OSM query generation
continue to exhibit several fundamental limitations. First, the widely used OverpassNL bench-
mark [36] contains substantial data noise, as many natural language questions are only weakly
aligned with their corresponding OverpassQLs, which hampers the construction of reliable example
pools for context-based query generation and weakens the robustness of empirical evaluation.
Second, current methods largely overlook the practical cost of token usage. In real-world query in-
terfaces such as Overpass Turbo?, longer prompts directly degrade serving efficiency by increasing
inference latency, memory footprint, and monetary cost. Importantly, this input-length dependence
cannot be trivially resolved by system-level optimizations like KV caching, as the initial prefill
stage still imposes a computational bottleneck proportional to the prompt length. Nevertheless,
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Fig. 1. Pareto frontier on the OsmNL test dataset, illustrating the relationship between mean token consump-
tion (log scale) and Overpass Query Similarity (OQS) for structured OpenStreetMap query generation, and
highlighting the practical trade-off between token cost and generation quality.

existing approaches typically retrieve a fixed number of examples without explicit consideration of
token budgets, leaving users without a principled mechanism to balance contextual informativeness
against cost constraints. As shown in Figure 1, this limitation leads to a pronounced trade-off
between token cost and OverpassQL quality across different context selection strategies. Finally,
prior techniques lack a solid theoretical foundation, as heuristic retrieval strategies and similarity-
based selection methods do not provide stability guarantees or provable performance bounds
under constrained context budgets. Consequently, their performance varies substantially across
input distributions, dataset conditions, and budget settings, limiting their reliability in practical,
large-scale geospatial query systems.

Proposed Solution. Within this concern, we construct OsmNL through a human-in-the-loop
data curation process, where LLMs are employed to assist in candidate refinement, semantic con-
sistency checking, and the identification of potentially misaligned example pairs in OverpassNL.
This process is further complemented by the addition of newly manually annotated high-quality
examples. More specifically, we propose a utility formulation that approximates OverpassQL gener-
ation quality by jointly modeling the relevance and diversity of the selected subset, and formulate
context construction as a principled budgeted subset mining optimization problem, termed Bud-
geted Example Subset Mining (BESM). We show that BESM is NP-hard and admits a submodular
objective. To efficiently address this, we design TACO (Token-Aware Context Optimization), a
framework that leverages the submodularity of BESM to instantiate a family of algorithms with dif-
ferent optimality—-efficiency trade-offs. Specifically, TACO-E provides a theoretical approximation
guarantee through an efficiency-guided partial enumeration strategy, whereas TACO-G adopts a
pure gain-guided greedy selection based solely on marginal utility. To further improve scalability,
TACO-RG restricts gain evaluation to a relevance-filtered candidate subset, substantially reducing
computational overhead while retaining strong empirical performance.

Contributions. We highlight our main contributions:

e To the best of our knowledge, we are the first to formulate token-constrained context con-
struction as a principled optimization problem, termed Budgeted Example Subset Mining
(BESM). We provide a theoretical analysis proving that BESM is NP-hard while admitting a
submodular objective.

e We propose TACO, a token-aware context optimization framework that exploits the submod-
ularity of BESM to instantiate a family of budget-aware greedy algorithms, enabling flexible
trade-offs between theoretical approximation guarantees and computational efficiency.
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Fig. 2. Overall workflow of token-constrained context construction for Text-to-OverpassQL. A user query and
a token budget drive budgeted example selection and context composition, which together guide OverpassQL
generation.

e We construct OsmNL, a high-quality benchmark for Text-to-OverpassQL, curated via a
human-in-the-loop pipeline that combines LLM-assisted refinement with systematic human
verification and annotation.

e We conduct extensive experiments on OsmNL across diverse token budgets and evaluation
settings, showing that compared with SOTA methods, TACO attains better OQS with over
50% fewer prompt tokens, demonstrating its effectiveness, efficiency, and robustness.

2 Preliminaries
2.1 Text-to-OverpassQL Task

The Text-to-OverpassQL task aims to translate a natural language query into an executable Over-
passQL for retrieving geographic elements from the OpenStreetMap database. While existing
approaches [36, 38] typically employ pre-training or standard in-context learning, they often face a
critical trade-off between prompt length and semantic relevance. Naive retrieval strategies tend to
introduce redundant or low-information demonstrations, resulting in inflated token costs without
proportional gains in generation quality. This limitation becomes particularly evident in practical
settings that require concise and information-dense prompts.

To address this, we formulate the task as a Budgeted Example Subset Mining problem. Figure 2
illustrates the overall workflow: given a target query and a token budget, the model retrieves relevant
examples and composes them into a budget-feasible context that guides OverpassQL generation.
LetV = {e;} 1‘:/1‘ denote a candidate pool, where each example e; consists of a natural language query
nl; and its corresponding OverpassQL ovg;. Given a target query g, and a strictly defined token
budget B, our goal is to select an optimal subset S* C V that maximizes the downstream generation
quality ¥ (S) while ensuring the total cost C(S) remains within limits. This optimization problem
is formally defined as:

S* =argmax F(S) st C(S) <B. (1)

scv
Since directly optimizing the black-box function ¥ (S) is intractable during subset mining, we
propose a specific utility formulation to approximate this objective, which we detail in Section 2.3.
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Fig. 3. The overall pipeline of the TACO framework for Budgeted Example Subset Mining.

2.2 Function Definition

We further formalize the token cost function C, the similarity and influence components (M and
T), the unified relevance score R, and the diversity term D.
Token Cost Function C. For a context containing k = |S| examples, the total input-token cost is

k
Ctotal = Csystem + Cq, + Cprefix

Fixed Context

b3 (Couse €Y +CL) @

e;€S

Per-Example Cost

where Cr(l;) and Co(zi,; are the token costs of nl; and ovg;, respectively.

Similarity Score Function M. The similarity score captures coarse-grained semantic proximity
between the example query nl; and the target query q;. We compute a normalized non-negative
similarity using their distance in the embedding space:

d(nl;, 3) — dumin

dmax - dmin
———— ——
Min-Max Norm.

M(ei) =1- ; ®)

where nl; and q: denote the vector embeddings of the example query nl; and target query g,
respectively, d(-, -) denotes the Euclidean distance between a pair of embedding vectors, and

dinin = g_len‘}d(nlj, gs), Amax = 2125 d(nlj,qp).

Notwithstanding the reliability of the similarity score M in measuring coarse-grained semantic
proximity within a real embedding space, absolute distance-based metrics inevitably lose discrimi-
native power in high-similarity saturation zones. [26]. Within the context of Text-to-OverpassQL
generation, this introduces a fundamental limitation: subtle lexical variations that necessitate
entirely distinct geospatial operators are frequently overshadowed by aggregate surface similarity.
For example, “Find restaurants near schools” and “Find restaurants in schools” exhibit high surface
similarity, yet require fundamentally different spatial constraints. Therefore, relying solely on
distance-based similarity is insufficient for fully capturing fine-grained structural alignment.
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Influence Score Function 7. To complement M and provide a fine-grained measure of structural
and operational compatibility, we formulate an influence score I by projecting queries into a
complex embedding space. This transformation maps standard semantic vectors to complex repre-
sentations characterized by both magnitude and phase. While the real component absorbs the coarse
surface similarity, the imaginary component models subtle relational variations. Consequently, by
quantifying the phase discrepancy in the complex plane, we derive a robust and non-saturating
gradient signal. This angle difference effectively captures the underlying directional and structural
influence an example query nl; exerts on the target query g, during OverpassQL inference

Specifically, let eri = a; + b;i and G = ¢+ + d;i denote the complex embeddings of nl; and g,
respectively, where a;, b;, ¢;,d; € RY, and i denotes the imaginary unit. Following the complex
division rule, the angular difference Af;; between nl ; and g; is defined as

(aict + bid;) + (bic; — aidy)i
V@ +b3)(S +d?)

where arg(-) denotes the principal argument of a complex number.

A smaller angular difference indicates stronger directional consistency in the complex embedding
space. To convert this angular discrepancy into a scalar influence score while preserving its
monotonicity, we first map Af;; to a non-negative angular deviation measure:

dit = V2 —2cos(Aby). (5)

We then define a normalized non-negative influence score function:
51’1‘ - 6min

5max - 6min
[ ——
Min-Max Norm.

AB;; = arg , (4)

I(e) =1~ ; (6)

where Spmin and dmax denote the minimum and maximum angular deviation values computed over
all candidate examples with respect to the target query.

Relevance Score Function R. To select exemplars that are both semantically relevant and struc-
turally informative, we unify them into a comprehensive relevance score via a convex combination:

R(ei) =a-M(ei) + (1 -a) - I(e), ™)

where a € [0, 1] controls the trade-off between similarity and influence. For a selected subset S,
the relevance function is defined as
R(S) =¢ : ®)

D R(e)

e;€ES

where ¢(-) is non-decreasing and concave, capturing diminishing returns with respect to the
aggregate relevance mass.

Diversity Score Function 9. We first define a pairwise similarity kernel between candidate
examples. For any two examples e;, e; € V, the kernel value k;; is defined as

~ d(nli,nlj) —dix ©)

ij = ex ex >
dmax - dmin

where d(-, -) denotes the Euclidean distance between embedding vectors, and df;fin and d¢* _ denote

max
the minimum and maximum distances computed over all example pairs.
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Given a selected subset S C V, we construct the kernel submatrix Ks € RISXISI by restricting
{k;;} to indices in S. The diversity score is then defined using a determinantal point process
(DPP)-based objective:

D(S) = log det(I + [kij] = log det(I + Ks) , (10)

ej,e;€S )
where I denotes the identity matrix. The log-determinant objective penalizes correlated features,
thereby suppressing structurally redundant exemplars. Under tight token budgets, similarity-
based retrieval in Text-to-OverpassQL is particularly prone to redundancy, as semantically similar
queries often induce near-duplicate OverpassQL blocks (e.g., repeated geometry filters or recursion
patterns). Under a DPP kernel, a candidate exemplar yields a smaller marginal gain in D (S) when its
geometric or syntactic features overlap with the selected subset S, thereby favoring complementary
exemplars that broaden coverage of OverpassQL grammar-defined structures.

2.3 BESM Problem Formulation

Recall that our primary objective in Eq. 1 is to maximize the downstream generation quality 7 (S),
an intractable black-box functional induced by the generation behavior of the underlying LLM,
whose reliable evaluation generally entails actual LLM execution together with downstream output
assessment. This makes 7 (S) inaccessible during context construction and therefore rules out
direct gradient-based or oracle-based optimization. To this end, the key challenge is not merely
the optimization of a prescribed utility, but the construction of a tractable surrogate that remains
faithful to the black-box objective under token constraints. We therefore introduce a surrogate
objective f(S) that is efficiently computable, submodular, and grounded in the semantic and
structural signals that govern Text-to-OverpassQL generation quality. This formulation yields a
tractable approximation to ¥ (S) and admits a natural decomposition into relevance and diversity
components.

Formally, let S C V denote a candidate subset. We seek to identify a subset S such that the total
token cost satisfies C(S) < B, while maximizing a composite utility function f(S):

§* = argmax (R(S) + AD(S) ) s.t. C(S)<B,
Scv ———— —_——— (1 1)
utility £(S) budget constraint
where A > 0 controls the relative contribution of the diversity term. To make the objective explicit,
the utility of a subset can be decomposed as

£(S) =R(S) + AD(S)
= ¢( Z (aM(e;) + (1 - a)I(e,-))) + Alog det(I + Ks), (12)

e;€S
where a € [0, 1] controls the relative weighting between the similarity and influence components
in the relevance score.

3 TACO Overview

Building on the preliminary scoring functions (Section 2.2) and problem formulation (Section 2.3),
TACO models token-constrained subset mining along two complementary dimensions: relevance
modeling and diversity modeling.

Relevance Modeling. We first instantiate relevance using the most direct cue, language-level
similarity, by measuring the Euclidean proximity between the target query ¢; and each candidate
example query nl; in the embedding space, yielding the similarity score M. While M captures
coarse-grained semantic relatedness and supports efficient relevance filtering, it does not fully
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Algorithm 1 Overall TACO Framework

Require: Target query g;; candidate example pool V; budget B; cost function C; inference model
LLM;
Ensure: Selected subset S and generated OverpassQL ovg;
: S« 10
2: By « B — (Csystem + Cq, + Cprefix) > remaining budget
3: if B, < 0 then
4 Construct zero-shot context prompt T(g;, S)
5 ovq; — LLM(T(q:,S))
6 return S, ovq;
7: end if
8: while B, > 0 do
9

Qe {eeV\S:Ac(e) <B,} > candidates feasible under the remaining budget
10: if Q =0 then
11: break
12: end if
13: Select

e" = SuBseTMINING(e | S, q;)
ecQ

> instantiated by TACO-E / TACO-G / TACO-RG
14: S — Su{e*}
15: By « B, — Ac(e*)
16: end while
17: Construct context prompt T(q;, S)
18: ovq; «— LLM(T(qy,S))
19: return S, ovg;

characterize structural compatibility for Text-to-OverpassQL task. In this task, queries that are close
in natural language space may still induce different geospatial operators, spatial constraints, and
program compositions. As a result, absolute distance-based similarity becomes less discriminative
in high-similarity regions, where surface-level proximity can obscure fine-grained structural differ-
ences. This motivates an additional influence signal that captures not only whether an example is
semantically relevant, but also whether it exerts a compatible directional effect on the generation
of the target OverpassQL structure.

To address this limitation, we introduce a directional influence score based on an angle-aware
objective inspired by [26]. Rather than using the angle signal only for semantic discrimination, we
adapt it to capture compatibility with the target OverpassQL structure and execution behavior.
Specifically, for each query-example pair (g, e), we construct a continuous supervision label
y(q, e) € [0, 1] by aggregating three complementary signals: (i) tag-level correspondence between
OverpassQL programs, (ii) query skeleton alignment, and (iii) execution consistency measured from
one-shot generation results. This supervision is then encoded in a complex-valued representation,
where the real component preserves surface-level semantic variation and the imaginary component
captures latent relational factors associated with structural and execution consistency. Further
details are provided in Section 6.

We then combine semantic similarity and directional influence into a unified relevance score
through a mixing parameter «, and aggregate relevance at the set level via R(S). A linear summation
of relevance would over-prefer many individually relevant yet highly overlapping examples, which
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leads to diminishing practical returns. To model this saturation effect in the aggregate relevance
mass, we introduce a non-decreasing concave transformation ¢ ().

Diversity Modeling. Under strict token budgets in the BESM setting, selecting redundant or
highly similar examples fails to fully utilize the context space, thereby degrading downstream
generalization performance. As established in Section 2.2, this vulnerability is uniquely amplified in
Text-to-OverpassQL task. To mitigate this, we introduce a diversity term modeled via a DPP kernel.
We instantiate this as a log-determinant objective D(S), which favors subsets whose elements are
mutually dissimilar across both geometric and syntactic feature spaces. Under this formulation,
as the structural features of a candidate exemplar overlap with the already-selected subset S, its
marginal contribution to D(S) diminishes, effectively suppressing syntactic redundancy.

This diversity objective complements the concave transformation ¢ employed in relevance

aggregation. While ¢ regulates saturation in relevance magnitudes, D (S) explicitly captures higher-
order interactions among selected demonstrations. Together, they enforce TACO to construct a
compact, budget-feasible context that maximizes relevance to the target query g; while covering
a broad spectrum of OverpassQL structural paradigms, preventing repetitive syntax blocks from
dominating the prompt.
Framework Overview. Algorithm 1 formalizes the end-to-end TACO pipeline for token-constrained
context construction in Text-to-OverpassQL. As illustrated in Figure 3, the framework takes a target
natural language query ¢q; together with a strict token budget B, and searches over a candidate
pool V to mine a budget-feasible context subset S by maximizing a composite utility function
f(S) =R(S) +AD(S). The relevance component R(S) is derived from similarity M and directional
influence 7, while diversity is captured by a redundancy-aware term 9D(S) instantiated via a
log-determinant objective. The selection procedure is implemented using a family of token-aware
utility-guided greedy algorithms, namely TACO-E, TACO-G, and TACO-RG. These variants offer
configurable trade-offs between optimality and computational efficiency while strictly respecting
the remaining token budget. A detailed description of the algorithms is provided in Section 5.

4 BESM Problem Analysis

This section presents the theoretical analysis of the Budgeted Example Subset Mining problem.
Specifically, we prove its NP-hardness via reductions from well-known NP-hard problems and
establish that the objective utility function is submodular.

4.1 NP-Hardness of BESM

We analyze the computational complexity of the BESM problem. Specifically, we establish its NP-
hardness by demonstrating that it subsumes two classical NP-hard problems: the 0/1 KNAPsack
ProOBLEM and the MAXIMUM ENTROPY SAMPLING PROBLEM.

THEOREM 4.1. The BESM problem is NP-hard.

Proor. We prove the NP-hardness by restriction. That is, we show that specific instances of
BESM are equivalent to known NP-hard problems.
Membership in NP. We first formulate the decision version of the BESM problem. Given a
candidate set V, a budget B, and a utility threshold z, the decision problem asks whether there
exists a subset S C V satisfying both the budget constraint C(S) < B and the utility constraint
f(S) = 7. For any candidate subset S, checking the budget constraint C(S) < B takes O(|S|) time.
Computing the objective f(S) = R(S) + AD(S) is dominated by the log-determinant computation
in D(S), which requires O(|S|*) time via Cholesky decomposition. Since the validity of a proposed
solution can be verified in polynomial time, BESM is in NP.
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Reduction from 0/1 Knapsack. When the diversity term is disregarded (i.e., A = 0), the objective
function simplifies to f(S) = ¢ (X.,cs R(e;)). Given that ¢(-) is monotonically non-decreasing,
maximizing f(S) is strictly equivalent to maximizing the total relevance ', s R(e;) subject to the
budget constraint. We construct a direct reduction from the 0/1 KNapsack PRoBLEM. Consider a
Knapsack instance where items have values v;, weights w;, and total capacity W. We map this to
BESM by defining R(e;) = v;, C(e;) = w;, and B = W. The optimal subset S* for this BESM instance
corresponds exactly to the optimal solution of the Knapsack problem. Since the 0/1 Knaprsack
ProBLEM is NP-hard, it follows that BESM is also NP-hard.

Reduction from MESP. Conversely, consider the scenario where relevance is disregarded (i.e.,
R(e;) = 0) and costs are uniform (i.e., C(e;) = 1) with a budget B = k. The optimization objective
simplifies to maximizing the diversity term subject to a cardinality constraint |S| < k:

Alogdet(I+Ks).
o 0B e+ Ko

Given that the log-determinant is monotonic with respect to set inclusion for positive definite
kernels, the inequality constraint binds as an equality |S| = k. This formulation is strictly equivalent
to the MaxiMuM ENTROPY SAMPLING PROBLEM (MESP), which entails selecting a size-k principal
submatrix to maximize the determinant. As MESP has been established as NP-hard [18], it follows
that the diversity component alone renders BESM NP-hard.

Conclusion. Since the BESM framework subsumes these NP-hard problems as special cases
(through specific parameter restrictions), the general optimization problem is inherently NP-
hard. O

4.2 Submodularity of the Objective

We analyze the submodularity of the BESM objective. We formally show that the composite utility
function f(S) is monotone submodular.

THEOREM 4.2. The utility function f(S) = R(S) + AD(S) is monotone submodular, provided that
A>0.

Proor. Since the class of submodular functions is closed under non-negative linear combinations,

it suffices to prove that both the relevance term R(S) and the diversity term D (S) are monotone
submodular individually.
Relevance Term. Let L(S) = 3,5 R(e;). Since the individual relevance scores are non-negative,
L(S) is a monotone modular function. The relevance objective is defined as R(S) = ¢(L(S)), where
¢(-) is a non-decreasing concave function. It is a standard result that the composition of a non-
decreasing concave function with a non-negative modular function yields a submodular function.
Specifically, for any A C B € V and an element x € V '\ B, let A = R(x). Due to the concavity of ¢,
we have:

$(L(A) +A) = §(L(A)) = $(L(B) + A) — $(L(B)).

This inequality confirms the diminishing returns property. Furthermore, since both L and ¢ are
non-decreasing, their composition R(S) is monotone.

Diversity Term. We formulate the diversity term as D(S) = log det(Ps), where Ps denotes the
principal submatrix of the regularized kernel matrix P = Iy + Ky corresponding to the subset
S. Since the kernel submatrix Ky is positive semi-definite (PSD), the regularized submatrix Py is
strictly positive definite (PD). The submodularity of the log-determinant function is a fundamental
property in combinatorial optimization; thus, D(S) is submodular.
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Algorithm 2 Classical Efficiency-Guided Greedy Algorithm

Require: Candidate set V; budget B; cost function C;utility function f
Ensure: Selected subset S
1: S0
2 By < B~ (Csystem + Cq, + Cprefix) > remaining budget
3: while true do
4 Q«—{eeV\S:Ac(e) <B;}
5 if Q = ( then
6: break
7 end if
8 Select
. Ag(e|S)
e’ =argmax ———
ecQ AC (e)
9: S«—Su {e*}
10: By < B, — Ac(e*)
11: end while
12: return S

To establish monotonicity, we consider the marginal gain of adding an element x ¢ S:

d P Ui{x
D(S U {x}) — D(S) =log (%) =log(c? ).

where 092c| ¢ denotes the conditional variance of x given S, derived via the Schur complement. We can
interpret P as the covariance matrix of a noisy Gaussian process Y = Z +¢, where Z ~ N(0,K) is the
underlying signal and e ~ N (0,1) is independent Gaussian noise. The conditional variance can then
be written as o)z(l ¢ = Var(Zys) +1 > 1 due to the irreducible noise component. Consequently, the
marginal gain is always non-negative (log(a)zC| ) = 0), implying that D(S) is monotone increasing.
Conclusion. We have established that both R(S) and D(S) are monotone submodular. As sub-
modularity is closed under non-negative linear combinations, the composite objective f(S) is
guaranteed to be monotone submodular for any A > 0. O

5 TACO Greedy Algorithms

Building on the NP-hardness of BESM and the monotone submodularity of f(-) established in
Section 4, we propose a family of greedy algorithms to solve the problem, including the efficiency-
guided greedy variant TACO-E, the pure gain-guided greedy variant TACO-G, and the relevance-
guided gain greedy variant TACO-RG. Before introducing these variants, we first revisit a classical
efficiency-guided greedy rule and examine its suitability in the token-constrained setting, as shown

in Algorithm 2. For a current subset S and a candidate example e, the marginal gain of adding e is
defined as

Ar(e|S) = f(SU{e}) - f(S).
while the corresponding marginal cost is
Ac(e) =C(SU {e}) = C(S) = Crase +Cy; + Coty.
The efficiency of example e at state S is then measured by the marginal utility density

Ar(e| S
U(e|5)=%-
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Algorithm 3 TACO-E: Efficiency-Greedy Algorithm

Require: Candidate set V;budget B; target query g;; relevance score R; sample size m; enumeration
depth d; cost function C; utility function f
Ensure: Selected subset S

1: ‘W « TopFiLTer(V, R(: | q;), m) > W] =m
2: By « B — (Csystem + Cq, + Cprefix) > remaining budget
3: if B, < 0 then

4: return

5. end if

6: > Best feasible solution with |S| < d over W

70 Sp — argmax f(S)

SCW:C(S)<B,, |S|<d
> Best greedy-extended solution seeded by a size-d subset in ‘W
9: 52 —0
10: for all U C ‘W such that |U| =d and C(U) < B, do
11: W — W\U
12: S « AvrcoritaM 2(‘W’, B, C, f) with initialization S «— U and Byemains <— B — C(U)
13: if £(S) > f(S;) then
14: Sy «— S
15: end if
16: end for
17: if f(Sl) > f(Sg) then
18: return S,
19: else
20: return S,
21: end if

*®

At each iteration, the efficiency-guided greedy algorithm selects a feasible example that maximizes
n(e | S). This density criterion is well motivated under budget constraints, as selecting examples
solely based on marginal gain can be suboptimal when high-utility demonstrations also incur large
token costs, potentially crowding out combinations with higher overall utility within the budget.

However, while effective in classical knapsack settings, pure density-greedy strategies can
become myopic under strict token budgets. They tend to favor examples with small token costs
even when such examples exhibit weak relevance to the target query, which leads to the inclusion
of uninformative demonstrations. This failure mode is particularly detrimental in LLM prompting.
Indiscriminately injecting irrelevant context into the prompt can significantly degrade model
performance, even when individual examples are syntactically correct, as LLMs are known to be
easily distracted by irrelevant information [35].

5.1 TACO-E: Efficiency-Guided Greedy

Motivated by the failure of pure density-greedy strategies under token constraints, we design
TACO-E (Algorithm 3) with the goal of improving solution quality while retaining provable
guarantees. The key idea is to prevent early commitment to low-impact demonstrations and to
better capture high-utility combinations that may be missed by myopic greedy selection.

To this end, TACO-E first restricts the search space by ranking candidates according to their
relevance to the target query and retaining only the top-ranked examples as a pre-filtered candidate
pool W of size m. Within this relevance-restricted pool, TACO-E explores two complementary
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Algorithm 4 TACO-G: Gain-Guided Greedy Algorithm

Require: Candidate set V; budget B; target query g;; cost function C; utility function f
Ensure: Selected subset S
: S« 0
2 By < B~ (Csystem + Cq, + Cprefix) > remaining budget
3. while true do
4 Q«—{eeV\S:Ac(e) <B;}
5 if Q =0 then
6: break
7
8

end if
Select
e" =argmaxAs(e | S)
ecQ

9: S—Su{e}
10: B, « B, — Ac(e*)
11: end while
12: return S

solution types. The first considers all feasible subsets with cardinality smaller than a predefined
enumeration depth d, capturing cases where a small number of demonstrations already yields high
utility. The second performs seeded greedy completion by enumerating all feasible size-d seeds
U € ‘W and greedily extending each seed on the residual pool under the remaining budget using
the same efficiency criterion. The final output is selected as the better solution between the best
small-set candidate and the best greedy-extended seeded candidate.

5.2 TACO-G: Gain-Guided Greedy

Despite its theoretical appeal, the efficiency-guided greedy rule introduces an additional normaliza-
tion by marginal cost, which can bias selection toward short but weakly informative examples. As
a complementary perspective, we introduce a pure gain-guided greedy strategy that omits cost
normalization and selects the example with the largest marginal utility at each iteration. We refer to
this variant as TACO-G, which serves as a simple yet informative heuristic baseline. As shown in
Algorithm 4, at each iteration TACO-G selects the feasible example that yields the largest marginal
increase in utility.

5.3 TACO-RG: Relevance-Guided Gain Greedy

Although TACO-G provides a simple yet effective greedy strategy, its selection step still requires
evaluating Ar(e | S) over all feasible candidates in V. This can be computationally expensive when
the candidate pool is large and the utility function involves non-trivial diversity computations.
Motivated by the need to improve efficiency without compromising relevance, we develop TACO-
RG, which accelerates gain-guided greedy selection by pruning the search space using relevance
as a prerequisite.

As shown in Algorithm 5, following the relevance-guided filtering strategy introduced earlier,
TACO-RG first constructs a reduced candidate pool ‘W of size m by retaining the top-ranked
examples with respect to the target query. It then applies the same pure gain-guided greedy rule as
TACO-G, but restricts the feasible set to ‘W, selecting the example that yields the largest marginal
increase in utility under the remaining budget B,.
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Algorithm 5 TACO-RG: Relevance-Restricted Gain-Guided Greedy Algorithm

Require: Candidate set V; budget B; target query gq;; relevance score R; sample size m; cost
function C; utility function f
Ensure: Selected subset S

1: ‘W « TopFiLTer(V, R(: | q;), m) > W] =m
22510
3: By < B — (Csystem + Cq, + Cprefix) > remaining budget

4: while true do
5 Q«—{eeW\S:Ac(e) <B:}
6 if Q =0 then
7: break
8 end if
9 Select
e’ =argmaxAyr(e | S)
ecQ
10: S «— SuU{e*}
11: B; < B, — Ac(e*)
12: end while
13: return S

5.4 Approximation Analysis

We now analyze the approximation behavior of the proposed TACO algorithms. Among the
three variants, only TACO-E admits a provable approximation guarantee, owing to its partial-
enumeration design combined with efficiency-guided greedy completion. The remaining variants,
TACO-G and TACO-RG, are heuristic algorithms without formal approximation bounds and are
primarily motivated by computational efficiency and empirical effectiveness. Before proceeding,
we recall a classical result for the efficiency-guided greedy algorithm (Algorithm 2), which serves
as the analytical foundation for the theoretical guarantee of TACO-E.

LemMA 5.1. Let f : 2" — Ry be monotone submodular, and let c(S) = Y, g c(e) with0 < c(e) <
B for everye € V. Define Sy = 0 and, fori > 1,

Af(e | Si-1)
e; € argmax ————,
eeV\Si_ c(e)
Then, for every i for which e; is defined,

76502 (1= exp (-32) ) s

Si =581 U {e}.

where
S* € argmax f(S).
SCV:c(S)<B

The sets S; are analytical greedy prefixes.

LEmMA 5.2. Let ‘W be a candidate pool and let Sy be the solution returned by TACO-E (i.e., partial
enumeration with depth d = 3 followed by efficiency-guided greedy completion within ‘W ). Then

fs0) 2 (1= ) Fsiy),

where S7,,, is an optimal feasible solution to the BESM problem restricted to ‘W under budget B.
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Following the classical analysis of monotone submodular maximization under a knapsack con-
straint [37], Lemma 5.1 and Lemma 5.2 follow from the density-greedy recurrence and the depth-
three partial-enumeration argument. We next characterize the approximation behavior of TACO-E
under relevance-based filtering. Intuitively, if the relevance-filtered candidate pool still contains
all elements of an optimal solution, then TACO-E behaves like the idealized partial-enumeration
scheme analyzed in Lemma 5.2 and inherits its (1 — 1/e) guarantee. The additional error comes
from the possibility that the filtering step removes some critical elements of the optimal solution.

THEOREM 5.3. Let Sg denote the solution returned by TACO-E. For enumeration depth d = 3, with
probability at least 1 — ¢, it holds that

fse) 2 (1= 2 =) £

where S* denotes an optimal solution to the BESM problem under budget B. Here ¢ depends on the
size m of the relevance-filtered candidate pool: as m increases, the probability that the filter discards
critical elements of S* decreases, and thus ¢ monotonically decreases.

ProoF SKETCH. Let ‘W denote the relevance-filtered candidate pool used by TACO-E. Following
the standard reasoning for greedy optimization over reduced ground sets [32], the filtering step can
be viewed as inducing a randomized restriction of the original ground set V to ‘W. Let & be the
event that the optimal solution S* for the original instance is fully contained in “W. By construction
of the filter and the choice of m, we assume that

Pr[E] = 1-e¢.

Conditioned on event &, the restricted instance over ‘W still admits S* as an optimal feasible
solution under budget B. In this case, TACO-E coincides with the idealized partial-enumeration
scheme analyzed in Lemma 5.2, and we obtain

fs0) = (1-2) £,

Since 1 — % > 1- % — ¢ for any ¢ > 0, the weaker inequality

fs0) 2 (1= —e) ()

also holds whenever & occurs. Therefore, with probability at least Pr[&E] > 1 — ¢, the stated bound
is satisfied. m]

5.5 Algorithmic Complexity

Table 1 compares the space and time complexities of the baseline and proposed algorithms. Let
N denote the total number of candidates, M the size of the relevance-filtered subset (M <« N),
and K the maximum number of greedy iterations enforced by the token budget. As illustrated,
classical algorithms [17, 37] operate directly on the entire candidate pool, incurring high-degree
polynomial time complexities (e.g., O(N®), O(N?), and O(N9+?)) that scale poorly for large-scale
retrieval. In contrast, TACO variants alleviate this computational bottleneck. By first pruning the
search space to a concise subset (M < N) and subsequently bounding the optimization process via
K, TACO effectively decouples the dominant complexity terms from the full candidate size N. For
the TACO-E variant, the combinatorial overhead is governed by the enumeration depth d, where E;
and E, represent the number of feasible small subsets (|S| < d) explored during initialization and
the valid size-d seed subsets used for subsequent greedy completion. Detailed empirical evaluations
regarding execution time and performance trade-offs are provided in Section 7.3 and Table 5.
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Table 1. Space and Time Complexity Analysis.

Algorithm Space Complexity Time Complexity
Classical Algorithms

Sviridenko [37] O(N) O(N%)

Khuller (Alg-1) [17] O(N) O(N?)

Khuller (Alg-2) [17] O(N) O(N%+2)

Our Algorithms

TACO-E Oo(M) O(NlogM + E1d® + E - MK?®)
TACO-G O(N) O(NK?®)
TACO-RG Oo(M) O(NlogM + MK?)

6 Influence Modeling
6.1 Supervision Dataset Construction

To equip the influence model with the ability to discern both structural validity and execution
correctness, we construct a supervision dataset where eligible query-example pairs (g, e) are
assigned a continuous relevance label y(q, e) € [0, 1]. This label is synthesized from three distinct
signal sources: tag-based overlap, skeleton alignment, and execution fidelity.
Structural Alignment Signals. We measure the static structural alignment between the target
query q and a candidate e via two complementary signals: fine-grained tag matching and abstract
skeleton agreement.

Tag-based Similarity (siag). Let T(q) and T(e) denote the sets of full tags (key-relation-value
triples), keys, and values extracted from the queries. We define a heuristic scoring function si,s(q, €)
to quantify their overlap:

1.0, ifT(q)=T(e) AT(q) #0,

0.95, if T(q) N T(e) contains a full tag,

0.8, if T(q) N T(e) shares both keys and values,
0.7, ifT(q)NT(e)#0.

Stag(g. €) =

Skeleton Similarity (ssker). To capture high-level structure, we normalize queries into skeletons. If
the skeletons of g and e are valid and identical, we assign a fixed bonus sg.i(g, €) = 0.85.
These two metrics are aggregated into a unified structural score sgct based on signal availability:

max(Siag, Sskel),  if both signals exist,
Sstruct (¢, €) = Stag» if only sy exists,

Sskel> if only sg] exists.
Execution Fidelity (sexec)- Beyond static analysis, we incorporate dynamic feedback via the Over-
pass Query Similarity (OQS). We discretize the raw OQS(g, e) score to filter noise and emphasize
high-quality execution matches:
0Qs, if0QS > 0.8,
0.5, if0.4 <0QS < 0.8,
0.1, if 0 < OQS < 0.4,
0.0, ifOQS =0.

Sexec(q, €) =

Label Aggregation. The final continuous supervision label y(gq, ) combines the structural and
execution signals. While the vast majority of supervision labels are automatically generated from
these signals, we incorporate 133 manually labeled, high-confidence skeleton pairs. To prioritize
this expert knowledge, these manually curated pairs are strictly assigned y(g, e) = 1.0. For all other
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pairs possessing valid structural or execution signals, we employ a weighted aggregation controlled
by a coeflicient § (empirically 0.65):

1.0, if pair is manually curated,
y(ge) = B Sstruct + (1 = ) * Sexecs ?f both signals elxist,

Sstructs if only sgiryct exists,

Sexecs if only Sexec exists.

Pairs lacking both structural and execution relevance are naturally excluded from the training set.

6.2 Angle-Based Influence Learning

To better capture fine-grained semantic relevance that is critical for example selection under
strict token budgets, we train the influence model using an angle-based objective that emphasizes
directional semantics in the embedding space. Unlike magnitude-based or global distance objectives,
the angle-based formulation directly optimizes the angular alignment between examples and the
target query, enabling more discriminative relevance estimation in regimes where conventional
similarity measures may saturate.

Complex Text Embeddings. To improve discriminability in regions where conventional cosine
similarity becomes less informative, we encode each input text as a complex-valued embedding,
in which the real and imaginary components capture complementary semantic signals. Given an
input text x, the embedding layer produces

E = Emb(x) € R™%

which is then split into real and imaginary parts and fed into a Transformer encoder. After pooling,
we obtain a text-level complex representation

X =X* +iX™eC?d X X™eRe

Angle-Based Objective. While angle-based metrics excel at capturing fine-grained, utility-oriented
directional semantics, they omit magnitude information essential for basic relevance. Conversely,
cosine similarity provides a robust signal for global semantic proximity. We thus propose a hybrid
training objective that synergizes both metrics for a holistic relevance measurement.

Formally, given the complex embeddings of a candidate query g; and a target query q;, we quantify
their directional discrepancy via the angular difference Af;; (as defined in Eq. (4)). Simultaneously,
to ensure global semantic consistency, we compute the standard cosine similarity on the magnitude-
normalized real components. The influence model is therefore trained by jointly optimizing an angle-
based ranking loss alongside a cosine-based regularization term. The angle-specific component is
formulated as:

Langle =log| 1+ Z exp

Sij >Smn

(A@,—,— - Ae,,m)

T

where 7 represents a temperature hyperparameter controlling the sharpness of the distribution, and
pairs (i, j) versus (m, n) represent relative ranking constraints derived from the supervision labels.
The final objective combines .L 4. With its cosine counterpart through a weighted summation,
ensuring the encoder captures both coarse semantic alignment and subtle directional relevance.
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7 Experiments and Discussion
7.1 Experimental Setup

OsmNL Dataset The existing OverpassNL dataset [36] suffers from substantial noise due to weakly
aligned Text-OverpassQL pairs. To address this, we conducted a rigorous five-month human-in-the-
loop refinement campaign. LLM first flagged 575 inconsistent instances, which were subsequently
rewritten manually and verified via execution-based checking to guarantee syntactic and OSM
tagging compliance. As detailed in Table 2, OsmNL contains 8,180 verified question—program pairs
spanning 5,333 unique OSM tags and 1,429 geographic regions, split into 6,180 training, 1,000
development, and 1,000 test examples.

Table 2. Statistics of the OsmNL dataset.

Split  Samples Unique Tags Unique Regions

Train 6,180 4,517 1,146
Dev 1,000 1,181 351
Test 1,000 1,212 371
Total 8,180 5,333 1,429

Budget Setting. We set the default token budgets B to 400/600/1000 tokens, enabling a controlled
comparison with standard 3/5/10-shot In-Context Learning (ICL), which empirically consume 453.6,
648.0, and 1136.9 prompt tokens on average, respectively. This setting allows us to assess whether
TACO can improve generation quality under comparable or even stricter token constraints than
standard ICL. The lower bound of 400 tokens is chosen for feasibility, as the mandatory system
prefix and long user queries may leave little room for demonstrations under smaller budgets. The
upper bound of 1000 tokens reflects realistic deployment constraints, where longer prompts incur
higher API cost and serving overhead.

Backbones and Baselines. We adopt DeepSeek-V3.2 [3] as the LLM backbone and use Qwen3-
Embedding-0.6B [33] as the shared embedding model across all settings. Token consumption is
measured separately using DeepSeek-1lm-7B-chat. We evaluate TACO against three baseline families:
(i) Fine-tuned models: OverpassT5-base [36] and OsmT-base [38]; (ii) LoRA-adapted LLMs: Qwen2.5-
Coder-7B [40], Qwen2.5-7B [40], and Llama-3.1-8B [11]; (iii) ICL: Fixed-k shots (k€{3,5,...,100}),
Cosine Similarity (CosSim) selection, and SimCSE [10] selection adapted on dataset (Section 6.1).

Evaluation Metrics. Following [36, 39], we evaluate generation quality along three primary axes:
Exact Match (EM), execution fidelity, and Overpass Query Similarity (OQS). OQS is a composite
metric that averages three complementary dimensions: surface fidelity measured by chrF, semantic
correctness measured by KVS, and structural alignment measured by TreeS. Formally, OQS =
%(chrF + KVS + TreeS). For execution fidelity, we report standard Execution Accuracy (EX), Soft
Execution Accuracy (EXsoft), and the number of Execution Failures (EN). Additionally, prompt
token statistics (min/max/mean) are tracked to monitor inference costs.

Implementation Details The influence model is trained using a jointly optimized Angle and
Cosine objective with equal weighting, with the contrastive temperature fixed at r = 0.5. For
TACO-E, we set the enumeration depth to d = 3. All remaining hyperparameters are tuned on the
OsmNL development split, and the configuration achieving the highest mean OQS is selected. For
the fine-tuned variants, LoRA adapters are applied to all linear projections of the BF16 backbone
with rank =128 and scaling factor #=256. All generated OverpassQL programs are executed against
the same OpenStreetMap snapshot used by OverpassNL [36], and fine-tuned results are reported
as the mean and standard deviation over three random seeds.
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Table 3. Evaluation results on OsmNL dev set. Bold and blue indicate the best result in each setting and
overall.

Method EM T chrF 7 KVST TreeST OQST Tokens(Min)| Tokens(Max)| Tokens (Mean)|
Finetuned Model

CodeT5+(220m) 15.1£1.4  73.6+2.6 64.0+2.5 71.7£2.0 69.8+2.3 - - -
ByT5-small 16.9+0.6  75.3+0.3 66.4+0.8 71.7+0.4 71.1+0.5 - - -
ByT5-base 18.1+1.2  75.1£0.9 66.0£1.6 72.0+0.4 71.1x1.0 - - -
OverpassT5-small [36] 17.740.9  74.840.6  66.0+0.8 71.9+0.2 70.9£0.4 - - -
OverpassT5-base [36] 18.6+0.4 75.9+0.5 67.3+0.8 72.6+0.3 72.0+0.4 - - -
OsmT-base [38] 18.7+0.4 76.4+0.0 67.9+0.2 72.7+0.2 72.4+0.1 - - -
LoRA-Qwen2.5-Coder-7B-Instruct  16.1+0.4  74.0£0.6  65.3+0.9 71.5£0.2  70.3£0.5 - - -
LoRA-Qwen2.5-7B-Instruct 18.8+0.4 75.2£0.7 68.0+1.0 72.8+0.4 72.0+0.7 - - -
LoRA-Llama-3.1-8B-Instruct 18.6+1.8 75.3+1.1 67.5+1.5 72.3+0.5 71.7+1.0 - - -
k-Shot CosSim In-Context Learning within DeepSeek-V3.2

3-Shot 20.2 75.1 69.6 69.8 71.5 325.0 1365.0 453.6
5-Shot 21.2 76.5 71.0 71.0 72.9 453.0 1915.0 648.0
10-Shot 22.8 77.7 72.4 73.5 74.6 777.0 3357.0 1136.9
20-Shot 234 78.3 73.4 74.5 75.4 1419.0 4669.0 21185
50-Shot 23.9 78.8 74.4 75.0 76.1 3456.0 8699.0 5051.2
100-Shot 24.2 79.4 74.9 75.5 76.6 6978.0 15352.0 9921.5
Budget = 400 In-Context Learning within DeepSeek-V3.2

CosSim 18.8 74.0 68.5 58.8 70.7 357.0 400 385.6
SimCSE 21.0 76.0 71.0 70.7 72.6 357.0 400 386.4
TACO-E (Ours) 21.0 76.5 72.5 71.9 73.7 241.0 400 377.5
TACO-G (Ours) 213 77.4 73.5 72.2 74.4 357.0 400 386.2
TACO-RG (Ours) 21.5 77.5 74.0 72.5 74.7 285.0 400 374.9
Budget = 600 In-Context Learning within DeepSeek-V3.2

CosSim 213 76.1 70.6 71.5 72.7 557.0 600.0 586.4
SimCSE 22.7 77.7 72.5 73.8 74.7 557.0 600.0 587.3
TACO-E (Ours) 235 78.4 73.8 75.2 75.8 465.0 600.0 580.6
TACO-G (Ours) 23.8 78.6 74.6 74.8 76.0 557.0 600.0 586.7
TACO-RG (Ours) 23.9 78.8 74.5 74.7 76.0 465.0 600.0 566.5
Budget = 1000 In-Context Learning within DeepSeek-V3.2

CosSim 221 77.1 72.0 73.1 74.1 957.0 1000.0 986.4
SimCSE 24.2 78.6 73.8 75.0 75.8 957.0 1000.0 986.4
TACO-E (Ours) 243 79.3 75.2 75.8 76.8 757.0 1000.0 943.1
TACO-G (Ours) 24.7 79.4 75.5 75.6 76.8 957.0 1000.0 986.9
TACO-RG (Ours) 25.2 79.4 75.9 75.5 76.9 757.0 1000.0 940.2

7.2 Main Results

Table 3 shows that the proposed TACO family consistently delivers the strongest in-context
generation quality under explicit token constraints. Across B=400/600/1000, TACO-RG achieves
the best or tied-best OQS (74.7 at B=400 and 76.9 at B=1000), outperforming CosSim and SimCSE
retrieval. TACO also yields substantially better token efficiency than naive k-shot scaling: 100-shot
ICL reaches OQS 76.6 with 9921.5 mean prompt tokens, whereas TACO-RG attains OQS 76.9 using
only 940.2 mean tokens at B=1000 (over 10x fewer tokens). Among variants, TACO-E is the most
budget-frugal, TACO-G remains competitive at larger budgets, and TACO-RG provides the best
overall accuracy—cost balance.

Table 4 further validates these findings on the test split with execution-based metrics (EX/EX;oft)
and the execution error count (EN). Across all budgets, TACO consistently improves OQS and
execution correctness over CosSim/SimCSE retrieval. At B=600 and B=1000, TACO-RG delivers the
strongest overall results, achieving the best or tied-best OQS while also leading on EX/EXs and
EM. At B=2000, TACO-RG matches the best OQS achieved by large k-shot prompting with only
about 20% of the prompt tokens required by 100-shot, and it also attains the best execution scores
with the lowest EN. This comparison also indicates diminishing returns of naive scaling, where
increasing from 50-shot to 100-shot fails to improve performance and can slightly degrade it.

7.3 Efficiency and Scalability Analysis

Complexity and Performance Analysis. As shown in Table 5, classical O(N°) algorithms
(Sviridenko [37] and Khuller et al. [17] Algorithm-2) are practically intractable due to the scalability
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Table 4. Performance comparison on the OsmNL test set. The best result in each setting is shown in bold.
The overall best-performing method is marked in Blue . * indicating that the input may exceed the budget
when the query g, itself consumes most tokens, leaving no room for selecting examples, in which case the
method falls back to a basic prompt for zero-shot inference.

Method EM1T 0QS T EXT EXsoft T EN]| Tokens (Min)| Tokens (Max)] Tokens (Mean)|
Finetuned Model

OverpassT5-base [36] 18.4£1.9 70.6£1.2 37.1£1.7 49.8+1.7 47+8 - - -
OsmT-base [38] 18.5+0.7 71.4+0.2 38.0+1.2 50.1+0.7 44+2 - - -
LoRA-Qwen2.5-Coder-7B-Instruct  15.840.3  69.7+0.7 34.2+1.3 43.7+2.5 335%50 - - -
LoRA-Qwen2.5-7B-Instruct 18.3+0.7 71.1+0.7 40.4+1.6 53.3t1.3  73£22 - - -
LoRA-Llama-3.1-8B-Instruct 18.8+1.0 71.0+1.2 40.2+1.6 53.7+1.8 4511 - - -
Budget = 400 vs Non-budgeted k-shot

3-Shot 18.6 70.9 41.8 56.5 43 320.0 1342.0 458.3
CosSim 16.8 69.9 41.4 55.7 44 357.0 465.0" 386.8
SimCSE 19.1 70.4 43.6 56.6 37 357.0 465.0" 387.0
TACO-E (Ours) 20.1 71.5 43.6 58.1 39 231.0 465.0" 378.2
TACO-G (Ours) 20.2 71.5 44.9 59.2 37 357.0 465.0" 387.1
TACO-RG (Ours) 20.2 71.8 44.1 58.3 29 286.0 465.0" 370.2
Budget = 600 vs Non-budgeted k-shot

5-Shot 20.0 72.1 44.4 59.5 38 428.0 1944.0 656.6
10-Shot 21.2 73.8 46.2 61.5 32 755.0 3271.0 1145.6
CosSim 19.5 71.3 42.3 56.9 47 557.0 600.0 586.7
SimCSE 21.7 73.2 459 59.8 33 557.0 600.0 586.9
TACO-E (Ours) 21.9 73.2 46.0 60.7 33 463.0 600.0 579.5
TACO-G (Ours) 21.4 73.2 46.4 62.2 29 557.0 600.0 587.8
TACO-RG (Ours) 22.2 73.9 47.1 61.9 31 461.0 600.0 570.8
Budget = 1000 vs Non-budgeted k-shot

20-Shot 21.7 74.4 47.2 63.1 24 1448.0 4891.0 2127.4
30-Shot 22.5 75.0 48.3 64.1 27 2088.0 5999.0 3111.2
CosSim 21.0 73.4 46.1 61.1 38 957.0 1000.0 986.1
SimCSE 223 74.3 47.4 61.7 31 957.0 1000.0 986.3
TACO-E (Ours) 22.1 74.1 49.0 63.3 32 739.0 1000.0 944.9
TACO-G (Ours) 22.5 75.2 49.0 64.1 23 957.0 1000.0 987.2
TACO-RG (Ours) 22.7 75.1 49.0 64.7 25 912.0 1000.0 974.5
Budget = 2000 vs Non-budgeted k-shot

50-Shot 23.7 75.8 50.2 65.3 24 3457.0 8212.0 5075.1
100-Shot 23.1 75.7 49.8 65.2 25 6891.0 14406.0 9961.5
CosSim 21.8 74.5 46.9 62.6 27 1957.0 2000.0 1986.0
SimCSE 233 75.1 49.1 64.0 27 1957.0 2000.0 1985.7
TACO-RG (Ours) 23.8 75.8 50.4 65.5 20 1908.0 2000.0 1975.5

Table 5. Approximate computational cost and OQS on OsmNL dev dataset (B = 400, d = 3, N = 6180).

Algorithm Time Complexity Approx. Cost| OQST
Classical Algorithms

Sviridenko [37] O(N?) 9.01 x 10'® -
Khuller (Algorithm-1) [17] O(N?) 3.82 x 107 61.41
Khuller (Algorithm-2) [17] O(N?) 9.01 x 108 -
Our Algorithms

TACO-E O(NlogM + M*K?) 2.20 X 10° 73.67
TACO-G O(NK?) 1.26 X 10° 7436
TACO-RG O(Nlog M + MK?) 3.57 x 10* 74.68

bottleneck imposed by the large candidate pool N, failing to yield results within a reasonable
timeframe. While Khuller et al. [17] (Algorithm-1) is executable under O(N?) complexity, it yields
alow OQS of 61.41. In contrast, our proposed TACO variants achieve substantial improvements
in both efficiency and quality. Specifically, all TACO variants reduce the computational cost by 2
to 3 orders of magnitude compared to Khuller et al. (Algorithm-1) while improving OQS by over
12 points. TACO-RG delivers the best performance, achieving the highest OQS (74.68) with the
minimum empirical cost (3.57 X 10%), validating its efficacy in scaling to large-scale scenarios.

Cross-Backbone Pareto Frontier Analysis. To verify the cross-backbone generalization and
robustness of TACO, we contrast the performance-efficiency trade-off on GPT-40-mini (Figure 4)
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OsmNL test set — GPT-40-Mini backbone
TACO-RG @ B=1000 beats

74 { baseline @ B=2000 ___,—!'A ________ tA
(2x fewer tokens) ge-~.- /:__——‘ ) A .
73 ///’ 30-Shot ~ 50-Shot B0 shot
A 0-Shot
o ¥ .7
72 A 290-Shot
8 * /’ .
o7 o
A
70 v, FT/LoRA range CosSim
3-Shot Best FT/LoRA (OsmT-base) --- SimCSE
69 = k-Shot (non-budgeted) TACO-RG
400 600 1000 2000 5000 10000

Mean tokens per query (log scale)
Fig. 4. Pareto frontier on the GPT-40-Mini backbone.

Table 6. Utility-component ablation on OsmNL dev dataset with TACO-G. Ablating M, 7, and D
across budgets.

Setting M T D 0QsT
B =400 B=600 B=1000

TACO-G v/ 74.4 76.0 76.8
w/o Diversity o /X 74.1 75.7 76.3
w/o Influence X/ 70.8 72.9 74.4
w/o Similarity X V V/ 73.9 76.0 76.0
Only Similarity v X X 70.7 72.7 74.1
Only Influence X v X 71.3 75.5 76.0

with that on DeepSeek-V3.2 (Figure 1). The empirical results indicate that TACO-RG consistently
defines the optimal upper-left Pareto frontier across both backbones, exhibiting an invariant domi-
nance over all baseline selectors irrespective of the model architecture openness. Notably, on the
proprietary GPT-40-mini backbone, TACO-RG yields over 2x token efficiency gains while maintain-
ing superior or matching generation quality (OQS) compared to the strongest adapted embedding
baseline (SimCSE) at the maximum budget (B = 5000). This consistent behavior highlights that the
effectiveness of TACO-RG in computational context optimization is backbone-agnostic and robust
under stringent token constraints.

7.4 Ablation Study

Utility Function Decomposition. As shown in Table 6, we perform a component-wise ablation
of the utility function using TACO-G to isolate the impact of each term without pre-filtering
interference. The full configuration (M + I + D) establishes the performance upper bound across
all token budgets. Most prominently, the exclusion of the influence term I precipitates the most
substantial drop in OQS, demonstrating that directional influence delivers the vital discriminative
signal for effective context selection. Conversely, removing the diversity term D causes a smaller,
stable performance decrease, which confirms the efficacy of log-determinant regularization in
mitigating demonstration redundancy.

Embedding Type Alternatives. Table 7 presents the ablation results regarding task-specific
adaptation and embedding complexity across various token budgets. The empirical outcomes reveal
two primary insights. First, removing the complex embedding component (degrading from TACO-G
to SimCSE) incurs a consistent performance drop across all budgets, particularly decreasing the
OQS by 1.8 points at B = 400. Second, completely disabling task-specific adaptation (as represented
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Table 7. Ablation of task-specific fine-tuning and complex embeddings on OsmNL dev dataset across budgets.

Setting Adapted Complex 00ST

B =400 B=600 B=1000
TACO-G v v 74.4 76.0 76.8
SimCSE [10] v X 72.6 74.7 75.8
CosSim X X 70.7 72.7 74.1

Table 8. Ablation study on ¢ function on OsmNL dev set.
0QS T
B =400 B=600 B=1000

#(x) =log(1 +x)/log(2) 74.4 76.0 76.8
d(x) = Vx 74.1 75.8 76.6
#(x) =x 74.3 75.9 76.5

¢ Function

Table 9. Ablation study on Influence modeling.

Setting SpearmanT PearsonT MSE |
Angle & Cosine Objective 0.5984 0.5864  0.1657
Only Angle Objective 0.5814 05737  0.1688
Only Cosine Objective 0.5764 0.5676 0.1716

by CosSim) further degrades the generation quality, yielding the lowest OQS across the board.
The substantial performance margin between the full TACO-G configuration and the ablated
variants demonstrates that both task-specific fine-tuning and advanced embedding formulations
are indispensable for effective context optimization under tight token constraints.

Concave Transformation ¢ Analysis. Table 8 presents a sensitivity study of TACO-G regarding
the functional form of ¢. The empirical outcomes highlight the architectural robustness of the
framework, with different variants delivering near-identical OQS values across all budgets. In
particular, ¢(x) = log(1 + x)/log(2) maintains a slight but stable lead, surpassing v/x and the
identity mapping by a slim margin of 0.1 to 0.3 points. This finding suggests that although the
introduction of ¢ is necessary to model diminishing returns during relevance aggregation, the
optimization quality depends primarily on the core utility design instead of the specific curvature
of the transformation.

Influence Model Training Objectives. As detailed in Table 9, we investigate the performance
impact of different training objectives on influence modeling. The dual formulation combining angle
and cosine objectives consistently establishes the performance upper bound, delivering the strongest
correlations (0.598 Spearman and 0.586 Pearson) and the lowest MSE (0.166). In contrast, employing
either objective in isolation yields substantially weaker alignment. This behavior underscores the
necessity of the angle term as a scale-invariant directional constraint; when integrated with cosine
similarity, it provides a stable influence signal that enhances the accuracy of demonstration ranking.

Hyperparameter Sensitivity. Figure 5 shows TACO-G’s sensitivity to the relevance mixing factor
a and diversity weight A on the dev set. Performance is robust across a broad range and peaks
at intermediate values. Specifically, & = 0.2 achieves the best overall OQS (e.g., 76.7 at B = 1000);
exceeding this threshold increasingly down-weights complementary influence signals, slightly
degrading results. Similarly, a balanced diversity strength is optimal, with A = 0.5 yielding the peak
0QS (76.8 at B = 1000), whereas deviating from this value incurs minor losses. We thus deploy this
dev-optimal configuration in subsequent experiments.
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Fig. 5. Sensitivity analysis of TACO-G on the OsmNL development set under different budget settings with
respect to (a) the relevance factor ¢ € {0,0.1,...,1.0} and (b) the diversity weight A € {0.1,0.3,0.5,0.7, 1.0}.

Table 10. Cross-domain Text-to-SQL performance on Spider.

Selection B=400 B=600 B=900 B=1200
Question Similarity [12] 0.771 0.796  0.805 0.810
Masked Question Similarity [12]  0.781  0.813  0.825  0.828
DAIL [12] 0.789  0.809  0.823 0.830
TACO-RG (Ours) 0.796 0.817 0.829 0.841

NVBench Test set

0.40
0.38
0.34 0.36 0.35
- : 0.33
0.32 0.30 0.30
0.29 0.29
M .28 0.28 0.28
0.24 0.25
0.24
T T
B=600 B=900 B=1200

TACO-RG (Ours) = k-shot m CosSim ® Prompt4Vis = DataVisT5
Fig. 6. Cross-domain generalization performance on NVBench test set for Text-to-Visualization task.

7.5 Cross-Domain Generalization

While TACO focuses on Text-to-OverpassQL, the BESM formulation captures a general context-
selection problem for structured query generation from natural language, where the goal is to select
a compact and informative set of demonstrations under an explicit token budget. We therefore
evaluate TACO-RG on two additional tasks, Text-to-SQL and Text-to-Visualization, to assess
whether its effectiveness extends beyond OverpassQL. Table 10 presents the Text-to-SQL results
on Spider [41] using DeepSeek-V4-flash [4]. Compared with three SQL-specific example selectors
from DAIL-SQL [12], TACO-RG consistently yields the highest accuracy across all tested budgets,
achieving 0.796 at B = 400 and 0.841 at B = 1200. Figure 6 reports the Text-to-Visualization results
on NVBench [28] using GPT-40-mini. TACO-RG consistently outperforms basic selection baselines
and Prompt4Vis [24] across all tested budgets. At larger budgets, TACO-RG also surpasses the
fine-tuned DataVisT5 baseline [39], achieving an EM accuracy of 0.38 compared with 0.34 for
DataVisT5. These results provide additional evidence that the proposed budget-aware selection
objective can transfer beyond OverpassQL-specific syntax. Although the primary empirical focus
remains geospatial query generation, TACO-RG yields effective contexts for other structured
generation tasks without task-specific optimization.
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8 Related Work

Structured Query Generation. Translating natural language into executable structured queries is
a long-standing challenge in database research [15, 22, 27], with representative settings including
Text-to-SQL [8, 9, 12, 22], Text-to-Visualization [24, 45], and recently Text-to-OverpassQL [36, 38].
In the geospatial domain, early semantic parsing studies mapped questions to logical forms over
small-scale databases, as exemplified by GeoQuery [16, 42, 43]. With the rise of OpenStreetMap as a
large-scale geospatial knowledge base, subsequent work introduced intermediate machine-readable
languages grounded in OSM tags, such as NLmaps [20, 21], before recent efforts moved toward
direct OverpassQL generation. While these studies improve the accuracy and executability of
geospatial query generation, they rarely address how demonstration contexts should be selected
under explicit token budgets. This gap becomes critical in retrieval-augmented and agentic LLM
settings, where prompt length affects latency, serving cost, and the amount of useful context that
can be included. Motivated by this limitation, we formulate budgeted demonstration selection for
Text-to-OverpassQL as BESM and instantiate it through the TACO framework.

Data Subset Mining and Optimization. Data subset mining aims to identify a compact set of
informative instances from large-scale data collections. It is commonly studied through submodular
optimization, since diminishing returns provide a natural way to model redundancy among selected
instances. Existing work has applied subset optimization to robust training, where clean samples
are mined from noisy or mislabeled datasets to improve efficiency and resilience [6]. Representative
subset mining has also been used for interpretability and attribution, including black-box attribution
in computer vision and analyses of data points that contribute strongly to model performance [1, 2].
In addition, submodular selection has been adopted in targeted active learning for rare-class min-
ing [19] and combined with Shapley value analysis to estimate modality importance in multimodal
learning [14]. Our work differs by studying subset mining for token-budgeted demonstration
construction in structured query generation, where utility and prompt feasibility must be optimized
jointly.

9 Conclusion

This paper presents TACO, a token-aware context optimization framework for cost-efficient Text-to-
OverpassQL generation. We introduced the high-quality OsmNL benchmark and formalized context
construction as the BESM problem. By analyzing this NP-hard task under a submodular objective,
we derived a family of budget-aware algorithms that theoretically balance semantic relevance
with structural diversity, effectively navigating the trade-off between approximation guarantees
and computational efficiency. Extensive evaluations demonstrated that TACO establishes a new
state-of-the-art in query accuracy while reducing token consumption by over 50% compared to
strong baselines. Ultimately, TACO bridges the gap between high-performance language modeling
and resource-constrained geospatial data systems, offering a robust and cost-efficient foundation
for large-scale query interfaces.
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