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Community search (CS) is a fundamental problem in graph analysis, which aims to identify a query-dependent
cohesive subgraph that satisfies a specific community model and contains the given query vertices. While
numerous CS approaches have been proposed, including non-learning-based and learning-based ones, existing
research lacks a unified experimental evaluation that bridges these two paradigms. Consequently, the relative
strengths and weaknesses of these approaches remain insufficiently understood. Moreover, practitioners lack
an effective method to recommend appropriate CS approaches for diverse queries. To address these limitations,
this paper conducts a comprehensive and in-depth empirical analysis of representative CS approaches across
various real-world datasets. We systematically evaluate their overall performance, investigate the impact of
intrinsic properties of ground-truth communities, and analyze the approaches’ generalizability within a unified
experimental framework. The results show that existing CS approaches exhibit limited generalizability across
varying queries, implying that no single approach performs optimally in all cases and that the best-performing
approach depends on the specific query. Building upon these insights, we propose RecCS, a query-aware
recommendation model that selects the top-performing CS approaches. Extensive experiments demonstrate
that RecCS improves CS performance efficiently and effectively. Finally, we summarize the limitations of
current CS approaches and advocate generalizability as a pivotal direction for future research.
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1 Introduction
As a fundamental problem in graph analysis, community search (CS) has received significant
attention in recent years. Given a graph𝐺 , a query vertex set𝑄 , and a community model𝑀 , CS aims
to identify a query-dependent cohesive subgraph𝐺 ′ ⊆ 𝐺 that satisfies𝑀 and contains𝑄 . It supports
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a wide range of applications such as user recommendation [17, 83], biological analysis [63, 64],
and collaboration discovery [56, 80]. For example, in product networks, CS can be employed to
identify frequently co-purchased products for recommendation. In biological networks, CS helps
uncover relevant proteins based on their frequent interactions. Due to its practical importance, CS
has been extensively studied [25, 34]. Existing CS approaches can be broadly categorized into two
paradigms: non-learning-based approaches [3–5, 7, 10, 11, 18–21, 36–39, 41, 43, 52, 57, 71, 79, 84]
and learning-based approaches [13, 15, 16, 32, 33, 42, 47, 70, 74, 76].
Non-learning-based CS approaches rely on predefined community patterns to characterize the

target community. Based on the nature of these predefined patterns, the non-learning-based CS
approaches can be further categorized into objective-function-based [5, 18, 21, 36, 43, 52, 57, 79] and
cohesive-subgraph-based [3, 4, 7, 10, 11, 19, 20, 37–39, 41, 71, 84]. The former category defines a
goodness metric for evaluating communities and typically employs heuristic search algorithms to
identify the community with the optimal metric. In contrast, the latter aims to extract subgraphs
that strictly satisfy the structural constraints imposed by specific cohesive subgraph models (e.g.,
𝑘-core or 𝑘-truss). Although these approaches do not require ground-truth communities, they often
lack the flexibility to accommodate diverse community structures in real-world graphs.
To tackle this issue, recent studies have explored learning-based CS approaches [13, 15, 16, 32,

33, 42, 47, 70, 74, 76], which leverage graph learning models to capture both graph topology and
community patterns in a data-driven manner. Based on their learning categories, these approaches
can be further divided into ground-truth-based learning approaches [13, 15, 16, 32, 42, 47, 70] and
structure-based learning approaches [33, 74, 76]. Ground-truth-based learning approaches adopt
supervised or semi-supervised models to learn the implicit structures underlying labeled communi-
ties. In contrast, structure-based learning approaches exploit generated pseudo-labels [33, 76] or
structural losses [74] for self-supervised or unsupervised training. Despite their improved flexibility,
most learning-based approaches rely on subgraph sampling [16, 32, 74, 76] or partitioning [47] to
handle large-scale graphs, which makes it challenging to achieve both efficiency and effectiveness.
Recently, several surveys have reviewed existing CS approaches from different perspectives.

For example, [25] focuses on non-learning-based CS approaches, while [34] provides an overview
and experimental comparison of learning-based CS approaches. In addition, [72] summarizes
CS approaches on complex graphs, and [89] reviews CS from a social-psychological perspective.
Despite these efforts, existing works suffer from several limitations.
L1: Absence of cross-paradigm evaluation. Existing surveys lack a comprehensive comparison
between different paradigms. While Gou et al. [34] provide an experimental comparison of learning-
based approaches, a critical gap remains: there is still no unified framework that systematically
assesses both non-learning-based and learning-based approaches under identical settings in order
to fully reveal the respective advantages and limitations of these two distinct paradigms.
L2: Lack of in-depth performance explanation. Current studies primarily focus on comparing
the performance of different CS approaches, with limited investigation into the underlying factors
of experimental results. Although [34] evaluates the relationship between retrieved communities
and components of learning-based CS approaches, they overlook the correlation between approach
performance and the intrinsic properties of ground-truth communities. This oversight obstructs a
clear understanding of the mechanisms driving algorithmic performance, which is essential for
diagnosing bottlenecks of existing approaches and inspiring principled algorithm designs.
L3: Inadequate evaluation of CS approaches’ generalizability. Existing studies evaluate
CS approaches under limited experimental settings, failing to comprehensively capture their
performance across diverse real-world scenarios. Specifically, prior evaluations often overlook the
impact of varying query characteristics and graph structural properties [25, 34]. Such oversight
may introduce evaluation bias, potentially overestimating the approaches’ effectiveness in ideal
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conditions while masking their vulnerabilities in complex or noisy environments. As a result, it
remains unclear how robustly existing CS approaches generalize across different configurations.
L4: Coarse-grained recommendation. Existing studies have proposed some guidelines for
selecting CS approaches in a coarse-grained manner based on empirical analyses. However, such
guidelines are too general to work well in practice. For example, Gou et al. [34] recommend
COCLEP [47] and TransZero [74] for scenarios with limited labeled data. However, even on the
same graph with limited labels, COCLEP and TransZero do not always achieve optimal performance
across different queries. Therefore, designing a fine-grained CS approach recommendation model
tailored to query characteristics is urgently needed.
To address these limitations, we conduct a comprehensive and in-depth empirical analysis and

propose an effective query-aware CS approach recommendation model.
For L1, we present a systematic review (Section 3) and conduct a unified experimental evaluation

of non-learning-based and learning-based CS approaches (Section 5.2). Our results reveal that
learning-based approaches do not consistently outperform non-learning-based approaches, even
when labels are available. Furthermore, the optimal approach varies across diverse queries. This
performance variance confirms that no single approach is universally superior for different queries,
highlighting the necessity of query-specific CS approach selection to improve CS performance.

For L2, we investigate the underlying factors of the performance of CS approaches by visualizing
and analyzing the properties of ground-truth communities (Section 5.3). We discover that ground-
truth communities exhibit structural heterogeneity in terms of size and cohesiveness. However,
most existing approaches are sensitive to these properties: they prefer specific structural patterns
but struggle to generalize across communities with varying sizes and cohesiveness. This analysis
identifies the limitations of existing CS approaches in handling diverse community structures.
For L3, we evaluate the generalizability of CS approaches across different graph and query

configurations (Section 5.4). For graph generalizability, we reveal that learning-based approaches,
despite offering stable online efficiency, incur high offline training costs and do not consistently
exhibit superior robustness against structural noises compared to non-learning-based approaches.
Regarding query generalizability, we find that most approaches are inadequate for CS with multiple
query vertices, as they either do not support multiple query vertices or fail to effectively exploit the
structural information provided by these query vertices. Moreover, their performance is sensitive
to query vertex locations, resulting in suboptimal community identification when query vertices
are located at community boundaries.
For L4, we introduce RecCS, a fine-grained CS approach recommendation model (Section 4).

Specifically, it employs a query-aware encoder to capture the local structure of query vertices and
leverages a configuration recommender to recommend CS approaches efficiently. Extensive experi-
ments demonstrate that RecCS can improve CS performance with minor overhead (Section 5.5).

Based on our extensive experimental results, we identify the lack of generalizability as a funda-
mental bottleneck of existing CS approaches. This underscores the necessity of designing future
unified CS frameworks that are capable of achieving generalizability across queries, graphs, and
diverse application scenarios (Section 5.6).

In summary, the main contributions of this paper are as follows:

• Unified Comprehensive Evaluation. To the best of our knowledge, we are the first to
systematically evaluate both non-learning-based and learning-based CS approaches within a
unified experimental framework.

• Insightful Empirical Analysis.We conduct a comprehensive and in-depth empirical analy-
sis of CS approaches across various settings, uncovering key insights into their performance,
underlying influencing factors, and practical applicability.
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• Fine-grained Recommendation. Building upon empirical insights, we propose RecCS,
a query-aware recommendation model that selects the top-performing CS approaches to
effectively improve CS performance.

• Future Directions.We summarize the limitations of current CS approaches and advocate
generalizability as a pivotal direction for future research.

2 Preliminaries
Let 𝐺 = (𝑉𝐺 , 𝐸𝐺 ) denote a simple undirected graph where 𝑛 = |𝑉𝐺 | and 𝑚 = |𝐸𝐺 |. The degree
of a vertex 𝑣 is defined as deg𝐺 (𝑣) = |𝑁𝐺 (𝑣) |, where 𝑁𝐺 (𝑣) is the set of neighbors of 𝑣 in 𝐺 . For
simplicity, we denote the average vertex degree of𝐺 by deg𝐺 . The feature matrix of𝐺 is represented
by X ∈ R𝑛×𝑑𝑓 , where x𝑣 ∈ R𝑑𝑓 is the feature vector of the vertex 𝑣 and 𝑑𝑓 is the dimension of
features. Next, we formally define the community search problem.

Definition 1. (Community Search [25, 34]). Given a simple undirected graph𝐺 = (𝑉𝐺 , 𝐸𝐺 ), a query
vertex set 𝑄 ⊆ 𝑉𝐺 , and a community model𝑀 , the community search aims to find a query-dependent
cohesive subgraph 𝐺 ′ ⊆ 𝐺 that satisfies𝑀 and contains 𝑄 .

Scope. To provide a focused yet comprehensive empirical analysis, this paper concentrates on
the classical CS problem on simple graphs. Related studies that consider other graph types (e.g.,
directed [2, 26, 51, 54], bipartite [75, 87, 88, 90], temporal [35, 49, 53, 86], heterogeneous graphs [27,
50, 81, 85]) or investigate variant CS problems (e.g., inductive [23, 24], attributed [40, 55, 77, 78],
influential CS [8, 12, 48, 91]) fall outside the scope of this work and are left for future exploration.

3 Overview of Community Search
In this section, we first present a structured taxonomy of representative CS approaches, followed
by a systematic review of them.

3.1 Structured Taxonomy
Overall, we categorize the existing CS approaches as non-learning-based CS [3–5, 7, 10, 11, 18–
21, 36–39, 41, 43, 52, 57, 71, 79, 84] and learning-based CS [13, 15, 16, 32, 33, 42, 47, 70, 74, 76]. Table 1
summarizes the characteristics of 16 representative CS approaches.

Specifically, the primary distinction between these two categories lies in whether learning-based
models are employed. Non-learning-based approaches rely on predefined cohesive metrics and can
be further divided into objective-function-based CS (e.g., density, modularity, and conductance) and
cohesive-subgraph-based CS (e.g., core, truss, clique, and ECC), depending on the metrics they adopt.
In contrast, learning-based approaches leverage learning-based models (e.g., GNNs or Transformers)
to capture community patterns in a data-driven manner. Based on the availability of ground-truth
labels, they can be further categorized into ground-truth-based learning CS (e.g., supervised and
semi-supervised CS) and structure-based learning CS (e.g., self-supervised and unsupervised CS).
Despite their differences in paradigms, query support, offline processing, label usage, and backbone
models (as outlined in Table 1), they all aim to capture the structural characteristics of communities.
We next provide a systematic review of them.

3.2 Non-learning-based Community Search
Non-learning-based CS defines community patterns using hand-crafted principles, which generally
fall into two categories: (i) objective functions for scoring community quality, and (ii) cohesive
subgraph models that impose explicit structural requirements. Accordingly, we group non-learning-
based CS into objective-function-based [5, 18, 21, 36, 43, 52, 57, 79] and cohesive-subgraph-based
approaches [3, 4, 7, 10, 11, 19, 20, 37–39, 41, 71, 84].
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Table 1. Comparison of representative CS approaches

Category Approach
Query
Vertices

Index/
Model

Label
Required Backbone

Non-learning

Objective-function-based

QDC [79] Multiple ✘ ✘ Density
LM [18] Single ✘ ✘ Modularity
SGM [57] Multiple ✘ ✘ Modularity
DMCS [43] Multiple ✘ ✘ Modularity
APPR [5] Single ✘ ✘ Conductance

Cohesive-subgraph-based

CSP [7] Multiple ✔ ✘ Core
EquiTruss (ET) [3] Single ✔ ✘ Truss

KCPC [84] Multiple ✔ ✘ Clique
SMCC [10] Multiple ✔ ✘ ECC

Learning
Ground-truth-based

ICS-GNN (ICS) [32] Single ✔ ✔ GNN
QD-GNN (QD) [42] Multiple ✔ ✔ GNN

CommunityAF (CAF) [15] Single ✔ ✔ AF
CommunityDF (CDF) [16] Single ✔ ✔ DDPM

COCLEP (CLP) [47] Single ✔ ✔ GNN

Structure-based CSFormer (CSF) [76] Single ✔ ✘ Transformer
TransZero (TZ) [74] Multiple ✔ ✘ Transformer

3.2.1 Objective-function-based CS.
Objective-function-based approaches formulate CS as an optimization problem of the given

community metric. While various metrics have been proposed [30, 59, 65, 69, 82], density-based,
modularity-based, and conductance-based approaches remain the three most representative families
(A1-A3).
A1: Density-based. Density-based objectives emphasize internal cohesiveness and typically favor
subgraphs with high average connectivity. There are many varieties of density, such as edge
density [66], internal density [65], clique density [58, 67], and pattern density [28]. To unify these
varied definitions, Dai et al. [21] introduce a generalized framework using weight configurations
to formalize a broad class of objective functions for density-based local CS. However, density
maximization in CS often suffers from the free-rider effect, where vertices irrelevant to the query
are included to increase the density objective. QDC [79] mitigates this issue by introducing query-
biased vertex weights, where each vertex is weighted by its proximity to the query via the random
walk. The density objective is adjusted to a weighted form, defined as the ratio of the number
of internal edges to the sum of the query-biased weights of the vertices within the subgraph. It
downweights vertices far from 𝑄 and pulls the optimal solution toward the query neighborhood.
A2: Modularity-based. The classic modularity [60] is originally introduced to measure the quality
of global partitions by comparing the observed internal edges against those in a randomized
null model. While it has been extensively studied in the literature [22, 29, 73], directly applying
classic modularity to the CS problem suffers from the resolution limit [31] and the free-rider
effect [79], which prevents it from identifying small but cohesive communities and leads to the
inclusion of irrelevant vertices. To address these limitations, several representative modularity-
based approaches tailored for CS have been proposed, including local-modularity-based (LM) [18],
subgraph-modularity-based (SGM) [57], and density-modularity-based (DMCS) [43] approaches.
Specifically, LM [18] optimizes the sharpness of community boundaries by measuring the fraction
of edges incident to boundary vertices that remain within the community. In contrast, SGM [57]
evaluates community quality by comparing the internal and external edges of the community. To
jointly capture relative and absolute cohesiveness, DMCS [43] integrates classic modularity with
density by normalizing the modularity score with the community size.
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A3: Conductance-based. Conductance measures the relative separation of a community by
normalizing its external cut with respect to its internal volume, thereby capturing the trade-off
between internal cohesion and external isolation [69]. Due to its effectiveness, existing works
have adopted the conductance in the CS problem [5, 36, 52], where the objective is to identify a
community that minimizes conductance. To optimize conductance efficiently, many approaches
follow a diffuse-and-sweep paradigm. Specifically, they first compute a localized diffusion score
around the seed vertex using techniques such as Personalized PageRank (PPR) [6] or heat-kernel
diffusion [44]. Vertices are then ranked according to degree-normalized diffusion scores, and sweep
cuts are applied to select the prefix that yields the minimum conductance. A representative method
in this line of work is APPR [5], which employs a push-based algorithm to compute an 𝜖-approximate
PPR vector. By sorting vertices based on their degree-normalized scores and performing sweep cuts,
APPR identifies a locally optimal community with respect to conductance. More recently, several
studies have formulated conductance-based CS by explicitly enforcing query vertex inclusion and
connectivity, considering both bounded-size [36] and unbounded-size [52] community settings.

3.2.2 Cohesive-subgraph-based CS.
Cohesive-subgraph-based approaches define a community with explicit structural constraints

and search for subgraphs that satisfy them. Based on the underlying cohesiveness model, existing
methods can be grouped into four types (B1-B4): core-based, truss-based, clique-based, and edge-
connectivity-based (ECC) approaches.
B1: Core-based. A 𝑘-core is a maximal subgraph 𝐺 ′ = (𝑉𝐺 ′ , 𝐸𝐺 ′ ) in which every vertex satisfies
deg𝐺 ′ (𝑣) ≥ 𝑘 . Sozio et al. [71] formulate the core-based CS problem (CSP), which aims to find a
connected subgraph containing 𝑄 with the maximum 𝑘 . To tackle this problem, they propose a
greedy global algorithm that iteratively removes the vertices with the minimum degree. To avoid
the cost of global peeling, Cui et al. [20] develop a local expansion strategy that begins from a
query vertex and incrementally grows the subgraph until a valid 𝑘-core is obtained. Leveraging the
nested property that a 𝑘-core is always contained within a (𝑘 − 1)-core, Barbieri et al. [7] solve the
CSP by designing a hierarchical index structure. This index organizes all connected components of
𝑘-cores into a tree, where each vertex represents a component at a specific core level. By checking
the upper level of query vertices, it identifies the target community without traversing the entire
graph efficiently.
B2: Truss-based. To strengthen cohesiveness beyond degree constraints, the 𝑘-truss model requires
every edge 𝑒 ∈ 𝐸𝐺 ′ to participate in at least 𝑘 − 2 triangles within 𝐺 ′. By leveraging triangles
as fundamental building blocks, truss-based communities are able to capture stronger and more
stable relationships. Early methods such as TCP-index [39] utilize maximum spanning trees to
preserve truss numbers and triangle adjacency relationships. To further improve efficiency, Akbas
et al. [3] introduce EquiTruss, a more efficient index based on 𝑘-truss equivalence. Specifically,
EquiTruss builds an index for truss-based CS by partitioning edges into disjoint equivalence classes
based on triangle connectivity. The graph is then compressed, where each super-node represents
an equivalence class and super-edges preserve triangle connectivity across different classes. By
eliminating the redundant maintenance of edges across multiple maximum spanning forests in
TCP-index, EquiTruss achieves improved time and space efficiency. Additionally, variants like
CTC [41] further extend the truss model by incorporating diameter constraints to mitigate the
free-rider effect and ensure a compact community structure.
B3: Clique-based. The 𝑘-clique is a complete subgraph of size 𝑘 . While various 𝑘-clique-based
community models [1, 61] and their variants [9, 19, 68] have been proposed, the 𝑘-clique percolation
community (KCPC) model [61] remains a representative approach. KCPC defines a community
as the maximal union of adjacent 𝑘-cliques, where two 𝑘-cliques are adjacent if they share 𝑘 − 1
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vertices. Based on the observation that the KCPC is a union of maximal cliques, Yuan et al. [84]
develop an index-based approach to efficiently identify both the KCPC and the densest clique
percolation community (DCPC) containing the query vertex set 𝑄 . By preserving the maximal
cliques and their connectivity into a hierarchical index, it enables the algorithm to explore only the
subtrees relevant to the query vertices 𝑄 , thereby reducing the search space efficiently. Given the
strict constraints of the 𝑘-clique model, Cui et al. [19] further propose a parameterized relaxation of
both the 𝑘-clique model and 𝑘-clique adjacency, which alleviates the excessive number of 𝑘-clique
communities and supports more flexible and practical CS.
B4: ECC-based. A subgraph is defined as 𝑘-edge-connected if it remains connected after the
removal of any 𝑘 − 1 edges. The objective of ECC-based CS is to identify a subgraph containing the
query vertices 𝑄 with the maximum edge connectivity 𝑘 [4, 11, 37, 38]. To facilitate efficient online
querying, SMCC [10] constructs a compact tree index. It first builds a weighted graph where edge
weights encode pairwise connectivities, and then derives a Maximum Spanning Tree (MST) from it.
Leveraging the MST structure, the method determines the connectivity value of 𝑄 and retrieves
the target community by traversing the subtree formed by edges with weights no less than the
connectivity value. This index-based approach achieves a query time linear to the output size and
supports efficient maintenance under dynamic updates. However, since maximizing connectivity
often yields large communities, several studies focus on identifying the ECC-based minimum
community [37, 38].

3.3 Learning-based Community Search
Unlike non-learning-based approaches, which rely on predefined paradigms to characterize com-
munities, learning-based approaches operate in a data-driven manner. Given a graph and a query
vertex set, learning-based CS approaches leverage trained models to identify the target commu-
nity relevant to the query. Based on learning objectives, they can be divided into two categories:
ground-truth-based learning CS [13, 15, 16, 32, 42, 47, 70] and structure-based learning CS [33, 74, 76].

3.3.1 Ground-truth-based learning CS.
Ground-truth-based learning CS aims to capture community structures by leveraging known
ground-truth communities. Below, we review two primary categories (C1-C2): supervised learning
CS and semi-supervised learning CS.
C1: Supervised learning CS. Supervised learning CS optimizes model parameters by explicitly
utilizing ground-truth labels as supervision signals. The objective is to maximize the alignment
between the predicted community and the ground-truth community. Existing models can be broadly
categorized into two paradigms: discriminative and generative models.

Discriminative models predict whether each vertex belongs to the community based on the vertex
representation. For example, ICS-GNN [32] applies a Graph Neural Network (GNN) to estimate
the membership probability of each vertex within the sampled candidate subgraph and employs a
vertex-swapping strategy to extract the 𝑘-sized subgraph with the highest aggregated GNN scores.
ICS-GNN+ [13] extends ICS-GNN by incorporating cluster-level information and designing an
efficient adaptive mechanism to update candidate subgraphs during the iterative search. However,
both ICS-GNN and ICS-GNN+ require training for each query in the online phase, leading to high
computational overhead. To mitigate this issue, QD-GNN [42] is proposed by employing a query
encoder to capture structural information around the given query vertices and a graph encoder to
learn query-independent vertex representations, respectively. Recently, Sima et al. [70] propose a
learning-based framework for overlapping CS and introduce a lightweight Simplified Multi-hop
Attention Network (SMN) to improve efficiency.
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To capture the global distribution of communities, generative models have been introduced for
CS, which aim to model the underlying distribution of entire communities. CommunityAF [15]
integrates an incremental GNN to learn vertex representations with community-aware structural
features, and employs an autoregressive flow (AF) model to generate community members. To
improve generation efficiency and robustness, CommunityDF [16] constructs a query-relevant
subgraph via a graph sampler and leverages a denoising diffusion probabilistic model (DDPM)
guided by both generative and contrastive losses to learn high-quality vertex representations from
limited examples.
C2: Semi-supervised learning CS. Semi-supervised CS alleviates the reliance on labeled data
by jointly leveraging the labeled communities and unlabeled graph structures. By complementing
supervised learning with unsupervised regularization, it improves generalization and robustness
under label scarcity. COCLEP [47] introduces a semi-supervised framework based on contrastive
learning. Specifically, it utilizes GNN encoders to capture query-dependent structural information
and designs a label-aware contrastive learner to align representations across low-order, high-order,
and cross-order views. Furthermore, COCLEP incorporates graph partitioning strategies to optimize
memory efficiency during model training.

3.3.2 Structure-based learning CS.
Structure-based learning CS aims to optimize models by leveraging the topological structure
of the graph, thereby eliminating the reliance on ground-truth communities. In the following,
we categorize these approaches into two paradigms (D1-D2): self-supervised learning CS and
unsupervised learning CS.
D1: Self-supervised learning CS. To compensate for the lack of ground-truth communities, this
category utilizes non-learning-based approaches to generate pseudo-labels. These labels are then
employed as self-supervision signals to guide the model training. For example, CS-GE [33] injects
cohesiveness information of 𝑘-core into vertex representations. By leveraging the proximity graph
built from core-based vertex representations, CS-GE enables community identification efficiently.
Similarly, CSFormer [76] leverages the core number as the pseudo-labels for model training, where
the core number of a vertex is defined as the maximum 𝑘 such that the vertex participates in a
𝑘-core. It designs a Transformer-based architecture that encodes structural cohesiveness via 𝑛-th
order ℎ-index features to predict core numbers. The predicted values are then utilized to infer the
target community.
D2: Unsupervised learning CS. Different from self-supervised learning approaches that adopt
pseudo-labels, unsupervised learning CS optimizes models directly via structural losses. Tran-
sZero [74] follows this paradigm by leveraging a pre-trained Graph Transformer [14]. In the offline
phase, it adopts a personalization loss and a link loss to capture vertex-specific characteristics
and graph structure, respectively. In the online phase, TransZero computes community scores
based on representation similarity between the query vertices and other vertices. It then identifies
communities by maximizing the expected score gain, thereby avoiding dependence on label-based
score thresholds.

4 Methodology of RecCS
Despite the advances of existing works, our experimental results in Section 5 demonstrate that
no single approach achieves optimal performance across all queries due to their inherent lack
of generalizability. To address this challenge, we propose RecCS from a novel recommendation
perspective to provide a more effective and practical alternative. As a lightweight recommendation
model, RecCS is designed to dynamically select the top-performing CS approach for each query.
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Fig. 1. Framework of RecCS.

4.1 Overview of RecCS
The RecCS model comprises two components: a query-aware encoder and a configuration recom-
mender, as illustrated in Figure 1. The query-aware encoder captures the local structural character-
istics of query vertices by extracting candidate subgraphs and encoding structural features with
the GNN to generate an expressive representation for recommendation. Based on the generated
representation, the configuration recommender predicts the scores of CS approaches using a dual-
branch architecture, where one branch estimates model scores and the other predicts parameter
scores. Finally, RecCS outputs the top-𝑘 model-parameter configurations for downstream CS tasks.
Notably, this distinguishes RecCS from learning-based CS approaches, as it outputs recommended
approaches rather than directly predicting the target community. In this paper, we adopt the
F1-score as the default recommendation metric, which can be easily extended to other metrics by
adjusting the recommendation labels based on the adopted metrics.

4.2 Query-aware Encoder
This module extracts local structural features of query vertices, motivated by the intuition that
vertices with similar local structures tend to favor similar models and parameter configurations.

4.2.1 Subgraph Sampling and Feature Initialization.
To capture the local structural features efficiently, we employ a Breadth-First Search (BFS) strategy
to sample a candidate subgraph 𝐺∗ = (𝑉𝐺∗ , 𝐸𝐺∗ ) centered at the query vertices 𝑄 , which has
been widely used in CS [13, 16, 32]. Next, we initialize the vertex representations by explicitly
incorporating query-relevant features. Specifically, for each vertex 𝑣 , its initial representation x𝑣 is
constructed by concatenating the raw features, the normalized PPR score [5], and a binary query
indicator 𝑞𝑣 , where 𝑞𝑣 = 1 if 𝑣 ∈ 𝑄 and 0 otherwise. Furthermore, to capture the structural locality
w.r.t. 𝑄 , we inject structural position information into the vertex features. Formally, for each vertex
𝑣 ∈ 𝑉𝐺∗ , the input layer representation h(0)

𝑣 is formulated as:

h(0)
𝑣 =W(0)x𝑣 + E𝑑𝑖𝑠𝑡 [dist𝐺∗ (𝑣,𝑄)], (1)

where W(0) is a learnable projection matrix for x𝑣 , dist𝐺∗ (𝑣,𝑄) is the shortest path distance
between 𝑣 and 𝑄 in 𝐺∗, and E𝑑𝑖𝑠𝑡 is a learnable embedding table that encodes dist𝐺∗ (𝑣,𝑄).

4.2.2 Structure Encoding.
Based on the sampled subgraph and initialized features, we employ the GNN to capture multi-hop
structural information. The vertex representations are updated iteratively via message passing:

h(𝑘 )
𝑣 = 𝜙 (h(𝑘−1)

𝑣 ,AGG({h(𝑘−1)
𝑢 : 𝑢 ∈ 𝑁𝐺∗ (𝑣)})), (2)
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where h(𝑘 )
𝑣 is the representation of 𝑣 in layer 𝑘 , 𝜙 is the message propagation function to update the

vertex representation, and AGG is the aggregate function. To obtain a graph-level representation
that is both query-focused and context-aware for the subsequent recommendation, we aggregate
the representations of the query vertices and all vertices in the candidate subgraph, respectively.
Finally, the output of the query-aware encoder is the concatenation of these two views:

h𝐺∗ = Concat( 1
|𝑄 |

∑︁
𝑣∈𝑄

h(𝑙 )
𝑣 ,

1
|𝑉𝐺∗ |

∑︁
𝑣∈𝑉𝐺∗

h(𝑙 )
𝑣 ), (3)

where Concat denotes the concatenation operation, 𝑙 is the number of GNN layers, and h(𝑙 )
𝑣 is the

final layer output of 𝑣 .

4.3 Configuration Recommender
To recommend top-performing CS approaches, we design a configuration recommender that
leverages the Kullback-Leibler (KL) divergence [45] to guide the learning process by minimizing
the discrepancy between the predicted and ground-truth performance distributions. It adopts a
dual-branch architecture consisting of a model recommender and a parameter recommender, which
are trained separately using their respective loss functions.

4.3.1 Model Recommender.
The model recommender employs a Multi-Layer Perceptron (MLP) to learn the mapping between
local structural features h𝐺∗ and the performance score of candidate CS approaches. To capture
both the ranking order and the performance differences, we optimize the model recommender via
two complementary objectives: (i) model ranking, which emphasizes correctly ordering the models;
and (ii) performance distribution alignment, which captures the relative performance gaps among
candidate models.
Model Ranking. We adopt a ranking loss L𝑟𝑎𝑛𝑘 to facilitate accurate ordering of the top-ranked
candidatemodels. Specifically, given amodel with ground-truth performance rank 𝑟 and its predicted
score 𝑠 (𝑟 ) , we enforce the predicted scores of all models ranked below it to be lower than 𝑠 (𝑟 ) by
at least a margin 𝛾 . The loss is weighted by the rank to emphasize the importance of the top-𝑘
candidate models:

L𝑟𝑎𝑛𝑘 =

𝑘∑︁
𝑟=1

1
𝑟

(
1

max{1, |V𝑟 |}
∑︁
𝑖∈V𝑟

(𝑠𝑖 − 𝑠 (𝑟 ) + 𝛾)
)
. (4)

We use S>𝑟 to denote the set of models with a true rank index greater than 𝑟 , 𝑠𝑖 is the predicted
score of the model 𝑖 , and V𝑟 = {𝑖 ∈ S>𝑟 | 𝑠𝑖 − 𝑠 (𝑟 ) + 𝛾 > 0} is the set of models in S>𝑟 that fail
to satisfy the margin constraint. The weighting factor 1/𝑟 ensures that errors in predicting the
top-ranked candidate models are penalized more heavily than those with larger rank indexes.
Performance distribution alignment.While the ranking loss optimizes for accurate ordering,
it fails to capture the performance differences of different models. To address this problem, we
align the predicted score distribution with the ground-truth performance distribution using the
KL divergence. Let v𝑚, v̂𝑚 ∈ R |M | denote the vectors of ground-truth and predicted performance
scores, respectively, where M is the set of candidate models. We normalize these scores into
probability distributions p = 𝜎 (v𝑚/𝜏) and p̂ = 𝜎 (v̂𝑚/𝜏) via the Softmax function 𝜎 (·) with a
temperature parameter 𝜏 . The KL divergence loss of the model recommender is formulated as:

L𝑚𝑜𝑑𝑒𝑙
𝐾𝐿 =

|M |∑︁
𝑖=1

𝑝𝑖 log
(
𝑝𝑖

𝑝𝑖

)
, (5)

where 𝑝𝑖 and 𝑝𝑖 are the 𝑖-th entries of p and p̂, respectively.
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Finally, the model recommender is optimized jointly by integrating the ranking loss and the
KL-divergence loss with a hyperparameter 𝜆𝑚𝑜𝑑𝑒𝑙

𝐾𝐿
:

L𝑚𝑜𝑑𝑒𝑙 = L𝑟𝑎𝑛𝑘 + 𝜆𝑚𝑜𝑑𝑒𝑙𝐾𝐿 L𝑚𝑜𝑑𝑒𝑙
𝐾𝐿 . (6)

4.3.2 Parameter Recommender.
Since the optimal parameter relies on both the input query and the characteristics of models, the
parameter recommender adopts a shared MLP encoder followed by model-specific MLP heads. The
former captures shared features of the query, while the latter projects them into the parameter
space of each specific model. We discretize the parameter space into bins and predict a score
for each bin. Based on these predicted scores, the parameter recommender is trained from two
perspectives: (i) optimal parameter estimation, which focuses on minimizing the deviation from
the ground-truth optimal parameter; and (ii) performance trend modeling, which characterizes how
model performance varies with the parameters.
Optimal Parameter Estimation.We formulate parameter prediction as a regression task. Let 𝜃
and 𝜃 denote the ground-truth and predicted optimal parameter, respectively. We employ the Mean
Squared Error (MSE) to quantify the estimation error:

L𝑟𝑒𝑔 = |𝜃 − 𝜃 |2. (7)

Minimizing Lreg directly guides the parameter recommender to align its predictions with the
optimal parameters. To mitigate scale disparities among different parameters, we normalize the
loss based on the search range of each parameter. The final L𝑟𝑒𝑔 is computed by averaging these
normalized losses across parameters and models.
Performance trend modeling. Solely regressing the optimal parameter neglects the performance
trend across the parameter space, which offers valuable information for effective recommendations.
Intuitively, this trend reflects the trade-off in community constraints guided by parameter set-
tings: relaxing constraints initially incorporates more relevant vertices and improves performance,
whereas excessive relaxation inevitably introduces irrelevant vertices and degrades quality. To
capture this intrinsic trend, we employ the KL divergence loss to align the predicted parameter
performance distribution with the ground truth. Specifically, we represent the performance trend
as a vector defined over 𝑏 discretized parameter bins. Let v𝑝 , v̂𝑝 ∈ R𝑏 denote the ground-truth
and predicted parameter performance scores across these bins, respectively. We normalize these
scores into probability distributions and compute the KL divergence loss according to Eq. (5). The
resulting loss, denoted as L𝑝𝑎𝑟𝑎𝑚

𝐾𝐿
, is obtained by averaging over all models and parameters.

Finally, we integrate the regression loss and the KL divergence loss with a hyperparameter
𝜆
𝑝𝑎𝑟𝑎𝑚

𝐾𝐿
to train the parameter recommender:

L𝑝𝑎𝑟𝑎𝑚 = L𝑟𝑒𝑔 + 𝜆
𝑝𝑎𝑟𝑎𝑚

𝐾𝐿
L𝑝𝑎𝑟𝑎𝑚

𝐾𝐿
. (8)

5 Experiments
In this section, we conduct comprehensive experiments to provide an in-depth empirical analysis
of representative CS approaches and our proposed RecCS, which aims to answer the following
questions:
Q1: How do learning-based CS approaches compare with non-learning-based CS approaches?
(Section 5.2)
Q2: How does the performance of different CS approaches correlate with ground-truth community
characteristics? (Section 5.3)
Q3: How well do the CS approaches generalize under varying configurations? (Section 5.4)
Q4: How does RecCS perform across diverse evaluation settings? (Section 5.5)
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Table 2. Dataset statistics 1

Category Graphs Abbreviations |𝑽𝑮 | |𝑬𝑮 | deg𝑮 # 𝑪 size(𝑪)

Classification
Labels

Cora CR 2,708 5,278 3.898 47 50.532
Citeseer CT 3,327 4,552 2.736 160 13.363
Photo PT 7,650 119,081 31.132 16 461.875
CoCS CO 18,333 81,894 8.934 55 323.091
Physics PS 34,493 247,962 14.378 68 502.074

Community
Labels

Email-Eu EM 986 16,064 32.584 38 23.132
DBLP DB 317,080 1,049,866 6.622 6,061 14.618

Amazon AZ 334,863 925,872 5.530 1,140 14.620
Youtube YT 1,134,890 2,987,624 5.265 2,294 12.607

Livejournal LJ 3,997,962 34,681,189 17.349 3,609 23.019

Unlabeled
Graphs

Gnutella GT 6,301 20,777 6.59 - -
Vote VT 7,115 100,762 28.32 - -

CondMat CM 23,133 93,439 8.08 - -
Epinions EN 75,879 405,740 10.69 - -

NotreDame ND 325,729 1,090,108 6.69 - -
1 #𝐶 : number of ground-truth communities; size(𝐶 ) : average size of ground-truth communities.

5.1 Experimental Setup
Datasets. To ensure a comprehensive evaluation, we select 15 real-world graphs from PyTorch [62]
and SNAP [46]. The datasets are chosen from three aspects. First, they cover graphs with node
classification labels, community labels, and without labels, bridging the evaluation gap between
learning-based and non-learning-based paradigms. Second, they span diverse domains, including
citation, co-purchasing, collaboration, email, social, file-sharing, voting, and web networks, which
exhibit different interaction patterns and community formation mechanisms. Third, as summarized
in Table 2, these graphs exhibit diverse structural characteristics in terms of graph size, average
degree, and average ground-truth community size. For datasets with node classification labels,
vertices sharing the same label may be disconnected. Therefore, we decompose them into connected
components and filter out communities with fewer than three vertices.
Competitors. We evaluate our proposed RecCS model alongside 16 representative CS approaches,
as detailed in Table 1. For non-learning-based approaches, we include approaches based on diverse
cohesiveness metrics, including density, modularity, conductance, core, truss, clique, and ECC.
Notably, the cohesive-subgraph-based approaches among them support index construction to
accelerate query processing. For learning-based approaches, we select approaches covering different
learning paradigms, including supervised, semi-supervised, self-supervised, and unsupervised
learning.
Evaluation metrics. To comprehensively assess the performance of different approaches, we
employ a set of metrics commonly used in prior works [34]. To evaluate effectiveness, we employ
both ground-truth-based and structure-based metrics. For the datasets with labels, we report
F1-score, Precision, Recall, and Jaccard Similarity (JAC). For the unlabeled datasets, we adopt
average degree (Deg), internal density (Dens) [65], conductance (Cond) [5], and density modularity
(DM) [43]. For efficiency, we report both offline and online running times. The offline time refers to
index construction for cohesive-subgraph-based approaches, and data preprocessing and model
training for learning-based approaches. Notably, the objective-function-based approaches and
ICS-GNN do not require offline processing. Offline times exceeding 105 seconds are denoted as INF.
For online times, given the high computational cost of certain objective-function-based approaches
on large graphs, if the query time exceeds 103 seconds, we terminate the search and return the
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Fig. 2. Rank summary on labeled graphs

community with the best objective value found so far. For memory overhead, we report CPU and
GPU memory usage during both the offline and online phases. Approaches exceeding memory
limits are denoted as OOM.
Query generation. We split the ground-truth communities into training and testing communities
using a 1:1 ratio [74]. The training and validation queries are randomly sampled from training
communities, while the testing queries are randomly sampled from testing communities. Follow-
ing [42, 74], we generate 150, 100, and 100 queries for training, validation, and testing, respectively.
Finally, we report the average result over the 100 testing queries. Since some approaches do not
support multiple query vertices [3, 5, 15, 16, 18, 32, 47, 76], we set |𝑄 | = 1 by default.
Implementation setup. We implement all approaches in Python and conduct experiments on
a Linux machine with Intel(R) Xeon(R) Gold 5520+ CPU, 128GB memory, and Nvidia RTX 4090
GPU. For the main hyperparameters of each approach, we adopt the settings reported in their
papers or code repositories. For user-specified parameters, we select the optimal settings based
on their F1-scores on the validation set. For learning-based approaches, we train the models for
a maximum of 200 epochs and employ an early stopping strategy [74] to prevent overfitting. To
ensure a fair comparison with non-learning-based approaches, we initialize vertex features with
their core numbers [47]. For RecCS, we set 𝜆𝑝𝑎𝑟𝑎𝑚

𝐾𝐿
= 1.0, 𝜆𝑚𝑜𝑑𝑒𝑙

𝐾𝐿
= 0.1, |𝑉𝐺∗ | = 500, 𝑘 = 3, and the

batch size to 64 by default. The remaining training settings are kept consistent with those used for
learning-based approaches to ensure a fair and unified comparison. We report the best F1-score
among the top-3 recommendations, together with the running time and memory usage of the
recommendation process.
Note. In the experiments, we use the abbreviated names for CS approaches and datasets as defined
in Tables 1 and 2, respectively. Due to space limitations, some experiments report results only on
the labeled datasets PT, AZ, and YT, and the unlabeled datasets CM, EN, and ND. The experimental
results on the remaining datasets are provided in the appendix of our technical report [92].

5.2 Overall Comparison
In this section, we evaluate the overall performance of representative CS approaches and our RecCS
model.
Effectiveness analysis on labeled graphs.We analyze the effectiveness of different approaches on
labeled datasets using ground-truth-based metrics. For each category, we select the best-performing
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Table 3. Effectiveness comparison on labeled graphs with ground-truth-based metrics1

Category Models F1-score Precision Recall JAC
PT AZ YT PT AZ YT PT AZ YT PT AZ YT

Non-
learning

QDC 0.227 0.718 0.414 0.908∗ 0.984∗ 0.513 0.192 0.640 0.436 0.188 0.633 0.300
LM 0.458 0.543 0.259 0.505 0.493 0.202 0.466 0.884 0.475 0.356 0.400 0.159
SGM 0.445 0.857 0.226 0.850 0.940 0.191 0.379 0.858 0.697 0.349 0.807 0.155
DMCS 0.506 0.495 0.005 0.750 0.495 0.002 0.473 0.941∗ 0.949∗ 0.399 0.439 0.002
APPR 0.256 0.774 0.317 0.445 0.969 0.693 0.283 0.694 0.436 0.203 0.683 0.208
CSP 0.286 0.379 0.001 0.286 0.425 0.001 0.594 0.851 0.710 0.221 0.344 0.001
ET 0.277 0.878 0.330 0.253 0.959 0.990∗ 0.937∗ 0.876 0.210 0.216 0.837 0.208

KCPC OOM 0.878 OOM OOM 0.959 OOM OOM 0.876 OOM OOM 0.837 OOM
SMCC 0.295 0.825 0.155 0.374 0.923 0.299 0.573 0.840 0.505 0.227 0.774 0.110

Learning

ICS 0.559 0.635 0.367 0.661 0.696 0.315 0.540 0.757 0.598 0.440 0.504 0.236
QD 0.469 OOM OOM 0.709 OOM OOM 0.431 OOM OOM 0.360 OOM OOM
CAF OOM 0.706 INF OOM 0.658 INF OOM 0.904 INF OOM 0.580 INF
CDF 0.308 0.780 0.421 0.850 0.955 0.506 0.251 0.725 0.425 0.224 0.694 0.304
CLP 0.403 0.853 0.414 0.327 0.900 0.713 0.772 0.882 0.409 0.300 0.789 0.288
CSF 0.370 0.730 0.137 0.667 0.806 0.094 0.326 0.782 0.749 0.282 0.628 0.091
TZ 0.321 0.600 0.274 0.309 0.963 0.666 0.722 0.519 0.275 0.243 0.500 0.178

Ours RecCS 0.574∗ 0.912∗ 0.502∗ 0.682 0.955 0.719 0.590 0.909 0.492 0.451∗ 0.867∗ 0.370∗

1 We use red, brown, teal, and purple to highlight the best results for objective-function-based, cohesive-subgraph-
based, ground-truth-based, and structure-based CS approaches, respectively. The best result among these baselines is
underlined, and the best result across all approaches (including our RecCS) is marked with ∗.

Table 4. Percentage of optimal F1-score achievements across queries 1

Category Models CR CT PT CO PS EM DB AZ YT LJ

Non-
learning

QDC 3.99% 3.04% 4.81% 12.64% 6.85% 3.60% 14.86% 7.32% 18.30% 18.82%
LM 7.26% 6.92% 10.74% 3.45% 7.26% 6.31% 5.41% 0.89% 0.00% 4.12%
SGM 10.71% 9.13% 11.11% 20.11% 10.89% 18.02% 7.66% 12.64% 6.54% 18.82%
DMCS 7.80% 6.22% 11.85% 13.22% 2.02% 3.60% 0.90% 5.10% 0.00% 2.35%
APPR 3.45% 6.36% 4.44% 9.77% 8.06% 5.41% 4.95% 5.32% 9.15% 5.88%
CSP 5.44% 5.53% 5.19% 0.00% 1.21% 0.00% 0.45% 3.77% 0.65% 1.18%
ET 4.72% 1.52% 5.19% 8.05% 2.82% 5.41% 7.21% 14.41% 8.50% 11.18%

KCPC 4.54% 6.92% OOM 8.62% 2.82% 0.90% 13.06% 14.41% OOM OOM
SMCC 5.44% 6.22% 5.19% 0.57% 3.23% 0.00% 8.11% 11.75% 3.27% 10.00%

Sum 53.36% 51.87% 58.52% 76.44% 45.16% 43.24% 62.61% 75.61% 46.41% 72.35%

Learning

ICS 7.62% 7.47% 12.59% 1.15% 0.00% 13.51% 2.25% 0.89% 14.38% 1.18%
QD 7.26% 8.02% 8.89% 5.75% 14.92% 22.52% OOM OOM OOM OOM
CAF 8.17% 6.92% OOM OOM 1.21% 4.50% 4.95% 1.77% INF INF
CDF 2.54% 5.12% 2.22% 6.90% 8.06% 5.41% 7.66% 5.99% 17.65% 1.76%
CLP 6.17% 7.47% 6.67% 4.02% 16.13% 10.81% 12.16% 10.20% 16.34% 21.76%
CSF 6.72% 6.09% 5.56% 1.72% 2.42% 0.00% 1.80% 2.22% 1.31% 2.94%
TZ 8.17% 7.05% 5.56% 4.02% 12.10% 0.00% 8.56% 3.33% 3.92% OOM

Sum 46.64% 48.13% 41.48% 23.56% 54.84% 56.76% 37.39% 24.39% 53.59% 27.65%
1 The two "Sum" rows represent the total percentage of queries where non-learning-based and learning-based
approaches achieve the optimal F1-score, respectively. We highlight the higher aggregated percentage between
these two categories in bold, and underline the individual CS approach with the highest percentage.

approach and summarize the overall rankings in Figure 2. Tables 3 and 4 report the detailed
performance results and the percentage of queries for which each approach achieves the best
F1-score. Notably, ET and KCPC achieve identical results on the AZ dataset because the param-
eter selected for both approaches on the validation set of AZ is 𝑘 = 3, under which KCPC im-
poses the same structural constraint as ET. As shown in Figure 2 and Table 3, learning-based
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Table 5. Effectiveness comparison on unlabeled graphs with structure-based metrics1

Category Models Deg Dens Cond DM
CM EN ND CM EN ND CM EN ND CM EN ND

Non-
learning

QDC 4.763 2.936 3.177 0.922 0.889 0.880 0.573 0.848 0.891 2.373 1.167 1.217
LM 3.985 2.858 3.682 0.111 0.029 0.037 0.267 0.476 0.358 1.984 1.426 1.838
SGM 4.346 4.794 4.080 0.473 0.283 0.156 0.298 0.456 0.194 2.169 1.442 2.037
DMCS 8.811 27.485 12.404 0.184 0.042 0.035 0.435 0.631 0.281 3.854 6.795 5.909
APPR 6.503 9.008 3.630 0.324 0.071 0.146 0.267 0.429 0.283 1.890 1.817 1.649
CSP 11.433 26.056 10.607 0.108 0.005 0.013 0.288 0.383 0.095 1.591 0.786 3.169
ET 6.973 4.062 4.953 0.342 0.005 0.053 0.404 0.968 0.687 1.318 0.333 2.208

KCPC 4.735 OOM 4.938 0.450 OOM 0.055 0.632 OOM 0.688 2.079 OOM 2.201
SMCC 8.909 15.749 11.353 0.305 0.166 0.048 0.445 0.757 0.463 1.742 0.964 2.825

Learning

ICS 7.668 33.098 6.015 0.167 0.083 0.043 0.655 0.842 0.780 3.547 6.084 2.790
QD 2.175 1.189 OOM 0.367 0.184 OOM 0.656 0.807 OOM 0.989 0.288 OOM
CAF 2.763 2.596 3.118 0.265 0.141 0.101 0.741 0.971 0.771 1.362 0.945 1.472
CDF 6.547 20.763 6.824 0.137 0.210 0.069 0.632 0.951 0.878 3.117 -4.070 2.203
CLP 6.766 7.193 6.433 0.002 0.001 0.002 0.154 0.481 0.085 2.325 2.105 3.045
CSF 5.682 14.102 5.465 0.242 0.143 0.068 0.565 0.840 0.613 2.730 2.763 2.416
TZ 3.924 3.845 2.425 0.274 0.083 0.066 0.455 0.905 0.656 0.986 0.269 1.187

1 Weuse red, brown, teal, and purple to highlight the best results for objective-function-based, cohesive-subgraph-based,
ground-truth-based, and structure-based CS approaches, respectively. The best result among them is underlined. For
conductance, lower values indicate better performance, whereas for other metrics, higher values are preferred.

approaches do not consistently outperform non-learning-based ones. In contrast, our RecCS model
surpasses individual CS approaches w.r.t. F1-score in most cases. Among the non-learning-based ap-
proaches, objective-function-based approaches generally achieve superior F1-scores, while among
the learning-based approaches, ground-truth-based approaches exhibit comparatively better perfor-
mance than structure-based approaches. Nevertheless, most existing CS approaches fail to maintain
a good balance between precision and recall, and their performance varies considerably across
different datasets. Moreover, Table 4 shows that the best-performing approach varies across queries,
indicating that selecting an appropriate approach for each query can improve CS performance.
Effectiveness analysis on unlabeled graphs. We compare different approaches using structure-
based metrics on unlabeled graphs. For approaches that rely on labels, the training process is
omitted. By default, the parameters are selected based on density modularity. As shown in Table 5,
non-learning-based CS approaches generally achieve better performance on structure-based metrics
because their predefined community patterns are designed based on cohesive assumptions. For
example, CSP achieves superior performance in terms of average degree by leveraging a core-
based model, while QDC and DMCS perform better on internal density and density modularity,
respectively, due to their explicit optimization of query-biased density and density modularity.
Notably, CLP achieves superior conductance performance by leveraging graph partitioning, which
effectively reduces the number of cut edges. Our results show that most non-learning-based
approaches are effective at identifying cohesive subgraphs.
Efficiency analysis. We evaluate the offline time and online time of different CS approaches
and our RecCS, as shown in Figure 3. Figure 3(a) shows the time comparison during the offline
phase. Learning-based approaches generally incur higher computational costs due to the data
processing and model training. However, non-learning-based approaches are more sensitive to
graph size, as the index construction becomes increasingly expensive on large graphs. During
the online phase, as shown in Figure 3(b), the query time of objective-function-based approaches
is not stable across datasets. This is because they rely on iterative optimization procedures that
are easily affected by graph cohesiveness. In contrast, cohesive-subgraph-based approaches and
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(b) Online time comparison

Fig. 3. Time comparison of representative CS approaches

learning-based approaches generally exhibit more stable query time by leveraging pre-built indexes
or models. For RecCS, both the offline and online phases exhibit stable running times across different
datasets. This is because we employ the subgraph sampling strategy, which effectively reduces
computational overhead. Moreover, RecCS achieves recommendation times of less than one second
on all datasets, indicating that recommending top-𝑘 approaches incurs minor overhead.
Memory analysis.We analyze the memory usage of different CS approaches in both the offline
and online phases. Given the distinct computational paradigms of non-learning-based and learning-
based approaches, we report CPU memory usage for non-learning-based CS approaches and GPU
memory usage for learning-based CS approaches. For RecCS, we report its GPU memory usage.
Overall, as shown in Figure 4, compared to existing CS approaches, RecCS maintains moderate
GPU memory usage in both phases, exhibiting superior scalability on large graphs.

In the offline phase, Figure 4(a) shows that the CPU memory usage of cohesive-subgraph-based
approaches increases with graph size. This is because index construction becomes computationally
expensive on dense and large graphs, especially for KCPC. In contrast, as depicted in Figure 4(b), the
GPU memory usage of most learning-based approaches remains relatively stable due to strategies
like subgraph sampling [16, 32] or graph partitioning [47]. However, QD and CAF are exceptions.
This is because QD requires full-graph training, whereas CAF is sensitive to the ground-truth
community size.

In the online phase, as illustrated in Figure 4(c), cohesive-subgraph-based approaches consume
slightly more CPU memory than objective-function-based approaches. This is because they need
to load pre-built indexes. For learning-based approaches shown in Figure 4(d), the GPU memory
usage of most learning-based approaches remains stable, with the exceptions of QD and CLP. This
is because QD requires full-graph inference, while CLP involves merging multiple partitions to
search the community.
Observations. Our analysis demonstrates that objective-function-based and ground-truth-based
approaches generally achieve superior performance w.r.t. F1-score. However, their applicability
is often limited by the online iterative optimization cost and the offline computational overhead,
respectively. In addition, we find that non-learning-based approaches are effective at identifying
cohesive subgraphs on unlabeled graphs. Since none of the CS approaches consistently outperform
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Fig. 4. Memory comparison of representative CS approaches

the others, RecCS improves CS performance by adaptively selecting suitable approaches for each
query, while incurring only minor overhead during both offline and online phases.

5.3 Impact Analysis of Ground-truth Communities
We analyze how the characteristics of the ground-truth communities for these queries influence CS
performance. We focus on two representative factors: community size and cohesiveness (measured
by internal density [65]).
Ground-truth communities visualization. Figure 5 provides a visualization of ground-truth
communities, where vertex size and color denote community size and internal density, respectively.
Larger variations in vertex sizes indicate greater disparities in ground-truth community sizes,
while more diverse vertex colors reflect higher heterogeneity in community cohesiveness. The
results reveal that structural heterogeneity in ground-truth communities is prevalent across diverse
datasets, indicating that effective CS approaches must be capable of capturing the distinct nature
of the ground-truth communities for varying queries. Moreover, we observe that in datasets with
classification labels (e.g., PT), ground-truth communities exhibit greater variation in size compared
to those with community labels. This is because vertices sharing the same classification label are not
necessarily connected and may form multiple connected components of varying sizes. In this paper,
we decompose these classes into connected components to serve as ground-truth communities.
Impact of ground-truth community size.We sort the ground-truth communities in ascending
order by community size and partition them into five quantiles. Figure 6 illustrates the impact
of community size on performance by plotting the cumulative average F1-score across these size
quantiles. First, existing CS approaches exhibit strong sensitivities to community size, while they
demonstrate consistent performance patterns across datasets. As ground-truth community sizes
vary, their F1-scores typically exhibit monotonic trends or form inflection points. This is because
the predefined or learned patterns within these approaches cannot universally adapt to varying
community sizes. Specifically, performance tends to peak when the ground-truth community closely
matches the assumed pattern, and declines as the mismatch increases. Second, we find that the
degree of sensitivity is largely governed by structural heterogeneity. For example, the PT dataset
exhibits substantially greater variance in community size (Figure 5(c)), leading to more pronounced
sensitivity to size variations. These observations indicate that existing approaches struggle to
generalize flexibly to ground-truth communities of varying sizes.
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Fig. 5. Visualization of ground-truth communities (vertex size: community size; color: internal density)
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Fig. 6. Impact of community size

Impact of cohesiveness of ground-truth communities.We sort the ground-truth communities
in ascending order by internal density and partition them into five quantiles. Figure 7 illustrates the
impact of community cohesiveness on performance by plotting the cumulative average F1-score
across these quantiles. Similar to the observations of community size, existing CS approaches exhibit
strong sensitivity to community cohesiveness. As the internal density of ground-truth communities
varies, their F1-scores generally followmonotonic trends or form inflection points. These approaches
inherently rely on assumptions of structural cohesiveness. Consequently, performance tends to
peak when the ground-truth community conforms to the assumed cohesive structure and declines
as it increasingly deviates from this structure. The results show that existing approaches exhibit
specific structural biases and struggle to generalize flexibly across communities with varying levels
of cohesiveness.
Observations. Our analysis shows that real-world communities exhibit structural heterogeneity.
However, existing CS approaches are sensitive to the characteristics of ground-truth communities,
with the degree of sensitivity directly driven by the variance in these characteristics. Moreover,
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Fig. 7. Impact of community cohesiveness
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Fig. 8. Scalability analysis of offline phase

this sensitivity often appears as monotonic trends or inflection points, which reflect the poor
generalizability of these approaches across diverse community structures and reveal the limitations
of their underlying rigid structural assumptions. Therefore, the design of CS approaches should
account for the structural characteristics of the ground-truth communities.

5.4 Generalizability Evaluation
In this section, we further investigate the generalizability of different CS approaches by examining
sensitivity and robustness under various graph and query configurations.
Scalability analysis. For scalability evaluation, we extract varying fractions of vertices from the
original graphs to construct induced subgraphs of different sizes. Figures 8 and 9 show the running
time for the offline phase and the online phase, respectively. During the offline phase, the running
time of both cohesive-subgraph-based and learning-based approaches generally increases steadily
with graph size. However, the learning-based approaches generally incur a significantly higher
computational overhead. Notably, the training time of learning-based approaches may fluctuate due
to early stopping mechanisms used to prevent overfitting. During the online phase, the cohesive-
subgraph-based approaches and learning-based approaches demonstrate robust scalability by
leveraging pre-built indexes or models, with query time typically increasing smoothly as the
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Fig. 9. Scalability analysis of online phase
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Fig. 10. Robustness analysis of graph structure

graph size grows. Conversely, objective-function-based approaches, which rely on iterative online
optimization, are more sensitive to the graph size. Besides, the degree of this sensitivity varies
across datasets.
Robustness analysis. We evaluate the robustness of different approaches under graph structure
perturbations. Specifically, we introduce noise by randomly inserting 10%, 20%, and 30% additional
edges. Note that we do not consider edge deletion as it may disconnect ground-truth communities.
This would lead to variations in the connected ground-truth communities used for evaluation
for the same query under different noise ratios, thereby compromising the fairness of robustness
comparisons. As shown in Figure 10, the F1-scores of most approaches typically degrade as the
level of noise increases. Meanwhile, learning-based approaches do not consistently exhibit stronger
robustness than non-learning-based approaches, even when they are trained with ground-truth
communities. This is because structural noise may distort the underlying structural patterns learned
from the ground-truth communities.
Effect of |𝑄 |. We analyze the impact of |𝑄 | on CS approaches that support multiple query vertices
by varying |𝑄 | from 2 to 8. Compared with non-learning-based approaches, most learning-based
approaches do not support multiple query vertices. The results are shown in Figure 11. We observe
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Fig. 11. Effect of |𝑄 |
Table 6. F1-score under different query vertex location configurations1

Category Models PT AZ YT Avg. ΔF1Boundary Internal Boundary Internal Boundary Internal

Non-
learning

QDC 0.089 0.078 0.699 0.683 0.265 0.344 +0.017
LM 0.388 0.414 0.528 0.563 0.200 0.281 +0.047
SGM 0.406 0.332 0.823 0.852 0.178 0.321 +0.033
DMCS 0.410 0.547 0.451 0.620 0.019 0.024 +0.104
APPR 0.171 0.141 0.765 0.767 0.205 0.232 0.000
CSP 0.183 0.163 0.370 0.412 0.008 0.001 +0.005
ET 0.157 0.158 0.823 0.855 0.183 0.183 +0.011

KCPC OOM OOM 0.813 0.854 OOM OOM +0.041
SMCC 0.193 0.182 0.812 0.815 0.088 0.214 +0.039

Learning

ICS 0.492 0.572 0.595 0.663 0.267 0.360 +0.080
QD 0.370 0.423 OOM OOM OOM OOM +0.053
CAF OOM OOM 0.680 0.720 INF INF +0.040
CDF 0.213 0.212 0.770 0.771 0.264 0.327 +0.021
CLP 0.281 0.338 0.768 0.855 0.252 0.317 +0.070
CSF 0.318 0.325 0.607 0.741 0.112 0.372 +0.134
TZ 0.229 0.209 0.502 0.602 0.156 0.195 +0.040

1 Avg. ΔF1 denotes the average F1-score difference between internal and boundary query vertices.

that objective-function-based approaches and QD can leverage the query information provided
by multiple query vertices, generally exhibiting a positive correlation between F1-score and |𝑄 |.
However, the remaining approaches fail to exhibit a consistent upward trend across datasets,
indicating a limited capacity to effectively exploit the additional guidance from multiple query
vertices.
Effect of query vertex location. To explore the impact of query vertex location, we sample
query vertices from both boundary and internal vertices of ground-truth communities, where
boundary vertices have edges connecting to vertices outside the community, whereas internal
vertices have no such external connections [18]. As shown in Table 6, most approaches achieve
better performance with internal query vertices than with boundary ones, suggesting that internal
query vertices facilitate accurate community identification. Furthermore, learning-based approaches
are generally more sensitive to query vertex location than non-learning-based approaches. This is
because most non-learning-based approaches merely require the inclusion of the query vertices. In
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Table 7. Ablation study on F1-score

Graphs Full Model w/o QAE w/o KL

CR 0.715 0.725 0.676
CT 0.863 0.822 0.863
PT 0.574 0.433 0.550
CO 0.582 0.516 0.586
PS 0.660 0.730 0.686
EM 0.665 0.662 0.553
DB 0.739 0.725 0.475
AZ 0.912 0.890 0.777
YT 0.502 0.478 0.405
LJ 0.785 0.795 0.609

Average - -3.69% -11.41%
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Fig. 13. Effect of |𝑉𝐺∗ |

contrast, learning-based approaches learn the local structure around query vertices to identify the
communities.
Observations. Our analysis reveals that CS approaches exhibit distinct limitations in generaliz-
ability. In terms of graph generalizability, while learning-based approaches achieve stable online
efficiency, they incur high offline costs and do not generalize better to structural noise than non-
learning-based approaches. Regarding query generalizability, most existing approaches fail to
effectively leverage query information to support CS with multiple query vertices and are sensitive
to query vertex locations.

5.5 Analysis of RecCS
In this section, we conduct the ablation study and sensitivity analysis of RecCS.
Ablation study.We compare RecCS with two variants: (i) w/o QAE, which replaces the output
of the query-aware encoder with zero vectors, and (ii) w/o KL, which removes the KL divergence
loss. As shown in Table 7, removing the query-aware encoder leads to a 3.69% drop in average
F1-score, confirming that local structural features of query vertices benefit the recommendation.
Furthermore, eliminating the KL divergence loss results in a 11.41% F1-score degradation, validating
the necessity of distribution alignment in enhancing the recommendation accuracy. On certain
datasets, removing these components may occasionally lead to performance improvements. This
can be attributed to indistinct local structural features of query vertices and distribution shifts
between training and testing data in those datasets. Nonetheless, RecCS remains robust overall,
effectively providing top-performing recommendations.
Effect of the number of recommended approaches. In this experiment, we analyze the sensitiv-
ity of RecCS w.r.t. the number of recommended approaches 𝑘 . We report the F1-score, recommenda-
tion time, and the total query time of recommended approaches. As shown in Figure 12, the F1-score
shows a clear improvement as 𝑘 increases from 1 to 3 and then stabilizes, indicating that RecCS is
able to rank top-performing approaches at the top of the recommendation list. Additionally, the
recommendation time remains stable across different 𝑘 values. In contrast, the total query time
increases with 𝑘 , as a larger 𝑘 necessitates the execution of more CS approaches. Besides, the rate
of this increase varies across datasets, which mainly depends on the query time required by the
recommended CS approaches. Consequently, we recommend selecting the top-3 approaches by
default to strike a balance between query efficiency and community quality.
Effect of |𝑉𝐺∗ |. In the experiment, we analyze the sensitivity of RecCS w.r.t. the candidate subgraph
size |𝑉𝐺∗ |. Figure 13 shows the impact of candidate subgraph size on community quality, recom-
mendation time, and total query time of recommended approaches. As |𝑉𝐺∗ | increases, the F1-score
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shows small fluctuations but remains generally stable, suggesting that small candidate subgraphs
are sufficient to capture the local structural features of query vertices. Besides, the recommendation
time of RecCS increases steadily with |𝑉𝐺∗ |, demonstrating that subgraph sampling can improve
recommendation efficiency while exerting only a minor impact on performance. Additionally, the
total query time fluctuates without a clear trend since it depends on the runtime of the specific
recommended CS approaches rather than the subgraph size itself.
Observations. Our ablation study demonstrates that the query-aware encoder of RecCS ef-
fectively captures the local structural features of query vertices. Additionally, it validates that
performance distribution alignment enhances recommendation accuracy. Moreover, the sensitivity
analysis confirms that RecCS achieves a balance between runtime and recommendation quality,
improving the CS performance with minor computational overhead.

5.6 Discussion
Guidelines. To facilitate real-world application, we provide practical guidelines for model selection.
Among non-learning-based approaches, SGM is well suited to parameter-free settings, whereas ET
is a reliable choice when appropriate structural parameters are available. Among learning-based
approaches, CLP offers stable performance when ground-truth labels are available, while CSF is
better suited to unsupervised settings.
Limitations. Despite the advances of these approaches, as evidenced in Section 5.2, no single
approach is universally applicable across diverse scenarios, highlighting a fundamental limitation
of existing CS approaches: lack of generalizability.
For non-learning-based approaches, they rely on predefined community patterns, which typ-

ically emphasize high internal cohesiveness or sparse external connections. If the ground-truth
communities resemble their assumed patterns, these approaches can achieve strong performance;
otherwise, their effectiveness may be limited when the ground-truth community structures deviate
from the predefined patterns.

For learning-based approaches, their generalizability is constrained by limited model capacity and
restrictive assumptions. First, to ensure scalability, these approaches typically rely on localized sam-
pling strategies, which limit their global receptive fields and result in performance variation across
queries. Second, they generally assume that the training and test data follow similar distributions.
However, real-world communities often exhibit structural heterogeneity, causing test communities
to deviate from the training distribution and preventing learned patterns from generalizing reliably
across diverse queries.

Ultimately, our empirical analysis suggests that the question of “To Learn or Not to Learn?” yields
no single dominant strategy. Instead, both paradigms suffer from distinct generalizability limitations
across diverse scenarios. Therefore, the pivotal challenge shifts from choosing a single paradigm to
the adaptive selection of approaches across varying queries, graphs, and scenarios.
Future works. Motivated by these limitations, a key direction for future research is the design
of generalizable CS frameworks. Specifically, we envision unified CS frameworks that robustly
generalize across three dimensions: (i) query generalizability: handling diverse query configurations,
including variable sizes, query vertex locations, and structural heterogeneity of the corresponding
ground-truth communities; (ii) graph generalizability: maintaining robustness across graphs with
different scales, data quality, and structural properties; and (iii) scenario generalizability: adapting
to multi-dimensional user constraints, such as strict runtime and memory limits.
To this end, integrating Large Language Models (LLMs) presents a highly promising direction.

Given their strong zero-shot reasoning capabilities, future research could investigate LLM-based
autonomous agents to address the challenge of generalizable CS. By analyzing graph topological
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features, query characteristics, and scenario-specific constraints, such agents could dynamically
recommend, parameterize, or synthesize the most suitable CS approach. Furthermore, exploring
effective prompting strategies that enable LLMs to reason directly over complex graph structures
may ultimately pave the way for generalizable CS, alleviating the rigid assumptions inherent in
existing paradigms.

6 Conclusion
In this paper, we present an in-depth empirical analysis of community search approaches, covering
both non-learning-based and learning-based paradigms. Our study provides a comprehensive
comparison of existing CS approaches under various settings and reveals that no single approach
dominates across all queries. Moreover, most existing approaches are sensitive to the structural
heterogeneity of the ground-truth communities and exhibit limited generalizability. Motivated by
these observations, we propose RecCS, a query-aware recommendation model that selects top-
performing CS approaches for each query, thereby achieving improved CS performance efficiently.
For future work, we advocate the development of generalizable LLM-based CS frameworks that can
robustly handle diverse query configurations, varying graph characteristics, and multi-dimensional
user constraints.
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