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ABSTRACT hashed; domain-specific vs general-purpose; etc.) [9, 17, 34, 40, 53—

High read and write performance is important for generic key-
value stores, which are foundational to modern applications and
databases. Yet, achieving high performance for mixed and dynamic
workloads is challenging due to fundamental trade-offs between
memory use and I/O for retrieval and updates. Past work em-
phasizes the trade-off between read- and write-optimization as
expressed through primary data structure, in combination with
read-memory trade-off mechanisms like caching and filtering. This
raises re-tuning costs as optimal trade-off targets change, due to
restructuring of stored data. We show that write-memory trade-off
mechanisms are under-developed in current designs, and propose a
new approach to dynamic key-value store optimization using a novel
read-/write-balanced on-disk structure, the TurtleTree, and flexi-
ble read-/write-memory tuning knobs. We describe how to avoid
in-memory bottlenecks to achieve high performance across a wide
tuning range. When evaluated using YCSB, our prototype TurtleKV
matches state-of-the-art SplinterDB for inserts, and is 5x/12x faster
than RockDB/WiredTiger. In mixed workloads, TurtleKV is 16-
25% faster than SplinterDB, >4X RocksDB, and 3-6x WiredTiger.
TurtleKV is 2-9x faster than the others for point-query workloads,
and has the best scan rate of the write-optimized systems tested.
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1 INTRODUCTION

Today the builders of complex, cloud-based applications and sys-
tems have many different key-value stores to choose from, each
with their own biases and trade-offs (e.g., read-optimized vs write-
optimized; online vs analytic; in- vs out-of-memory; ordered vs
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56]. These are frequently difficult to tune to accommodate evolving
requirements after a system is built [1, 2, 4, 8, 16, 33, 39, 50]. As
a consequence, we see a proliferation of multi-stores with com-
plex and expensive logic for synchronization, data transfer, and
invariant maintenance [26, 32, 42, 47, 49]. Engineering effort must
be spent multiple times for development, debugging, optimization,
and maintenance of each storage engine.

One would not be without reason believing that a multitude of
storage engines is inevitable. The RUM Conjecture [10] posits a fun-
damental, three-way trade-off in the design of data storage/access
methods between the resource overhead of reads (R), updates/writes
(U), and memory/storage (M). If correct, this might seem to imply
that the divergence of requirements for different workloads and
applications means key-value stores inhabit a problem space where
“one size” does not, and cannot, fit all [37]. Our work assumes the
correctness of the RUM Conjecture as its starting point, but seeks to
challenge this implication and propose an alternative approach to
key-value storage engine design in the face of inherent trade-offs.

The notion of a three-way trade-off in the RUM Conjecture
means that at least two trade-off selection mechanisms, or tuning
knobs, must be utilized to fully cover the space of optimal possibili-
ties; e.g. reads-vs-writes (RW), reads-vs-memory (RM), or writes-
vs-memory (WM). Our key insight is that these basic trade-offs
have important differences, and that these differences make some
inherently better suited for use as tuning knobs. For example, if a
suboptimal tuning point is selected for the read-memory trade-off,
it is likely easy to correct because of the mechanisms involved: sim-
ply modify the cache size to decrease either the I/O cost of queries
or the memory footprint of the system at the expense of the other.

In contrast, if a system is improperly tuned with respect to the
read-write trade-off, things aren’t so simple. This is because read-
write tuning is largely accomplished via selection of primary data
structure, which affects implementation (code) and the invariants
of stored data, both of which are expensive to modify post-facto.
While some dictionary data structures do support parameter-based
read-write trade-off tuning (e.g., compaction policy in LSM-trees
with adjustable fanout [48, 51]), when analyzed closely and eval-
uated empirically, we find the mechanisms in common use to be
sub-optimal. In any case, even if the primary data structure of a
system does support smooth, optimal tuning between read and
write optimization (e.g, B¢-trees’ € parameter [13, 15]), bias is still
encoded at the storage level, making re-tuning expensive.

Since write-optimization is very important to certain workloads
[16], write-memory (WM) tuning must be supported as a first-class
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feature if we wish to avoid the downsides of RW tuning bias in
stored data structures. To do this it is clearly necessary, though
insufficient, to simply expose a tuning knob. The choice of data
structure and the overall design of the system must work together
to maximize the effectiveness of this trade-off. A good example of
how data structures can anticipate a resource trade-off (RM) in a
system design context is the pervasive use of B*-trees in preference
to B-trees [11, 21]. By storing all key-value records at the bottom
level of the tree, B*-trees offer increased branching factor and the
possibility for all interior nodes to be cached in memory, reducing
read amplification to O(1). A key idea of the work presented here
is to apply a similar principle in data structure selection to enhance
the effectiveness of the write-memory (WM) trade-off, elevating it
to first-class status in key-value system design.

We present TurtleKV, a proof-of-concept for a new approach
to key-value storage oriented around RM and WM tuning knobs
which dynamically navigate the RUM trade-off space without hav-
ing to change the structure of stored data. TurtleKV is built around
a novel data structure, the TurtleTree, which offers two important
properties: 1. it achieves a neutral, balanced compromise between
the extremes of read- and write-optimized external memory dic-
tionaries, and 2. it affords a smooth trade-off between memory
usage and write amplification which is simultaneously efficient,
scale-independent (in terms of data size N), conceptually simple,
and wide-ranged in effect. TurtleKV implements a system archi-
tecture which is similar at a high level to conventional LSM-based
key-value stores, with the addition of several crucial optimizations
to eliminate in-memory bottlenecks so that reductions in write-
amplification translate to increased throughput. Because TurtleKV
starts from a fundamentally stronger premise, it avoids many of
the complex workarounds and features which tend to creep into
modern key-value stores in order to try to mitigate their intrinsic
limitations. As a result, we show that TurtleKV outperforms today’s
key-value engines, while offering superior tunability, with a modest
code base of similar or lesser complexity.

In this work we demonstrate that write-vs-memory tuning mech-
anisms are often not given first-class status in the design of current
key-value stores (§2.2). For example, while RocksDB [3], one of
the most popular key-value storage engines today, supports run-
time adjustment of write buffer size [4], and our experiments show
this parameter is highly effective at spending memory to reduce
write amplification, doing so yields very little benefit in terms of in-
creased end-to-end performance. WiredTiger [7], another popular
storage engine on the opposite end of the read-write spectrum, also
supports WM tuning, and even demonstrates end-to-end benefit
in terms of increased insert throughput over wide range of tuning
points. However, WiredTiger’s B*-tree based design offers little
benefit at low-to-moderate memory allocations due to the inherent
limitations of the data structure [38]. Finally, we find that Splin-
terDB [5, 22, 23] which is optimized for high concurrency and fast
storage devices, is able to take advantage of higher memory alloca-
tions to reduce write amplification and average insertion latency
for randomized insertion workloads. However, since SplinterDB
does not offer any way to express a preference for optimization
target (i.e., use cache memory to optimize writes vs reads), in mixed
workloads the optimization effect of higher cache size may become
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unpredictable, as the dueling concerns of updates and queries vie
for limited memory resources.
The contributions of this work are:

(1) An analysis of how current key-value stores and their data
structures fall short of fully exploiting the potential of the RUM
space, especially with respect to the write-memory trade-off
A novel external memory dictionary type, the TurtleTree, within
a previously unnamed class of data structures, B¢t -irees, com-
bining ideas from both read- and write-optimized dictionaries
A key-value storage engine design, TurtleKV, which uses Turtle-
Trees to offer simple and smooth trade-off tuning for a wide
range of resource allocations

An experimental evaluation of TurtleKV as compared to SOTA
key-value stores WiredTiger, RocksDB, and SplinterDB

@

®)

4)

2 READ, UPDATE, MEMORY: PICK TWO

The RUM Conjecture [10] states that if one holds any of the three re-
source overheads (read, update/write, and memory/space) constant,
the remaining two are placed in a zero-sum trade-off relationship.
Geometrically, this can be visualized, as in Figure 1, by a three
dimensional resource space, where points represent the actual re-
source cost of a concrete data access method with respect to a
particular workload. The notion of a three-way trade-off, in this
conceptualization, is represented by a two dimensional surface or
manifold embedded within the larger-dimensional space (dark gray).
Fixed resource commitments can be thought of as two dimensional
slices of this surface orthogonal to the axis of the fixed resource,
with the resulting intersection defining the trade-off curve between
the remaining two resources.

Navigating the optimal two-dimensional subset of the RUM space
requires the use of exactly two mechanisms, or tuning knobs, which
serve as a coordinate system within the sub-space. In this section we
analyze our problem space by considering three tuning knob candi-
dates: the read-write trade-off (RW), read-memory trade-off (RM),
and write-memory trade-off (WM). These are explored through the
perspectives of data structure (§2.1) and system design (§2.2). We
conclude with a sketch of the key ideas behind TurtleKV (§2.3).

2.1 Data Structures: Trade-off Tuning

The most consequential design decision for a key-value storage en-
gine is its choice of primary data structure. Here we review the ma-
jor categories of external memory dictionary grouped by optimiza-
tion target (read-optimized, write-optimized, and hybrid/balanced).

<= Cache & Filter Size (M, a) == Compaction Policy &3 Checkpoint Distance (x)

Memory Memory
Usage Usage
S| w \‘
Write Read Write Read
Amplification Amplification Amplification Amplification

Traditional Static Tuning
via Compaction Policy

Dynamic Tuning
via Checkpoint Distance

Figure 1: RUM as a three-dimensional resource space
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Figure 2: B¢-tree — B“*-tree structural transformation

We highlight the essential insights of each data structure, how each
approaches trade-off tuning, and their inherent limitations.

2.1.1 Read-Optimized (B-trees). B-trees[21] provide optimal [15,
59] read performance and can utilize memory to reduce the number
of reads required to process queries by caching pages containing
tree-nodes (RM trade-off). B*-trees, the most commonly imple-
mented B-tree variant, exploit this mechanism by placing key-value
data in the leaves, allowing all but the bottom layer of the tree to be
cached in main memory so that queries require only a single read.
State-of-the-art approaches to reducing the write cost of updates
in B-trees employ the use of a write-ahead log (WAL) to ensure
durability of updates, plus a scheme for applying updates to the
tree in memory (WM trade-off). We refer to these as Log Structured
B-trees. Their goal is to defer rewriting pages in hopes of collecting
enough updates per page to lower amortized I/O. Bw-trees [46]
do this through the use of delta records applied in-memory to
the main tree using lock-free techniques. The closely related Bf-
tree [35] uses a strategy of caching and updating sub-page slices
(mini-pages) instead of full pages, which has additional benefits in
terms of lowering the memory cost of caching “hot” records.
Bw-trees and Bf-trees achieve good write efficiency when mem-
ory is plentiful or updates are clustered in a few sub-ranges of
the key space. In general, however, Log Structured B-trees force
a sub-optimal trade-off between memory and write amplification,
especially as data size N grows with respect to memory size M [38].

2.1.2  Write-Optimized (LSM-trees). Log-Structured Merge (LSM)
trees [51] are a popular write-optimized alternative to B-trees. By
deferring the merge (or compaction) of new updates with existing
data, they maximize the amount of effective work achieved by
each write operation. This results in a dramatic reduction in write
amplification, but presents two challenges: first, it increases read
costs (and storage footprint) by introducing the possibility that
updates for a given key may be stored in multiple locations. Second,
since the increasingly high bandwidth of modern storage devices
favors performing merges in large sequential runs to maximize I/O
utilization, update costs in LSM-trees tend to be amortized costs; i.e.
tail latency can be quite high. This motivates the need for effective
de-amortized, or incremental, approaches to compaction.

Page caching is less effective as an RM tuning mechanism for
LSM-trees than B-trees because there is potentially much more data
to cache. In addition to caching, two primary tuning mechanisms are
employed by LSM-tree systems: compaction policy and approximate
membership query (AMQ) filtering. Compaction policies divide into
greedy (level-tiering) and lazy (size-tiering). In a level-tiered LSM-
tree, write cost is increased by repeatedly merging data at the same
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level (up to F times) to reduce future read cost. In a size-tiered
LSM-tree, a tunable number T of key duplicates are allowed to
co-exist at a given level before their eventual merge into a larger
level. Compaction policy thus alters the invariants of stored data
to achieve a RW trade-off mechanism.

Approximate member query (AMOQ) filters, e.g. Bloom Filters
[14], are an RM trade-off mechanism that reduces the cost of point
queries by having a dedicated filter (or part of a shared filter [23])
devoted to each location where a key might reside. AMQ filters offer
a tuning parameter &', the false-positive rate, which trades size
against accuracy.? To answer a point query for key k, the filters for
all locations S where k might reside are consulted before performing
any I/O. This rules out, with probability [];cs (1 — a;), locations
where the query will fail, preventing excess reads.

If filters are used to maintain a target read cost in a size-tiered
LSM-tree (with T tiers per level), the total size of the filters must
scale in proportion to T, since the total number of false-positives
for a query is the sum of false-positives for all filters that pertain
to a given key [28]. As T increases, read amplification increases
while write amplification goes down; as filter bits-per-key increases,
memory usage rises while read amplification falls due to lower false-
positive rate a. It is theoretically possible therefore to coordinate
the motion of these two parameters (T, @) to target a fixed level
of read amplification, while writes are effectively traded against
memory (WM) using filter size-vs-accuracy as an intermediary. We
refer to this strategy as filter arbitrage.

2.1.3  Hybrid-Optimized (B¢ -trees). B€-trees [13, 15] are a tunable
external memory dictionary, able to trade reads against writes. The
basic B-tree structure is used as the foundation for a B-tree. The €
parameter varies the portion of a node page used for pivots, which
optimize for reading, and update buffering, which optimizes for
writing. At either extreme of their tuning range € € 0..1, B€-trees
simply degrade into the equivalent of a B-tree or LSM-tree. At
€= % the branching factor is VB, making tree height twice that of
an equivalent B-tree. In this configuration, updates can be flushed
down one level at a time from the root in batches of size ©(VB),
dramatically lowering the worst-case write cost and providing a
good balanced tuning point.

One disadvantage of traditional B€-trees, where updates are
buffered inline within the node page (Figure 2, ) ), is that, for
any given value of €, increasing the page size B to optimize writes
increases the I/O and/or memory cost of reading/caching a node.

! Also frequently named as €
2A filter must always answer accurately if a query key is not in its set, but it may give
a false positive result at rate .. For lower a, more bits per key are required.



Similarly, decreasing € to decrease the branching factor and increase
the buffer size increases the height of the tree, which raises the cost
of reading/caching a node-path to any given key.

Size-Tiered B€-trees (STBE-trees), used by SplinterDB [22, 23],
are a recent re-imagining of the B€-tree designed to close the “band-
width gap” between the capabilities of fast NVMe SSDs and tradi-
tional key-value storage engine designs. The main structural modi-
fication in STB®-trees is to add a level of indirection between the
tree of interior node pages, or trunk, and buffered data, or branches
(Figure 2, ® —@ ). This separation allows buffered updates to
be flushed in larger batches than a traditional B€-tree, enabling
high I/O bandwidth utilization. It also enables flushes to be decou-
pled from compactions since only the branch references need to
be changed, enabling SplinterDB’s novel flush-then-compact policy.
This has the added benefit of allowing updates with skewed key
distributions to be compacted at a lower level of the tree, reducing
write amplification. However, due to their lazy compaction policy,
STB€-trees must do more work to perform scan queries, which
hurts performance.

2.2 System Design: Write-Memory Tuning

We now shift our attention from data structures to the concerns of
system design, to explore how well current key-value storage en-
gines support write-vs-memory (WM) trade-off tuning. We present
three case studies of systems spanning the read-write (RW) spec-
trum covered in §2.1: WiredTiger, RocksDB, and SplinterDB. All are
high-performance key-value storage engines optimized for concur-
rent workloads run on hardware with multiple processor cores and
solid-state storage devices. RocksDB and WiredTiger in particular
are heavily relied upon in real-world systems, and have been the
beneficiaries of a large investment in engineering effort. The main
differentiator in these systems is the choice of primary data struc-
ture: WiredTiger uses Bt-Trees3, RocksDB is based on LSM-Trees,
and SplinterDB introduces the novel STB¢-tree.

An investigation into the limitations of how each of these sys-
tems support WM trade-off tuning elucidates some of the central
issues and provides motivation for the design of our prototype,
TurtleKV. Specifically, we present three findings: first, a system’s
ability to navigate the WM trade-off is highly dependent on the
choice of primary data structure; second, the ability to reduce write
amplification does not always translate into increased real-world
performance; and third, supporting I/O vs memory trade-offs in
general does not imply the ability to target specific tuning points
in terms of memory-based read- or write-optimization.

We summarize the key results of these case studies in Table 1.

2.2.1 WiredTiger. WiredTiger is the default storage engine for
MongoDB. It is designed to support high levels of concurrency for
transactional key-value workloads. To accomplish this, it uses lock-
free algorithms and multi-version concurrency control (avoiding
update-in-place) to implement its primary data structure, a B*-tree.

Updates to the B*-tree in WiredTiger take place in “dirty” buffers
pinned to its in-memory page cache, where new versions of existing
pages (or entirely new pages) are built. Dirty pages are flushed
to durable storage in response to a checkpoint request or when

3WiredTiger also supports LSM-based indexing, but it is not the default.
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their total size exceeds a runtime-configurable threshold*. Write-
ahead logging can be enabled for durability of record-level updates
in between dirty page flush triggers. Thus, WiredTiger supports
dynamic write-memory (WM) trade-off tuning through its dirty
page eviction (write-back) caching mechanism.

Figure 3a shows how WiredTiger responds to increased mem-
ory allocation M for dirty page buffers, running a workload with
uniformly distributed keys inserted in random order. Here we see
that average insert latency tracks with write amplification through
the entire dynamic range of the resource trade-off, which is good.
Reductions in write amplification factor (WAF), however, are mini-
mal for 16MB < M < 500MB; at higher memory allocations, WAF
reduction accelerates. This is because, for random (non-skewed)
key distributions, the expected benefit of buffering in B*-Trees
is related to the total dictionary size N. If each page can hold B
items, then the expected write amplification Wy for record x is
O(max(1, min(%,B))). Note, Wy € [1..B], since each record must
be written at least once (1), and in the worst case it is re-written
every time each other record in the same page is written (B).

2.2.2  RocksDB. RocksDB is used at Meta as the primary storage
engine of ZippyDB (a distributed key-value storage service devel-
oped by and used within Meta), UDB (a MySQL storage layer for
social graph data) [16], and by countless other open source projects
and commercial systems.

RockDB’s Tuning Guide [4] presents a formidable set of user-
selectable policies and tuning knobs which optimize for various
use cases. We identify two such knobs which appear to have the
greatest impact on the WM trade-off: the size M,, of an in-memory
table (MemTable) °, and the number of MemTables |M,,|® collected
in memory before being flushed to the first level of external storage
(Lo). We find that varying M,, with fixed |M,, | is superior to varying
|M,| for fixed size M,, due to the degradation of query performance
as the number of MemTables increases; both approaches offer the
same benefit in write-optimization.

RocksDB’s default compaction strategy (leveled) uses incremen-
tal merging, in which levels are segmented into fixed-size sorted
string table (SSTable) files. When the total size of all segments
within a level L; grows too large, an SSTable (of size M,,) within
L; is selected to be compacted with data in the next larger/older
level L;11. The compaction merges the single segment from L; with
all segments in L;;; whose key range overlaps, producing a new

‘eviction_dirty_target, eviction_dirty_trigger
Srocksdb.options.write_buffer_size
rocksdb.options.min_write_buffer_number_to_merge,
rocksdb.options.max_write_buffer_number

Table 1: The three key requirements for dynamic write-
memory trade-off tuning in key-value storage engine design.

WiredTiger RocksDB  SplinterDB  TurtleKV
Data Structure supports
efficient WM trade-off? X 4 4 v
System Design has no
in-memory bottlenecks? 4 X 4 v
First-class write-memory v v X v/

trade-off tuning knob?
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sequence of SSTable segments whose keys are ordered and unique.
The total write amplification Wy for a given record x can be calcu-
lated as the number of times F (for fanout) the record is merged
into a segment at a given level, times the number of levels in the
LSM7: Wy = F - logp (N [Myy). Increasing MemTable size M there-
fore spends memory to reduce write amplification, independent of
total size N: AWy = —O(logM_W).

Figure 3b shows the result of repeatedly running a uniform ran-
dom insertion workload against an empty RocksDB database, while
increasing M,, from 16MB up to 4GB. When 16MB < M,, < 1GB,
we see the predicted logarithmic reduction in write amplification
(x-axis is log scale). However, for MemTable/SSTable sizes over 1GB,
the write optimization effect flattens out, since the inserted/flushed
data never escapes Ly before the workload completes®. Unfortu-
nately this reduction in write volume does not translate into lower
average insert latencies beyond RocksDB’s default value of M,,
=64MB. This underscores the necessity of optimizing main-memory
costs (CPU, memory bandwidth, and internal synchronization bot-
tlenecks) if one targets I/O reduction as a tuning mechanism.

2.2.3 SplinterDB. SplinterDB largely adopts the strategy of se-
lecting a single tuning point which attempts to offer excellent
read and write efficiency by structuring per-node buffer data pages
as a single-level, size-tiered LSM-tree-like structure, where each

"The reason there are logp (N/M) = logy N — log M levels for data set size N is
that the smallest level’s size is always at least M; one can think of the first logz M
merges of a record as happening in main memory, inside a MemTable.

8Key ranges of SSTable files in Ly are allowed to overlap, so as not to stall MemTable
flushes; at least 4 files must be present in L to trigger a compaction to Ly.
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sorted run (or branch) is stored as a statically built B*-tree. Quotient
Maplets, a variant of Quotient Filters [52], are used in this design
to route point queries to the branches/tiers which may contain a
given key. SplinterDB’s STB€-trees have configurable branching
factor, which is tied to the number of tiers per level T. Quotient
filter bit rate may also be tuned, and thus STB¢-trees theoretically
support a degree of write-memory tuning via filter arbitrage.

When we attempt to measure the effectiveness of these tuning
parameters in practice, we observe minimal effects from varying
fanout, filter size, and memtable size in SplinterDB. In fact the only
parameter we observe to have a significant effect on end-to-end
performance and I/O amplification is cache size, as shown in Figure
4a. We increased the data set size to 500Mx128B for this test to
show more of the tuning range, since at N=100M WAF was nearly
optimal (= 1), even at small cache size. SplinterDB’s size-tiered lazy
compaction policy achieves very low write amplification at small
cache sizes, and for the most part average insert latency tracks with
WAF. However, we find SplinterDB’s dynamic range of WM tuning
to be limited, RM and WM cannot be independently targeted, and
the task-parallel (§4.2.2) compaction strategy tends to generate a
high variance in insert latencies.

2.2.4  TurtleKV. For comparison, we show TurtleKV’s results for
both N=100M write-buffer size scaling and N=500M cache size-
scaling workloads in Figures 3c and 4b respectively. These results
show that TurtleKV’s primary data structure, the TurtleTree, ef-
ficiently reduces write cost at a rate of —O(log(M)), where M is
the memory spent on write-optimization, like level-tiered LSM-
tree-based RocksDB. Furthermore, because of the system design
ideas elaborated in the following sections, TurtleKV is able to turn
WAF reduction into higher performance over a very wide tuning
parameter range, similar to WiredTiger. When configured for write
optimization, TurtleKV keeps pace with SOTA engine SplinterDB,
and because TurtleKV’s data-parallel strategy for in-memory com-
pactions is able to achieve even load balancing across processors,
its scaling curve is much smoother than SplinterDB’s (Figure 4).

2.3 Towards Dynamic Tunability: Key Ideas

Table 1 expresses the high-level requirements driving the design
of TurtleKV. This section provides a brief sketch of the key ideas
which each, with elaborations in the following sections.

2.3.1 Data Structure With Efficient WM Trade-off. We start with
the STB€-tree, observing that its desirable properties derive from
the trunk/branch separation, whereas the properties we would like
to change derive from their compaction and flush policies. We coin
the term B*-tree to describe the class of dictionaries which retain
the trunk/branch separation, but which leave open the questions of
flush/compaction policy and how (if at all) branches are structured
within their referent trunk node(s) (Figure 2). Our first key idea is
to instantiate the B€*-tree with a balanced, level-tiered compaction
policy which organizes branches into sub-levels within a trunk node,
as shown in Figure 5a. This structure we name as the TurtleTree.

2.3.2  System Design With No In-Memory Bottlenecks. TurtleKV
adopts a design similar to LSM-tree-based systems like RocksDB,
with a write-ahead log (WAL), in-memory component (MemTable),
and log-structured on-disk component (Checkpoint, a TurtleTree).
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Figure 5: The TurtleTree data structure.

The primary bottleneck in this design comes from the log(N) am-
plification when merging MemTables into the current Checkpoint.
We observe that the most CPU-intensive part of this process is the
key comparisons for level-to-level merging, and the most memory-
bandwidth-intensive part is the copying of key-value data to serial-
ize compacted data at its new location. Our second key idea is to
use data-parallel algorithms for level merging, and fork/join style
multi-threaded leaf page serialization for Checkpoint writes.

2.3.3 First-Class Write-Memory (WM) Tuning Knob. Inspired by
our RocksDB case study, we identify MemTable size M,, as our WM
tuning knob. This defines the distance, in total bytes of updates, be-
tween Checkpoints. To ensure that increasing checkpoint distance
does not degrade in-memory query performance, we build a single
large MemTable between checkpoints. To keep tail latencies un-
der control without affecting on-disk structure, we break finalized
MemTables into leaf-sized batches via a key-order scan, applying
the batches to the Checkpoint TurtleTree one at a time in-cache
until the MemTable is drained. This is our third key idea, which we
call checkpoint distance tuning with Big MemTables.

3 TURTLETREES

In this section we describe the TurtleTree data structure, its core
algorithms (batch update, get, and scan), and how it leverages check-
point distance as a WM trade-off tuning mechanism.

3.1 TurtleTree Structure

TurtleTrees are B€*-trees (§2.3) whose per-node update buffer © is
organized into a fixed number of levels (d) , as in Figure 5a. Figure
5b shows the layout of TurtleTree node and leaf pages.

3.1.1 Leaf Pages. Leaf pages contain a sorted list of key-value pairs.
To achieve high I/O utilization during updates and scans, leaf pages
are sized several orders of magnitude larger than interior nodes.’
In order to guarantee low latencies during point queries, leaf pages
are internally structured to allow small slices, or sharded views, to
be cached and re-used to find queried keys. Leaves also include a
cache-oblivious, byte-addressed binary trie index at the front of the
page. This index contains every k'/ key from the leaf, k € {1..32}.
The trie is made cache-oblivious by laying out nodes in Van Emde
Boas order [12] to maximize locality of reference along any given
query path, minimizing CPU cache misses for in-memory queries.

The configuration we use is 4KB node pages and 32MB leaf pages.
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3.1.2  Node Pages. Each (interior) node @) is split into roughly
equal halves,'? with one half devoted to pivots (dark gray (©) ) and
the other to the update buffer (yellow © ). Within a node page,
the update buffer region contains pointers to segments, which are
stored as leaf pages with the addition of tombstone records for
deleted keys. The segments in a buffer are stratified into levels
of exponentially increasing size. Keys are required to be in-order
and unique within a level. The first level contains at most a single
segment, the second level at most two, the third level four, then
eight, etc. All levels start out vacant and can be in either a vacant or
occupied state. For a given number of pivots p in a node, the number
of levels is limited to [log, p], and the total number of segments in
all levels of the buffer limited to at most p — 1.

Node buffers maintain certain metadata to speed up various
operations. For each segment, we store a bit set activePivots of
the pivots addressed by at least one active key in the segment,!!
and a compressed sparse array flushedPivots of key index upper
bound values for each pivot to which keys from the segment have
been flushed. When keys are removed from a level as part of a
flush operation, the segment pages are not modified; instead, the
flushed upper bound array is updated for that pivot so it points to
the segment’s first non-flushed key in the flushed pivot key range.
When all keys addressed to a given pivot have been flushed from a
segment, the segment’s active bit is cleared for that pivot, and the
flushed upper bound is reset to zero. If this causes the active set
to become empty, the segment is removed from the node, possibly
allowing its storage to be garbage-collected.!?

Node pages also maintain a count of the number of bytes of
buffered updates in the key range of each pivot. This is used to
decide when and how to perform flush operations. The default
policy is to flush one leaf-sized batch after each batch insert, to the
pivot with the highest pendingBytes count, if possible.

3.2 TurtleTree Operations

3.2.1 Batch Updates. TurtleTrees are designed to support efficient
batched updates; individual key modifications can be logged/buffered
outside the tree and applied as a batch once enough have accumu-
lated. TurtleTrees do not directly implement single-key Put or Delete.
When the tree is empty, or consists of a single leaf, most op-
erations are trivial. Batch update on a leaf consists of doing a

OThe intra-page regions in Figure 5b are not shown to scale.

U\We say that a pivot is addressed by a key if the pivot’s key range contains that key.
120perations such as node splits during a batch update or taking a snapshot of an
existing TurtleTree may introduce additional references to a given page.
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Figure 6: Insertion of Batch Updates in TurtleTrees.

merge/compact on the new and old data; if the result is small
enough to fit in a leaf page, then the tree remains a single leaf.
If not, then a new node is created to parent the two leaves. The
root node is the only node in the tree allowed to have an arbitrarily
small number of child pivots, so long as it is at least 2.

To perform a batch update on a node, we first insert the incoming
batch into the node’s buffer. To illustrate this, we work through a
simple example (Figure 6). We apply four batches, containing keys
(1,7,10), (0,4,5), (2,8,11), and (3, 6,9) respectively. The node’s
buffer is initially in an empty state, i.e. all levels are vacant.

When the first batch (1,7, 10) is inserted, we look at the first
level of the buffer to see if it is vacant or occupied. It is vacant, so
we can simply insert the batch as a new segment page a. At the
second batch, (0, 4, 5), we again check the first level, but this time it
is occupied. Thus, we must perform a merge of the keys in segment
a and batch 2 to produce the sequence (0, 1,4, 5,7, 10), which is
split into two segments b (0, 1,4) and c (5,7, 10). The third batch
(2,8,11) becomes a new segment d occupying the first level, just as
the first batch. When the fourth batch (3, 6, 9) is inserted, it must
be merged with both levels one and two, since both are occupied.
This cascade of merges produces the final sorted key sequence
(0,1,2,3,4,5,6,7,8,9,10, 11), resulting in a new level comprised of
segments e (0,1, 2), f (3,4,5), g (6,7, 8), and h (9, 10, 11).

After inserting a new batch into the buffer, if there are at least L
(the size of a leaf page) buffered bytes of updates addressed to one
of the pivots, then we perform a flush. This involves picking the
pivot with the most buffered data, and removing L bytes of updates
from the buffer in the target key range. Extracting a batch to flush
may involve an in-memory merge/compaction, as the data may be
spread across multiple levels. In the prior example, if we perform a
flush after batch 3, supposing the target subtree’s key range to be
2..6, we would need to merge data from all three segments (b, ¢, d)
to produce the batch (2, 4,5). As mentioned in §3.1, durable data
in update buffer segments is “removed” by modifying the in-node
active key range metadata (§3.1.2). This reduces write amplification
by avoiding the need to update the segment page(s).

After a batch has been recursively flushed to a sub-tree, a split
or join of the corresponding pivot may be required. All non-root
nodes must be kept above a configured minimum size to remain
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viable. In addition, we maintain an invariant that the total amount
of buffered data per node never exceeds L - (p — 1). If the buffered
data does ever exceed this amount, it will be because a new batch of
size L was just inserted, resulting in there being at least L - p total
bytes. In this case, we will always have enough to flush a batch to
some sub-tree to restore the invariant. Node joins are simpler than
splits, since we can assume the invariant to hold for each node being
joined. Since the key-range of two sibling nodes is guaranteed not
to overlap, the invariant is preserved by simply concatenating the
contents of nodes to join them. The same is not true, in general, of
splits. If after splitting a node as evenly as possible, we find that the
update buffer size invariant is violated for one of the new smaller
nodes, we perform another flush on that node to restore it. Note
that we can be sure that if this case arises, it will only be for one
side, not both; otherwise, the invariant must have been false before
the split. An AMQ filter per leaf page is built and flushed when
batch updates are finally written to storage.

3.22  Queries. Point and range queries are the same for TurtleTrees
as for B¢-trees, with the addition of chasing pointers to segment
page(s) in the buffer (instead of just reading its contents). We use the
activePivots bit sets stored for each segment to narrow the search
to only those which might contain the key. Further pruning of the
set of candidate pages to search is done by querying a Bloom or
Quotient filter [52] associated with each segment/leaf (§4.1.2).
After finding a key in a segment, we compare its position in the
leaf to the flushed upper bound for its corresponding pivot; if this
position is less than the upper bound (i.e., it has been marked as
flushed), we act as if the key is not present and continue the search.
Deletes are performed alongside Put operations as part of a batch
update, by setting a key’s value to the special DELETED tombstone
value. This value is preserved in leaves until the bottom of the tree
is reached; at this point, the key is removed from the merged output.

3.3 TurtleTree Cost Analysis

3.3.1 Update I/O cost. Individual key updates travel from root to
leaf of the tree as batch updates and flushes take place. Since there
are O(log, p) levels within the buffer of each node, and the tree
height is O(logp (N/L)), each key update is written O(log, (N /L))
= O(log, p-log, (N/L)) times, regardless of page size or branching
factor p. 13 If we define the transfer size B in units equal to a single
key update, the I/O cost of a key update is O(B™! - log, (N/L)).

3.3.2  Query cost. Point queries (Get) differ in their I/O cost de-
pending on whether or not the key is found. Here we give a worst-
case bound for the general case; in practice this can be dramati-
cally improved through the addition of per-leaf filters, as described
in §4.1.2. The cost analysis here also depends on the specific I/O
model used; if we are counting total page loads, as in the Disk Ac-
cess Model (DAM), then a single-key (point) query must load all
node pages and buffer segments along a single root-to-leaf path:
O(log,, (N/L) + % - log, (N/L)) or just O(%; - log, ).

3Note that in order to correctly analyze the cost of a key update, we need only consider
its initial journey from root-to-leaf, since each time a key’s page is re-written after it
reaches the bottom of the tree, we can amortize that cost against the incoming batch,
which represents an equal number/size of keys ending their root-to-leaf journey.
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Figure 7: The effect of checkpoint distance (y) on write am-
plification. (Pages shown are from the example in Figure 6.)

Like other B-tree variants, range queries of length k on Turtle
Trees cost a point query (to find the starting key) plus O(k/B) IOPs.
There is also an in-memory, per-key cost of log, (log, (N/L)) to
merge sorted runs, which is the same as a level-tiered LSM-tree.
This per-key cost expression is derived via the use of a binary min-
heap to select which of the log, (N/L) levels of the tree contains
the least-ordered key.

3.3.3  Write-Memory Trade-off Efficiency. The WM tuning knob for
TurtleTrees is a parameter chi (y), for checkpoint distance, which de-
termines the number of batches applied to a TurtleTree in-memory
before flushing changed pages to storage as a new checkpoint. At
x = 1, every time we perform a batch update on the tree, all modi-
fied pages must be written back out. At y = 2, we defer the writing
of new/modified pages until two batches have been applied, etc. It
may not be immediately obvious to the reader that y should have
any effect on the write cost of key updates. To see that it does, let
us revisit the batch insertion example illustrated by Figure 6, con-
sidering the span of time (as measured by batch number) that each
page is live, shown in Figure 7. The pages which appear in durable
storage at a given time step are those whose lifespan overlaps a
given column in the middle section (Lifetime) of the diagram.

Observe that when y = 2, the state of the tree is only externalized
at time steps 2 and 4, so that the segments (a, d), which are live
only for steps 1 and 3, are never written. Also observe that when
x =2, keys 1, 7, and 10 first appear in stored pages at level two in
segments b and c; i.e., they appear to an external observer (who
can only look at the externalized or durable states of the tree) to
have skipped the first level altogether. If one considers batch 3, the
effect is even more pronounced: the first place keys 2, 8, and 11
appear when y = 2 is at the third level, in segments e, g, and h. If y
is doubled again to 4, then all keys in the example appear to skip
the first two levels.

We claim that, in general, the effect of y is that keys skip the
first log, y buffer levels of the tree, giving per-key write cost of:

1 N 1 N
(0] (E . (logz f - lng )()) =0 (E . logz ﬁ)

The key limitation of TurtleTree’s y tuning knob, and of RM+WM
tuning schemes in general, is that unlike I/O operations, memory is
generally a bounded quantity. This means higher y value will spend
memory that could have been used for page and filter caching. Thus
the zero-sum of fixed-size memory resources is effectively turned
into a read-vs-write (RW) trade-off. However, unlike RW trade-offs
that affect the structure of stored data, our scheme is flexible and
forgiving, since it can be changed at runtime.

4 TURTLEKYV SYSTEM DESIGN

In this section we give an overview of the system architecture and
update/query paths in TurtleKV, then dive deeper into its key design
ideas: checkpoint distance tuning with Big MemTables, and parallel
(multi-core) acceleration for TurtleTree (checkpoint) updates.

4.1 Basic Operation

TurtleKV is based on a conventional LSM-tree system architecture
employing three high-level components: a write-ahead log (WAL)
to ensure durability of incoming updates, an in-memory index and
buffer of recent data (MemTable), and an on-disk checkpoint for
long-term storage (TurtleTree). It is implemented in 32k lines of
C++ code, and is available as open-sourced software [6].

4.1.1 Update Path. Incoming key-value data are copied to an inter-
nal memory buffer which is continuously flushed in the background
to the WAL. Each update is assigned a unique sequence number
to allow consistent state recovery. After the key and value bytes
are copied, they are inserted into an in-memory index (the active
MemTable) on the user thread performing the update; as soon as
this completes, the update is visible to all threads in the process.
Each MemTable is limited to a maximum size M,,. When a thread
attempts to perform a MemTable insertion, but fails because this
limit would be exceeded, the active MemTable is finalized, or made
read-only, and a new active MemTable is created to accept future
updates. The finalized MemTable is handed off to a background
thread, which splits it into 1 or more leaf-page-sized batches, each
of which is applied to the current checkpoint TurtleTree. The user
thread must wait if the background thread is already busy process-
ing a previous finalized MemTable. After the hand-off succeeds, it
will also wait until the total number of finalized MemTables in the
system is at most 2. When the background thread finishes applying

Table 2: Per-key, asymptotic costs (Big-O) for external memory dictionaries. Point-Query (Get) costs are given both for Disk
Access Model (DAM) and Parallel Disk Access Model (PDAM). Scans (length k) cost a Get plus % I/Os for all cases and models.

Operation  TurtleTree B*-Tree LSM (level-tiered)  LSM (size-tiered) B¢-Tree STB¢-Tree
Put % - log, % logg N % -logr N 11—3 -logr N # -logge N % -logr N
Get (DAM) log, N logg N logp N -logg N T -logr N -logg N % -logge N F-logg N
Get (PDAM) loggy N logg N logg N T -logg N 1.logge N F-loggN




all batches for a MemTable to the page cache, it hands the list of
new pages to a second background thread (the writer thread), which
writes the new checkpoint data to disk. Once the new TurtleTree
pages are durable, the writer thread swaps the finalized MemTable
with a reference to the new checkpoint which subsumes it, possi-
bly unblocking any application threads that were waiting for the
finalized MemTable count to decrease.

This multi-stage update pipeline allows high system resource
utilization by allowing the different stages (MemTable insertion,
TurtleTree updates, and checkpoint page flushing) to be performed
at the same time. By keeping the amount of queued data in the
pipeline to a minimum, it also provides back-pressure so that no
part of the system outpaces the others, to avoid high tail latencies.

4.1.2  Query Path. Point queries are answered by first consulting
the active MemTable. If the target key is found, the query terminates
and the answer is returned to the caller. Otherwise, the finalized
MemTables are consulted in most-recent order. If the key is still
not found, the latest checkpoint is queried as described in §3.2.2.

TurtleKV supports either Bloom or Quotient filters (selected at
compile-time) to optimize point queries. Each leaf page, whether at
the bottom of the TurtleTree or referenced from a node buffer, has an
associated filter page. Whenever the query algorithm demands that
aleaf be searched for a given key, the associated filter is first queried,
and only if it gives a positive response is the leaf loaded/checked.

When a leaf is queried, we first attempt to pin the whole leaf
page in the cache; this will fail if the page isn’t in memory, without
performing any I/0. If the whole leaf is not cached, then we access
the first 64KB-sized slice of the page, which contains the header
and trie index. From this information, we are able to determine
which 4KB slice will contain the target key, if present.

4.2 Parallelization of TurtleTree Updates

4.2.1 The necessity of parallelized updates. TurtleTree checkpoint
update is the most expensive operation in the TurtleKV update path
by a substantial margin. Therefore it is the primary target of our
optimization efforts to avoid in-memory bottlenecks, which is one
of the 3 high-level requirements for TurtleKV (§2, Table 1).

To put this in context, while running YCSB workloads on 16
concurrent threads, we measured the average MemTable insertion
time in TurtleKV to be approximately 1.5 ps, for a combined rate
across all threads of slightly over 10 million inserts per second. In
our end-to-end testing, we find that this outpaces the overall load
throughput of the fastest databases (SplinterDB and TurtleKV) by
2-5%. For the “small” records in our tests (8 byte keys + 120 byte
values = 128 bytes), this equates to roughly 1.34 GB/s of load on
the WAL, around half the bandwidth of the test SSD. For “large”
records (8 byte keys + 992 byte values = 1000 bytes), MemTable
insertion only becomes the bottleneck if the WAL can exceed 9.4
GB/s. Since TurtleKV’s WAL flushing implementation is easily able
to match or exceed the MemTable insertion rate, we are left with
checkpoint update as the potential bottleneck in the system.!4

The challenge of TurtleTree updates is that they represent a
potentially logarithmic amplification of work as compared to earlier
pipeline stages, due to the log(N/L) levels through which update

“Details of the WAL are omitted here for brevity; for more details, see
https://github.com/mathworks/turtle_kv.
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records must be merged/compacted to reach the leaf level. There
is no way to keep up with load generated by earlier stages of the
update path without an in-memory parallelization strategy.

4.2.2 Task-parallel vs Data-parallel. There are two basic approaches
to this: allow concurrent updates to take place in different locations
within the same tree, or somehow parallelize the work of sequen-
tially applied batch updates. The former approach (task-parallel)
is used by SplinterDB; TurtleKV takes the latter approach (data-
parallel). The reason is twofold: first, there are many complications
involved in implementing concurrent updates to B€*-trees, and
these are a superset of the complexities one faces when implement-
ing concurrent B*-trees, a non-trivial task because of the compet-
ing concerns of root-to-leaf traversal for insertion, and leaf-to-root
split/merge for re-balancing. Second, adopting a data-parallel ap-
proach affords better load balancing across processors, leading to
more consistent update performance with less variability.

4.2.3 Details of parallel updates. We observe that the most CPU-
intensive operations in TurtleTree batch update are the key com-
parisons required to merge/compact level segments when a node
receives an incoming batch from its parent and flushes an outgoing
batch to a subtree. Merging multiple ordered sequences is easily
done in parallel using multi-selection [31] on each sequence to de-
termine the input and output ranges for different processors. This
lets us scale the work to multiple processors while ensuring the
correctness of our implementation through simplicity of the code.
We also observe that the most memory-bandwidth expensive
operation during checkpoint update is copying key-value data while
serializing new compacted pages prior to writing them to storage.
Our approach to optimizing this is reduce the total amount of data
that must be copied by deferring all serialization until right before
the checkpoint is finalized, and to serialize all leaf pages (and their
corresponding filters) in parallel on different threads.

4.3 Checkpoint Distance & Big MemTables

4.3.1 Preliminaries: MemTable Implementation. The requirements
for the MemTable data structure are scalability to high numbers
of concurrent threads, low space overhead, ability to perform key-
order scans, and CPU cache friendliness. There are several possible
data structures which meet these criteria; for example, Wang et al.
[58] compare Bw-Tree, OpenBW-Tree, SkipList, Masstree, B -tree,
and Adaptive Radix Tree (ART) implementations for in-memory,
multi-threaded performance and efficiency. TurtleKV implements
ARTs for this purpose, because they outperform all other data
structures in this comparison, and offer low memory usage and
high CPU-cache hit rate across a variety of workloads. However,
TurtleKV is careful to abstract this implementation choice so that
other data structures can be swapped in if desired. For compari-
son, RocksDB uses concurrent SkipLists as the default MemTable,
WiredTiger uses a combination of B*-tree and SkipLists for in-
memory indexing, and SplinterDB uses concurrent B*-trees as its
MemTable and branches. The TurtleKV ART implementation is
roughly the same size (lines of code) as RocksDB’s SkipList.

4.3.2  Checkpoint Distance: A Design Dilemma. TurtleKV’s write-
memory (WM) tuning knob is checkpoint distance; this is the total
size of the updates between two checkpoints. This can be varied



at runtime to target different levels of write-optimization at the
expense of higher memory footprint devoted to updates. Recall
from our case study (§2.2.2), that we find there are two knobs
offered by RocksDB to trade write amplification directly against
memory: MemTable size M,, and MemTable count |M,,|. The theo-
retical reason behind their effectiveness is that they force the first
O(logp(M)) compactions for a given key x to happen in memory,
before that key is ever written to an SSTable. Varying either pa-
rameter while holding the other constant is equally effective, since
M = M,, - |M,,|. The reason to prefer increasing M,, to |M,,]| as
a tuning knob is that MemTables’ contribution to query cost in a
RocksDB-like design is O(|M,y| - log(M,,)), assuming a MemTable
data structure that supports optimal logarithmic query cost.

If we apply this same logic to TurtleKV’s design, however, we
encounter a dilemma. We want the on-disk structure of checkpoint
TurtleTrees to be independent of checkpoint distance, so that we get
a true WM tuning knob; this is possible only if we keep M,, constant
and vary the number of batches |M,,| in between checkpoints.
Thus we have a tug-of-war between the concerns of in-memory
(MemTable) queries on newer data, and queries against checkpoints
(TurtleTrees) in the face of varied past tuning point selection.

4.3.3 The Solution: Big MemTables. We resolve this tug-of-war
by setting the size limit of a MemTable when it is created to the
current checkpoint distance, and breaking up finalized MemTables
into many leaf-page sized batches in order to update the TurtleTree.
We do this via a least-to-greatest key-ordered scan of the MemTable.
This design is called Big MemTables in TurtleKV.

Big MemTables help to optimize TurtleKV in multiple ways. First,
by scaling up the size of TurtleKV’s in-memory index on recent
updates, we speed up queries on “hot keys.” Second, by allowing a
larger set of updates to accumulate in memory before doing a scan
to break the MemTable into batches, we increase the skew in key
distribution when applying batches to the checkpoint. TurtleTree
batch update (§3.2.1), which flushes batches down the tree as soon
as the minimum size threshold for a subtree is reached (not when
the buffer fills up), transparently leverages this key skew to move
data down the tree faster, maintaining efficiency by always merging
equal-sized runs. We note that SplinterDB’s flush-then-compact
policy achieves a similar effect, but with the downside of higher
space amplification due to the fact that a flushed branch may end
up referenced in many different subtrees despite only containing a
small amount of live data for each reference.

Finally, Big MemTables further motivate our selection of ARTs
as MemTable data structure. Because the structure of radix trees
allow for segments of indexed keys to be shared, it is possible for
the per-key overhead of ARTs to fall below the average key length
[43]; this efficiency is often increased as the total set of keys in
an ART scales. Thus by increasing M,, and then splitting buffered
updates into key-skewed batches, we not only play to the strengths
of TurtleTrees, but to those of ARTs as well.

5 EVALUATION

In this section, we explore the end-to-end performance of TurtleKV,
comparing it to WiredTiger, RocksDB, and SplinterDB, providing
data to support the claims we make about TurtleKV and its novel
data structure TurtleTrees.
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5.1 Experimental Setup

5.1.1 Hardware setup. Experiments were run on an AMD Ryzen
Threadripper 7970x workstation (32 cores/64 threads), with 128 GB
of DDR5-6000 registered ECC memory, running Linux 6.3. The SSD
used was an Intel P4800x 1.5TB rated for 2.4 GB/s read and 2 GB/s
write (550k/500k IOPs respectively), formatted with XFS.

5.1.2  Software/Benchmark Configuration. We use the Yahoo Cloud
Serving Benchmark (YCSB) [25], comparing TurtleKV to the storage
engines from §2.2. Each YCSB run inserts 400M records comprised
of 8 byte keys and 120 byte values (Load), then performs 150M op-
erations comprised of 50% updates/50% gets (workload A), another
150M operations comprised of 5% updates/95% gets (workload B),
150M gets (workload C), 15M operations comprised of 95% scans
(length < 100 keys)/5% updates (workload E), and then a final 150M
operations comprised of 50% read-modify-writes/50% gets (work-
load F). The total size of the initial data set is 48GB; to evaluate both
out-of-cache and in-cache performance, we run the benchmark
twice for each database, once with cache size 16GB (% of data size)

3
and again with 48GB cache (large enough to fit the raw data).

5.1.3 Database Configurations. The configuration used for each
database is informed by the case studies described in §2.2. For
WiredTiger, eviction dirty target is set to half the cache size and
eviction dirty trigger to 95% of the cache; transaction-level logging
is enabled, and automatic checkpoints are disabled. For RocksDB,
parallelism and maximum parallel sub-compactions are set to the
processor count (64); write buffer size is 64MB. RocksDB’s block
cache is enabled (instead of the kernel’s file cache) to accurately
track memory usage; direct I/O is enabled, which we observe to be
slightly faster. SplinterDB is configured with mostly default values.
We set the maximum key size to 8 bytes to match our test workload,
and configure the number of background threads to 2 for memtable
tasks, 24 for normal tasks, following SplinterDB’s tuning guide [5].

TurtleKV is configured to use 32MB leaf pages, 20 bits per key for
per-leaf quotient filters (SplinterDB’s default was left unchanged
at 26). Checkpoint distance was configured in two different ways:
we selected 4 different values for each cache size (128MB, 256 MB,
512MB, and 768MB for 16GB cache; 512MB, 1GB, 1.5GB, and 3GB
for 48GB cache) to run TurtleKV statically tuned (i.e., all YCSB work-
loads run with the same setting). We also selected, through trial and
error, a “known good” setting for checkpoint distance for each work-
load and cache size combination: for 16GB cache, Load—512MB,
A/B—768MB, C—32MB, E—192MB, and F—640MB. For 48GB
cache, Load/A/B—3GB, C—32MB, E—256MB, and F—2GB. We
then configure the test runner to run TurtleKV dynamically tuned
by switching to the “known good” value at the start of each work-
load. Although impractical for real-world use, we did this to verify
the potential of TurtleKV’s WM tuning knob.

5.2 Results & Discussion

5.2.1 YCSB Throughput: TurtleKV vs Others. Figure 8 shows the
end-to-end throughput of each YCSB workload, for dynamically-
tuned TurtleKV and all other databases. TurtleKV performed ex-
cellently in the high-memory configuration across all workloads
(Figures 8a, 8b), exceeded only in workload E by WiredTiger, whose
Bt-tree gives a clear advantage in scans, since it does not require
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Figure 9: TurtleKV WM Tuning Sensitivity

any merging, unlike LSM-trees, STB®-trees, and TurtleTrees. For
small-cache, write-heavy workloads (Figure 8c), SplinterDB was
the highest performer, confirming our case studies on WM tuning
(§2.2). In small-cache, read-heavy workloads (Figure 8d), TurtleKV
matched or exceeded the point query throughput of the other write-
optimized systems (RocksDB and SplinterDB), which is expected
because TurtleTree’s level-tiered compaction policy is more read-
optimized than the lazy compaction of SplinterDB. TurtleKV’s per-
formance in workload E (scans) shows room for improvement; we
believe the low scan rate is due to cache pressure from the active
(unflushed/uncompacted) MemTable left over from previous work-
loads. This data supports the idea that TurtleKV’s scan performance
in cache-limited configurations could be improved by implementing
a mechanism to detect query-driven cache pressure and respond
by flushing the current MemTable to the checkpoint TurtleTree to
free up memory.

5.2.2  Static vs Dynamic Tuning. Figure 9 (a-d) shows TurtleKV’s
sensitivity to checkpoint distance tuning parameter selection across
YCSB workloads. Particularly noteworthy is the benefit of setting a
lower checkpoint distance for point-query dominated workloads B
and C (9d, 9b). The ability to give explicit direction to the system
as to how it should use memory helps TurtleKV to achieve much
higher performance in these workloads than the other systems (8d,
8b), including TurtleKV itself when tuned statically.

Figure 9¢ demonstrates our claim that the write-optimization
benefit of WM tuning in TurtleTrees scales independently of to-
tal dictionary size N. The higher variation in the smallest dataset
(N=31M) is because this scenario is more sensitive to small differ-
ences in the number of batches flushed down the tree; the leaf page
size is a larger percentage of the overall data size at smaller scale.

5.2.3 YCSB Latency Percentiles. Figure 10 shows the per-operation
latency distributions for the YCSB tests. A key result in this data is
that TurtleKV demonstrates superior tail latencies (P99.9) for both
inserts and updates, supporting the effectiveness of TurtleKV’s up-
date pipeline and multi-processor approach to checkpoint updates.
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TurtleKV falls behind SplinterDB in low-cache, insert-heavy work-
loads due to high P100 during checkpoint pipeline stalls. Query
latencies are generally good, but TurtleKV does show elevated tail
latencies for point queries and small-cache scans.

5.2.4  Memory Usage over Time. Figure 11 shows memory usage
in the benchmark process for each database over the course of the
YCSB workloads. TurtleKV and SplinterDB both quickly make use
of available memory during the Load; afterwards, both generally
stayed below their allocated limit. Note, because the load generator
is in the same process as the key-value stores being tested, and
because we used pre-recorded workload trace files that are buffered
in memory, the overall memory footprint is somewhat higher than
the configured cache limit. Both RocksDB and WiredTiger did not
make use of all available headroom during write-heavy workloads.
RocksDB did slightly better than TurtleKV and SplinterDB at stay-
ing within the configured limit. WiredTiger presented the highest
memory overhead during the benchmark.

5.2.5 CPU Efficiency for In-Cache. Figure 12 shows the CPU cache
miss rate for each workload of YCSB. TurtleKV is particularly cache-
friendly in query-heavy workloads C and E, due to its careful at-
tention to page layout (cache-oblivious trie indexes at the head
of each leaf page) and use of ARTs. In mixed workloads A and F,
TurtleKV performs similarly in this metric to leaders RocksDB and
WiredTiger. For the Load workload, CPU cache miss rate is ele-
vated due to the shuffling effect of data-parallel batch compactions
while updating the TurtleTree checkpoint; this is comparable with
SplinterDB’s cache miss rate for the Load phase.

6 RELATED WORK

The theoretical trade-off space constraining external memory index-
ing is characterized by Brodal and Fagerberg [15] for comparison-
based dictionaries, and by Conway et al. [24] for hash-based dictio-
naries. The key insights of these works are echoed and elaborated
in practical terms by the RUM Conjecture [10].
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Recent efforts to explore trade-offs in LSM-tree based systems
include Monkey [27], a key-value store which optimizes queries
through an analytically optimal allocation of memory to Bloom
filters at various levels of the tree; Dostoevsky [29], which further
improves space-time trade-offs for LSM-based systems by varying
compaction policy from lazy at lower levels to greedy at higher
ones; Wacky [30], which introduces adaptive level sizing and finer-
grained control over compaction policy to even better optimize
the trade-off curve; and Cosine [20], which builds on the previous
three and uses machine learning to optimize data structure design
for specific cloud-based key-value storage workloads. Endure [36]
tunes size ratio, memory allocations, and compaction policy to
maximize throughput under workload uncertainty.
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dictionary design space is explored by Idreos et al. [38].

Several recent works address key-value engine design in the face
of very fast modern storage devices. SplinterDB [22] and Mapped
SplinterDB [23] introduce innovations in the design of external
memory dictionaries, extending B€-Trees to STB®-Trees by applying
ideas from size-tiered LSM-trees to achieve high update efficiency
without excessively penalizing point queries. FASTER [18, 19] com-
bines log-structured storage with in-memory concurrent hash ta-
bles to scale point-query-only based workloads to modern SSDs,
but lacks first-class support for range operations. KVell [44], later
extended to KVell+ [45], achieves high performance on modern
SSDs using a shared-nothing design based on independent sharded
indices maintained on separate threads. KVell only maintains key-
based indices in memory (not in storage), trading scalability and
recovery time for lower space-/write-amplification.

7 CONCLUSION & FUTURE WORK

With TurtleKV, we introduce a novel approach to read and write
optimization that dynamically trades memory to target a desired
trade-off point instead of altering on-disk structure. TurtleTrees
enable this by offering an unbiased storage layout which responds
to write buffering over a wide dynamic range. This design opens
many paths for future research on key-value storage techniques,
including further optimization of in-memory checkpoint updates
and exploring more of the B€*-Tree design space to discover data
structures beyond the TurtleTree.
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