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on-demand fusion framework tailored for dynamic data lakes. First,
it introduces a Temporal Index Evidence Retrieval module to incre-
mentally retrieve and selectively expand evidence for subsequent
fusion. Then, an adaptive aligned hierarchical fusion mechanism
organizes data values and performs evidence-aware truth inference.
Finally, a dynamic fusion truth maintenance algorithm refreshes fu-
sion results efficiently without full recomputation. A comprehensive
evaluation of established benchmarks and our newly constructed
dynamic datasets demonstrates the effectiveness of IncreQueryFu-
sion. It outperforms the state-of-the-art baseline in accuracy by
5%-30% on static workloads, while achieving speedups of over 10X
against on-demand methods and over 100X against batch methods
in dynamic scenarios.
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Figure 1: Limitations of existing on-demand fusion.

1 INTRODUCTION

Modern data lakes continuously ingest massive heterogeneous data
streams from diverse sources, establishing themselves as the central
data infrastructure for enterprise analytics [30, 31]. Contemporary
Large Language Models (LLMs) increasingly rely on retrieving
information from such infrastructures in real time [9, 16]. However,
the pervasive conflicts inherent in dynamic, multi-source data pose
a direct threat, potentially leading to significant reasoning biases
and hallucinations in LLMs. Consequently, there is an urgent call for
a data fusion framework that can efficiently and accurately discover
trustworthy truths in such dynamic environments [24, 33].

Two primary paradigms address data fusion. Batch-based fusion
[4, 8, 26, 34, 42, 45] pre-computes truths over the entire dataset
offline, a strategy that works well in controlled, static settings.
However, this global scope incurs prohibitive overhead by fusing
vast task-irrelevant data in large-scale lakes. More critically, any
update necessitates a full recomputation, making it impractical in
dynamic scenarios. To overcome this, the on-demand data fusion
[13, 36, 44, 47] has emerged, processing only query-relevant data at
runtime. However, it is constrained by the query’s original scope,
often leading to incomplete evidence and thus compromised fusion
quality. Moreover, without native incremental support, each query
or update still triggers a full re-fusion, causing its low-latency
advantage to degrade rapidly as data evolves.

Example 1.1. Consider an on-demand fusion query Q;. As shown
in Figure 1, three sources provide records for the same book. The
query executor applies the predicate publish_time=1997 and re-
trieves only the records from Sources 2-3, while the record from
Source 1 is omitted due to a missing publish_time. Although the
missed record contains a useful author value, it is filtered out by
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the query constraint, leaving the fusion module with incomplete
evidence for the target attribute author. Furthermore, existing
on-demand fusion often relies on embedding-based fusion models
with an accept-all bias, without explicit format alignment or value-
relation identification, making it hard to separate benign variants
from genuine conflicts and potentially accepting multiple inconsis-
tent values. Finally, when Q; is re-issued at time ¢, after a minor
update AR (e.g., filling the missing publish_time or inserting a
new record), current systems typically repeat retrieval and perform
full fusion over R(t;) = R(%) U AR, since they do not maintain
reusable fusion states or incremental updates.

The example above concretely reveals fundamental limitations
in existing on-demand fusion methods. We systematize these into
three core challenges for dynamic data lakes:

C1 Incomplete Evidence due to Query Constraints: Exist-
ing on-demand fusion frameworks are inherently restricted
by query predicates, which typically capture only a partial
footprint of an entity’s global presence. This creates a funda-
mental gap between selective query-driven ingestion and the
requirement for holistic evidence in truth discovery, resulting
in unreliable fusion results derived from fragmented evidence.
Inaccurate Fusion due to Insufficient Heterogeneity Mod-
eling: Existing fusion methods primarily rely on source-level
confidence and generic embeddings, failing to capture the dy-
namic heterogeneity inherent in data lakes. This shallow mod-
eling neglects the complex interplay between evolving format
variations and fine-grained semantic relationships, resulting
in inaccurate truth discovery that cannot reliably distinguish
between legitimate multi-truths and conflicting errors.

Lack of Incremental Fusion in On-demand Paradigm: On-
demand fusion, designed to achieve low latency by processing
only query-relevant data, loses this efficiency advantage in
dynamic scenarios due to its lack of incremental support. Every
data update or overlapping query triggers a full re-fusion,
forcing the system to repeatedly process unchanged evidence
and causing latency to scale with data volume.

C2

C3

To address these challenges, we propose IncreQueryFusion, an
end-to-end framework for on-demand data fusion in dynamic data
lakes. First, we introduce a Temporal index driven query frame-
work. It reuses materialized base views and probes only temporal
deltas to support delta-aware evidence retrieval, which lays the
foundation for incremental fusion. Beyond this, it performs selec-
tive evidence expansion by progressively clustering cross-source
records into entities and actively retrieving additional contextual
records beyond the original query constraints, thereby assembling
more complete evidence for complex queries (for C1). Second,
we propose an adaptive aligned hierarchical fusion pipeline that
employs dynamic value alignment to reconcile evolving format vari-
ations, incorporates well-established fine-grained source reliability
estimation, and utilizes relation-aware truth arbitration to model
semantic relationships, thereby enabling accurate truth discovery
(for C2). Finally, we develop an incremental fusion truth mainte-
nance mechanism that seamlessly integrates with the query engine.
By maintaining a global truth repository and processing only data
deltas, it aims to sustain consistency with full recomputation while
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eliminating redundant computation, thus bridging the gap between
batch accuracy and stream latency (for C3).
In summary, this paper makes the following key contributions:

e Temporal Index Evidence Retrieval: We design a query
framework that supports delta-aware retrieval for incre-
mental fusion and performs selective evidence expansion
beyond query constraints to assemble comprehensive evi-
dence for complex queries.

e Adaptive Aligned Hierarchical Fusion: We propose a

fusion pipeline that dynamically aligns heterogeneous for-

mats, incorporates fine-grained source reliability, and em-
ploys relation-aware truth arbitration to model semantic
relationships for accurate truth discovery.

Incremental Fusion Truth Maintenance: We develop

an incremental fusion algorithm that, by processing only

deltas, targets full-recompute consistency and approaches
batch-level accuracy with stream-level latency.

We evaluate IncreQueryFusion on four classic data fusion bench-
marks and pioneer, to the best of our knowledge, the first dynamic
data fusion benchmark. On conventional static workloads, our
method achieves significant and consistent improvements in both
accuracy and efficiency, with superior F1 scores over batch fu-
sion baselines achieving orders-of-magnitude speedups, alongside
substantial accuracy gains (over 20% on challenging datasets) and
better efficiency against existing on-demand methods. In dynamic
scenarios, IncreQueryFusion maintains static-level accuracy while
achieving speedups of up to two orders of magnitude (100x) over
state-of-the-art batch methods and one to two orders of magni-
tude (10-100x) over on-demand baselines, demonstrating its strong
efficiency in dynamic environments.

2 OVERVIEW

In this section, we formulate the problem definition and present an
overview of our proposed solution.

2.1 Problem Definition

We study incremental on-demand data fusion in dynamic data lakes,
where the lake snapshot evolves continuously while queries must
be answered from multi-source, potentially conflicting evidence.
Accordingly, we formalize the problem in two parts: on-demand
fusion, whose answer correctness is captured by global consistency,
and incremental maintenance, whose update efficiency is captured
by the single-touch principle.

On-demand fusion. Let £(t) be the data lake snapshot at time
t. Given a query Q issued at time £, let Ro(t) € L(t) be the records
directly matched by Q and let Ap be the set of target attributes
requested by Q. Each matched record r € Rp(t) is assigned to an
entity via eid; (r), and the involved entities are g (t) = {eid;(r) |
r € Ro(t)}. For any queried entity-attribute pair (e, a) with e €
Eo(t) and a € Ap, define the query-constrained evidence Req o (t) =
{r € Ro(t) | eid;(r) = e, (a,-) € r}, and the global evidence in
the snapshot R, ,(t) = {r € L(¢t) | eid;(r) =, (a,-) € r }, where
typically Rea0(t) S Realt).

Since Req0(t) is constrained by the query scope and can be
incomplete, Ans(Q, t) is allowed to leverage additional evidence
within R, ,(t) beyond the query scope, to ensure reliable fusion.



Once computed, the returned truths can be recorded as the current
fusion state TR, 4(¢) for reuse. We next formalize the correctness
objective of on-demand answers as global consistency.

Definition 2.1 (Global consistency). For a query Q at time ¢, let
Ans(Q, t) return Ans(Q, t)[e, a] for each e € Ep(t) and a € Ag.
Let Truth; 2(t) be the fused truth for (e, a) obtained from the full
snapshot evidence R, ,(t). Ans(Q, t) is globally consistent for every
r € Ro(t) and a € Ap:

Ans(Q,t) [eidt(r), a] = Truth:idt(r)ﬂ(t), (1)

Incremental maintenance. The data lake evolves over time
by ingesting new records: L(t') = L(t) U AL(t,t"). To enable
reuse across recurring queries, we assume a fusion state TR, 4(#) is
maintained once (e, a) has been fused. For an update from ¢ to t’,
define the delta evidence for (e, a) as AR q(t,t') ={r e AL(t,t") |
eidy(r) = e, (a,) € r}. The maintenance task is to obtain the
updated state TR, (") that reflects the snapshot at time ¢" while
reusing TR, 4(t). We now formalize the efficiency requirement as
the single-touch principle.

Definition 2.2 (Single-touch principle). For every entity-attribute
pair (e, a) and every update from ¢ to t’, the refreshed state TR, 4 (")
is computed using only TR, ,(¢) and the newly arrived evidence
AR q(t,t"), and no record already incorporated into TR, ,(2) is
reprocessed afterward.

2.2 Scheme Overview

Figure 2 depicts the full workflow of INCREQUERYFUSION, a unified
framework for answering queries with trustworthy data in dynamic
data lakes. The system’s operation is orchestrated through three
core components.

The workflow starts in Temporal Index Evidence Retrieval (Sec-
tion 3.1), where a natural language query is parsed and decomposed
into an atomic query graph. The system retrieves evidence through
the temporal index and materialized views. If a materialized view
exists, it probes only the delta fragments since materialization;
otherwise it searches the full index chain. The retrieved records
then undergo selective evidence expansion, which performs entity
resolution and expands evidence beyond the query conditions to
construct enriched entity clusters. The system consults the Truth
Repository, which stores all historical fusion results and is initially
empty. The lookup decides whether each cluster-attribute pair is
fused from scratch or refreshed incrementally.

If a requested entity and attribute pair is encountered for the
first time, it is routed to the Adaptive Aligned Hierarchical Fu-
sion component (Section 3.2) for initial truth discovery. The fusion
pipeline performs intra-source consolidation and cross-source con-
solidation. In both stages, the intelligent alignment engine aligns
heterogeneous formats and groups values. It first forms aligned
groups within each source and then aligns these groups across
sources to form cross-source groups. Finally, the relation-aware
evidence arbiter identifies relationships between groups, resolves
conflicts, and makes decisions at the group level to select one or
multiple truths with confidence.

If a truth already exists, the Incremental Fusion Truth Main-
tenance mechanism (Section 3.3) takes over. It aligns and groups
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the newly arrived evidence to construct delta groups, and it then
merges these groups with the historical groups stored in the truth
repository while updating group relationships. It applies temporal
decay to historical information, and it revises the selected truths
and confidence scores based on the merged state. This avoids redun-
dant processing and provides low latency answers while keeping
the maintained state aligned with snapshot-level fusion semantics.

3 METHODOLOGY

In this section, we detail the IncreQueryFusion framework, which
is built upon three core components. Temporal Index Evidence Re-
trieval enables efficient evidence retrieval, and an Adaptive Aligned
Hierarchical Fusion mechanism ensures accurate truth discovery.
An Incremental Fusion Truth Maintenance algorithm supports this
by delivering low-latency updates.

3.1 Temporal Index Evidence Retrieval

The Temporal Index Evidence Retrieval mechanism forms the cor-
nerstone of IncreQueryFusion’s incremental processing capability.
It efficiently gathers and organizes query-relevant evidence by inte-
grating incremental retrieval via the temporal index with selective
evidence expansion. The retrieved evidence is then passed to down-
stream fusion and truth maintenance.

3.1.1 Lightweight Attribute Semantic Plane with Temporal Indexing.
To materialize this integrated workflow, IncreQueryFusion relies on
a unified data foundation designed for incremental processing. We
introduce a lightweight data representation termed the Attribute
Semantic Plane (ASP), coupled with temporal indexing, to enable
efficient evidence retrieval across heterogeneous sources.

The Attribute Semantic Plane (ASP), denoted as A(t), is a log-
ical representation of the data lake snapshot £(t) at time t. ASP
normalizes heterogeneous sources into record-scoped attribute as-
sertions while preserving record boundaries. Unlike knowledge
graph ingestion pipelines that align entities across sources upfront,
A(t) retains only intra-record associations during ingestion and
defers cross-source entity resolution to query time.

Concretely, we treat an attribute—value pair (a,v) as the smallest
evidence unit. To preserve the natural row-/document-level coher-
ence among multiple attributes, we group claims by their originat-
ing physical record and model a record as a finite set (or multiset)
of attribute—value pairs. Each record r is associated with a unique
identifier, and all claims within the same record share this identifier,
which allows the system to retain the original record boundary
while organizing data logically in an attribute-centric manner. This
design retains the inherent structure within each source: for rela-
tional tables, a record corresponds to a row; for semi-structured data
like JSON, a record corresponds to a document/object (or a nested
object); and for unstructured text, we treat a coherent text span as a
pseudo-record and apply standard information extraction [2, 32] to
convert textual mentions into entity-centric attribute-value claims.

Building upon A(t), we design a Temporal Index to efficiently
access and retrieve evidence for incremental query processing. For
each attribute a, the system maintains an index chain

L=12 1V -1 i, 2)
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Maintenance handles updates by fusing data deltas.

which separates historical data from recent updates. The head frag-
ment Ia(o) is a bulk-loaded, read-optimized base for the initial snap-
shot. Each subsequent Ia(i) (i > 1) is an immutable, append-only
delta fragment built from ingestion batch i and indexes the subset
of ASP assertions whose attribute is a.

The key to incremental efficiency is that recurring queries probe
only the temporal deltas, following the segment-and-merge index-
ing philosophy [18, 35]. When a query Q arrives at time ¢, the sys-
tem first checks whether a relevant materialized base view Ve (Q)
exists, which stores the result previously computed at time #ya5e. If
it exists, the view additionally records kp,se, the identifier of the
latest delta fragment already incorporated. The system then probes
only the subsequent delta fragments Ia(kb“eﬂ), Ia(k"ase+2), L Ia(m)
for each relevant attribute a, which are built from the newly in-
gested records AL (fpase, t) since the base view was materialized.
The up-to-date retrieval view for Q is obtained by merging Viase (Q)
with the delta retrieval results, and the merged evidence is then
used for evidence expansion and downstream fusion. This selective
probing fundamentally reduces the overhead of recurring queries
and aligns with incremental view maintenance principles [1, 3, 14].

3.1.2  Query Execution with Selective Evidence Expansion. Building
upon the lightweight Attribute Semantic Plane and temporal colum-
nar index, we execute a natural-language query Q by (i) compiling
Q into a dependency-aware query graph to expose parallelism, and
(ii) executing each atomic query over the temporal index while
selectively expanding evidence for entity resolution.

We employ a lightweight semantic parsing module to identify
the conditions, target attributes, and relationships in Q, imple-
mented through standard entity-attribute-relation recognition us-
ing schema lexicons and dependency patterns. The parser produces
a directed acyclic query graph G(Q) = (U, Ep), where each vertex
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inU ={q,...,qn} is an atomic query and each edge (gq;,q:) € Eg
indicates that g; consumes the view output of g;.

Each atomic query g; is the quintuple (pred, a, v, a;, v;). Here,
pred C {1,...,i— 1} denotes the set of predecessor atomic queries
that must finish before g; can execute; a. and v, specify the condi-
tion attribute and its expression, where v, can be a literal value, a
user-defined function, or the result view of a prior atom g;; a; is the
target attribute; and v, is an expression applied to the retrieved val-
ues of a,. The system executes these atomic queries in topological
order, maximizing parallelism where dependencies allow.

The records Ry, (t) returned by the condition lookup of g; are typ-
ically fragmented across sources and may be incomplete. Because
query predicates can exclude contextual records that are essential
for accurate fusion. To assemble entity-centric evidence beyond the
original query scope, we perform a three-phase pipeline.

The process begins with an efficient lookup in the entity reg-
istry Ereg = {(eid,s,r)}, which maps records to known entities.
Records in Ry, (t) that can be matched in &, are resolved in-
stantly to minimize overhead, while the remaining unresolved sub-
set Ry, (1) € Ry, (t) proceeds to more intensive parsing.

Moving to the second phase, we perform intra-source similarity
search with selective expansion to construct comprehensive entity
representations. For each source s, we employ a structured indexing
approach based on key attributes K = (ks(l), ... kMs). Alocality-
sensitive hash function hash(k(Ws(r) || - - || k™ s(r)) maps each
record to buckets By ;,, within which we apply a two-layer filtering
structure J's, b = [LSH filter| HNSW refine] [11, 29]. The LSH layer
rapidly prunes obviously dissimilar records, while the HNSW layer
performs approximate kNN search over key-attribute embeddings
e(r) = ﬁ > (a,v) € K;e(v), maintaining logarithmic lookup costs
through compact in-memory structures. For each unresolved record
r € Ry, (), we compute its bucket ID b = () and obtain candidate



neighbors via similarity filtering:

Ni(r) = {r’ € By | sim(e(r), e(r")) = 05} 3)
where B, is the set of records in the corresponding bucket, e(-)
denotes the record embedding, and 6 is the retrieval threshold.
This step implements our core innovation of selective entity ex-
pansion by retrieving similar records beyond the query conditions,
thereby constructing more comprehensive entity representations
that incorporate contextual evidence essential for accurate fusion.
The candidate set naturally partitions into Nif (r) =1’ | eid(r’) > 0
(records with existing entity identifiers) and N (r) = N5 (r)\N; (r)
(unresolved records), enabling differentiated processing strategies
for established versus novel entities.

In the third phase, we consolidate proto-clusters and established
entities across source boundaries through centroid-based similarity.
Each cluster C is summarized by centroid p(C) = ﬁ Drece(r)
and inserted into an incremental HNSW graph keyed by eid. When
centroid similarities exceed global threshold, clusters merge with
identifier retention favoring smaller eid values, ensuring stability of
established entities [12, 39]. New clusters receive fresh identifiers
from a monotone counter, while the entity registry & updates to
maintain consistency across the system.

The process typically converges within a few HNSW iterations,
yielding entity clusters C = Cy,...,C, where each cluster aggre-
gates comprehensive cross-source records for a single real-world
entity. Crucially, these clusters include both query-matched results
and expanded evidence retrieved through our selective expansion
mechanism, providing the rich contextual information necessary
for high-confidence fusion decisions.

For each entity cluster C; € C and the query target attribute a;,
the system obtains its fused truth via the algorithms described in
Section 3.2 and Section 3.3. The fused results from all entity clusters
are aggregated to form the atomic result set. These individual results
are consolidated into the atomic query’s answer view, from which
the final query answers Ans(Q, t) are derived.

3.2 Adaptive Aligned Hierarchical Fusion

After the query framework resolves an entity cluster, we first check
whether a fusion state already exists for the entity-attribute; if not,
we perform initial truth discovery in this section, and the definition
and maintenance of fusion states are deferred to Section 3.3. This
component follows an align-consolidate-arbitrate pipeline. First,
a pluggable heterogeneous alignment engine aligns cross-source
values by mapping them into canonical forms and providing a deter-
ministic equivalence predicate (Section 3.2.1). Second, based on this
equivalence, we group evidence and compute group-level support
scores by weighting groups with source-level factors (Section 3.2.2).
Finally, a relation-aware arbiter exploits inter-group relationships
to select truths with calibrated confidence (Section 3.2.3).

3.2.1 Intelligent Heterogeneous Data Alignment Engine. The first
challenge in cross-source fusion is the accurate identification of
semantically equivalent values despite heterogeneous formats, with-
out which truth discovery becomes unreliable. Conventional meth-
ods, whether relying on embedding similarity or pre-defined rules,
are inadequate for the dynamic data lake environment where new
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sources and formats continuously emerge. To address this, we pro-
pose an Intelligent Heterogeneous Data Alignment Engine, which
dynamically learns and applies transformation rules to reconcile
format discrepancies. The overall workflow is illustrated in Figure 3.

The engine operates on the principle of transforming heteroge-
neous values into a canonical form to enable accurate comparison.
To achieve this, we first decompose complex format transforma-
tions into fundamental building blocks, termed as atomic operations.
Each atomic operation, denoted as o (e.g., trim, replace, or split),
is a self-contained function designed for a granular task. We then
define an alignment context as a tuple ¢ = (s;, a;, 5, a;) to encapsu-
late the specific sources and attributes involved in a comparison
task. Within this context, the core objective is to identify a pair of
transformation rules, which are ordered sequences of atomic op-
erations R = [0y, 02, ..., 0| that define how to process raw values.
The goal is to discover a pair of rules (R;, R;) such that applying
them to raw values v; and v; produces outputs deemed semantically
equivalent by a function fequio.

To ensure robust initial performance and minimize costly LLM
invocations, we employ a comprehensive cold-start strategy for
the rule base. Formally, we maintain a global rule repository Rpase,
which is initially populated with a set of pre-defined transforma-
tion rules Rpredet C Rbase- These common rules are proactively con-
structed by composing atomic operations that leverage established
preprocessing libraries, targeting standardized, well-structured for-
mats such as simple numeric types and canonical date representa-
tions. Conversely, complex mappings, including intricate temporal
formats or those requiring deep domain knowledge, are reserved
for future discovery by the LLM-based advisor.

During the actual alignment process, our system maintains a
global cache of transformation rules indexed by each alignment
context ¢ to ensure efficiency. For each alignment task, the sys-
tem first queries this cache for applicable rules and applies them
in descending order of their historical success rates, thus priori-
tizing reliable rules and guaranteeing low-latency responses for
frequently encountered format mappings. When no rule succeeds
for a context, the system does not record every failure indiscrimi-
nately. Instead, it strategically monitors alignment contexts whose
matching failure rate persistently exceeds a threshold 7 that exhibit
persistent failures. During the fusion process, for such contexts,
the system collects candidate value pairs (vcorrect Uerror) Dy con-
trasting the values from correctly fused groups (identified as truths)



with those from erroneous groups for the same entity-attribute pair.
This ensures that the learning signal for rule expansion is directly
grounded in high-confidence fusion decisions.

These collected samples drive rule-base extension. Specifically,
for an alignment context ¢ = (s;, a;, 5j, a;) whose matching failure
rate exceeds a threshold 7, we aggregate tuples (vcorrect, Verrors C)
from multiple triggered contexts into a single batched prompt to-
gether with the available atomic operations, and ask the LLM to
synthesize a candidate rule pair (R;, R;) that maps vcorrect and verror
to canonical forms that are equivalent under fequiv- The synthesized
rules are then added to Ry, for reuse. Batching makes each LLM
call cost-effective and keeps invocations rare; after a short warm-
up, the rule base stabilizes and further expansion is usually needed
only when new sources introduce previously unseen formats.

3.2.2 Evidence Consolidation and Source-Aware Scoring. Given an
entity cluster C and a target attribute a;, we consolidate raw men-
tions in two stages to progressively resolve conflicts and provide
compact evidence for the arbiter.

Stage-I: Intra-source Consolidation. We first consolidate evidence
within each source, aiming to eliminate inconsistent self-noise origi-
nating from the same source. We extract the values of a; contributed
by each source s in C, canonicalize them using the alignment engine
and group mentions that share the same canonical form into groups
g € G;. This step removes conflicts caused by evolving formats and
reduces the candidate space.

Building on these intra-source groups, we assign group support
scores by accounting for source reliability. Prior studies have shown
that sources exhibit systematic reliability heterogeneity [42]. How-
ever, in on-demand fusion this reliability is often query-dependent,
since a source may be accurate for some queried attributes but
not others. Therefore, for each source s and atomic query g, we
maintain a confidence weight w¢(g) to modulate its evidence. To
reduce cold-start variance, we initialize w,(g) with a weak prior
mean ws(o) (q) derived primarily from observable source profiling
signals, including missing-value ratios on query-relevant columns,
record volume, and format consistency. In addition, we use an LLM
to combine these profiling statistics with lightweight domain credi-
bility cues from the source identity (e.g., recognizing a well-known
website in the Book dataset), yielding a coarse authority hint that
complements the data-quality signals.

We refine w;(q) from fusion feedback using a Beta-Bernoulli
model with exponential forgetting. For each (s, ), we place a Beta
prior on the agreement probability P(q) ~ Beta(as,g, fs ), initial-
ized with asq = KWS(O)(q) and fq = k(1 - ws(o)(q)), where k
controls the prior strength. After each fusion decision for g, each
intra-source group g from source s yields binary feedback by check-
ing whether its canonical value is among the arbiter’s final values,
giving a Bernoulli likelihood. Let Anfzod and An?ﬁzd be the numbers
of agreements and disagreements observed in the current batch. To
remain responsive to potential quality drift in dynamic data lakes,
we apply exponential forgetting with factor ¢ € (0, 1) so that older
observations gradually lose influence:

good
sq >

Osq — Pasg + An Psg — ¢ Psqg + An's’zd. 4)
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We then use the posterior mean as the source confidence:
Asq
Asq t ﬂs,q

Finally, each intra-source group g produced by source s receives

Ws (CI) = (5)

a Stage-I support score 0';1) = |g| - ws(q), where |g| is the number
of distinct records consolidated into g after alignment.

Stage-II: Cross-source Consolidation. We then consolidate evi-
dence across sources by merging semantically equivalent Stage-I
groups. Specifically, Stage-I produces canonicalized intra-source
groups g; we merge groups from different sources whose canonical
representatives are equivalent under the alignment engine (Sec-
tion 3.2.1) into a cross-source group A, so that each h corresponds
to a distinct candidate value for (C, a;).

A naive aggregation of 0'9(1) can over-count redundant evidence
because cross-source copying and source dependence are prevalent
in multi-source integration [6]. For each unordered source pair
{s, t} and attribute a, we maintain a Beta distribution to estimate
the copying probability Ps(t“ )~ Beta((xs(ta ), s(ta )). The parameters
are updated conservatively based on fusion outcomes, only when a
cross-source group is rejected by the arbiter. Under this condition,
we examine each source pair within it. If the raw literal values

contributed by both sources are identical (before canonicalization),
(a)

st
ﬁs(ta ) as weak evidence of independence.
The copying probability for each source pair is the posterior

mean Cs(f) = as(,a)/(as(ta) + s(f)). To aggregate sparse signals across

attributes, we use a noisy-OR combination CS(;F) =1-T],(1- Cs(f) .

For each cross-source group h, let Sj, be the set of sources con-

we increment o, as evidence of copying; otherwise, we increment

tributing to group h, and let 2, = X ¢, O'g(l) be its raw support. We

calculate the average pairwise copying probability Cp:

— 1 *
Cn = 1SkI(ISKl = 1) 2, G ©
{1 L} s<t
axil, 2 s,teSy

Thus, to down-weight the inflated support from interdependent
sources, we attenuate the raw support X using the estimated re-
dundancy level Cp, and obtain the Stage-II support score

h)-zh.

)

(2) Val
o’ =[(1-Ch) + —
h (( Ty

This attenuation is a convex combination of full aggregation and av-
eraging: when sources are nearly independent (Cj, ~0) we keep Zp,
while when evidence is highly redundant (Cj, ~ 1) the contribution
collapses to 21,/|Sy|, i.e., one effective source.

3.2.3 Relation-Aware Evidence Arbiter (RAEA). Given an entity clus-
ter C and a target attribute a,, the consolidation step produces a
set of cross-source groups H = {hy, ..., hy}. Each group h; is as-
sociated with a canonical representative value v; and an evidence
support score oi(2>. We now perform the multi-truth decision for
(C, a;). The key is that, even after consolidation, the representative
values may still exhibit informative inter-value relationships that
are crucial for correct arbitration. We categorize such relationships
into containment, conflict, and no explicit relation, and identify and
leverage them to enable a more comprehensive decision model.



In particular, containment links mutually supportive values (often
reflecting multi-valued attributes or partial enumerations), conflict
highlights near-duplicate but incompatible variants (a major source
of typos and spurious answers), and the remaining unrelated can-
didates are filtered by a dynamic threshold using the aggregated
multi-source evidence.

We first identify containment relations between groups. For each
v;, we normalize and tokenize it into a term set T; = Tok(v;). We
add a directed edge h; — h; if T; C T;, denoting v; contains v;.
This relation captures the case where a value provides a complete
enumeration while other sources provide partial mentions. For
example, “yacht, and crosson” contains both “yacht” and “crosson”,
forming a supportive structure across three groups rather than
forcing them to compete as unrelated candidates.

We then detect conflict relations among pairs that are not in a
containment relation. Intuitively, a conflict should share substantial
context yet disagree on a non-substitutable token. Concretely, for a
pair (h;, hj) we require a minimum token overlap

Lozl

min([Ti], 1) =

and mark a conflict if either their embedding cosine similarity

is high, cos(e(v;),e(v;)) > Teonfiict, or they differ by a one-token

substitution, i.e., |T;ATj| = 2. This effectively captures subtle-but-

critical discrepancies such as “hutton, david v’ vs. “hutton, david

w”, which are often caused by typos or inconsistently recorded key
distinguishing details and should be resolved.

Based on the obtained relation graph, RAEA performs conflict-
aware selection over containment components. To avoid confusion
with entity clusters C, we denote a value-level component by 8.
Let {8} be the connected components induced by containment
edges (treating containment as connectivity). For each component
B, we compute its aggregate support S(8) = Yp,e 5 01,(2).

If two components share a conflict edge, we discard the one
with the lower S(8), since such a component is more likely domi-
nated by spurious near-duplicate variants. For the remaining non-
conflicting components, we apply a dynamic selection threshold
0 = n - maxg S(Byx) and select every component with S(8) > 6. In
this final step, values without strong relations are naturally handled:
under the consolidated multi-source evidence (already accounting
for source quality and copying), low-support candidates are filtered
out while legitimate multi-truth components are retained.

The output is a set of fused truth records for (C, a;). For each
selected component B, we return a canonical value v* (e.g., the
maximal value under containment within 8, with ties broken by
o®)), a calibrated confidence p* € (0,1] derived from S(8), and
the supporting evidence carried by the groups in 8.

®

TOV >

3.3 Incremental Fusion Truth Maintenance

Existing on-demand fusion in dynamic data lakes is typically state-
less. As a result, recurring queries must re-fuse largely unchanged
evidence, and newly ingested records quickly make prior results
stale. We address this with a query-integrated incremental truth
maintenance mechanism. When a query hits a previously fused
entity—attribute pair, we incorporate only the newly arrived ev-
idence since the last fusion and reuse the cached fusion context,
eliminating redundant work while sustaining high-quality answers.
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3.3.1 Global Fusion Truth Repository. The foundation of incre-
mental fusion is the Global Fusion Truth Repository, which stores
a cached fusion state for each previously fused entity-attribute
pair. We denote the cached state at time ¢ for (e, a) as TR, 4(t).
Concretely, each repository entry is represented as a structured
tuple TR, 4(t) = (e,a,H, D, T), where H = {hy,..., hp} is the set
of cross-source evidence groups, D captures the relationships be-
tween groups, and 7~ C H denotes the groups selected as truths by
the RAEA. Unlike simplistic truth storage that records only the cur-
rent winning value, this comprehensive representation preserves
the reasoning context behind fusion decisions while maintaining
minimal storage overhead, enabling efficient incremental updates
without redundant recomputation.

A critical challenge in dynamic environments is that truth evolves
over time, as what was accurate yesterday may become outdated.
To address this, we introduce temporal decay mechanisms to down-
weight historical evidence [19]. Each evidence group h; € H carries

a support score 01_(2)

rot- (Ui(z))(f), where At =t — 7 and y € (0, 1] is the decay factor
tuned to the domain’s expected rate of change. This approach ele-
gantly balances historical context with recent evidence, preventing
stale information from dominating fusion decisions while avoiding
overreactions to transient fluctuations. The decay operation is ap-
plied uniformly before processing new evidence, ensuring temporal
consistency across the entire evidence base.

that decays exponentially over time: (01.(2))(’ ) =

3.3.2  Incremental Fusion and Truth Maintenance. When a query
revisits a previously fused entity-attribute pair (e, a) at time ¢’, the
query layer retrieves the newly arrived evidence AR, ,(t,t") via
temporal-index probing (Section 3.1.1). Our system then fuses this
delta evidence and integrates it with the historical state. This two-
phase approach strives to fulfill the single-touch principle while
aligning its results with full recomputation.

First, in the delta evidence fusion phase, the system retrieves
the incumbent fusion state TR, 4(t) from the Global Fusion Truth
Repository and applies temporal decay to the support scores of
historical evidence groups. It then processes the newly arrived
evidence AR, ,(t,t’) in isolation, running it through the evidence
consolidation and source-aware scoring. This yields a self-contained
set of cross-source evidence groups AH = {Ahy,..., Ahy, } that
cohesively represent the new evidence and support scores.

The historical state integration phase then intelligently merges
the delta groups AH with the decayed historical groups H. Rather
than discarding previous results, this phase employs targeted merge
operations to preserve prior computational effort. It begins by iden-
tifying semantic correspondences between AH and H using the
alignment engine’s canonical-form matching. Groups with equiv-
alent canonical representations are merged through support ag-
gregation and evidence consolidation, while all remaining values
instantiate new groups. Next, the group relationship graph O is
updated incrementally by re-evaluating edges incident only to the
delta groups AH and modified historical groups. By operating ex-
clusively on these group-level abstractions, the system avoids re-
processing underlying historical records, thereby strictly adhering
to the single-touch principle.

Finally, truth revision adopts a conservative update policy to
prevent oscillatory flipping during successive refreshes triggered



Table 1: Overall statistics of the fusion datasets.

Dataset #Sources #Queries Data Size CopyingProb. Conflict Prob.
Movie 13 210 1,133,050 14.65% 63.61%
Book 10 100 12,474 7.12% 78.93%
Flight 20 100 21,593 13.80% 82.79%
Stock 20 100 20,000 37.83% 58.61%

by recurring queries. Although our incremental fusion already
reuses the maintained historical state, oscillation can still arise when
only a few candidate values compete, especially when temporal
decay downweights historical scores. During revision, any newly
supported value that is compatible with the current truth set under
D is inserted immediately. When an update implies removing an
incumbent truth in favor of a conflicting alternative, we examine
the confidence gap between the two candidates. If the gap is below
a margin Jg,b, We consult the historical fusion outcomes recorded
in the maintained state and make a voting decision on whether
to apply the revision, committing the replacement only when the
challenger shows persistent support across consecutive refreshes.
Otherwise, the replacement is applied immediately.

By leveraging the rich semantic structures preserved in the truth
repository and applying targeted updates to affected components,
our framework delivers the accuracy of batch methods with the
latency of streaming processing.

4 EXPERIMENT

We evaluate IncreQueryFusion on multiple datasets. Specifically,
we aim to answer the following questions:

o In conventional (static) workloads, does IncreQueryFusion
surpass existing on-demand and batch-fusion baselines in
both accuracy and end-to-end latency? (Section 4.4)

o In a data lake with incremental updates, does IncreQuery-
Fusion maintain higher accuracy and lower end-to-end
latency than baselines? (Section 4.5)

e How do the core components of IncreQueryFusion con-
tribute to the overall performance? (Section 4.6)

4.1 Datasets

To comprehensively evaluate the performance and versatility of
INCREQUERYFUSION, we use three distinct categories of datasets,
each targeting different aspects of our framework under varying
scenarios. Conventional Fusion Datasets consist of fully static
data, serving as established benchmarks to compare against tra-
ditional fusion tasks in a non-incremental setting. Incremental
Fusion Datasets are constructed to simulate dynamic data lake en-
vironments with streaming updates, enabling the evaluation of our
method’s efficiency and accuracy under continuous data ingestion.
Finally, Complex Fusion Datasets maintain the original records
but introduce complex multi-entity queries to purposefully exac-
erbate the query evidence constraint, providing a rigorous testbed
for evaluating the system under high fragmentation.

4.1.1 Conventional Fusion Datasets. In this study, we conduct ex-
periments using four classic, real-world fusion datasets [6, 22, 42].
These benchmarks span different domains and exhibit diverse levels
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of scale, inter-source copying, and value conflicts, providing a rep-
resentative testbed for evaluating both fusion quality and latency.
Table 1 reports #Sources, #Queries (natural-language queries from
FusionQuery [47]), Data Size, Copying Prob. (computed by Eq. 6),
and Conflict Prob. (the probability that two sources return different
values for the same entity, counting variants as conflicts).

4.1.2  Incremental Fusion Datasets. Additionally, to better simulate
real-world data lake scenarios, we introduce an innovative concept
of incremental fusion datasets. Using the four traditional fusion
datasets (Book, Movie, Flight, Stock) as a base, we create their in-
cremental counterparts, named IncBook, IncMovie, IncFlight, and
IncStock, respectively. Specifically, we apply an incremental ap-
proach to the data integration process: for each dataset, 50% of
the data is selected as the initial dataset, and the remaining data is
inserted at a rate of 0.5% per second. Concurrently, the queries cor-
responding to each dataset are executed every second. We ensure
that each query in the initial dataset can retrieve answers, while the
newly inserted data generates new relevant records for the queries.

4.1.3 Complex Fusion Datasets. To evaluate our framework’s effec-
tiveness in mitigating severe evidence fragmentation, we construct
two challenging datasets, C-Movie and C-Flight, by extending
the original Movie and Flight benchmarks. We keep the underlying
records unchanged and only augment the query set: each query is
required to match at least two distinct entities. This multi-entity
setting intensifies the query evidence constraint by scattering an
entity’s evidence across predicates, making C-Movie and C-Flight
ideal for testing whether our selective expansion can recover in-
complete entity footprints and produce reliable fusion results.

4.2 Evaluation Strategy and Metrics

Conventional evaluation for data fusion, which relies on dynam-
ically matching system outputs to a fused ground truth, is often
compromised by semantic ambiguities and the inherent noise of
similarity measures. To establish a more reliable benchmark, we
pre-process all traditional datasets by leveraging large language
models followed by manual verification, annotating each record
with a definitive correctness label. This transforms the evaluation
into a deterministic exact-match task, thereby isolating the chal-
lenge of semantic interpretation from the assessment process itself
and ensuring its integrity.

Our evaluation focuses on two key metrics: the F1 score (the
harmonic mean of precision and recall, computed as F1 = 2 X
%) and the end-to-end execution time per query batch.
In the context of incremental fusion, performance is analyzed on a
per-batch basis, with the evolution of both F1 and execution time
detailed to capture the system’s dynamic behavior.

All LLM-involved processing in our framework, including format
mapping rule expansion and initial source confidence assignment,
was implemented using the DeepSeek-V3 model [27]. All experi-
ments were conducted on a server running Ubuntu Linux 22.04,
equipped with 251 GB of RAM and 8 NVIDIA RTX V100 GPUs.

4.3 Baseline Methods

To effectively compare with our method, we include three batch
fusion algorithms and one on-demand fusion algorithm. Below is



a brief introduction to these algorithms: DART [26] is a domain-
aware model that leverages Bayesian inference to fuse data while
accounting for varying source reliability. CASE [28] is an unsu-
pervised approach that learns embeddings for claims and sources
by modeling their relationships. TruthFinder(TF) [42] iteratively
estimates website trustworthiness and fact confidence while mod-
eling interdependencies between facts. ACCU [8] is a Bayesian
truth-discovery method that iteratively estimates source accuracy
and copying dependence to discount duplicated evidence and in-
fer true values. FusionQuery(FQ) [47] is the most advanced on-
demand fusion solution, which accelerates knowledge graph match-
ing through a line graph design, outperforming existing methods
in both correctness and efficiency.

To ensure a comprehensive and fair comparison, we evaluate
both batch and on-demand fusion paradigms. For the batch par-
adigm, we execute the native versions of DART, CASE, TF, and
ACCU (denoted as BD-DART, etc.), which perform global fusion
independently of any query. For the on-demand paradigm, we im-
plement variants of these four models by integrating their fusion
logic into our unified query layer (denoted as OD-DART, etc.), en-
suring they operate on the same query-relevant evidence as our
method. FusionQuery (FQ), which uses its own query framework,
is included as a native on-demand baseline.

4.4 Results on Conventional Fusion Datasets

In this section, we evaluate the performance of IncreQueryFusion
against several batch and on-demand fusion baselines on four con-
ventional static datasets. For a fair comparison, the on-demand
fusion baselines (except for FusionQuery, which employs its own
query framework) are integrated with our query framework and
execute the same set of queries. The batch fusion baselines operate
in their conventional manner, performing global fusion indepen-
dent of any query. During evaluation, their results are assessed
by directly matching against the ground truth at the record level
for the rows relevant to the query, which aligns with the standard
evaluation protocol for batch fusion methods. We report both fu-
sion accuracy (F1 score) and end-to-end execution time across all
queries. The results are summarized in Table 2.

On the Book dataset, IncreQueryFusion achieves a top F1 score of
95.46, outperforming all baselines including batch fusion methods.
This is noteworthy given the semantic complexity of the dataset,
which inherently limits the recall and completeness of evidence in
our query-driven framework. Most baseline methods perform rea-
sonably well on this dataset, with embedding-based techniques
effectively addressing a substantial portion of the fusion tasks.
The superior performance of our method can be attributed to the
Relation-Aware Evidence Arbiter, which conducts an in-depth anal-
ysis of value relationships. This component is crucial for accurately
resolving complex scenarios involving multiple truths and nuanced
value conflicts, areas where other methods exhibit limitations. In
terms of efficiency, our method completes all queries in 0.85 seconds,
achieving sub-second latency and remaining competitive among
on-demand methods.

On the Movie dataset, IncreQueryFusion achieves a leading F1
score of 93.03, demonstrating its superior accuracy in handling
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complex semantic relationships. Its most striking advantage, how-
ever, lies in computational efficiency over batch fusion baselines.
With an execution time of only 11.53 seconds, it not only signif-
icantly outperforms FusionQuery but also delivers a staggering
70x speedup compared to batch fusion methods like BD-TF, which
requires 789.97 seconds. This dramatic efficiency gain, amounting
to orders of magnitude, underscores the exceptional scalability of
our Temporal Index Evidence Retrieval mechanism and highlights
the practical infeasibility of running batch fusion methods on large-
scale, dynamic data. We note that OD-ACCU is slightly faster (7.39s)
in our on-demand setting because it uses a lightweight fusion rou-
tine under the same query framework; however, this speed gain is
achieved by sacrificing a large amount of accuracy.

On the Stock dataset, IncreQueryFusion again achieves the high-
est F1 score of 95.76, indicating near-complete coverage of fusion
challenges in this domain. The execution time is 0.31 seconds, out-
performing all baselines. Most baseline methods achieve F1 scores
around 80, which suggests moderate success in handling common
fusion tasks; however, they fail to resolve the most difficult format
alignment issues. The Stock dataset primarily involves cross-source
format mappings and inter-source discrepancies, though the overall
heterogeneity is less pronounced compared to other datasets. The
superior performance of our method can be attributed to the Intel-
ligent Heterogeneous Data Alignment Engine, which effectively
identifies and reconciles subtle format variations that elude conven-
tional methods, thereby ensuring high-precision truth discovery.

On the Flight dataset, IncreQueryFusion demonstrated superior
performance, attaining a remarkable 97.13 F1 score at 2.13 seconds.
This dataset poses distinct challenges such as complex temporal
formats and widespread value copying, which cause conventional
methods to struggle, as seen in the best baseline OD-DART scoring
only 66.14. Our method’s strength lies in its integrated approach
to these problems. The system dynamically aligns temporal values
through its intelligent engine, counters evidence distortion with
a dedicated copy attenuation mechanism, and leverages LLM as-
sistance for stable source confidence initialization. This cohesive
design ensures accurate and reliable fusion in demanding scenarios.

On C-Movie, involving complex multi-entity queries, IncreQuery-
Fusion achieved 91.78 F1 in 15.21s. These results validate our solu-
tion to C1 (Query Evidence Constraint): in multi-entity scenarios,
the initial "query-hit slice" is even more fragmented than in sim-
ple queries, making it harder for on-demand methods to capture a
complete picture of each entity. Our selective evidence expansion
successfully recovers essential evidence beyond original predicates
to ensure holistic fusion. Consequently, we outperform filter-bound
baselines and maintain a significant efficiency lead over batch meth-
ods by focusing only on query-relevant entities, demonstrating
superior scalability in dynamic lakes.

On the C-Flight dataset, our method again achieved the high-
est accuracy with an F1 score of 97.01, while also demonstrating
competitive efficiency. The execution time for IncreQueryFusion in-
creased only moderately from 2.13 to 3.21 seconds when extending
to the complex query setting. This stands in sharp contrast to other
on-demand baselines, whose execution times increased by two to
fivefold; for example, OD-CASE from 33.60 to 177.98 seconds. The
key advantage of our approach stems from its incremental fusion
truth repository, which avoids redundant fusion for recurring entity



Table 2: Comparison of data fusion methods on conventional static fusion datasets.

On-demand data fusion baselines Batch data fusion baselines Ours
Dataset OD-DART OD-CASE OD-TF OD-ACCU  FusionQuery BD-DART BD-CASE BD-TF BD-ACCU -
atasets
F1 Time/s F1 Time/s F1 Time/s F1 Time/s F1 Time/s F1 Time/s F1 Time/s F1 Time/s F1 Time/s F1 Time/s

Book 83.32 192 81.71 17.22 8365 2.03 5798 0.59 6237 097 84.17 1534 83.74 20499 8550 14.63 57.52 6.24 95.46 0.85
Movie 88.28 12.73 80.77 57.95 88.02 13.74 76.63 7.39 81.01 4182 88.97 830.33 82.64 14024.95 88.73 789.97 79.95 590.40 93.03 11.53
Stock 85.82 247 7747 33.84 8151 193 7747 0.56 7750 257 85.82 3244 7747 39471 8151 1856 77.47 1130 95.76 0.31
Flight 66.14 3.1 3487 33.60 35.22 251 3487 0.47 3508 33.65 66.14 3147 3487 412.85 3522 2518 34.87 1146 97.13 2.13
C-Movie 90.83 16.24 82.41 103.63 89.62 3350 8242 13.61 63.23 8295 91.21 830.33 82.98 14024.95 90.01 789.97 71.59 646.89 91.78 15.21
C-Flight 66.32 8.05 3434 177.98 34.66 6.28 3434 1.04 2545 6698 66.32 3147 3434 41285 34.66 2518 3434 1460 97.01 3.21

records. By directly reusing maintained truths across a batch of
complex queries, our method eliminates redundant computation
on overlapping evidence and thus delivers scalable, low-latency
performance for complex analytics in dynamic data lakes.

4.5 Results on Incremental Fusion Datasets

To rigorously evaluate our framework’s efficacy in dynamic envi-
ronments, we conduct experiments on the four incremental fusion
datasets built from Book, Movie, Flight, and Stock, as introduced
in Section 4.1. We report the F1 score and end-to-end latency for
our method and all on-demand fusion baselines across all temporal
batches, tracking their performance evolution over time. Given that
the batch fusion baselines and their on-demand variants achieve
nearly identical accuracy by fusing the same query-relevant data
snapshots, we omit their separate accuracy trajectories and instead
provide a summary of their execution times in Table 3.

On the IncBook dataset (Figure 4), IncreQueryFusion demon-
strates comprehensive superiority over all on-demand baselines
throughout the entire incremental process, exhibiting exception-
ally stable performance. In terms of efficiency, the initial fusion
execution time is comparable to other methods, similar to the perfor-
mance gap observed on the static dataset. However, in subsequent
fusion steps, our incremental fusion algorithm requires processing
only the data deltas, resulting in a performance advantage of ap-
proximately one order of magnitude (10x) in execution time over
other on-demand fusion methods.

On the IncMovie dataset (Figure 5), beyond achieving a leading
F1 score, a notable advantage lies in efficiency. Due to the substan-
tial data volume and high query cost, other on-demand methods
must repeatedly query and fuse the entire relevant dataset for each
update, leading to prohibitively long execution times. In contrast,
our method seamlessly integrates with the incremental compu-
tation paradigm, achieving a remarkable speedup of nearly two
orders of magnitude (100x).

On the IncStock dataset (Figure 6), our method maintains a domi-
nant lead in F1 score. It is particularly noteworthy that a significant
leap in F1 is observed immediately after the first batch. This im-
provement may be attributable to the expansion of format-mapping
rules during early batches, effectively demonstrating the system’s
extensibility. Regarding efficiency, a stable advantage of two orders
of magnitude (100x) is sustained during the incremental phase.
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On the IncFlight dataset (Figure 7), our method exhibits a substan-
tial accuracy advantage, outperforming baselines by approximately
30% to 60% in F1 score. In terms of execution time, we maintain
an advantage of one order of magnitude. Specifically, FusionQuery
suffers from slow convergence and a significant increase in fusion
time on this dataset due to its inability to resolve complex format
mappings. The processing time of our method also shows greater
variability compared to other datasets, which is attributable to the
computational cost of its intelligent recognition of intricate tempo-
ral and textual formats.

Table 3 presents the total execution time of all batch fusion meth-
ods across 100 query batches on the four incremental datasets. Our
method demonstrates remarkable efficiency, completing all batches
in just 17.96 seconds on the largest dataset IncMovie and requir-
ing only 2.21 seconds on IncStock. In stark contrast, batch fusion
methods must re-process the entire dataset for each incremental
update, resulting in execution times that consistently exceed ours
by over two orders of magnitude (100x). Particularly noteworthy
is the case of BD-CASE, whose computationally intensive fusion
process leads to a total runtime approximately 1000 times longer
than our approach. The scalability challenge becomes even more
pronounced on the voluminous IncMovie dataset, where all batch
methods require over 1000x the execution time of our solution.
These results indicate that batch fusion methods become practically
infeasible in dynamic scenarios where timely responses are critical.
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Figure 4: Effectiveness on incremental dataset IncBook.

4.6 Ablation Studies

We conduct ablation studies to validate the necessity of four core
components: the Intelligent Heterogeneous Data Alignment Engine
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Figure 5: Effectiveness on incremental dataset IncMovie.
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Figure 6: Effectiveness on incremental dataset IncStock.
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Figure 7: Effectiveness on incremental dataset IncFlight.

Table 3: Total execution time (s) on batch fusion method.

Methods | IncBook | IncMovie | IncStock | IncFlight
BD-DART | 1199.43 69842.35 2389.48 2268.43
BD-CASE | 15764.54 | >10 days | 30516.69 | 32489.84

BD-TF 1034.86 67524.74 2726.15 1765.58
BD-ACCU 470.43 44353.23 823.12 895.87
Ours 12.57 17.96 2.21 8.79

(HDAE), the Evidence Consolidation and Source-Aware Scoring
(ECS), the Relation-Aware Evidence Arbiter (RAEA), and the In-
cremental Fusion Truth Maintenance (IFTM). Experiments on the
Book (semantic-rich) and Flight (format-rich) datasets and their
incremental versions reveal distinct performance impacts, as sum-
marized in Table 4 (F1 score) and Table 5 (execution time).

Effect of Intelligent Heterogeneous Data Alignment En-
gine. We first evaluate the impact of the format mapping mod-
ule (HDAE). The Book dataset involves minimal complex format
transformations, so removing HDAE has a negligible effect on its
F1 score or that of IncBook. In contrast, the Flight and IncFlight
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Table 4: Ablation test on average fusion F1 score.

Methods Book | Flight | IncBook | IncFlight
w.o. HDAE 95.36 | 42.64 92.74 50.43
w.o. ECS 95.38 | 72.15 92.78 73.11
w.o. RAEA 69.36 | 97.13 72.25 96.33
w.o. [IFTM 95.46 | 97.13 93.26 96.43
IncreQueryFusion | 95.46 | 97.13 92.88 96.33
Table 5: Ablation test on total execution time(s).
Methods Book | Flight | IncBook | IncFlight
w.o. HDAE 0.62 0.24 12.28 2.24
w.o. ECS 0.84 2.12 12.35 8.76
w.o. RAEA 0.73 2.13 12.13 8.79
w.o. [IFTM 0.85 2.13 110.05 802.75
IncreQueryFusion | 0.85 | 2.13 12.57 8.79

datasets contain significant heterogeneity in temporal and textual
formats. Without HDAE, their F1 scores drop below 50, demonstrat-
ing the critical role of dynamic format alignment in such domains.
As shown in Table 5, disabling HDAE slightly reduces execution
time by avoiding format normalization overhead, but at the cost of
severely compromised accuracy.

Effect of Evidence Consolidation and Source-Aware Scor-
ing. The ECS module manages source quality estimation and copy
attenuation. On the Book dataset, where source quality is relatively
uniform and copying is less prevalent, removing ECS has a lim-
ited impact on F1. However, the Flight dataset exhibits high source
quality variance and widespread value copying. Disabling ECS
here causes a significant F1 decline from 97.13 to 72.15, confirming
the importance of modeling source reliability and interdependence.
Execution time remains largely unaffected, indicating minimal com-
putational overhead from this module.

Effect of Relation-Aware Evidence Arbiter. The RAEA mod-
ule resolves complex semantic relationships between values. Its
removal severely degrades performance on the Book and IncBook
datasets, where F1 drops by over 25 points. Attributes such as au-
thors in these datasets often exhibit value relationships requiring
such analysis. Conversely, on the Flight dataset where values like
flight numbers lack semantic nuance, disabling RAEA has no dis-
cernible effect. This confirms RAEA’s essential role in semantically
rich domains, while its computational overhead remains negligible.

Effect of Incremental Fusion Truth Maintenance. The IFTM
enables efficient incremental fusion. Its removal preserves F1 scores
since the system falls back to full recomputation, maintaining cor-
rectness but sacrificing efficiency. As Table 5 shows, disabling IFTM
dramatically increases runtime on incremental datasets, approach-
ing the cost of 100x full recomputations. This validates IFTM as the
key enabler of low-latency fusion in dynamic environments.

5 CASE STUDIES

Figure 8 presents a real trace from the Book dataset, which helps
interpret the accuracy and latency advantages observed in experi-
ments. The query filters by publish_time=1997, causing the record
in Source 1 to be missed due to a missing time field even though
it carries a cleaner author value. Most on-demand baselines fuse
only the hit slice, so the fusion of author starts from incomplete



Query:  Who are the authors of Computer X (ISBN X12) published in 19977
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Figure 8: A real-world case of IncreQueryFusion.

evidence and is more easily dominated by noisy variants. Incre-
QueryFusion first complements the hit slice via selective evidence
expansion: starting from hit records, it performs entity resolution
and expansion to retrieve a small set of highly related contextual
records, thus assembling more complete fusion evidence.

During fusion, embedding-based alignment alone runs into a
threshold dilemma: a low threshold may over-align Hutton, David
V. and Hutton, David W. due to high token overlap, while a high
threshold may fail to align cross-source format variants such as
Hutton, David V. vs. Hutton, David V.(author), where the discrepancy
is largely formatting rather than semantic. Our aligned hierarchical
grouping separates benign format variance from genuine value
disagreement: after canonicalization, Hutton, David V. and Hutton,
David V.(author) fall into the same cross-source group, while Hutton,
David W. forms another group. To simplify score computation, we
set all Source—query Confidence to 0.9 and all Copying Probability
to 0. The arbiter then identifies the conflict between the two groups
(collapsing containment-connected groups into clusters when appli-
cable) and makes a cluster-level decision based on support, yielding
the correct truth. Since arbitration operates on compact groups
rather than raw mentions, the number of candidates and pairwise
checks is reduced, which explains why our fusion layer is typically
faster even when baselines share the same query executor.

When an incremental update arrives, the system groups the
new evidence into delta groups, merges them with the maintained
historical fusion state, updates the affected relations, and revises
the decision if needed. This group-level merge-and-update avoids
repeating expensive fusion steps on unchanged evidence, consistent
with the speedups observed in our incremental experiments.

6 RELATED WORK

Batch Data Fusion. Classic data fusion methods typically oper-
ate under a static dataset assumption, performing global and of-
fline conflict resolution [23, 25]. Early methods [15, 40], such as
TruthFinder [42], formalized truth finding as an iterative Bayesian
inference process, jointly estimating source reliability and true val-
ues across the entire dataset. A common premise among them is
the single-truth assumption per attribute, where the most trustwor-
thy value is selected by weighting consistent sources more heavily
[6, 10, 20]. Subsequent research, including LTM [38, 45], extended
this paradigm to multi-truth scenarios through graphical models
and precision-recall based evaluation. Further developments incor-
porated semantic constraints or graph embeddings [28, 37] to guide
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the truth inference process. These methods typically rely on pre-
processing or simple embedding-based matching to cope with data
heterogeneity, which often falls short in realistic complex settings;
more importantly, their batch nature makes them impractical for
large-scale or continuously updated data.

On-Demand Data Fusion. To reduce latency and computa-
tional cost, recent work explores on-demand data fusion, which pro-
cesses only the query-relevant subset of data at runtime [5, 17, 47].
For example, FusionQuery [47] retrieves facts pertinent to a query
from heterogeneous sources and applies an EM-based truth discov-
ery method on the subgraph. FuseM [43] extracts entity descriptions
from web markup through entity linking, clusters candidate facts,
and selects one value per cluster to construct a fused output. Poly-
Fuse [13] proposes a broader architecture that learns unified rep-
resentations of prominent entities across sources and caches their
fused results for efficient lookup. However, existing on-demand
frameworks often overlook query-constrained evidence and lack
an incremental design for the coupled query-and-fuse workflow.

Incremental Data Fusion. A limited number of studies have
attempted to adapt data fusion to dynamic environments. These
works generally focus on incrementally updating source reliability
or truth values as new data arrives, primarily through probabilis-
tic models and streaming techniques. For instance, some employ
Hidden Markov Models with Bayesian inference to track truth evo-
lution [7], while others utilize Kalman filtering [46] or introduce
decay mechanisms into Expectation-Maximization (EM) updates
[21, 41] to handle evolving data. However, these methods are largely
designed for batch fusion and do not provide a holistic incremental
design for the combined query-and-fuse workflow, making them
difficult to use within on-demand fusion frameworks.

7 CONCLUSION

In this paper, we introduce IncreQueryFusion, an end-to-end query-
driven data fusion framework designed for dynamic scenarios in
data lakes. Our system efficiently resolves data conflicts from hetero-
geneous sources under continuous updates. Beyond innovations in
the fusion algorithm, we also formulate query evidence constraints
and incremental design challenges under on-demand querying. By
integrating a temporal index evidence retrieval mechanism, an
adaptive aligned hierarchical fusion model, and an incremental
fusion truth maintenance mechanism, the framework achieves high
accuracy with minimal latency. Extensive experiments on static
benchmarks, newly constructed dynamic datasets, and complex
query scenarios demonstrate that IncreQueryFusion consistently
outperforms state-of-the-art batch and on-demand fusion methods
in terms of both F1-score and execution time, demonstrating its
practical applicability in real-world dynamic data environments
with diverse analytical requirements.
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