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ABSTRACT

Workload traces from cloud data warehouse providers reveal that

standard benchmarks such as TPC-H and TPC-DS fail to capture

key characteristics of real-world workloads, including query repeti-

tion and string-heavy queries. In this paper, we introduce Redbench,

a novel benchmark featuring a workload generator that reproduces

real-world workload characteristics derived from traces released by

cloud providers. Redbench integrates multiple workload generation

techniques to tailor workloads to speci�c objectives, transforming

existing benchmarks into realistic query streams that preserve in-

trinsic workload characteristics. By focusing on inherent workload

signals rather than execution-speci�c metrics, Redbench bridges the

gap between synthetic and real workloads. Our evaluation shows

that (1) Redbench produces more realistic and reproducible work-

loads for cloud data warehouse benchmarking, and (2) Redbench

reveals the impact of system optimizations across four commercial

data warehouse platforms. We believe that Redbench provides a cru-

cial foundation for advancing research on optimization techniques

for modern cloud data warehouses.
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1 INTRODUCTION

The need for new analytical benchmarks. Analytical bench-

marks such as TPC-H and TPC-DS have been the cornerstones of

analyzing the performance of analytical database engines. However,

recent studies [6, 21–24] show that these classical benchmarks fail

to represent characteristics of real-world workloads. For instance,

an analysis of the Amazon Redshift �eet [22] found that production
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Figure 1: Result caching speedups for traditional benchmarks

versus production workloads. Traditional benchmarks (e.g.,

JOB, CEB) fail to capture workload-driven e�ects, such as

query repetitions and temporal correlations, that are present

in production traces (e.g., Redset) and are essential for evalu-

ating optimizations like result caching.

workloads are more write-heavy and highly repetitive. Moreover,

they exhibit long-tailed query and table size distributions. A recent

study by Snow�ake reached a similar conclusion [21].

Workload synthesis from real-world traces. To address this

disparity, we argue that a new benchmark is needed that better

re�ects the characteristics of production traces released by cloud

vendors along with their studies. These traces capture key workload

properties, including query patterns, operator counts, and resource

usage, and reveal trends such as mixed read / write workloads,

bursty activity, and the prevalence of speci�c operators. However,

because the traces omit both the actual SQL text and the under-

lying data, these traces cannot serve as end-to-end benchmarks.

This limitation has motivated research on synthesizing replayable

workloads that re�ect the observed workload characteristics.

Redbench at a glance. To address this, we propose Redbench, ex-

tending our previous work [13]. Redbench takes the workload trace

from Amazon Redshift, as well as a schema from an existing bench-

mark (e.g., JOB or TPC-H), and generates trace-shaped workloads.

Redbench does so by reproducing production properties extracted

from a trace: (i) scheduling exact and structural repetitions based on

query hashes and scanned tables, (ii) preserving temporal dynamics

(bursts, diurnal cycles, idle gaps), and (iii) interleaving mixed query

types (SELECT and diverse DML) to model realistic cache invalida-

tions. Concretely, Redbench either matches trace entries to existing

benchmark queries and reorders them accordingly, or it generates

new SQL guided by trace statistics to hit target bytes-read, join

shapes, and access patterns. The result is a drop-in workload that
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retains the robustness of well-known benchmarks while mimicking

the properties of production workloads.

Testing under realistic workload characteristics. By turning

familiar benchmarks into cloud-like, trace-shaped workloads, Red-

bench enables academia and industry to test optimizations under

realistic workload characteristics without access to proprietary SQL

or data. For example, as shown in Figure 1, standard benchmarks

overlook query repetition patterns observed in studies from cloud

vendors. As a result, they fail to capture the e�ects of result caching,

a crucial feature of modern cloud data warehouses. Despite result

caching being enabled in two modern analytical engines (System A

and B), query performance does not improve on traditional bench-

marks. In contrast, when evaluated on workloads generated by

Redbench, query performance can improve by more than 3⇥.

Redbench enables targeted optimizations. Overall, Redbench

is not only a valuable resource for analyzing and comparing sys-

tem performance, but also a foundation for developing targeted

optimizations in modern cloud data warehouses. We believe Red-

bench signi�cantly lowers the barrier to evaluating new features

in cloud data warehouses and can accelerate progress in the �eld:

researchers can now validate their ideas against production-like

repetition, temporal, andmixed-type query patterns, enabling faster

iteration and more meaningful results. In particular, Redbench pro-

vides a practical framework for studying techniques that exploit

reuse, such as result and subresult caching [9], view and materi-

alization reuse [10], and adaptive clustering [10, 12], workload-

aware indexing [5, 8], and �tted or learned DBMS components [11],

and can inspire new workload-driven optimizations grounded in

production-like patterns.

Combining multiple synthesis approaches. In this work, we

build on our previous benchmark, Redbench-v1 [13]. Unlike Red-

bench, Redbench-v1 generated synthetic workloads using a simpler

approach that naively sampled queries from traditional benchmarks

to primarily preserve repetition rates. While Redbench builds on

the same core idea, it introduces a new methodology that combines

matching-based and generation-based workload synthesis. This

approach enables Redbench to more closely reproduce the charac-

teristics of traces released by cloud providers and to expand query

coverage by incorporating INSERT, UPDATE, and DELETE statements,

which are interleaved with reads and represent a signi�cant portion

of real analytical workloads.

Contributions.We present Redbench, a new benchmark and work-

load generator designed to capture the realistic cloud analytics

properties summarized in Table 1. Our main contributions are:

• Methodology of synthesis approaches. In Section 3, we in-

troduce a new synthesis methodology used in Redbench, which

enables it to capture key characteristics of analytical workload

traces released by cloud providers.

• Realistic workload synthesis. Building on this methodology,

we describe the design of Redbench. Redbench takes a support

database (for example, an existing database such as IMDb) and

generates SQL workloads that incorporate key properties of

production workloads. It supports both structural and exact

query repetitions, as well as temporal patterns such as bursti-

ness, cyclical drifts, and query ordering, along with diverse

query types, including INSERT, UPDATE, and DELETE statements

interleaved with SELECT queries. Redbench also supports string-

heavy queries.

• Evaluation of workload-driven optimizations. We present

a �rst comprehensive evaluation of Redbench workloads on

four modern cloud analytics systems and demonstrate that they

e�ectively implement workload-driven database optimizations.

This establishes a practical foundation for studying and improv-

ing cloud data warehouses using workloads that capture true

production characteristics, thereby accelerating research and

practice and fostering the development of new workload-driven

optimizations.

Overall, Redbench aims to be the go-to benchmark for realistic,

workload-driven evaluation of cloud database systems. By explic-

itly modeling the patterns and characteristics observed in modern

analytical workloads, it produces a benchmark that is more faithful

and representative than existing alternatives.

2 BACKGROUND AND RELATED WORK

In the following sections, we provide the necessary background

on the information contained in the recently released workload

traces and then discuss other generation-based approaches similar

to Redbench, explaining why they are insu�cient to capture all the

characteristics of these traces. There are similar e�orts in related

areas [1, 2, 7, 28], however we focus on OLAP in the following.

2.1 Workload Traces

Cloud providers have recently released anonymizedworkload traces

[22, 25], o�ering the �rst opportunity to study real analytical work-

loads at scale. The most widely used datasets are Snowset and Redset,

each revealing properties absent from synthetic benchmarks.

Snowset. Snowset [25] is a publicly released Snow�ake workload

trace containing statistics for ⇡69 million queries over two weeks in

early 2018. Its analyses reveal highly skewed resource usage, with

a small fraction of queries consuming most CPU time. Snowset

also contains many read/write (ETL-style) jobs and a balanced

operator mix. For example, only about 50% of execution time is in

scans/�lters (vs. ⇠84% in single-node TPC-H), with the rest in joins,

aggregation, and DML. These �ndings suggest TPC-H/DS (which

primarily assume scans and relatively simple joins) do not re�ect

real cloud workloads. Snow�ake queries are more varied in type,

involve heavier DML, and exhibit dramatic skew across query sizes.

Redset. Redset [22] is an Amazon Redshift workload trace consist-

ing of three months of query metadata from 200 instances (both

serverless and provisioned). It likewise reveals extreme skew and

long-tail behavior: Redset queries have substantially longer execu-

tion times than typical TPC-DS queries, and a tiny fraction con-

sumes a disproportionate share of resources (e.g., fewer than 0.1%

of queries account for roughly 25% of total CPU time). In contrast,

TPC-DS workloads are comparatively uniform.

2.2 Workload Synthesis

Motivated by the mismatch between synthetic benchmarks and

production traces, several works have proposed generating work-

loads that better re�ect real-world workloads. Similar to Redbench,

these approaches typically draw from pools of benchmark queries
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(e.g., TPC-H/DS, JOB) and use trace statistics to approximate the

cost and structure of real workloads.

Stitcher. Stitcher [26] is a learned synthesizer that combines base-

line benchmarks (e.g., TPC-C, TPC-DS) to match a target perfor-

mance pro�le. It uses Bayesian optimization to tune query frequen-

cies and concurrency. However, Stitcher primarily �ts aggregate

metrics (CPU, I/O, latency) and does not ensure that the synthetic

workload matches the target operator mix (e.g., joins vs. scans).

Moreover, Stitcher selects from the full query pool without �ne-

grained �ltering, which limits its ability to tailor the query mix to

speci�c workload characteristics.

Cloud Analytics Benchmark. The Cloud Analytics Benchmark

(CAB) [23] builds upon Snowset analyses, retaining the TPC-H

schema and queries while incorporating cloud-speci�c aspects,

such as elasticity and multi-tenancy. It generates multiple data-

base “tenants” of varying sizes and assigns query streams to each,

with time-varying arrival rates modeled after Snowset patterns.

However, query selection within each stream is largely heuristic:

CAB’s generator “randomly selects queries from the database’s

query pool”. In e�ect, CAB samples from �xed query templates

rather than calibrating the workload to actual trace statistics. Thus,

while CAB re�ects cloud behaviors like burstiness and tenant mix,

it fails to reproduce real workload cost or operator distributions.

DriftBench. Liu and Borovica-Gajic introduced DriftBench [18], a

benchmark modeling and generating both data and workload drift.

It formalizes separate classes of data and workload drift (e.g., cardi-

nality, predicate or structural changes) with prede�ned temporal

patterns to evaluate drift-aware components such as cardinality

estimators. However, its drifts remain synthetic and regular, lacking

the irregular, workload-speci�c drift of real systems

SQLBarber. SQLBarber [14, 15] uses large language models (LLMs)

to generate SQL queries from high-level speci�cations, accepting

natural-language constraints and target cost distributions. Leverag-

ing execution statistics from Snow�ake and Redshift, SQLBarber

can produce large volumes of queries whose cost pro�les match real-

world characteristics. As a fully generative system, it creates novel

SQL patterns but does not aim to replay historical workloads or

explicitly model workload dynamics. It �ts a desired cost histogram

rather than reconstructing temporal or multi-query behavior, and

thus complements synthesis methods rather than reproducing an

observed workload end-to-end.

PBench. Zhou et al. introduce PBench [29], which constructs syn-

thetic workloads from existing benchmarks using real-world statis-

tics as targets. Given execution summaries (e.g., CPU time, operator

counts) from traces such as Snowset or Redset, PBench formulates

a multi-objective optimization to select and combine queries to

match target cost and operator distribution, and employs an LLM to

generate queries when needed. While this advances beyond heuris-

tic sampling (as in CAB) or metric-only matching (as in Stitcher),

PBench still operates on aggregate statistics and therefore only par-

tially models temporal dynamics (diurnal patterns, bursts, drifts),1

while not having explicit support for neither query repetitions nor

DMLs. Moreover, despite LLM support, control over query features

(e.g., string-heavy predicates or semi-structured access) remains

limited. In summary, PBench narrows the gap by matching cost

1Depending on the speci�ed window length.

Table 1: Existing classical and synthesized benchmarks [3,

4, 16, 20, 23, 27, 29] ignore critical production-workload fea-

tures required to e�ectively evaluate workload-driven op-

timizations. Some only use generated (Gen) instead of real

data.

Benchmark
String-

Heavy

Temporal

Patterns

Repeti-

tions
Writes Data

TPC-H / DS Gen

JOB(-Complex) 3 Real

SQLStorm 3 Real

SQLBarber 3 Real

Stitcher 3 Gen

DriftBench 3 Real

CAB 3 Gen

PBench (3) 3 Real

Redbench 3 3 3 3 Real

and operator statistics but falls short of reproducing the structural

and temporal properties of production cloud workloads.

SQLStorm. Schmidt et al. introduced SQLStorm [20], an LLM-based

benchmark generation system that generates SQL workloads over

a real-world dataset. SQLStorm generates a large query set cover-

ing many advanced SQL constructs (e.g., complex joins, window

functions, JSON, and string predicates), resulting in a long-tailed

distribution of query complexity and operator counts (e.g., “up to

38 operators” per query). Consequently, it can challenge database

engines beyond the predictable behavior of static, template-based

benchmarks. However, like other generation-centric approaches,

SQLStorm does not explicitly model query repetitions or temporal

workload patterns, such as diurnal cycles or burstiness. Thus, while

SQLStorm advances SQL diversity and stress-testing capabilities, it

does not capture workload dynamics or repeated query behavior

necessary for evaluating workload-driven optimizations.

2.3 Limitations of Existing Approaches

Although proposals such as CAB, Stitcher, PBench, and SQLBar-

ber improve upon traditional benchmarks, they primarily focus

on matching aggregate statistics (e.g., operator distributions, run-

times) and fail to capture several challenging workload properties

observed in production systems (cf. Table 1):

• String-heavy queries. Real workloads include complex predi-

cates on strings, JSON, and nested data, which are largely absent

from standard benchmarks such as TPC-H.

• Temporal patterns. Workloads exhibit diurnal and weekly

cycles, sudden spikes, and long-term drifts. Snowset [25], for

instance, shows oscillations with more read-only queries during

business hours, while Redset [22] varies signi�cantly over time.

Existing generators do not model such time-based patterns, and

any temporal variation typically arises only by chance.

• Repetitions. Real workloads often reissue identical or struc-

turally similar queries repeatedly. Existing generators may in-

cidentally replay queries multiple times, but they lack explicit

mechanisms to control the number and type of repetitions.

• Writes.Modern analytics workloads mix reads with write-heavy

data-loading or transformation queries (INSERT, UPDATE, DELETE,

CTAS, MERGE, etc.). Most benchmark-driven synthesis methods are
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Workload Trace
(e.g., Redset)

Schema & Data
(flexible, specified

by user)

Query Pool
(e.g., TPC-H/DS, SQLStorm, ...)

Matching-based
(Simple)

Generation-based
(Complex) Benchmark

Known
Queries

New 
Queries

Re-use

Re-use

Steer

Input Workload Synthesis Produced
Benchmark

Match

Database Statistics

Figure 2: Redbench uses a given workload trace and data

set as a basis for workload synthesis. Currently, Redbench

supports two synthesis approaches that users can utilize to

generate benchmarks with trace-shaped queries.

SELECT-heavy and omit these operations (e.g., CAB and Stitcher

derive from TPC-H, which contains no INSERT or CTAS queries).

As shown in Table 1, Redbench is the only approach to cover all

these aspects.

3 REDBENCH METHODOLOGY & OVERVIEW

While Redbench’s naming has been inspired by the Redset, it fol-

lows a Redset-independent methodology to generate trace-shaped

benchmarks with the challenging properties of analytical produc-

tion workloads. As depicted in Figure 2, the key ingredients in

Redbench are a workload trace and a dataset with its table schema.

These two inputs form the basis for the workload synthesis.

Trace-shape synthesis. Redbench assumes that the workload

trace records anonymized structural and runtime metrics per query,

such as query type, arrival timestamp, join count, accessed tables,

and a query hash (cf. Table 2). These statistics and features steer

Redbench’s workload synthesis and enable it to infer query fre-

quencies, complexities, scansets, repetitions, and temporal locality.

For instance, Redbench exploits timestamps to determine the order

of queries, which is crucial for capturing e�ects like cache invalida-

tions from DML queries. Similarly, when Redbench observes the

same query hash (i.e., identical SQL �ngerprint) and scanset (Read

Tbls), it infers a query repetition.

Repetition types. Repetitions can occur in two types: full query

repetitions and scanset repetitions. Full query repetitions describe

the exact reoccurrence of the same textual SQL query. For such

repetitions, caching the output result of the query and returning it

when the query recurs enables skipping query execution entirely. In

contrast, scanset repetitions describe a structural similarity among

the queries, i.e., they operate on the same tables. However, they can

di�er in �lters, join conditions, or aggregations, making scanset

repetitions relevant for intermediate materialization or predicate

caching. Furthermore, we distinguish between DML-aware and

non-DML-aware repetitions. Non-DML-aware repetitions ignore in-

terleaved writes that, in reality, might invalidate cached results (e.g.,

rrwrr counts as 3 repetitions). DML-aware repetitions account for

interleaved writes to previously queried tables (e.g., rrwrr counts

as two di�erent repetitions).

Table 2: A simpli�ed example of Redset input data. Query 2 is

a repetition of Query 0 (same hash and scanset). However, the

‘INSERT‘ at time 6pm (query 1) modi�es table ‘1‘, potentially

invalidating a cached result for query 2.

# Type Time Joins
Read

Tbls

Write

Tbl

Run-

time

Bytes

Read
Hash

0 select 4pm 1 0,1 - 820 ms 9 M a62e

1 insert 6pm 1 0,3 1 420 ms 4 M 73b9

2 select 7pm 1 0,1 - 750 ms 10 M a62e

3 select 9pm 0 1 - 200 ms 78 M 962c

Query-level synthesis. Since the original SQL text is not included

in a workload trace, Redbench relies on workload synthesis to gen-

erate SQL queries. Unlike PBench, which uses aggregate statistics

in a given interval to synthesize a set of queries, our approach per-

forms query-level synthesis to match the statistics and properties

of a given query (e.g., number of joins, bytes read, etc.). Redbench

comes with two synthesis modes as depicted in Figure 2 (middle):

• Matching-based: Reuses queries from an existing query pool

(e.g., human-designed benchmarks such as TPC-H/DS, or option-

ally LLM-generated pools such as SQLStorm) and parametrizes

them to match repetitions, scansets, and query runtimes.

• Generation-based: Generates SQL from dataset statistics to

match structural and runtime targets (joins, scansets, bytes read).

Matching- vs. generation-based synthesis. Redbench enables

users to select the synthesis approach based on their benchmarking

goals, as summarized in Table 3. The matching-based approach is

simpler and relies on stable, user-selected queries from established

benchmarks (e.g., JOB, TPC-H), reducing the likelihood of system

failures. This battle-tested pool provides known SQL feature com-

patibility, making it well-suited for environments supporting only

a restricted SQL subset, common for early-stage research proto-

types and operator-limited systems. By restricting execution to a

user-selected query set, matching-based synthesis enables fast iter-

ation and short time-to-feedback cycles when evaluating ideas like

caching or query optimization, as observed when this Redbench

variant was used to evaluate index advisors [17]. However, because

it is constrained by the source benchmark’s query set, it cannot

reproduce all statistical characteristics of real-world workloads

(Section 5.3). Once a prototype matures, we therefore recommend

switching to Redbench’s generation-based variant, which goes be-

yond a �xed query pool. In contrast, the generation-based approach

provides higher �delity and �exibility by constructing entirely new

SQL queries that are statistically steered to match observed work-

load properties, including bytes-read distributions, scan sets, and

realistic read/write mixes. By synthesizing queries from scratch, it

exercises a broader range of execution paths and stress-tests the

DBMS more thoroughly, enabling trace-faithful benchmarking that

more closely re�ects production behavior. However, this added

�exibility comes at the cost of higher complexity and greater risk

of system failures (e.g., out-of-memory errors due to large interme-

diate results), adding additional strain to the system.

Dataset and schema. Redbench supports di�erent datasets and

schemas for workload synthesis. The dataset controls common prop-

erties such as data distribution and correlation, while the schema

constrains synthesis: too few tables prevent queries joining many

tables, and even with su�cient tables, Redbench must address
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Table 3: Comparison of the matching-based and generation-

based synthesis approaches.

Matching-Based Generation-Based

Query

Source

Reuses queries from

existing benchmarks

Generates novel

queries

Query

Types

SELECT, only

single-row re-inserts

SELECT, INSERT,

UPDATE, DELETE

Complexity
Limited by source

benchmark (e.g., TPC-H)

High �exibility,

complex structures

Repetition Exact repetitions
Structural &

exact repetitions

Fidelity
Matches num joins,

repetitions

Matches scansets,

joins, bytes read, etc.

When to use

Evaluating prototypes

with user-controlled

workloads

Highly realistic workloads

for more accurate

benchmarking

key questions such as schema matching (which tables to use for a

query’s scanset) and accurately re�ect scanned bytes—questions

discussed in the following section.

Output and benchmarking.As Figure 2 shows, Redbench outputs

a replayable workload trace consisting of SQL queries and their

corresponding arrival timestamps (as determined by the input trace).

To run the benchmark, users load the provided dataset and execute

the queries against a desired database engine.

4 WORKLOAD SYNTHESIS IN REDBENCH

Since workload traces only contain structural and runtime query

metrics and not the exact SQL query, there is a large space of

possible query candidates that could all map to the given statis-

tics. Redbench’s matching-based and generation-based synthesis

approaches represent two distinct methods for constraining the

search space of candidate queries. In the following sections, we

will �rst outline the general synthesis �ow and then provide more

detailed information about each approach.

4.1 Synthesis Flow

We introduce our approach in Figure 3: Workload synthesis is based

on a workload trace, such as Redset 0 . Redbench then analyzes the

workload trace to infer features like query frequencies, complexities,

scansets, repetitions, and temporal locality 1 .

Feature extraction.While certain features, such as workload drifts

or the sequence of read and write queries, are explicitly encoded

in the workload trace via timestamps, query repetitions are only

implicitly encoded. Hence, Redbench includes a dedicated step 1 to

extract these implicitly encoded features. Redbench identi�es query

repetitions by combining the query hash with structural proper-

ties, such as the scanset. Identifying di�erent types of repetitions,

as explained earlier, is crucial for benchmarking and comparing

workload-driven optimizations, such as result caching (full query

repetitions) versus sub-result caching (scanset repetitions).

Query synthesis.The query synthesis step aims to produce a query

stream that statistically and temporally resembles the original trace.

It requires both the trace and the dataset, along with its schema as

input. Depending on the synthesis approach, additional inputs may

be required, such as a query pool for the matching-based approach.

However, the actual process of query generation is encapsulated in

each synthesis approach ( 2 / 3 ), making Redbench extensible to

other synthesis approaches in the future.

4.2 Matching-Based Synthesis

The matching-based approach builds on the previous Redbench

version [13]. The key idea of this synthesis mode is to map queries

in the workload trace to well-designed queries from an existing

query pool, such as TPC-H/DS (or, optionally, LLM-generated query

pools such as SQLStorm). In our evaluation, we use human-written

queries (JOB and CEB templates) only. Hence, it does not generate

SQL queries from scratch, but reuses existing queries and orders

them to match the workload properties of the original trace.

Inputs. To construct the desired query stream Redbench requires

two main inputs: (1) a timestamped workload trace from the Redset

and (2) a support benchmark such as TPC-DS or JOB that provides a

pool of real query templates. We use the support benchmark queries

as templates to instantiate di�erent queries with the same query

shape but di�erent statistical properties (e.g., bytes scanned).

Synthesis pipeline. Redbench’s matching-based synthesis uses a

deterministic approach to produce a synthetic query timeline that

maintains the original arrival order and query mix. Thus, given

the same trace, support benchmark, and seed, Redbench will al-

ways produce the same synthetic workload. The generation process

shown in Figure 3 (Approach A - red) follows the two basic steps:

(1) Trace processing: Redbench processes the workload trace

sequentially to preserve the temporal order and query mix. For

each query, it extracts its key statistical metrics, such as the join

count or scanset, and determines a suitable mapping.

(2) Query mapping (Similarity Search): For each query, Red-

bench checks if the query has already been encountered or a

new query mapping must be created.

General matching strategy. The Redbench matching strategy

uses the query hash, scan set, and join count from the workload

trace to determine which benchmark query should be mapped to a

given trace query. The main goal is to preserve the relative number

of joins. Speci�cally, the number of joins in each query is normalized

during mapping, i.e., the minimum and maximum number of joins

in the Redset workload are linearly mapped to the minimum and

maximum number of joins in the support benchmark.

Generating SELECT SQL 2a . To capture repetitions in the work-

load, Redbench keeps track of all synthesized queries it generates.

If two SELECT queries from the workload trace share the same hash

and constitute full query repetitions, they are mapped to the same

previously generated benchmark query instance. If the query hashes

di�er but share the same scanset, the queries are mapped to the

same query template, and a new query is generated. If no matching

candidate could be found, Redbench employs a fallback strategy:

If at least one of the closest benchmark templates has unused in-

stantiations, it randomly picks one of those. Otherwise, it randomly

reuses one of the generated queries from the closest template.

Generating DML queries 2b . As mentioned earlier, since exist-

ing benchmarks mainly focus on read-heavy queries, the matching-

based mode uses a basic approach to generate DML queries. The

primary goal of this generation is to capture read-write dependen-

cies that can lead to, for example, invalidations in caching optimiza-

tions. Since Redset does not report write statistics (e.g. a�ected row

counts, write volume), Redbench aligns simple write operations

with the corresponding tables of update, insert, or delete operations,

acting as invalidators for cached results for subsequent reads.
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4 Benchmarking

IMDB
1pm: SELECT COUNT(*)..
2pm: INSERT INTO ...
3pm: SELECT * FROM ...
...

System X

System Performance

Approach A: Query Matching

1 Extract Repetitions
Same Hash, ... in Redset

Repetitions

Q1 x13 1pm, 4:10 pm, ...

Q2 x1 2pm

Q3 x3 4pm, 5:15pm, ...

2a Similarity Search
Benchmark Queries

(TPC-H, CEB, JOB, ...)

Similarity Search

Redset Data
(repetitions, scansets)

Query Mapping
Q1: JOB 7a
Q2: (INSERT)
Q3: CEB 3d

2b DML Generation

DELETE / INSERT ...
Simple DML to invalidate caches / ...

Approach B: Query Generation

3a Determine Generation Targets
Redset Data 

(bytes read, scan-
sets, repetitions, ...)

Target DB Info
(Table/Column Stats)

Map to Tables &
Assign Selecitivities

Table Mapping
Q1: title (30%)
Q2: movie (3%)
Q3: title (15%), movie(33%)

3c Validate Query against Database

DB

e.g. prevent empty result, ...

Table Mapping
Target DB Info

(Table/Column Stats)

Redset Data

Query Generator 
(SELECT & DML)

SELECT COUNT(*) FROM title
WHERE production_year>2005;

SQL ✔ok
✘retry

3b Generate SQL QueryRedset Data0

3GB table 1 3GB
10 KB table 2 1KB
2GB table 1&2 2GB

1pm select #ef35
2pm insert #229a
4pm select #860f

Cluster 86

Figure 3: Redbench transforms real workload traces 0� into executable benchmark workloads. It extracts query repetitions,

temporal patterns, and access characteristics from Redset 1� and reproduces them by either mapping to existing benchmark

queries 2� or generating new SQL 3�, enabling realistic, workload-driven evaluation of DBMS optimizations 4�.

4.3 Generation-Based Synthesis

While matching-based synthesis captures many real-world work-

load properties, it is limited by the support benchmark’s �xed query

set. To address this, Redbench provides a generation-based synthesis

mode as a key contribution, creating novel SQL queries from scratch.

This enables greater �exibility in following target workload charac-

teristics. Beyond read-write patterns and repetitions/arrival times

covered by matching, it also models query complexity (num-joins,

bytes-read), join paths, and write-heavy queries.

Inputs.Generation-based synthesis requires two inputs: (1) a work-

load trace (e.g., from Redset) providing statistics such as repetitions,

query types, bytes-read, and query metadata, and (2) a support data-

base (schema and data) serving as the execution environment for

the generated SQL queries. This can be a public or private dataset.

Synthesis pipeline. The generation process shown in Figure 3

(Approach B - green) follows several steps:

(1) Schema analysis 3a : The target schema and data are ana-

lyzed to derive a join-graph and table statistics including the

number of rows, data-types of the columns, and value distribu-

tions/histogram information about the columns.

(2) Trace property extraction 3a : From the workload trace, Red-

bench extracts proxy features such as table access patterns

(scansets), query repetitions, and bytes-read per scanset. Ag-

gregating bytes-read across queries yields two key features: (i)

the scan-size/bytes-scanned distribution of each table derived

from queries accessing the same tables, and (ii) an estimated

maximum scan size per table, based on the largest observed

scan of this table in the Redset trace (derived from single-table

queries). This maximum scan size re�ects not the true table

size, but the largest scan observed in practice. The maximum

seen scan size will later be used to map to tables in the support

benchmark with a similar size, and the bytes-read distribution

to determine �lter selectivities as explained in the following.

(3) Size-aware table mapping 3a : Tables in the trace are mapped

to the tables in the user schema by size; i.e., tables for which

we have observed the largest scan sizes (extracted previously)

are mapped to the largest tables in the users schema. This size-

aware mapping ensures that heavily scanned Redset tables cor-

respond to large physical tables, thereby preserving realistic

workload intensity and keeping I/O similar. Moreover, it im-

proves predicate generation by leveraging richer data distribu-

tions of large tables to generate �lters with realistic selectivities

(cf. (5)). We assign target selectivities for the �lters of each ta-

ble to match the reported bytes-scanned of the Redset trace.

Since the Redset trace does not exhibit per-table scan-sizes for

multi-table queries, we assign selectivities for each table refer-

enced in the Redset-trace query by sampling on the bytes-read

distribution observed from single table queries described in (2).

(4) Join-path generation 3b : Starting from the mapped support-

database table of the (assumed) largest table in the Redset query,

Redbench performs random walks over the join-graph of the

users dataset schema until the Redset trace’s number of joins

is met. Since the exact join-path and schema of the Redset

trace can only be speculated, join-path generation can only

be approximate. This mapping might di�er from the original

(unknown) join-path depending on the the number of tables

and structure (e.g., star schema) of the (unknown) Redset db

schema and the user’s support database

(5) Predicate assignment and selectivity control 3b : Having

assigned a target selectivity for each query-table, and mapped

the Redset-tables involved in the query to tables in the users

schema, �lter-columns are randomly chosen for each of the

mapped tables. Utilizing the previously extracted histogram

information of the columns from (1), �lter-literals that match

the assigned target selectivities are chosen. To closely match the

assigned target selectivities and, through that, match the overall

bytes-read, point-lookup, and range predicates on columns of

arbitrary data types are sampled, since their selectivities can

be tuned with reasonable e�ort using the collected histogram

information and by refraining from executing the queries.

Generating SELECT SQL. Approximately 50% of all queries in Red-

set are SELECT queries. These are referred to as read-only queries

and play an important role in workload simulation, particularly

because they are typically cacheable. Depending on the speci�c

customer, the fraction of read-only queries can vary from none to

all, making the accurate generation of these queries essential for

capturing realistic usage patterns. To produce such queries, the

table mapping and selectivity assignment from 3a , together with

statistics about the target database and additional information from

Redset (num aggregates), are used to produce a matching SQL query
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3b . Lastly, the generated queries are validated against the support

database to, e.g., avoid empty results 3c , however, not to tune their

performance or bytes-read characteristics. This step is necessary

because only per-table statistics are used and predicates are chosen

per table, so empty results cannot be ruled out by design. Validation

ensures that smart work-skipping by the DBMS does not distort

the evaluation.

Generating DML queries. About half of all Redset queries are

DMLs, so matching their complexity is critical for realistic workload

distributions and read-write heaviness. The largest DML type, with

approximately 20% of Redset queries, are INSERT statements, most of

which are INSERT / SELECT queries with a read subquery. Generating

meaningful data for such queries synthetically is challenging, as

they resemble materialization steps that require a logical relation-

ship between source (read) and target (write) tables. To capture this,

Redbench applies a schema preprocessing step that creates a staging

table for each table. These are copies of the original tables, carrying

forward primary and foreign keys so each row can be inserted

into the original table without violating PK/FK constraints (also

enabling non-empty join results). Non-PK/FK columns with unique

values receive su�xes so that, after insertion, column uniqueness

constraints remain intact, preserving data distributions similar to

the original base tables. These staging and original tables then serve

as both sources and destinations for INSERT operations, ensuring

schema compatibility and scalable query generation. Since Redset

does not contain information about the number of rows updated

by DMLs, Redbench randomly selects a number of rows to modify,

ensuring the overall data distribution remains stable and roughly

matches the Redset read-write ratio.

Notably, in Redset, INSERT / SELECT queries often exhibit high rep-

etition, indicated by identical scansets, query hashes, and read vol-

ume. Hence, the same read-table mapping used for SELECT queries is

applied here as well, allowing Redbench to reproduce and analyze

caching e�ects on the read portions of write queries (as long as

their read-tables have not changed), similar to read-only workloads.

Special handling of UPDATE and DELETE. For UPDATE and DELETE

queries, Redbench generates lightweight operations that modify a

small, randomly selected subset of rows to roughly match the Red-

set’s write load while preserving data distribution stability. Hence,

they are structurally similar to SELECT queries but di�er in that they

write or delete rows in a table. For UPDATEs, the generator selects a

non-primary, non-foreign key column of the write-table to update

with new values. The new values are sampled randomly based on

column statistics. Other operations, such as COPY or ANALYZE, are

omitted because they are not consistently supported across systems

(or di�er signi�cantly in purpose between the systems) and add

limited value for evaluating workload-driven optimizations.

5 EVALUATION USING REDBENCH

We now evaluate Redbench on production-grade cloud data ware-

houses (Systems A–D) with various workload-driven optimizations.

Our experiments show why a realistic, trace-shaped benchmark is

necessary and what traditional benchmarks cannot reveal.

5.1 Goals of Evaluation

Our evaluation answers two central questions: (1) How well does

Redbench reproduce the statistical, temporal, and repetition prop-

erties of real-world traces? (2) Why does this matter—i.e., does

Redbench expose new optimization e�ects (e.g., caching, reuse)

that traditional benchmarks miss? Upfront, we show that tradi-

tional benchmark baselines suggest negligible caching bene�ts,

while Redbench reveals substantial speedups on the same systems,

underscoring the necessity of cloud-like, trace-shaped workloads.

5.2 Experimental Setup

To evaluate Redbench, we use the publicly available Redset [22]

and the real-world IMDb dataset for workload synthesis.

Cluster selection. From the Redset provisioned dataset, we select

a representative cluster and database2 with a balanced mix of query

types (SELECT, INSERT, UPDATE, DELETE) and repetition patterns close

to the averages reported in [22]. The trace contains 36k queries: 25k

SELECT queries (6.4k unique) and 11k diverse DML queries (INSERT,

UPDATE, DELETE). The query repetition rate (QRR) is representative

at 73% as shown in Table 4.

Support database. In our evaluation, we generate workloads on

the real-world IMDb dataset to enable realistic data distributions

and string-heavy queries — a key characteristic observed in Red-

set. The IMDb schema allows us to build on sophisticated support

benchmarks such as JOB [16] and CEB [19]. However, Redbench

can also use other databases as support databases for the synthesis.

Evaluation on four cloud systems. We evaluate Redbench on

four commercial cloud data warehouse systems (Systems A–D) that

implement various workload-driven optimizations such as result

caching, predicate caching, and scan-set pruning. They represent

diverse architectures and optimization strategies commonly em-

ployed in modern cloud data warehouses, ranging from industry-

leading cloud-native systems to aspiring newcomers. The gener-

ated queries are executed sequentially with compressed idle gaps to

isolate the impact of workload-driven optimizations and avoid con-

founding e�ects from concurrency control or resource contention

that would arise in real-time execution. While evaluating these con-

currency aspects would be valuable and is possible with Redbench,

it requires access to internal DBMS statistics that are typically not

publicly exposed and are highly system-speci�c.

Baseline benchmark. As discussed in Section 2.2, with the excep-

tion of PBench, other existing benchmarks were not designed to

reproduce the characteristics of real workload traces. However, due

to reproducibility issues with PBench and despite greater patch-

ing e�orts, we were not able to use it as a baseline. Hence, to

evaluate the e�ectiveness of Redbench’s workload generation ap-

proaches, we compare against a baseline based on traditional bench-

marks, called the Round-Robin baseline, which selects queries solely

based on read/write proportions. Instead of matching or generating

queries based on the Redset trace properties, this naive baseline

cycles through queries from the support benchmark (i.e., JOB &

CEB) in a round-robin order. We select as many distinct SELECT

queries as there are unique read queries in the Redset trace. To

approximate the temporal query mix, the baseline follows a �xed

read/write pattern based on the overall ratio observed in Redset

2Dataset: Redset-Provisioned, Cluster : 186, Database: 8, Timeframe: May 2024
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Figure 4: Redbench faithfully preserves the temporal arrival patterns from Redset, including distinct bursts of activity followed

by idle periods. Both generation-based andmatching-based approaches maintain exact arrival times, ensuring realistic temporal

dynamics for evaluating workload-driven optimizations.

Table 4: Query Repetition Rate (QRR) and Scan-set Repeti-

tion Rate (SRR) denote the fraction of SELECT queries that re-

peat previous queries (QRR) or scan-sets (SRR). QRRDML and

SRRDML indicate DML-aware repetition rates. Generation-

based synthesis closely matches the original Redset trace,

while matching-based synthesis produces higher repetition

due to reusing a limited query pool. The baseline fails to

capture realistic repetition patterns.

Approach QRRDML QRR SRRDML SRR

Redset (Original) 0.72 0.73 0.86 0.87

Redbench (Generation) 0.73 0.79 0.95 0.98

Redbench (Matching) 0.97 0.98 0.99 0.99

Round-Robin Baseline 0.00 0.74 0.36 0.99

(e.g., a 2:1 read/write ratio becomes A , A ,F , A , A ,F , . . .). Since JOB and

CEB contain only read queries, we inject minimal DML invalidators

(lightweight single-row delete/insert statements, analogous to our

matching-based synthesis) to simulate cache invalidations. Arrival

times are uniformly interpolated between the start and end of the

original trace, resulting in evenly spaced queries.

5.3 Faithfulness of Redbench

To enable realistic evaluation of workload-driven optimizations, a

benchmark must faithfully reproduce the key characteristics of pro-

duction workloads. We �rst demonstrate that Redbench achieves

this goal by closely matching the statistical and temporal prop-

erties across four critical dimensions: (1) temporal dynamics and

query type distributions, (2) query repetition patterns, (3) system

load characteristics, and (4) DML-aware invalidation e�ects. The

round-robin baseline, despite matching overall query counts and

read/write ratios, fails to capture these production workload proper-

ties, con�rming the necessity of Redbench’s trace-driven approach.

Temporal patterns and query type distributions. Production

workloads exhibit complex temporal patterns, including bursts, idle

periods, and time-varying read/write mixtures, which are essential

for evaluating adaptive database optimizations. Redbench preserves

these patterns by retaining the exact arrival times from the Redset

trace. Figure 4 demonstrates that Redbench faithfully reproduces

the bursty activity patterns observed in Redset, with distinct periods

of high query load followed by idle intervals.

Furthermore, Redbench preserves query type distributions ex-

actly: each generated or matched query maintains the same type

(SELECT, INSERT, UPDATE, DELETE) as its corresponding trace entry.

This precise matching of read/write interdependencies is critical:

DML operations invalidate caches at the same temporal positions

Table 5: Data type distribution of �lter columns. TPC-

DS underrepresents string-typed �lters (22%) compared to

Snow�ake’s real-world workload statistics (58%) [21]. Red-

bench yields a more realistic string-heaviness(67%/75%). It

only uses numeric and string types because the underlying

IMDb dataset does not contain other data types.

Benchmark Text Numeric Other

Snow�ake Cloud Statistics [21] 58% 25% 17%

TPC-DS [21] 22% 71% 7%

Redbench (matching) w/ IMDb 67% 33% n/a

Redbench (generation) w/ IMDb 75% 25% n/a

as in production, triggering realistic cache invalidation cascades

and exposing the e�ectiveness of optimizations under authentic

write pressure. For the matching-based approach, however, DML

queries may be missing in its query pool. Therefore, minimal DML

statements are generated by Redbench and added to the pool. This

ensures, for both approaches (generation and matching), temporal

alignment of cache invalidations with the original trace. In contrast,

the round-robin baseline distributes queries uniformly over time

with a �xed read/write interleaving pattern (e.g., A , A ,F , A , A ,F , . . .),

missing the bursty and irregular temporal dynamics of real work-

loads. Further, Table 5 shows that a realistic string-heavy workload,

similar to production workloads described by [21] is produced. Red-

bench comes with a ratio of 67%/75% (matching/generation) �lters

operating on string-columns on the IMDb dataset. This closely

matches and even exceeds statistics of production traces that come

with 58%3 of �lters operating on string columns[21]. Though, Red-

bench’s string heaviness is in�uenced by the presence of string-

columns / string-heavy queries in the support database / workload.

Query repetition patterns. Repeating query patterns are funda-

mental characteristics of production workloads, directly determin-

ing the e�ectiveness of result caching, intermediate materialization,

and incremental query processing. We measure two key metrics:

query repetition rate (QRR), indicating exact query re-execution,

and scan-set repetition rate (SRR), capturing repeated table access

patterns even for structurally di�erent queries. We further consider

that DMLs invalidate cached results if based on an updated table.

QRR/SRRDML describe DML-aware repetitions where no invalidat-

ing INSERT, UPDATE, or DELETE occurred in between.

Table 4 shows that Redbench’s generation-based mode closely

matches Redset’s repetition characteristics (QRRDML: 0.73 vs. 0.72)

3Statistics from Snow�ake [21]. Redset[22] does not report data type statistics.
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Figure 5: Comparison of query repetition rate (QRR) and scan-

set repetition rate (SRR) between Redbench and Redset. DML-

aware metrics consider cache invalidations from interleaved

writes on the same tables. Generation-based synthesis closely

matches Redset’s repetition characteristics, while matching-

based exhibits higher repetition due to the limited query pool.

The baseline fails to replicate realistic repetition patterns.

on the Redset cluster described in Section 5.2, demonstrating re-

alistic query diversity despite mapping to a di�erent schema. The

matching-based approach yields higher repetition rates (QRR: 0.98)

because it operates on a limited query pool, forcing reuse of the

same SQL query for di�erent Redset queries. Hence, this represents

an upper bound on caching potential. Both approaches substantially

outperform the round-robin baseline, achieving 0% DML-aware

QRR despite identical query counts. Its uniform query distribution

prevents realistic repetition patterns.

Having a single Redset cluster analyzed, we now consider the

entire cluster pool in the Redset dataset. Figure 5 shows repeti-

tion rates for 20 randomly sampled clusters. Across all clusters,

Redbench’s generation-based approach closely matches Redset’s

repetition patterns, whereas the matching-based approach yields

higher repetition due to its limited query pool. The round-robin

baseline fails to replicate realistic repetition patterns and mostly

does not follow Redset; in contrast, it exhibits no repetitions, al-

though Redset with the same number of unique queries shows

signi�cant repetition rates.

Notably, Redbench achieves high �delity to the trace despite

a signi�cant challenge: the IMDb support schema contains fewer

tables than the original Redset database, forcing multiple Redset

tables to map onto a single IMDb table. This schema mismatch

complicates maintaining consistent repetition rates, yet both syn-

thesis approaches successfully reproduce realistic patterns. This

robustness is critical for practical adoption, as original production

schemas of Redset or other workload traces are not accessible and

users must rely on public datasets.

Furthermore, as shown in Figure 5, DML operations substantially

a�ect e�ective repetition rates. DML-aware rates are consistently

lower than their non-DML-aware counterparts, quantifying how

interleaved writes reduce opportunities for repetition-based wl-

driven optimizations such as result caching. Depending on thework-

load, this e�ect can vary in magnitude. For example, heavy ETL or

ingestion phases near frequently repeated queries invalidate cached

results more often, leading to a larger drop in DML-aware repeti-

tion rates. This underscores the importance of DML-awareness in

workload synthesis for realistic caching evaluation.
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Figure 6: CDF of runtime and bytes-read (log-scale) for Red-

set, Redbench (generation & matching) and the round-robin

baseline. Both synthesis methods closely match the overall

load distribution of Redset, with generation-based achieving

a tighter �t in the tail through predicate adaptation. The

baseline shows fundamentally di�erent load characteristics.

System load characteristics. Beyond temporal and repetition

patterns, realistic workload synthesis must also match system load

distributions (notably bytes-read and query runtimes) to evaluate

optimizations under realistic resource pressure. Figure 6 compares

runtime and bytes-read distributions between Redset and the round-

robin baseline. The generation-based approach closely aligns with

Redset’s load distribution by explicitly steering �lter selectivity

toward target bytes-read values. Its predicate adaptation produces

queries with similar I/O footprints to the original trace, resulting in

comparable runtimes, especially in the long tail, despite not directly

targeting execution time. The matching-based approach selects

queries solely by structural complexity (e.g., number of joins) and

therefore aligns less well with Redset, as it lacks explicit bytes-read

steering. This is particularly visible in the distribution tail, where

complex queries exhibit higher variability in resource consumption

that the matching-based approach does not capture.

Both Redbench approaches outperform the round-robin baseline,

which shows di�erent load characteristics since it does not match

any Redset workload properties beyond overall query counts. The

close alignment of runtime and bytes-read distributions con�rms

that Redbench generates workloads with realistic system stress pat-

terns, essential for evaluating performance-oriented optimizations.

System comparison. Figure 7 further validates system load �delity

by comparing runtime distributions across query types (SELECT,

INSERT, UPDATE, DELETE) between Redset and Redbench’s generation-

based approach on four cloud data warehouses. The matching-

based and baseline approaches are excluded, as they only include

simple DML queries that do not re�ect realistic DMLs. Redbench

(generation-based) achieves alignment with Redset’s query-type

runtime distribution. This con�rms that synthesized workloads im-

pose realistic resource demands for both read and write operations.

However, depending on how the underlying system is optimized

for DMLs, the writes will amount to varying magnitudes in the

overall workload runtime. Finally, Figure 7 reveals another im-

portant aspect: Redbench enables comparison of system-speci�c

di�erences stemming from distinct optimization strategies. For

instance, System C achieves fast INSERT performance but exhibits

proportionally higher SELECT runtime, suggesting write-optimized
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Figure 7: Runtime distribution across query types (SELECT,

INSERT, UPDATE, DELETE) for Redset (numbers computed on the

trace of [22] shown with “---”) and Redbench (generation-

based) on four cloud database systems (no caching active).

System-speci�c deviations reveal optimization di�erences

on Redbench: System C prioritizes fast INSERTs, System B

exhibits fast SELECTs, and System A shows DELETE slowdowns.

storage structures. System B, in contrast, trades ingestion for read-

performance, re�ected in elevated INSERT costs, indicating potential

compromises in write-path optimizations. System A demonstrates

DELETE slowdowns, possibly due to complex index maintenance or

integrity checking. These deviations highlight an important bene-

�t: while Redbench faithfully reproduces workload characteristics,

cross-system comparison exposes architectural trade-o�s and opti-

mization priorities that remain hidden in single-system evaluations.

Summary. Across all four evaluation dimensions — temporal dy-

namics, repetition patterns, system load, and DML-aware invalida-

tion e�ects — Redbench demonstrates high �delity to production

workloads. The generation-based approach provides the closest

match to Redset’s statistical properties while preserving query

diversity, making it ideal for trace-faithful benchmarking. The

matching-based approach provides an upper bound on the potential

of repetition-driven optimization, making it useful for stress-testing

caching mechanisms. Both approaches dramatically outperform

the round-robin baseline, which fails to capture realistic workload

properties despite matching aggregate statistics.

5.4 E�ects of Caching in Redbench

In the next set of experiments, we show that Redbench, which gen-

erates production-like workloads, can reveal important e�ects of

system optimizations that traditional benchmarks cannot. In partic-

ular, to demonstrate this ability, we focus on how Redbench reveals

the e�ectiveness of various forms of caching recently introduced in

cloud data warehouses. However, we believe that Redbench can also

provide insights into many other optimizations and guide research

on which optimizations are e�ective and which are not.

Traditional benchmarks fail to expose caching opportunities.

Figure 8 reveals a critical limitation of traditional benchmarks for

evaluating the e�ects of caching: when executed on the round-

robin baseline derived from JOB and CEB, all four systems show

negligible result caching speedups (1.08⇥) — almost no bene�t

from caching. This is because traditional benchmarks lack realistic

query repetition patterns and temporal correlation. Queries arrive
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Figure 8: Overall caching speedups across systems for Red-

bench (generation-based, matching-based) and a traditional-

benchmark baseline (JOB & CEB). Traditional benchmarks

show no speedup, (misleadingly) suggesting that caching is

ine�ective. On the same systems, Redbench workloads re-

veal substantial caching potential: generation-based yields

moderate, trace-faithful improvements (1.10–2.00⇥), while

matching-based demonstrates upper-bound caching e�ects

(2.12–2.98⇥) due to higher repetition density.

in deterministic round-robin order without bursts or idle periods,

and DML operations appear uniformly across tables in static pat-

terns. Based solely on these results, one might conclude that result

caching provides minimal bene�t and is not worth implementing.

However, existing benchmarks fail to capture realistic arrival

and repetition behavior. Unlike traditional benchmarks, workloads

generated by Redbench reveal substantial caching opportunities

that traditional benchmarks entirely miss. The generation-based

approach, which most closely matches the original trace’s statistical

properties (cf. Section 5.3), yields speedups due to caching ranging

from 1.10⇥ to 2.00⇥ across systems. These moderate but realistic

improvements re�ect the repetition rates and read-write interleav-

ing observed in production traces, where caching opportunities

exist but are limited by frequent invalidation due to writes.

The matching-based variant of Redbench produces even stronger

e�ects (2.12⇥ to 2.98⇥ speedups) due to its higher repetition from

reusing queries from a limited query pool. While less representative

of typical production workloads, this approach establishes an upper

bound on caching potential and is valuable for stress-testing cache

implementations. Critically, both Redbench variants (matching and

generation) expose caching behavior that traditional benchmarks

fail to trigger, demonstrating that realistic workload synthesis is

essential for evaluating workload-driven optimizations that would

otherwise be overlooked.

Learnings from caching analysis. Next, we reveal more nuanced

insights from Redbench for caching. While result caching shows

clear bene�ts across all systems, the �ne-grained breakdown in

Figure 9 reveals that di�erent systems employ markedly di�er-

ent caching strategies. Figure 9 compares runtime under di�erent

caching con�gurations for generation-based, matching-based, and

baseline workloads of System C and System D, showing their im-

pact on SELECT and DML runtime. These architectural di�erences

expose critical trade-o�s that only become apparent under real-

istic workload conditions. We examine System C and System D

in detail, as they provide more �ne-grained caching mechanisms
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(a) Redbench (Generation)
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(c) Round-Robin Baseline

Figure 9: Runtime under di�erent caching con�gurations for generation-based, matching-based, and baseline workloads. Result

caching provides clear bene�ts with minimal overhead across workloads. More �ne-grained mechanisms (predicate-, subresult-,

scan-caches) o�er limited additional bene�t and can regress performance when frequent DML operations trigger invalidation

overhead or maintenance costs. The round-robin baseline exhibits di�erent behavior: scan caching shows small speedups due

to predictable table access patterns, but result caching remains ine�ective because there is no genuine query repetition.

representing contrasting design philosophies. While System A and

System B only o�er result-caching, System C and System D support

predicate, subresult, and scan caching. Predicate caching stores out-

comes of individual predicate evaluations (e.g., col>10) for reuse

in later queries, pruning page accesses. Subresult caching retains

intermediate join or aggregation results for reuse by subsequent

queries. Scan caching keeps table blocks or partitions in memory

to avoid redundant I/O on repeated scans. We evaluated these con-

�gurations by enabling/disabling them individually and measuring

their isolated and combined e�ects on our generated workloads.

System C: Query-level caching excels under high repetition.

System C provides several caching con�guration knobs: result

caching (caching complete query results), predicate caching (reusing

predicate evaluations across queries), and combinations thereof.

Under the generation-based workload (Figure 9a), which closely

matches production trace characteristics with moderate repetition

rates and realistic read-write interleaving, System C shows mixed

results. Result caching yields only modest speedups (about 10%

runtime reduction), indicating moderate bene�ts of result reuse in

System C. In contrast, predicate caching causes performance regres-

sions. This slowdown can be attributed to DML operations (INSERT,

UPDATE, DELETE) that increase in runtime. We believe this slowdown

stems from checking and invalidating cached predicates, which in

System C appears to have higher overhead than checking and inval-

idating full result-cache entries. Hence, unlike coarse-grained result

caching, which provides speedups with little overhead, �ne-grained

predicate caching, while promising in theory, becomes counterpro-

ductive because the cost of maintaining and invalidating cached

predicates exceeds their bene�t. System C’s true strength emerges

under the matching-based workload (Figure 9b), which features

substantially higher query repetition due to reuse of a limited query

pool. Here, System C achieves the highest overall runtime reduc-

tions. The con�guration breakdown reveals why System C excels

under high-repetition conditions: Predicate caching contributes 35%

runtime reduction, providing minor but measurable incremental

bene�ts in this read-heavy, high-repetition scenario. Result caching

brings runtime down by about 90%, demonstrating its e�ective-

ness as a coarse-grained optimization with minimal overhead when

exact query matches dominate. With the round-robin baseline (Fig-

ure 9c), only minor speedups are observed with result caching and

no signi�cant bene�t from scan caching, consistent with the over-

all negligible speedups seen previously (Figure 8), since only few

query repetitions occur in this baseline. Lastly, we see that these

di�erent optimizations do not expose overheads on the write-path,

with DML query runtime remaining constant across all workloads.

Overall, SystemC excels under high query repetition rates, where

result caching provides the dominant bene�t with minimal over-

head. Predicate caching o�ers only minor incremental value and,

in realistic write-interleaved workloads, can introduce overhead

that outweighs its bene�ts. All these optimizations have no e�ect

on write path performance.

System D: Fine-grained caching for write-interleaved work-

loads. System D features a sophisticated caching hierarchy with

multiple con�gurations: scan caching (block-level), subresult caching

(intermediate join results), and combinations with result caching.

Under the generation-based workload (Figure 9a), which aligns

most closely with production trace characteristics, SystemD demon-

strates the e�ectiveness of its �ne-grained caching mechanisms.

First, we must note that this system is less optimized for DML oper-

ations, which account for 30% of overall runtime, compared to just

10% in System C. Considering the caching options, the generation-

based approach shows a 15% reduction in total runtime for scan

caching by reusing recently accessed data blocks, while subresult

caching alone contributes an 8% reduction. When combined with

result caching, these mechanisms achieve a maximum runtime re-

duction of 25%, highlighting their complementary nature.

In the matching-based workload, System D’s advantages become

even clearer (Figure 9b), as higher query repetition rates of this syn-

thesis variant lead to runtime reductions of up to 75%. While scan

caching o�ers modest speedups, it also increases the proportion of

DML runtime from 10% to 40%. Conversely, subresult caching main-

tains lower DML costs while achieving similar SELECT performance

to scan caching. The best results come from combining subresult

and result caching, yielding a 75% runtime reduction without sig-

ni�cantly increasing DML costs. Under the round-robin baseline

(Figure 9c), System D shows minimal speedups across con�gura-

tions due to low query repetition. While scan caching provides

slight bene�ts from predictable access patterns, these gains are

arti�cial and do not re�ect realistic workload behavior.

Overall, System D’s �ne-grained caching mechanisms enhance

performance in write-interleaved workloads by enabling partial
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result reuse. However, they introduce complexity and maintenance

overhead, particularly with frequent DML operations that trig-

ger invalidations. A careful balance between caching granularity,

overhead, and workload characteristics is essential for optimizing

performance, as all caching mechanisms contribute to speedup

without a single approach dominating.

5.5 Discussion

This evaluation demonstrates that traditional benchmarks are fun-

damentally inadequate for assessing workload-driven database op-

timizations. Round-robin baselines derived from JOB and CEB pro-

duce negligible caching speedups (<1.08⇥) across all tested systems,

suggesting result caching provides minimal value. However, on the

same systems, Redbenchworkloads, which closelymatch production

trace characteristics, reveal substantial caching potential: 1.1–2.98⇥

speedups depending on system architecture and workload variant.

Beyond these aggregate speedups, �ne-grained analysis reveals

critical architectural trade-o�s visible only under realistic work-

load conditions. Coarse-grained mechanisms such as result caching

consistently provide robust bene�ts with minimal overhead, ex-

celling in read-heavy, high-repetition scenarios. In contrast, �ne-

grained mechanisms like predicate, subresult, and scan caching

introduce complexity and maintenance costs that can o�set their

bene�ts. While subresult caching enables partial result reuse in

write-interleaved workloads, scan caching often degrades DML

performance despite bene�ts in deterministic baselines.

System-speci�c di�erences emerge. For example, System C ben-

e�ts primarily from result caching due to workload repetitions, but

experiences slowdowns from predicate caching due to invalidation

overhead from DML operations. This shows System C excels under

high repetition but struggles with write-interleaved patterns. Sys-

tem D, in contrast, demonstrates that subresult and scan caching

can yield additional speedups, with subresult caching outperform-

ing block-level scan caching in mixed workloads, overall showing

System D’s greater resilience in mixed read-write scenarios.

These �ndings establish Redbench as essential infrastructure for

evaluating workload-driven optimizations, exposing performance

characteristics and system trade-o�s that traditional benchmarks

miss. Our evaluation so far has focused on caching and scan-set

pruning, as they exemplify a class of optimizations that directly

depend on workload structure and temporal locality.

Beyond caching: new evaluation dimensions. While our evalu-

ation focused on caching and scan-set pruning, the same method-

ology can reveal the behavior of other workload-driven mecha-

nisms. Redbench enables controlled and reproducible studies of

optimizations that rely on temporal locality or query repetition.

For instance, predicate and partition pruning could be studied to

evaluate how well systems avoid unnecessary data access under

correlated predicates and data skew or write churn. Adaptive clus-

tering and automatic materialization could be examined to measure

how often systems reuse internal layouts or partial results given

realistic repetition and invalidation rates. Incremental maintenance

and view reuse would reveal whether cached intermediates survive

bursty or diurnal write patterns, and plan caching and adaptive

re-optimization could show how often plans are reused or recom-

piled as parameters drift. Workload-aware cache compaction and

eviction policies can be analyzed to understand how systems de-

cide which results to retain under memory pressure and repetition

bursts. Finally, learned and adaptive components, such as cost mod-

els, caching predictors, or reinforcement-learned strategies, could

be tested under temporal drifts instead of synthetic steady-state

workloads: questions that traditional benchmarks cannot answer.

6 CONCLUSION

This paper introduced Redbench, a trace-driven benchmark and

workload synthesizer that turns anonymized cloud traces into ex-

ecutable, production-shaped workloads on familiar schemas. In

contrast to static benchmarks, Redbench preserves core workload

signals including repetitions, temporal patterns with e.g. bursts

and idle gaps, and the interleaving of reads (SELECT) with writes

(INSERT / UPDATE / DELETE). These signals are crucial for evaluating

modern, workload-aware optimizations.

Redbench contributes a practical methodology with two com-

plementary synthesis modes. The matching-based mode reuses

vetted queries from existing benchmarks and orders them to match

trace properties, providing a robust and low-risk solution. The

generation-based mode creates novel SQL guided by trace statis-

tics and schema knowledge to better match structural and runtime

proxies (e.g., scansets, join shapes, bytes read) at the cost of higher

complexity and potential system errors (e.g., OOMs caused by large

intermediate result sizes). Together, these modes let practitioners

trade o� simplicity and �delity.

Our evaluation on real traces (Redset) and a real-world dataset

(IMDb) shows that Redbench faithfully reproduces repetition and

temporal patterns, including DML-aware e�ects that bound realis-

tic reuse opportunities. Across four commercial cloud data ware-

houses, Redbench exposes optimization bene�ts that traditional

benchmarks miss: under cloud-like repetition and read/write inter-

leaving, enabling result/predicate reuse yields substantial speedups

(in some cases exceeding 3⇥), whereas standard benchmarks sug-

gest negligible gains. A naive baseline based on traditional bench-

marks (JOB & CEB) failed to outline these e�ects, underscoring the

need for trace-shaped workloads.

We believe Redbench enables more relevant and reproducible

systems research by making it easy to test optimizations under

production-like characteristics without access to proprietary work-

loads or data. Redbench bridges the gap between synthetic and

real workloads by preserving intrinsic workload signals from cloud

traces, providing a practical foundation for analyzing and advancing

workload-driven optimizations in modern cloud data warehouses.

We release code and artifacts to foster adoption and community

contributions.
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