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ABSTRACT

Bridging the gap between unstructured documents and relational
databases is challenging because document extraction operates lo-
cally, whereas databases enforce global semantics through schemas,
keys, and constraints. Consequently, existing one-shot large lan-
guage model (LLM) extraction approaches often fail to reconcile
results with relational semantics, yielding inconsistent and hard-
to-audit outputs. We present DataMosaic, a document-to-database
(Doc2DB) system that explicitly mediates between extraction and
database semantics. Given a database schema and constraints, a
central orchestrator coordinates entity and relationship extraction
alongside verification, repair, and targeted re-extraction within a
closed extract-verify-iterate loop. By systematically resolving docu-
ment ambiguity and constraint violations, DataMosaic incremen-
tally constructs accurate and semantically consistent databases.
Featuring pluggable extractors, verifiers and repair operators, ex-
periments in diverse datasets show that DataMosaic substantially
reduces constraint violations and improves database-level accuracy
over strong Doc2DB baselines.

PVLDB Reference Format:

Zhengxuan Zhang, Zhuowen Liang, Jiazhuo Chen, Haixun Wang, and Nan
Tang. Document-to-Database: Extraction Meets Relational Semantics.
PVLDB, 19(9): 2522 - 2535, 2026.

doi:10.14778/3819518.3819568

PVLDB Artifact Availability:
The source code, data, and/or other artifacts have been made available at
https://github.com/HKUSTDial/DataMosaic.

1 INTRODUCTION

In enterprises and scientific organizations, analytics, compliance,
and decision-making ultimately operate over relational databases,
not over raw text or unconstrained model outputs. Yet much of
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the underlying evidence remains embedded in unstructured doc-
uments [30, 32]. Bridging this gap is challenging because docu-
ment extraction is inherently local—operating over isolated snip-
pets [18, 61]—whereas relational databases enforce global semantics
through schemas, keys, and integrity constraints. This fundamental
mismatch means that one-shot extraction, even when powered by
LLMs, often fails to produce databases that are consistent, auditable,
or query-ready [28, 58].

This tension motivates document-to-database (Doc2DB) con-
struction. Given a document collection F, a target schema E, and
integrity and business constraints %, the goal of Doc2DB is to con-
struct a relational database instance that is both factually accurate

and semantically valid: (F, E, %) _Doc2DB | D. Crucially, Doc2DB
is not a text-to-table mapping task. It is a database construction
problem: entity identities and keys are typically absent from text,
relationships must be assembled across documents [41], and global
constraints must hold over the entire database instance. Treating
Doc2DB as a pure extraction problem collapses these requirements
into a single local decision, obscuring the role of database seman-
tics [47].

ExampLE 1. Consider a financial report describing multiple com-
panies, their cash positions across fiscal years, and investment rela-
tionships among them. The target schema consists of an entity table
Company and a self-referencing relationship table Hold, with primary
keys that are system-generated and do not appear in the text.

Blue denotes entity mentions; purple denotes attribute values; red under-

lined values indicate sources of errors

Arena Tech reported solid performance in fiscal year 2023, with cash increasing from
9,867,000 at the beginning of the year to 11,200,000 at year end.

Alpha Holdings filed its annual report for 2024. The report states that cash began at
18,524 (in thousand) and ended at 32,368,000.

Alpha Holdings is a long-term investor with a significant stake in Arena Tech.
According to the company overview, Arena Tech is among the core holdings associated
with Alpha Holdings. The report further notes that Arena Tech invested in Coyni
Corp.

Regarding Coyni Corp, the report records that its cash position declined from 4,544,000
to 4,062,000 during fiscal year 2023.

Elsewhere, Coyni Inc is mentioned as an affiliate company, but no corresponding

financial figures are reported.

The goal is to construct a relational database instance under a
given target schema, consisting of an entity table Company and a self-
referencing relationship table Hold (Figure 1(c)). Crucially, company
primary keys (cid) are system-generated surrogate identifiers and
do not appear in the source text.
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EB Entity Table:
— Company(cid, name, fiscal_year, cash_begin, cash_end)
— Key generation: cid GENERATED ALWAYS AS IDENTITY.
& Relationship Table:
— Hold(investor_id, investee_id)
— Foreign keys: investor_id, investee_id — Company.cid
A Integrity Constraints & Business Rules:
¢1: No mutual investment: —=(Hold(a, b) A Hold(b,a))
¢2: Cash sanity bound: cash_end/cash_begin < 10
¢3: Recursive investment: Hold(a, b) A Hold(b,c¢) = Hold(a, c)

Constructing such a database instance requires aligning extracted
evidence with schema-level semantics.

(1) Entity extraction. Figure 1(a) shows the entity table produced by
an LLM extractor. While many company mentions and attribute val-
ues are correctly extracted, the result violates basic data semantics.
Conflicting evidence leads to incorrect assignments, such as unit mis-
match for Alpha Holdings w.r.t. ¢,. Moreover, entities mentioned only
partially, such as Coyni Inc, are materialized as separate tuples with
missing attributes, introducing both incompleteness and duplication.

(2) Relationship extraction. Figure 1(b) shows the output of a

straightforward relationship extractor based on surface-level textual
cues. The extracted Hold table reveals two fundamental failures. First,
contradictory phrasing induces a spurious mutual investment (e.g.,
both (1,2) and (2,1)), violating business rule ¢, that prohibits reci-
procity. Second, although the document implies a multi-hop invest-
ment chain (¢3), the extractor fails to recover the transitive relation-

ship (2,3), leaving an implied edge missing. a
cid name fiscal year cash_begin cash_end
1 Arena Tech 2023 9,867,000 11,200,000
. 18,524
2 Alpha Holdings 2024 18,524,000 32,368,000
3 Coyni Corp 2023 4,544,000 4,062,000
4 Coyni Inc 2023 NULL NULL
(a) Extracted Company table: red (error); blue (correct).
investor_cid investee_cid Company
1 2
2 ! Investor Investee
1 3 0:n 0:n

(b) Extracted Hold relationship
table: red (spurious), orange
(missing).

(c) ER diagram for Company
and self-referencing Hold.

Figure 1: (a) Entity table extraction. (b) Relationship extrac-
tion. (c) ER diagram.

Example 1 illustrates why Doc2DB is challenging. Local ex-
traction decisions produce tables that violate global integrity con-
straints, resulting in hallucinated entities and relationships, missing
implied links, and semantically inconsistent attributes. Such errors
cannot be reliably addressed within extractors alone, motivating a
separate verification stage with explicit feedback loops.
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Error Patterns in Entity Extraction. Although extracting a single
entity table is often treated as schema “filling”, entity extraction is
brittle in practice and prone to systematic semantic errors.

(1) Hallucinated entity extraction. Extractors may extract tuples

that should not exist, including duplicate tuples caused by unre-
solved aliasing and spurious entities inferred from weak mentions.

(2) Attribute misinterpretation. Even when entity identity is cor-
rect, extracted attributes may violate intended semantics, for exam-
ple by ignoring units or temporal qualifiers, yielding syntactically
valid but semantically inconsistent values.

(3) Incomplete entity extraction. Entity information may be miss-
ing or partial when mentions are brief or indirect.

Error Patterns in Relationship Extraction. Relationship extrac-
tion is harder, as it requires enforcing directionality, business rules,
and semantics that extend beyond local textual evidence.

(1) Hallucinated relationship extraction. Extractors may con-
struct relationships that violate target semantics, such as spurious
reciprocal links that contradict no-reciprocity constraints.

(2) Missing relationship extraction. Extractors may also fail to

construct relationships that are only implicitly supported, such
as transitive links, reflecting the limits of local reasoning.

Why Doc2DB Is Fundamentally Hard. These examples reveal
that Doc2DB is not merely “information extraction at scale”, but a
full-fledged database construction problem characterized by three
intertwined challenges.

Challenge 1: Document—schema mismatch. Documents are written
as narratives or event sequences, whereas schemas are normalized
around entities, keys, and relationships. A single paragraph may
populate multiple tables, while a single tuple may be scattered
across documents, making just extraction brittle.

Challenge 2: Things, not strings. Databases operate on entities and

keys, whereas documents provide only surface mentions. Since keys
are absent from text, mapping mentions to entities is inherently
uncertain; forcing early key assignment fragments facts and makes
key- and join-consistent extraction brittle.

Challenge 3: No one-shot guarantees. Extraction operates over local
snippets, whereas integrity constraints and business rules require
global verification over the entire database instance. LLMs and tra-
ditional IE pipelines can extract fragments of structure, but they
provide no guarantees of integrity or consistency.

Taken together, these challenges tell us that Doc2DB requires
system-level support that goes beyond single-pass extraction.

Contributions. We present DataMosaic, a Doc2DB system for con-
structing relational databases from documents, with the following
notable contributions.

(1) The Doc2DB problem. We formalize the Doc2DB problem and
articulate key system requirements for practical deployments: key-
consistent entity resolution, relationship construction, and global
constraint satisfaction (Section 2).

(2) The DataMosaic approach. We design DataMosaic (Section 3),
a Doc2DB system organized as an extract-verify-iterate control
loop. An orchestrator coordinates entity and relationship extractors
with verification and repair, triggering targeted re-extraction under
detected violations to ensure database-level consistency.
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Figure 2: Doc2DB F1 score across 11 databases and four do-
mains. DataMosaic consistently improves strong LLMs.

(3) Extraction methods. We develop extraction methods for both
entity and relationship tables. For entities, we introduce structured
prompting with cold-start extraction and warm-start, violation-
guided refinement (Section 4). For relationships, we propose an
anchored, block-based strategy with targeted re-extraction that
avoids exhaustive enumeration while preserving schema-consistent
relational structure (Section 5).

(4) Closed-loop verification and system realization. We realize
Doc2DB as an auditable, closed-loop system by integrating con-
straint verification and repair (Section 6), and the orchestration
module (Section 7).

(5) Evaluation. Extensive experiments, using eleven Doc2DB cases
over four domains, demonstrate substantial improvements over
strong LLM-based extractors (Section 8). Figure 2 shows that Data-
Mosaic consistently improves strong LLMs in these Doc2DB cases.

2 DOCUMENT-TO-DATABASE: THE PROBLEM

Database Specification. We use the database specification to de-
note the target structured output. It consists of a target schema
E, which defines the entity tables and relationship tables, their
attributes, and primary keys. Entity tables represent real-world ob-
jects (e.g., Company), while relationship tables capture associations
among them (e.g., Hold).

The specification also includes a set of integrity and busi-
ness constraints ¥ that any valid database instance must satisfy,
which covers standard rules such as types (e.g., cash_begin is nu-
meric), domains (e.g., fiscal_year € [2000,2025]), keys (e.g., cid
is unique), and inclusion dependencies (e.g., Hold.investor_id C
Company . cid), as well as application-specific logic such as value
ranges (e.g., cash_end/cash_begin < 10), temporal conditions (e.g.,
start < end), and business rules (e.g., ¢1, @2, ¢3 in Example 1). Fur-
thermore, for each constraint in ¥, the user can also register custom
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algorithms dictating how to fix specific errors. If no custom re-
pair logic is provided, we employ a default holistic data repairing
method (e.g., NADEEF [16]) to automatically resolve violations.

In addition to (E, X), users may optionally provide rich semantic
metadata, such as natural-language descriptions of attributes, units
and value conventions, and a few example tuples for each table.
These auxiliary signals help reduce ambiguity during extraction
and guide the system toward semantically consistent outputs.

Together, (E, ¥)—optionally enriched with metadata and exam-
ples—define the tables to populate and the validity conditions that
the resulting Doc2DB instance must satisfy.

Document Corpus. We consider a collection of heterogeneous
documents, F = {fi, f2,..., fm}, where each f; is a report, filing,
contract, correspondence, exhibit, or similar source containing evi-
dence relevant to the same analytical domain. Collectively, these
documents contain the information required to populate the tables
specified by (E, X).

We assume that low-level processing—such as PDF parsing, OCR,
and layout analysis—has already been performed.

Note that we do not assume the source documents are complete.
They often lack specific attributes required by the schema, resulting
in NULL values. Therefore, our evaluation focuses on faithfulness:
ensuring that every extracted value is explicitly supported by the
text and the system does not synthesize values.

The Doc2DB Problem. Given a database specification (E, X) and
a document corpus F = {fj, ..., fi}, the goal of Doc2DB is to con-
struct a relational database instance D that (i) populates every entity
and relationship table defined in E, and (ii) satisfies all integrity and
business constraints in .

Formally, the Doc2DB task is to construct a database instance:

(F,EX) DoczDB, D, where D = {I, | e € E} is the set of table in-
stances for all entity and relationship sets in the schema. The output
D should satisfy two objectives: (1) Constraint satisfaction: D |= 3,
meaning that D satisfies all integrity and business constraints; and
(2) Closeness to ground truth: let D* be the ground-truth database,

the constructed instance should be as close as possible to D*.

3 THE DATAMOSAIC APPROACH

Given a database specification (E, X) and a document corpus F, the
goal of DataMosaic is to construct a relational database instance D
that (i) populates every entity and relationship table in E and (ii)
satisfies all integrity and business rules in %, i.e., D |= 3.

3.1 An Overview

As shown in Figure 3, DataMosaic takes as input (1) a document
corpus F containing unstructured evidence, (2) a schema E defin-
ing entity and relationship tables, and (3) integrity and business
constraints ¥ that valid databases must satisfy. The output is a
verified, query-ready database instance D that satisfies X.

All computation between input and output is coordinated by
a central Orchestrator, which interacts with four execution mod-
ules: Entity Extractor, Relationship Extractor, Constraint Verifier, and
Data Fixer. These modules operate over intermediate states and are
invoked under the control of the Orchestrator.
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Figure 3: The DataMosaic architecture.

[Orchestrator as Control Plane.] The Orchestrator is the con-
trol plane of DataMosaic. Users do not talk to LLMs directly; they
provide only (F, E, ¥), and the Orchestrator decides how to build
the database D.

To support iteration and provenance, the Orchestrator maintains
an evolving view of D as a collection of table snapshots. A table
snapshot is a table instance at a particular time (e.g., after extraction
or after fixing). Snapshots are the only data that modules read or
write, which makes changes easy to track and reason about.

The Orchestrator bootstraps extraction by invoking entity and
relationship extractors on F and E to produce initial table snapshots,
verifies them against constraints %, and routes detected violations ei-
ther to the Data Fixer or back to extractors for targeted re-extraction.
It iterates this extract-verify-iterate loop until convergence or a
user-specified budget is reached, at which point it commits the final
database D.

[Entity Table Extraction.] The first phase is to populate the entity
tables specified in the schema. For each entity table, the Orchestrator
invokes one Entity Extractor, which receives the document corpus
(or selected chunks of it), and the schema information for that entity,
including its attributes and primary key.

The extractor identifies mentions of entities in the documents,
maps these mentions to their corresponding entity instances as
defined in the schema, and then fills in the remaining attributes
using surrounding textual evidence. The result is an extracted entity
table, which the Orchestrator stores as the current state of that table.
This step directly addresses the “things, not strings” challenge:
documents refer to entities via surface forms, while the database
uses keys. By constructing canonical entity tables first, DataMosaic
becomes entity- and key-centric.

[Relationship Extraction.] After the entity tables have been ex-
tracted, the Orchestrator proceeds to build the relationship tables
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defined in the schema. For each relationship type, the Orchestrator
invokes a Relationship Extractor. Each extractor receives the docu-
ment corpus, the schema information for the relationship, including
its attributes and key fields, and references to the already-extracted
entity tables.

The extractor identifies relational statements in the documents
(for example, a company holds a stake in another company), aligns
the participating mentions to the corresponding entities using their
primary keys, and constructs relationship tuples whose foreign-
key fields reference those entities. It then fills in the remaining
attributes using nearby textual evidence. The resulting relationship
tables are recorded as the system’s current state and combined with
the entity tables to form the initial version of the database.

This step realizes the desideratum that relationship extraction
must be anchored on entity tables and keys, rather than on local
string matching alone.

[Constraint Verification.] Extraction alone does not guarantee
that D satisfies the constraints 2. To enforce constraints, the Or-
chestrator invokes the Constraint Verifier (hereafter referred to as
Verifier) on the current snapshots. The verifier is a read-only mod-
ule: it never edits data. Instead, it reads the current table snapshots,
checks all relevant constraints in ¥, and returns violations set V.

Built-in verifiers cover common relational rules (types and do-
mains, primary keys, uniqueness, foreign keys) and temporal or
cross-table predicates. In addition, domain-specific verifiers can be
registered as Model Context Protocol (MCP) tools; the Orchestrator
routes appropriate snapshots and constraints to them.

[Data Fixer.] When violations are present, the Orchestrator in-
vokes the Data Fixer (hereafter referred to as Fixer), which operates
on one table snapshot and its associated violations at a time. Its
job is to propose local repairs, such as correcting formats or units,
resolving duplicate keys, replacing clearly inconsistent values, or
repairing simple foreign-key mismatches.

Simple repairs are handled by built-in logic; more complex or
domain-specific repairs are delegated to fixer tools registered via
MCP. Each applied correction is recorded as a small fix record,
capturing the original value, the new value, and its rationale.

[Iteration and Targeted Re-extraction.] After a round of fixing,
the Orchestrator examines the updated snapshots and the remaining
violations. If violations still exist, it chooses between additional
fixing or targeted re-extraction of entities or relationships, following
the pattern: extract = verify = iterate, where each iteration
applies either additional fixing or targeted re-extraction before
re-verification.

The Orchestrator repeats this loop until one of three halting
conditions is met: (1) no violations remain (D |= X), (2) the database
stops changing between iterations, or (3) a user-specified iteration
or cost budget is reached. At that point, DataMosaic outputs the final
database D together with the snapshots and fix records, supporting
auditability and debugging.

Discussion: Facilitating Human-in-the-Loop. In practical and com-

mercial deployments, we envision humans as the final gatekeepers.
By allowing the system to persist invalid states, we effectively gen-
erate a ‘to-do list’ for human reviewers. The system attempts to
resolve easy violations automatically, but for stubborn errors that



persist after several iterations, the corresponding tuples are flagged.
This drastically reduces human effort: instead of verifying every
extracted record, humans only need to examine and fix the specific
“invalid” rows highlighted by the system.

3.2 Core System Notations

We introduce several core notions used throughout the closed-loop
execution of DataMosaic.

Table Snapshot. A table snapshot is an immutable instance
of a database table—either an entity table or a relationship ta-
ble—produced at a given iteration. We denote by St(k) the snapshot
of table ¢ at iteration k (e.g., after extraction or repair). Snapshots
constitute the only shared state between system modules and to-
gether represent the evolving database state across both entities
and relationships. Entity and relationship snapshots are treated
uniformly, differing only in their schema-level constraints.

Violation. A violation represents a detected inconsistency at the
value level between the current database state and the database
specification. Formally, a violation is a tuple v = (C,, ¢), where
¢ € X is a violated integrity or business constraint, and C, =
{x1,...,x,} is a finite set of target cells drawn from one or more
table snapshots S[(k). Here, each cell x; = (T, p, A) € C, identifies a
specific data point by its table T, record identifier p, and attribute
(column) A.

Fix. A fix is a localized, cell-level repair applied in response to a
violation. Formally, a fix is a partial transformation f : S;k) —
St(kﬂ) that updates a finite set of cells C; C C, while leaving all
other cells unchanged. Each fix produces a new table snapshot and

is explicitly associated with the violation that triggered it.

Provenance. Provenance captures the cell-level lineage of data in
table snapshots. For a cell x € S;k), its provenance index P(x)
records the set of snippets and transformation steps (extraction or
fixes) that contributed to x. Provenance is maintained at the cell
level across both entity and relationship tables, enabling auditing,
debugging, and targeted re-extraction by linking database values
back to document-level evidence.

4 ENTITY EXTRACTION

DataMosaic employs two entity extraction modes. A cold start (Sec-
tion 4.1) populates initial entity tables from documents using the
schema. A warm start (Section 4.2) then uses verification feedback
to perform targeted re-extraction, fixing only the flagged attributes
while leaving existing entity identities and structures intact.

4.1 Cold Start

Schema-Driven Cold-Start Prompt Design. For each entity table
defined in the target schema, our cold-start extractor is driven by a
structured prompt composed of six coordinated elements. (1) Task
Definition: the prompt begins by stating the extraction objective—
populate the target entity table according to its schema. (2) Schema
Specification: we then present the full definition of the entity table,
including its attributes, types, required fields, and semantic con-
straints (e.g., primary keys, value domains, and numerical bounds).
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Entity Extraction Cold-Start Prompt with Optimization

[1. Task Definition]
Extract structured entity data from the text to populate the target table. Only
extract values explicitly supported by textual evidence.

[2. Schema Specification]

Target Table: Company

Description: Company fiscal balance records
Primary Key: cid (system-generated; not extracted).
Fields:

- name (VARCHAR) [REQUIRED]

- fiscal_year (INT)

- cash_begin (DECIMAL)

- cash_end (DECIMAL)

[3. Text Content]
Arena Tech reported cash growth in fiscal year 2023. . . .

[4. Optimization Strategy: Entity-Anchored Extraction]
Identify all distinct company entities first, resolving aliases when supported.
Then populate attributes for each entity.

[5. Output Format Instruction]

Return a JSON object with one row per entity. Use null for unknown val-
ues. {"rows": [{"name": string, "fiscal_year": int, "cash_begin":
number, "cash_end": number}, ... 1}

[6. Rich Semantics and Examples]
Optional attribute descriptions, constraints, or example tuples may be provided
as soft guidance during extraction.

(3) Text Content: the specific document span containing the evi-
dence to be processed is provided verbatim to anchor extraction in
the source text. (4) Optimization Strategy: the LLM is instructed
to first identify all distinct entity mentions and subsequently fill
in attribute values for each entity, a simple yet effective strategy
that improves consistency and reduces hallucinations. (5) Output
Format Instruction: the prompt enforces a rigid JSON layout
that specifies the exact structure of the returned rows. (6) Rich
Semantics and Examples: finally, the prompt allows users to sup-
ply richer metadata for each column—such as column descriptions,
temporal meanings, and typical value patterns—along with a few
example tuples illustrating valid instances.

Optimization: Entity-Anchored Extraction. We propose a novel
optimization strategy, entity-anchored extraction (EAE), that de-
couples entity discovery from attribute population. Rather than
prompting an LLM to emit complete tuples in a single pass, entity-
anchored extraction first identifies all distinct entity mentions in the
document and only then fills attribute values for each entity. This
entity-first decomposition reduces redundancy, improves consis-
tency across repeated mentions, and mitigates hallucinations that
arise when the model attempts attribute inference before estab-
lishing stable entity boundaries. By anchoring extraction around
entities and structuring the workflow into two phases, EAE provides
a stable and principled foundation for LLM-based table population.

ExAMPLE 2 (ENTITY-ANCHORED DEDUPLICATION). Reconsidering
the text in Example 1, a standard LLM extractor linearly scans the
document and extracts entities as they appear (e.g., generating tu-
ples for both Coyni Corp and Coyni Inc) without cross-referencing
previously extracted entities, as shown in Figure 4. In contrast, our
entity-anchored approach explicitly instructs the LLM to deduplicate
entity mentions first—resolving Coyni Inc to the canonical Coyni
Corp—and only then extracts attributes for the distinct entities. This
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Figure 4: Effect of entity-anchored extraction.

prevents the materialization of duplicate identifiers and ensures a
semantically consistent entity layer. a

Remarks. (1) Detecting duplicates after full tuple extraction entan-
gles entity identity with noisy attribute values, whereas reasoning
over entity mentions first isolates identity resolution and makes
duplicate detection substantially easier. (2) To handle large-scale
documents, we process the input corpus in manageable chunks
(default size = 50,000 words). Each discovered entity is then in-
dexed with its relevant source chunks, allowing the subsequent
tuple extraction phase to retrieve only the necessary context rather
than re-scanning the entire document, thereby ensuring scalability.

4.2 Warm Start

Incremental Extract under Verification Feedback. Cold-start
extraction produces an initial entity table by discovering entities
and populating their attributes from documents. As the system
iterates, however, the verification stage surfaces targeted feedback,
including type mismatches, unit inconsistencies, missing values,
and cross-document contradictions. Warm start leverages this feed-
back to avoid redundant full re-extraction. Instead of reprocessing
documents from scratch, the system performs incremental repair:
it preserves established entity identities and tuple structure, and
revises only the attributes explicitly flagged by the verifier. This
design reduces cost, limits drift, and prevents already-correct values
from being overwritten.

Warm-Start Prompt Design. The warm-start extractor is a struc-
tured prompt that mirrors the cold-start specification but operates
ata finer granularity. It provides: (1) the task definition; (2) the target
entity table and the specific attributes under repair; (3) the localized
text evidence relevant to the violation; (4) a verifier-generated viola-
tion report; (5) optional optimization strategies; and (6) constrained
output format. The extractor is explicitly instructed to update only
the flagged attribute while leaving all other fields unchanged. If
the provided evidence does not support a confident correction, the
model must return null rather than hallucinate a value. This makes
warm start a non-destructive, schema-respecting repair operation
rather than a second round of extraction.

Context-Grounded Repair. Warm start maximizes efficiency by
localizing the repair scope to the specific document segments where
the entities were originally identified. Since the extraction pipeline
processes documents in chunks, DataMosaic records the chunk-level
provenance for each entity during cold-start. When a violation is
detected, the system retrieves only the relevant chunk text—serving
as the local context—rather than reprocessing the entire document.
To handle cases where information is dispersed across segments,
DataMosaic employs a re-RAG (Retrieval Augmented Generation)
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Entity Extraction Warm-Start Prompt

[1. Task Definition]

Fix problematic attribute values in the target table based on the violation report.
Locate the affected entity using the provided context, and extract only the
corrected value supported by textual evidence. Do not modify other attributes.

[2. Schema Specification]

Target Table: Company

Attributes under repair:

- cash_begin (DECIMAL): Must be consistent with cash_end.

Constraint: Ratio cash_end/cash_begin should be < 10. Current ratio is >
1000, indicating a likely magnitude/unit error.

[3. Text Content]

“Alpha Holdings Inc. - Consolidated Statements of Cash Flows...
(Amounts in thousands, except share data)...

Cash and cash equivalents at beginning of period: 18,524 ...”

[4. Violation Report]

Target: Field cash_begin in tuple p_2 (ID: C101), currently 18524.0.

Row Context: Company “Alpha Holdings”; cash_end is 32, 368, 000.

Issue: Value is disproportionately small compared to ending cash. Suspected
unit extraction error.

[5. Optimization Strategy: Targeted Warm-Start Repair]
Preserve the existing entity identity. Update only the flagged attribute using
localized evidence to resolve the magnitude inconsistency.

[6. Output Format Instruction]

Return a JSON object containing only the list of fixes. Do not return the
full tuple. {"fixes": [{"tuple_id": "p_2", "field": "cash_begin",
"new_value": 185240003}]1}

strategy to dynamically fetch additional context chunks. Specifi-
cally, the warm-start extractor is strictly instructed to return NULL
if the localized evidence does not support a confident correction,
preventing the model from hallucinating a value. When the system
receives this NULL output, it leverages the specific error signals
(e.g., missing values or constraint violations) as queries against the
document index. This allows the Orchestrator to retrieve broader
relevant text chunks, dynamically expanding the context window
for a successful re-extraction pass. Within this bounded context,
the prompt directs the model to focus on the evidence related to
the flagged attributes. This hierarchical targeting-level context re-
trieval combined with cell-level instruction—ensures that repairs
are grounded in the original source and efficient.

ExamPpLE 3. [Constraint-Guided Value Correction] Consider the
extracted entity table shown above. For Alpha Holdings, the cold-
start extractor produces cash_begin = 18,524 and cash_end =
32,368,000 for fiscal year 2024. This tuple violates the cash sanity
constraint ¢, : cash_end/cash_begin < 10 in Example 1, since the
implied ratio exceeds three orders of magnitude.

Upon detecting this violation, the verifier triggers a warm-start
re-extraction for the affected attribute. The extractor is instructed to re-
examine the local textual evidence associated with Alpha Holdings,
where it discovers that the reported cash figures are expressed in
thousands. As a result, cash_begin is corrected from 18,524 to
18,524,000, restoring consistency with both the document semantics
and the integrity constraint. i

Example 3 shows how warm start turns constraint violations
into actionable feedback for targeted, attribute-level re-extraction,
correcting value-level errors without reprocessing entire tables or
documents, thereby improving efficiency and stability, avoiding



Algorithm 1: Enumerative Relationship Extraction

Algorithm 2: Anchored Block-Based Relationship Extraction

Input: Document corpus F; entity tables {13, ..., Tx }; relationship
schema Sch(R)
Output: Relationship instance Ig
Ig < 0;
C—TXT X XTg;
foreach (#1,...,tx) € C do
T (t1lidi],.... ti[idk]);
if LLM_Check(F, Sch(R), 7) then
L a < LLM_ExtractAttrs(F, Sch(R), 7);

IR —IRU{(r,a)};
return Ip

)

W

8

destructive overwrites, and accelerating convergence of the extract-
verify-iterate loop toward a consistent database.

5 RELATIONSHIP EXTRACTION

Relationship extraction proceeds in two stages. In a cold start,
the system constructs an initial relationship instance by scanning
entity-anchored evidence blocks and emitting relationship tuples
supported by local textual evidence. In a warm start, verification
feedback identifies spurious or missing relationships and triggers
targeted re-extraction for only the affected entities and evidence
blocks, refining the relationship tables without full reprocessing.

5.1 Cold Start

Once entity tables are available, the system proceeds to populate
relationship tables that connect entities via foreign keys. A relation-
ship R is defined over a set of entity tables {T, T, . . ., Ty }, together
with foreign-key attributes (idy, . . ., idx) and optional relationship
attributes A,. In practice, k is most often 2 (binary relationships),
occasionally 3 (e.g., including a temporal or role dimension), while
higher-arity relationships are comparatively rare.

A straightforward baseline formulates relationship extraction as
an enumeration problem guided by the schema. Given the participat-
ing entity tables, the extractor enumerates all candidate relationship
instances (ti,...,t) with #; € T;, and queries an LLM to decide
whether each candidate is supported by the document corpus.

Algorithm. Algorithm 1 implements relationship extraction by
schema-guided enumeration. Lines 1-2 initialize the output re-
lationship instance Ig and construct the candidate set C as the
Cartesian product of the participating entity tables. The outer loop
in Line 3 iterates over all candidate tuples (#;,...,%) € C. For
each candidate, Line 4 maps the participating entity tuples to a
foreign-key assignment (#; [id;], ..., tx [idk]), instantiating a poten-
tial relationship instance. Line 5 invokes an LLM to check whether
this candidate relationship is supported by evidence in the docu-
ment corpus under the relationship schema Sch(R). If the check
succeeds, Line 6 extracts any relationship-specific attributes associ-
ated with the candidate, and Line 7 materializes the corresponding
relationship tuple in Ir. After all candidates have been processed,
Line 8 returns the populated relationship table.

ExampLE 4. Consider Example 1,
Hold(investor_id, investee_id) is binary (k

the relationship table
2). Given
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Input: Evidence blocks 8; entity tables {13, ..., T } for
relationship type R; anchor table T,; schema Sch(R); block
index Index(-)

Output: Relationship instance Ig

1 Ig « 0;
2 foreach ¢, € T, do
By, < Index(tg);
foreach b € B;, do
Cp « BuildCand(b, Sch(R), t,);
foreachr € C;, // t instantiates all FK of Rdo
if CheckRel(b, Sch(R), 7) then
L L Ir « Ir U Emit(R, 7, b);

9 return Iy

the extracted Company table, the enumerative baseline considers
every ordered pair of companies (c;, cj) as a candidate investment
relationship and queries the LLM for each pair. This naturally leads
to spurious reciprocal relationships (e.g., Hold(Arena, Alpha) in
addition toHold(Alpha, Arena))under contradictory phrasing, and
fails to recover implied multi-hop relationships such as Hold(Alpha,
Coyni), which are not explicitly stated in any single text span. O

The number of candidates grows combinatorially with the sizes
of the participating entity tables, even when k is small. As a result,
exhaustive enumeration is expensive and forces the LLM to make
isolated existence decisions without shared context, motivating
more structured extraction strategies.

Anchored Block-based Relationship Extraction. To avoid enu-
merating the full Cartesian product, we exploit the localized nature
of relationship evidence. For each anchor tuple ¢, in table T,, we
use entity provenance to retrieve only the specific evidence blocks
where t, appears. Within each block b, we construct relationship
candidates from co-occurring entities. The LLM then validates each
candidate against b and extracts any relationship attributes. This
formulation natively supports any arity k: because the LLM pro-
cesses single candidates within fixed blocks, the arity only affects
candidate generation, not extraction logic.

Algorithm. Algorithm 2 implements anchored block-based rela-
tionship extraction using three nested loops that progressively
narrow the search space. Line 1 initializes the output relationship
instance Ig. The outer loop in Line 2 iterates over anchor entity
tuples t, € T,. For each anchor, Line 3 retrieves the set of evidence
blocks B in which ¢, is mentioned, using the block index Index(-)
built during entity extraction.

The middle loop in Line 4 iterates over each evidence block
b € B. Within a block, Line 5 invokes BuildCand(b, Sch(R), t,)
to construct a small set of candidate relationship instances Cp by
collecting entity tuples from the other participating tables that co-
occur with the anchor in b, and instantiating all foreign-key fields
of R.

The inner loop in Line 6 iterates over candidate instances 7 € Cp.
For each candidate, Line 7 calls CheckRel to determine whether the
relationship specified by Sch(R) is supported by the local evidence
in block b. If the check succeeds, Line 8 materializes the relationship



tuple by invoking Emit, which writes the foreign-key values (using
system-generated entity identifiers) and extracts any relationship-
specific attributes from the same block. Line 9 returns the final
relationship instance.

5.2 Warm Start

Warm start incrementally refines relationship tables under verifica-
tion feedback, avoiding full re-extraction. Upon a reported violation,
the Orchestrator re-invokes the anchored block-based extractor
only for the affected anchor entities, re-validates candidates within
their associated evidence blocks, retracts tuples, and emits missing
ones supported by local evidence, while leaving unrelated tuples
unchanged.

Specifically, warm start distinguishes violations that require lo-
calized re-extraction from those that can be repaired by logical
inference alone. Figure 1(b) illustrates both cases: a mutual-holding
violation that necessitates targeted re-extraction on the involved
anchor entities, and a transitivity violation that can be resolved
by materializing an implied relationship. This selective refinement
ensures that only evidence blocks relevant to the violation are re-
visited, while the majority of the relationship table remains intact.

ExXAMPLE 5. In Figure 1(b) the relationships (1, 2) and (2, 1) violate
rule ¢; : —=(Hold(a,b) A Hold(b, a)), which triggers targeted re-
extraction anchored on Arena Tech and Alpha Holdings, removing
the unsupported reciprocal edge (1, 2).

In contrast, a transitivity violation of (2,1) and (1,3) over ¢ :
Hold(a,b) A Hold(b,c¢) = Hold(a,c) can be resolved by the Fixer,
which infers and materializes the implied relationship (2,3) without
re-invoking relationship extraction. a

6 VERIFIER AND FIXER

To move beyond extract-first pipelines, DataMosaic explicitly veri-
fies extracted tables against the user-provided rules (integrity con-
straints and business rules) and repairs fixable issues before trig-
gering targeted re-extraction. This functionality is implemented
by two cooperating components: a Verifier that detects errors and
emits structured violation reports, and a Fixer that applies safe
repairs and records an auditable fix log. Both components ship with
strong default capabilities, while domain experts can plug in custom
detectors and repair operators via MCP interfaces.

Verifier. The Verifier is a read-only service: it never edits table con-
tents. Given the current table snapshots and the active constraints,
it checks for violations and returns a list of actionable error reports.
Built-in checks cover common database rules, including:

Built-in Verification Checks

Domain/Format/Type. Type mismatches, invalid date or numeric for-
mats, and range violations.

Keys/Uniqueness. Duplicate primary keys or UNIQUE value violations.
Functional Dependencies. User-specified FDs (for example, ticker —
legal_name).

Foreign Keys/Referential Integrity. Missing parent keys or broken ref-
erences.

Temporal, Logic & Business Rules. Ordering constraints (for example,

start_time < end_time) and cross-table predicates.
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Fixer (Default Operators). The Fixer consumes violations and
proposes repairs that are safe to apply at the table-snapshot level. It
is side-effect free outside the snapshot it edits and writes an explicit
fix log (old value — new value, fix type, and confidence/evidence
when available). Built-in repairs target common, local error patterns,
such as:

Built-in Fix Operators

Type/Format. Parsing and normalization of date and numeric values.
Units/Scale. Normalizing currencies, multipliers (e.g., “in thousands”),
and value scales.

Keys/Uniqueness. Deduplicating or merging clearly identical entities
or tuples.

Foreign Keys. Aligning references when a single canonical match is
evident.

Extensibility for domain experts. Default detectors and repairs
are intentionally generic. For domain-specific semantics (e.g., fi-
nance ratios, legal clause consistency, medical constraints), Data-
Mosaic allows experts to register custom Verifier and Fixer tools
via MCP. Conceptually, a verifier plugin implements:

— violations

Verify(table_snapshot, constraint, opts)
and a fixer plugin implements:
Fix(table_snapshot, violation, opts) — fixes

When multiple fixes are proposed that conflict with one another,
we leverage a holistic method [16], to select the repair that mini-
mizes the modification cost. While we employ this specific heuristic
by default, the architecture is agnostic, allowing other holistic data
repairing methods to be swapped in as needed.

Interaction with the Closed Loop. In each iteration, the Verifier
flags violations; the Fixer applies safe local repairs and logs them;
and the Orchestrator schedules either re-verification or targeted
warm-start re-extraction for unresolved issues. This separation
keeps detection and repair modular, auditable, and easy to extend.

7 ORCHESTRATOR

The Orchestrator serves as the asynchronous control plane of
DataMosaic. It adopts a signal-driven architecture to coordinate
the dependencies between Extractor, Verifier, and Fixer. By decou-
pling execution via a Broadcast-Receiver pattern', the Orchestrator
ensures system scalability and robustness, managing the complex
lifecycle of data refinement while persisting all intermediate arti-
facts into Memory for full auditability.

Table-centric Scheduling. DataMosaic treats each table as a dis-
tinct managed lifecycle object. To handle large-scale corpora within
LLM context limits, the Orchestrator performs input partitioning,
dynamically segmenting documents into manageable chunks for
parallel processing. Furthermore, to ensure referential integrity,
The Orchestrator does not invoke components directly; instead, it broadcasts events
to a shared channel. Independent Receiver modules subscribe to these events and react

asynchronously, allowing new components to be added without modifying the core
control logic.



it employs a topological phased scheduling strategy: independent
Entity Tables are finalized first, serving as validated context for
dependent Relationship Tables.

Closed-loop Coordination. The Orchestrator manages a rigorous
state machine for each table (INIT — EXTRACTING — VERIFYING
— FIXING — FINAL). Components communicate asynchronously
via typed signals (e.g., VERIFICATION_COMPLETE), allowing non-
blocking execution of long-running LLM tasks. This design ensures
granular fault isolation, where a failure in one table’s refinement
loop does not corrupt the global state.

Routing and Halting. Routing decisions are driven by the nature
of detected violations: syntax or logic errors are routed to the Fixer,
while violations requiring textual evidence trigger re-extraction on
relevant document chunks. The loop terminates when individual
tables converge, followed by a final Global Consistency Verifi-
cation phase to validate cross-table constraints (e.g., foreign keys)
across the aggregated schema. When the Fixer has conflicting possi-
ble repairs, we resolve the conflict by using a pluggable cost-based
heuristic [16] to decide which repair to apply. To strictly prevent
infinite oscillation, the Orchestrator maintains a hash-based history
of all visited table snapshots during the refinement loop. If a pro-
posed repair reverts the database to a previously encountered state,
the system detects this cycle and terminates the process immedi-
ately, thereby guaranteeing that the iterative execution remains
finite.

Supporting Updates. DataMosaic supports efficient updates
through two key mechanisms by leveraging its decoupled, state-
aware architecture:

(1) Incremental document updates: DataMosaic efficiently han-
dles non-monotonic document edits by combining cell-level prove-
nance with targeted re-extraction. We model document updates
as snippet-level deltas AF = A* U A~ U A*, where modifications
(A*) are decomposed into deletions and insertions. Using a bidirec-
tional provenance index between database cells and text snippets,
the Orchestrator precisely identifies tuples affected by removed
or modified text. Rather than reprocessing the corpus, DataMo-
saic invokes extractors exclusively on new snippets. By comparing
these newly extracted candidates against existing facts, DataMo-
saic dictates the localized database actions (NO-OP, INSERT, UPDATE,
or DELETE); for instance, a tuple is retracted if it loses all textual
evidence. Finally, affected tuples and their relational neighbors are
re-verified against constraints ¥ and repaired. Thus, updates lever-
age the standard extract-verify-iterate loop, but restrict execution
strictly to provenance-linked subsets.

(2) Incremental constraint updates: When introducing new busi-
ness rules or integrity constraints [27, 49], the system evaluates
the constraints directly over the entire extracted database. Because
DataMosaic maintains fine-grained provenance linking database
cells to their source document chunks, any tuples violating the
newly added constraints immediately trigger targeted warm-start
re-extraction. The system retrieves only the text blocks associated
with the flagged tuples, applying localized re-extraction to satisfy
the new semantics while leaving the rest of the database intact.
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Table 1: Dataset Statistics. “Single ” and “Multi 2” denote
single-tuple and multi-tuple rules and constraints.

Database Tables Attrs SingleX MultiX Docs Tuples

Finance 1 5 26 16 4 9 45
Finance 2 6 24 5 8 10 72
Finance 3 2 6 7 5 2 45
Finance 4 4 18 16 5 9 36
Finance 5 2 5 6 5 2 36
Finance 6 15 53 26 14 20 300
Finance 7 10 27 20 0 30 300
Student 1 3 12 14 4 4 108
Paper 1 4 18 20 3 1 64
Paper 2 4 18 20 3 3 92
Legal 1 6 19 24 5 3 69
Total 61 226 174 56 93 1167

8 EXPERIMENTS
8.1 Setting

Datasets. We evaluate Doc2DB on eleven database instances across
four domains (STUDENTDB, FINANCEDB, PAPERDB, and LEGALDB).
These instances are constructed from a hybrid set of source docu-
ments: real-world entries from the Loong corpus [51] and custom-
designed documents tailored for specific scenarios (e.g., student
course selection). The resulting dataset comprises 61 tables, 226
attributes, 1167 tuples, and 93 documents (Table 1). It contains 230
constraints/rules, covering both single and multi-tuple semantics,
including relational and dependency-based rules. To ensure bench-
mark quality, database experts spent over 10 hours each validating
and aligning the ground truth.

Metrics. We assess performance using both value-level and
database-level metrics. Cell-level Precision, Recall, and F1 measure
attribute accuracy with normalization for numeric formats, abbre-
viations, and text variations, including alignment to penalize hallu-
cinations. We additionally report an LLM score (0-100), computed
by GPT-40, which evaluates higher-level semantic and structural
consistency between generated and ground-truth databases.

Implementation. All experiments are conducted in a zero-shot
setting on NVIDIA RTX 4090 GPUs, with identical prompts across
methods for fairness.

Baselines. We compare DataMosaic against (i) end-to-end LLM
baselines (GPT-4o [25], Claude-3.5-Sonnet [5], Qwen2.5-14B, and
Qwen2.5-72B [57]) and (ii) schema-driven extraction pipelines
(LangExtract [23], LangChain [8], and DocETL [46]). All pipelines
are executed with GPT-4o0 as the underlying model. The specific
chain architectures are optimized as follows:

LangExtract employs single-pass parallelized extraction
(max_workers = 10) with constraint-aware prompts explicitly spec-
ifying field types, keys, and nullability constraints. It leverages
schema-derived few-shot examples, automatically generating sam-
ple instances based on field semantics (e.g., phone numbers, dates,
addresses). For relationship extraction, reference table data is em-
bedded directly into prompts to guide foreign key resolution.



Table 2: DataMosaic enhances LLMs. Rows show vanilla and
DataMosaic-augmented models; numbers in parentheses in-
dicate absolute improvements.

Model P. R. F1 LLM Score
Claude-3.5-Sonnet 55.45 68.62 58.26 68.36
+ DataMosaic 60.82 77.10 64.28 (+6.02) 73.36 (+5.00)
GPT-40 54.21 58.30 51.67 61.36
+ DataMosaic 61.08 69.96 62.29 (+10.62) 68.18 (+6.82)
Qwen2.5-72B 54.27 66.02 56.37 60.64
+ DataMosaic 59.13 68.76 60.11 (+3.74) 65.00 (+4.36)
Qwen2.5-14B 52.77 61.33 52.48 60.64
+ DataMosaic 57.15 66.04 57.07 (+459) 62.00 (+1.36)

Table 3: Comparison with specialized IE systems under a
shared GPT-40 backbone.

Method P. R. F1 LLM Score
LangExtract ~ 21.01  21.37  17.95 40.64
DocETL 37.02 27.13  24.59 44.55
LangChain 49.84 6747 52.54 60.91
DataMosaic 61.08 69.96 62.29 68.18

LangChain applies semantic chunking with intelligent bound-
ary detection (paragraph—sentence—character). It ensures ex-
traction robustness via dynamically generated schema-driven
Pydantic models, an OutputFixingParser for automatic error
correction, and row-signature hashing for cross-chunk deduplica-
tion of redundant records.

DocETL executes a strict two-stage pipeline on unchunked doc-
uments: a MapOp for schema-driven structured generation, followed
by an UnnestOp for flattening nested list structures. Error propa-
gation is strictly enforced, rejecting incomplete extractions rather
than silently omitting them.

8.2 Results

Exp-1: Can DataMosaic systematically enhance the Doc2DB
capability of different LLMs, regardless of model size and
strength? We evaluate whether integrating DataMosaic consis-
tently improves database-level extraction accuracy across a diverse
set of foundation models, ranging from large proprietary models to
smaller open-source ones (Table 2).

Observation. Across all evaluated models, augmenting LLMs with
DataMosaic yields consistent and substantial gains in Doc2DB per-
formance. For strong instruction-following models such as Claude-
3.5-Sonnet, F1 improves from 58.26 to 64.28 (+6.02), indicating that
even capable models frequently violate schema and constraint se-
mantics under one-shot generation. The largest gains are observed
for GPT-40, whose vanilla performance suffers from format and
structural hallucinations (51.67 F1); with DataMosaic, its F1 in-
creases by 10.62 points and its LLM score improves by 6.82, demon-
strating the effectiveness of constraint-driven feedback. Notably,
DataMosaic also benefits smaller models: QwenZ2.5-14B reaches
57.07 F1 with DataMosaic, surpassing the vanilla 72B model (56.37).
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Table 4: Effect of entity-anchored extraction.

Method P. R. F1

DataMosaic (Ours) 62.71 71.98 64.15
DataMosaic w/o Entity-Anchored 63.69 71.59 62.33
LLM with Entity-Anchored 56.47 64.86 56.79
LLM Only 57.74 63.19 55.90

Table 5: Efficiency of the EAE module.

Strategy Avg. Time (s/call) Overall Time (min/DB)
w/o EAE 6.36 18.96
with EAE 6.68 19.98

Finding 1: By enforcing constraints and iterative repair, DataMosaic
amplifies LLMs for Doc2DB and shifts the performance bottleneck
from model size to system-level execution.

Exp-2: Can a Doc2DB system outperform specialized IE
pipelines under the same LLM backbone? We evaluate whether
DataMosaic outperforms prompt- and schema-driven information
extraction by comparing it with specialized IE systems, LangExtract,
DocETL, and LangChain, under a shared GPT-40 backbone (Table 3).

Observation. DataMosaic substantially outperforms specialized
IE systems across all metrics, achieving an F1 score of 62.29 and
an LLM Score of 68.18. The largest gap appears in Precision: Data-
Mosaic reaches 61.08%, compared to 49.84% for LangChain and
21.01% for LangExtract. Notably, while DocETL performs better
than LangExtract (F1 24.59 vs. 17.95), it falls significantly behind
both LangChain and DataMosaic. This performance gap stems from
the fact that DocETL is built for general-purpose document transfor-
mation rather than the specialized Doc2DB task. Crucially, it lacks
mechanisms to leverage database constraints to guide the extraction
process. Because extract-first pipelines like DocETL and LangEx-
tract operate without this constraint-aware global verification, they
are highly susceptible to structural noise and hallucinated tuples.
At the same time, DataMosaic maintains strong Recall (69.96%),
demonstrating that constraint-driven iterative verification does not
trade coverage for correctness.

Finding 2: Under a shared LLM backbone, DataMosaic decisively
outperforms specialized IE systems by enforcing database-level verifi-
cation and iterative repair, showing that schema- and prompt-based
extraction alone is insufficient for reliable Doc2DB.

Exp-3: How does the Entity-Anchored Extraction (EAE) mod-
ule impact extraction performance, coverage, and efficiency?
To validate the effectiveness of our proposed mechanism, we per-
form an ablation study on the entity extraction task. We compare
the performance of DataMosaic and a vanilla LLM baseline both
with and without the Entity-Anchored Extraction (EAE) module.

Observation. Table 4 shows EAE consistently boosts Recall for
both DataMosaic (+0.39) points and the vanilla baseline (+1.67)
points. By pre-identifying entity anchors (skeleton generation), EAE
prevents the model from overlooking less prominent entities in
long documents. While this aggressive strategy slightly reduces



Table 6: Effect of relationship extraction strategies. Within
the DBs, Student 1 and Finance 3 and 5 contain relationship
tables requiring extraction.

Strategy F1 Avg. Time (min/DB)
One-Shot Prompting 62.93 0.05
Enumeration 70.12 45.00
Anchored Block (Ours) 70.00 0.42
Finance 6
Legal 1 Finance 1

Student 1 Finance 7
Paper 2 Finance 4
Paper 1 Finance 2 — DataMosaic

LangChain
LangExtract
DocETL

Finance 5

Finance 3

Figure 5: Performance breakdown across all databases com-
paring DataMosaic against baselines and other frameworks.
Precision (e.g., from 63.69 to 62.71 for DataMosaic), it prevents
significant F1 drops (e.g., from 64.15 to 62.33 without EAE). The
0.89 F1-point gain on the vanilla LLM further proves the strategy’s
universality.

Furthermore, because EAE relies solely on prompt-level optimiza-
tion, it introduces minimal overhead. Processing an entire database
takes only 1.02 additional minutes (~5.4% overhead, Table 5), and a
single LLM call adds merely 0.32 seconds. This negligible cost for
an absolute gain of 1.82 F1 points confirms EAE’s highly efficient
performance trade-off.

Finding 3: Decomposing extraction into “anchor identification” fol-
lowed by “attribute population” (via EAE) significantly enhances cov-
erage and F1 scores. It serves as a universally effective strategy that
secures meaningful downstream performance gains at a negligible
and highly acceptable computational expense.

Exp-4: Whether anchored block-based relationship extrac-
tion is effective yet efficient? We further investigate different
strategies for relationship construction. We compare Anchored
Block-Based Relationship Extraction against One-Shot Prompt-
ing (i.e., providing documents, entity tables, and the relationship
definition to an LLM) and Enumerative Relationship Extraction.

Observation. Table 6 demonstrates that our Anchored Block
strategy achieves a superior balance between effectiveness and effi-
ciency. Specifically, our method maintains an F1 score comparable
to the exhaustive Enumeration (70.00 vs. 70.12) but reduces construc-
tion time by two orders of magnitude (from 45.00 to 0.42 min/DB).
Conversely, compared to One-Shot Prompting, it achieves an 11% im-
provement in F1 (from 62.93 to 70.00) with only a negligible increase
in latency. This confirms that our approach secures high-quality
extraction without the prohibitive computational costs.
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Finding 4: Anchored Block-Based Relationship Extraction offers
the optimal trade-off for Relationship Table construction. It matches
the F1 accuracy of exhaustive enumeration while reducing temporal
overhead by two orders of magnitude (approx. 107X speedup).

Exp-5: Does DataMosaic demonstrate robust generaliza-
tion across varied domains and schema complexities com-
pared to existing baselines? We report detailed F1 scores across
four distinct sub-databases—FinanceDB, LegalDB, PaperDB, and
StudentDB—to evaluate whether DataMosaic maintains stability
where vanilla LLMs and traditional extraction frameworks (e.g.,
LangChain, LangExtract, DocETL) fail (see Figure 2 and Figure 5).

Observation. The results in Figure 2 and Figure 5 reveal two critical
trends regarding domain adaptability. First, regarding schema com-
plexity, vanilla models struggle significantly with intricate struc-
tures. For instance, raw Qwen2.5-14B exhibits a “collapse” perfor-
mance (blue dashed line) on PaperDB and specific FinanceDB
subsets (e.g., Finance 3 and 5), failing to maintain consistency. Data-
Mosaic achieves a substantial leap here, effectively managing the
cognitive load via iterative feedback. Similarly, on PaperDB and
Finance 5, DataMosaic enables the smaller Qwen2.5-14B to match
or outperform the baseline of the much larger Qwen2.5-72B, proving
that logical constraints can compensate for model scale.

Second, regarding framework comparison, traditional pipelines
show extreme brittleness. LangExtract (gray dashed line) shows dis-
tinctly poor performance on FinanceDB and LegalDB. Meanwhile,
DocETL (yellow dashed line) and LangChain (purple dashed line)
remain confined to lower performance bounds, particularly strug-
gling with PaperDB. In contrast, DataMosaic delivers consistent
high-tier performance (the outer solid red web) across all datasets,
confirming its robustness over domain-specific heuristics.

Finding 5: Unlike brittle heuristic-based frameworks, DataMosaic’s
schema-agnostic constraint mechanism ensures robust generalization
across diverse domains, effectively preventing structural hallucina-
tions in complex tasks like Finance and Legal extraction.

Exp-6: How scalable and cost-effective is DataMosaic in prac-
tice? We evaluate its practical deployment by assessing the trade-
off between LLM inference costs and extraction accuracy across
various models.

Observation. Table 7 compares the monetary cost and extrac-
tion performance (F1) across proprietary and open-weight models.
While state-of-the-art models like Claude-3.5-Sonnet and GPT-4o0
deliver top-tier accuracy (F1 > 62.00) at a manageable cost ($3.25—
$3.92 per database), DataMosaic adapts seamlessly to cost-effective
alternatives like Qwen2.5-14B. This integration maintains a compet-
itive F1 score (57.07) while slashing the per-database cost to merely
$0.18—a 94.5% reduction compared to GPT-402. Consequently, Data-
Mosaic smoothly scales to large real-world scenarios without sacri-
ficing the zero-shot generalization of LLMs.

?Based on API pricing per 1M tokens (Input/Output) as of February 2026: GPT-

40 ($2.50/$10.00), Claude-3.5-Sonnet ($3.00/$15.00), Qwen2.5-72B ($0.56/$1.67), and
Qwen2.5-14B ($0.14/$0.42).



Table 7: Trade-off between accuracy (F1) and avg. inference
cost per database.

Model (with DataMosaic) F1 Cost / DB ($)
Claude-3.5-Sonnet 64.28 3.92
GPT-40 62.29 3.25
Qwen2.5-72B 60.11 0.72
Qwen2.5-14B 57.07 0.18

Table 8: Performance on incremental document updates.

Part I: Action Routing Accuracy (%)

Snippet Operation Accuracy Failed DB Action

Add 75.0 DELETE
Delete 100.0 -
Update 100.0 -
Overall Routing 91.7
Part II: Post-Update Extraction Quality (%)
P. R. F1
Overall 98.5 97.9 98.2

Finding 6: DataMosaic delivers flexible cost-accuracy trade-offs.
Leveraging open-weight models like Qwen2.5-14B yields a 94.5%
reduction in inference costs while retaining competitive F1 perfor-
mance, proving its economic viability for large-scale deployment.

Exp-7: Can DataMosaic handle non-append document up-
dates? We evaluate whether DataMosaic can update an extracted
database when source documents are edited rather than merely
appended. Using StudentDB, we construct a 3 X 4 micro-benchmark
crossing three snippet-level operations (Add, Delete, Update) with
four expected tuple-level actions (NO-OP, INSERT, UPDATE, DELETE).
DataMosaic independently extracts the updated state and computes
the diff against a base state to trigger tuple actions. This benchmark
explicitly tests non-monotonic cases where adding text can delete
a tuple, deleting text can insert a tuple, and modifying text triggers
compound changes. All runs use GPT-4o.

Observation. As shown in Table 8, DataMosaic achieves 91.7%
action-routing accuracy, correctly handling all Delete and Update
cases. The sole error involves an Add—DELETE case where an added
sentence denotes revocation—a challenging misalignment between
an additive text operation and a subtractive database action. Post-
update, the snapshots yield macro-averaged precision, recall, and
F1 scores of 98.5, 97.9, and 98.2, respectively.

Finding 7: Provenance-guided targeted re-extraction and state diffing
enable DataMosaic to handle non-append document edits locally. The
update mechanism routes most text-level edits to the correct tuple-
level action and preserves high post-update extraction quality without
reprocessing the full corpus.
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9 RELATED WORK

Document-to-Database Extraction. Doc2DB is important to data
preparation [9, 17, 20, 44]. Early systems relied on hand-crafted
rules and declarative grammars, such as IBM SystemT [10] and
relational workbenches for incremental extraction [3, 11, 45, 53].
Industrial platforms [4, 22, 31] combine OCR with ML, but are of-
ten rigid across domains and require substantial schema-specific
engineering. Supervised IE methods—ranging from task-specific
fine-tuned models [18, 38, 55, 56, 59, 60] to text-to-table genera-
tion [54]—achieve high accuracy in closed settings, but depend on
large amounts of schema-specific annotations. In contrast, our zero-
shot approach generalizes to new schemas without fine-tuning.

With LLMs, recent systems move toward direct table population
and declarative analytics, including Lotus [40], Palimpzest [36], and
ZenDB [35]. Agentic and pipeline frameworks (e.g., Text2DB [29],
DocETL [46], LangExtract/LlamaExtract [23, 37], ChatIE [52]) and
hybrid systems (Doctopus [7], DocDB [33]) improve automation
and efficiency. However, most remain extract-first: constraints are
treated as prompts or post-hoc filters, without a principled mech-
anism to use violations to guide correction. Recent work such as
LiteCoST [34] improves efficiency via structure-aware SLMs, but
does not address this gap.

Post-Extraction Quality Management. A complementary line
of work studies error detection [1, 42] and repair after data is ma-
terialized. Systems such as NADEEF [16, 19], HoloClean [16, 43],
LLUNATIC [21], holistic cleaning [13], and KATARA [14, 15] for-
malize constraint-based detection and repair. Surveys [2, 12, 26]
and entity matching methods [6, 24, 39, 48, 50] further study er-
ror patterns and integration. These approaches are powerful once
a database exists, but operate after extraction and lack access to
document-level evidence for targeted re-extraction. In contrast,
DataMosaic integrates verification and repair into the construction
loop, where constraint violations directly trigger targeted fixing
and re-extraction, closing the gap between document evidence and
database-level consistency.

10 CONCLUSION AND FUTURE WORK

We argue Doc2DB construction is a database systems problem, not
a one-shot extraction task. Local decisions often violate global se-
mantics, causing hallucinations, missing links, and inconsistencies.
We thus presented DataMosaic, a closed-loop system integrating
verification, repair, and orchestration. Experiments demonstrate it
improves correctness and reduces constraint violations over strong
extract-first baselines.

Future work includes adaptive orchestration, richer constraint
reasoning, and incremental Doc2DB construction. A key challenge
is detecting plausible hallucinations—tuples satisfying constraints
¥ but factually incorrect—via automated ensemble verification and
external grounding. Finally, to reduce the X specification burden,
we will integrate constraint mining to automatically propose rules,
enabling a self-bootstrapping Doc2DB workflow.
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