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ABSTRACT

Discretizing raw features into bucketized attributes is a common
step before sharing a dataset. However, this process can inadver-
tently introduce bias and amplify unfairness in downstream tasks.

In this paper, we address this issue by formulating the unbiased
binning problem, which seeks bucketized attributes that satisfy
group parity. We develop an efficient dynamic programming al-
gorithm to solve this problem for equal-size binning. In practice,
however, an unbiased binning may incur a high price of fairness
or may not exist at all, particularly when group distributions differ
substantially. To accommodate settings in which small deviations
from perfect parity are acceptable, we introduce ¢-biased binning,
which restricts group disparities across buckets to at most ¢. We first
present a dynamic programming algorithm, DP, that computes the
optimal solution in quadratic time. Although polynomial, DP does
not scale to large datasets. To address this limitation, we propose a
practically scalable algorithm based on a local search strategy (LS).
A key component of LS is a divide-and-conquer algorithm (D&C)
that finds a solution in near-linear time. We prove that D&C always
returns a valid solution whenever one exists. The LS algorithm
then performs a local search, using the D&C solution as an upper
bound, to find the optimal solution. Our LS and D&C algorithms
are general and are not restricted to equal-size binning.

To complement our theoretical analysis, we conduct extensive
experiments on real-world and synthetic datasets. Besides confirm-
ing the efficiency of the algorithms, our experiments verify that
while fairness-unaware binning can generate biased attribute rep-
resentations, this bias can be significantly reduced with a negligible
price of fairness.
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1 INTRODUCTION

For various reasons such as augmenting privacy preservation and
minimizing the impact of noise [28], data sharing platforms often
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apply attribute binning (also known as bucketization) in domains
such as credit scoring, before (publicly) sharing a dataset [32, 50].
Binning partitions the raw attribute values into discrete intervals,
known as bins or buckets,! each representing a category of val-
ues. The original attribute values that fall into a given interval
are replaced by the bin value. For instance, equal-size (aka. equal-
frequency) binning ensures an equal number of tuples fall inside
each bucket [8, 24].

Despite its conceptual simplicity and computational appeal, at-
tribute bucketization often introduces unintended biases, thereby
amplifying preexisting disparities embedded in the dataset. Since
downstream analytics depend critically on the statistical properties
of the input data, such biases can directly translate into unfairness
in the outcomes of learned models. To further clarify this issue, let
us present the following motivation example.

EXAMPLE 1. As a common practice before sharing the datasets, a data shar-
ing platform, such as Chicago Open Data Portal [23], may bucketize
attributes such as income. However, income disparities across different de-
mographic groups, when combined with binning, may inadvertently cluster
marginalized populations predominantly into lower-tier buckets. Such biased
attributes can propagate biases throughout the data analytics pipeline, fur-
ther exacerbating unfairness in downstream decisions. This propagation is
not merely theoretical: as we shall experimentally demonstrate in Section 5.1,
biases introduced during binning directly translate into measurable dispar-
ities in downstream models. This highlights the importance of addressing
bias at the data preparation stage, prior to model training.

The bias issues become critically important in sensitive domains
such as finance, healthcare, employment screening, and criminal
justice, wherein biased data transformations can yield discrimi-
natory and inequitable outcomes [3, 6]. For example, diagnostic
healthcare models trained on bucketized attributes exhibiting de-
mographic bias might disproportionately recommend preventive
care measures to certain populations while neglecting others [31].
Similarly, credit scoring systems employing improperly bucketized
financial attributes may lead to unfair loan application denials,
particularly disadvantaging marginalized communities [20].

Despite its substantial implications for fairness in data-driven
systems, this problem has largely been overlooked in the literature,
which has instead focused primarily on training fair models us-
ing potentially biased attributes. To address this gap, we introduce
the unbiased binning problem, whose objective is to ensure demo-
graphic group parity across buckets while minimizing deviations
from the original bucketization.

Unbiased binning operates early in the data analytics pipeline [22]
and complements, rather than replaces, existing algorithmic fair-
ness approaches, including FairML [5]. As a preprocessing step

1We use the terms “bin” and “bucket” interchangeably.
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Table 1: Key aspects of the algorithms presented in the paper.

Practically Time Space Problem
Objective Algorithm Optimal?  Scalable? Complexity Complexity Scope
Unbiased Binning | UNBIASEDBINNING (Alg. 1) v v O(nlogn + m?k) O(mk) Equal-size Binning
e-biased DP (Technical Report [4]) v X O(n’k) o(n?) Equal-size Binning
Binning D&C (Alg. 2) X v O(nlogn) O(n) General
LS v v O(nlogn +nFT) O(n) General

applied before a dataset is shared and subsequently used for a va-
riety of data analytics tasks, such as training machine learning
models, unbiased binning targets a distinct objective and does not,
by itself, guarantee fairness in downstream tasks. Rather, it is a neces-
sary (but insufficient) component of the responsible data analytics
pipeline [22, 30, 40]. Ensuring fairness-aware dataset preparation
must therefore be coupled with the development of fair algorithms
and other downstream interventions, including fair model devel-
opment techniques [5], to achieve fair models and outcomes (see
Sections 6 and 7).

We develop an efficient dynamic programming (DP) to solve the
problem for equal-size binning. Specifically, we first define a small
set of “boundary candidates”, and prove that the optimal unbiased
binning must draw the bucket boundaries only from this set. We
then develop our DP algorithm on top of the boundary candidates
to find the optimal unbiased binning.

Due to several reasons, such as distribution mean differences
between various groups, unbiased binning may result in a high
price of fairness, significantly deviating from the initial binning,
while sometimes unbiased binning may not even exist. Therefore,
we next introduce the problem of e-biased binning that bounds
the group disparity across buckets to ¢. Our solution for unbiased
binning is not applicable for e-biased binning, since the concept of
boundary candidates does not extend to the new setting. To address
this issue, we introduce a matrix that specifies the set of possible
e-biased buckets, and use it to extend our dynamic programming
(DP) approach for e-biased binning. Our DP solution, however, is
not scalable to large settings due to its quadratic time complexity.

Thus, we propose a practically scalable solution for e-biased
binning based on a local search around the initial binning. A key
component of our practical solution is a divide-and-conquer (D&C)
algorithm that finds a valid e-biased binning in near-linear time. We
prove that when D&C fails to find a valid solution, the problem is
infeasible. D&C can serve as an efficient and scalable algorithm for
finding a practical (not necessarily optimal) solution for the problem.
The local search LS algorithm uses the output of D&C to limit its
search space to only the combinations with smaller objective values.
Unlike our DP algorithms, the D&C and LS algorithms are general,
and not limited to equal-size binning. Table 1 summarizes the key
aspects of our proposed algorithms.

Besides theoretical analysis, we conduct an extensive set of ex-
periments on both real-world and synthetic datasets to empirically
validate the practical relevance of our problem and the effective-
ness of our algorithms, and evaluate the performance of our algo-
rithms across a wide range of settings. Our experimental results
demonstrate not only the efficiency and scalability of our algorithms
but also underscore that traditional fairness-unaware binning ap-
proaches can lead to biased attribute representations, which may
result in unfair decisions in downstream tasks. On the other hand,
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our experiments confirm that unbiased binning can significantly
reduce group unfairness at a small cost.

2 PRELIMINARY

2.1 Data Model

Let D = {t;}]_, be a set of n tuples defined over the attributes
X = {xj};lzl. Let G = {g1, -, ge} be the set of (demographic)
groups,2 where ¢ is a small constant.

Each tuple t € D belongs to a group g(t) € G. We use Gj to
refer to the set of tuples that belong to the group g; € G. That
is, G = {t € D | g(t) = g;}. In our examples, we use colors to
distinguish the groups. Particularly, we use red and blue to refer to
binary groups.

2.2 Problem Definition
We study the attribute binning (aka bucketization) problem.

k-binning. Given an integer value k < n and an attribute x € R
from the set X, a k-binning is a partitioning of x into k ordered buck-
ets B = {By,- -, By} by specifying k — 1 boundaries {v1, - -+ ,vp_1 }.
The size of a bucket Bj is the number of tuples with their value of
attribute x being in the range (v;-1,0 j].3 That is,

B; N DI = |{t € D | tilx] € (vj-1,0;1}].

Equal-size (aka equal-frequency) k-binning is the k-binning of
x, where all buckets contain the same number of tuples. That is,
[BjnD|=1¢, Vjelk].
Unbiased binning. Our goal is to ensure group parity in k-binning;
that is, the group ratios are equal across all buckets. Formally,

DEFINITION 1 (UNBIASED BINNING). Given a dataset D, a binning
B = {B,'}f:1 of an attribute x is unbiased if

IGi| _ 1Bj NGl

1D~ BN D Vi e [f],je [k]

Due to various reasons, such as social and historical discrimi-
nation, equal-size binning without considering group ratios may
not achieve group parity. Therefore, to ensure unbiased binning,
Problem 1 aims for the closest unbiased binning to the equal-size
binning. Formally,

PROBLEM 1. Given a dataset D, an attribute x € X, and a positive
integer value k, partition x into k bins 8 = {B;}*_, such that

i=1’
B is unbiased, and (max;e (k] |Bi N D] — minje (i) [Bj N D] ) is
minimized.

2G can be the set of subgroups (e.g., black-female) defined as the intersection of
multiple sensitive attributes such as race and gender.
3By is x < vy and By is x > vp_1.



ExaMPLE 1 (cONTINUED). To illustrate the notion of unbiased binning, con-
sider a toy dataset of n = 16 tuples belonging to two groups, G (blue) and
Go (red), where |G1| = 8 and | G2| = 8. Suppose the tuples are sorted by an
attribute (income), as shown in the first row of Figure 1. Thus, the overall
ratio of group G is % =0.5.

Let k = 4. The fairness-unaware equal-size binning selects boundaries at
(the income value of) the 4th, 8th, and 12th tuples, producing four buckets
of size 4. However, the resulting buckets are biased — for example, the first
bucket contains three red and one blue tuple.

Unbiased binning. An unbiased binning requires each bucket to preserve the
global ratio (i.e., 0.5). One valid partition is:

6}, By = {7,8}, B3 = {9,10,11,12}, By = {13, 14,15, 16}.

While Problem 1 is defined on top of equal-size binning, the
Unbiased Binning problem, in general, can be defined on top of
any k-binning. Specifically, suppose an algorithm has generated
an initial binning B = {Bi}i.‘:1 of an attribute x on a dataset D.
The extension of Problem 1 for general binning, aims to minimally
change the initial boundaries to generate an unbiased binning 8 =
{Bi}{?zl. That is, to minimize |B; — B;|, Vi € [k].

In the following sections, we first provide an efficient optimal
solution for Problem 1. Then, in Section 4.1, we extend our scope to
general binning, where we provide practically efficient and scalable
algorithms.

3 UNBIASED BINNING ALGORITHM

There are (}) possible ways to partition an attribute x into k buckets.
Checking if a k-binning is unbiased and computing the objective
value takes O(n) time. As a result, the brute-force approach for
solving Problem 1 has a time complexity of O(n(})). Alternatively,
one can model the problem as an Integer Programming (IP) problem
and use an existing solver to solve the problem. This approach also
is not practical, since IPeNP-complete.

Therefore, in this section, we instead develop an efficient algo-
rithm for the unbiased binning problem (Problem 1). Our algorithm
has two sequential steps, where in step 1, a set of “boundary candi-
dates” is identified. In step 2, we use the boundary candidates and
develop a dynamic programming (DP) algorithm that quickly finds
the optimal unbiased binning. Without loss of generality, to sim-
plify the explanations, we first consider the binary-group case. We
then extend our approach to non-binary grouping in Section 3.2.3.

3.1 Step 1: Finding the boundary candidates

Let us sort and index the tuples in D based on their values on x,
such that Vi € [n], t;j[x] < tj41[x]. For every index i € [n] such
that £;[x] < tir1[x].2 let r; be the ratio of the g (blue) tuples in the
set D[1:i] = {t1,tp,- -, t;}. Thatis, r; = HD[1:i] N G-
rn is the overall ratio of the blue tuples in the dataset, i.e., r, = lin‘l
We say an index i € [n] is aboundary candidate if its blue ratio
is equal to the overall ratio of blue tuples, i.e., r; = ry. Accordingly,
the set of boundary candidates is, T = {i € [n] | r; = rp}. We use
m = |T| to refer to the size of the boundary candidates set.
In order to efficiently identify the set of boundary candidates,
we make two passes over D (sorted on x) — Figure 1 provides a toy

example with n = 16 tuples.

4Since boundaries are defined by value thresholds, all tuples with identical values are
assigned to the same bucket. Hence, if #; [x] = t;11[x], they cannot be separated.
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During the first pass, we maintain a counter c that counts the
number of blue tuples observed so far. For each index i, we in-
crement the counter if g(t;) = gi. The ratio r; is hence % After
computing all ratios, the second pass adds the indices where r; = r,
to the set of boundary candidates.

The pseudo-code of the function BCANDIDATES for finding the
boundary candidates is provided in the technical report [4].

The following equation, (1), shows the corresponding binning of
x for a subset of boundary candidates " C T, where |T’| = k — 1.

Br ={B; : (1)
By :

x <ty [x],
tprpay[x] < x < tpopg [l

B : tT’[k—l] [x] <Xx

}

THEOREM 1. Let B be an unbiased k-binning for the attribute x
of a dataset D (Definition 1). The boundaries of 8 must only belong
to the set of boundary candidates T.>

3.2 Step 2: Dynamic Programming

Based on Theorem 1, the optimal solution for Problem 1 is a subset
of k — 1 boundary candidates that minimizes the maximum bucket-
size difference between the buckets. Following this observation, we
develop our dynamic programming (DP) algorithm as follows.

The DP formulation. We define a recursive function OPT(j, k)
to represent the optimal solution for the subproblem partitioning
{t1,t2,+ -, (] }, into k unbiased buckets. OPT(j, k) returns the
maximum width (w') and the minimum width (w!) of the buckets
for the optimal solution of this subproblem. Following this formu-
lation, the optimal solution for our problem is OPT(m, k).

The boundary condition. The number of buckets for any valid
subproblem is at most ¥ < j. When k = 1, the optimal solution for
OPT(j, 1) generates the bucket By : x < tr[;)[x], where the width
of the bucket is |B; N D| = T[j]. Hence,

OPT(j,1) = (T[J1.T[J])

3.2.1 Recursive formula (general case). Atany step j € [n], the opti-
mal solution for OPT(j, k) should decide where to put the boundary
of the last bucket, i.e., Bx. According to Theorem 1, it must select
one of {T[1],---,T[j — 1]} as the boundary of the last bucket B,
since choosing any other index i’ ¢ T will make By biased.

77 wh=wh=T[j]

Selecting T[] (Figure 2). selecting T[i], where i < j, is equiva-
lent of forming a new bucket By = (tT[,-] [x], tr 1 [x] ] Then, the
subproblem to solve is OPT(i,x — 1): to form k — 1 bins, with a
new end index i. Let (pr, wpl) = OPT(i, k — 1). Then after adding
By, w! = max(wpT, T[j] - T[i]) and w} = min(wp!, T[j] - T[i]),

;=
and the objective value (the max bucket-size difference) is ob j;

T l

W. —W. .
1 1

Choosing between the valid options. Between various valid
options, the optimal solution selects the one with the smallest
objective value. As a result,

@)

OPT(j,x) = (wll wlT) where i* = arg min wiT - wil
ie[j-1]

5The proofs of this theorem and the Lemmas are provided in the technical report [4].



Sorted 1 2 3 4 5 6 7 8 9 10 | 11 | 12| 13| 14| 15| 16

Indices

Blue patios | 0 o | 13 | 174 | 25 | 172 | 377 | 1/2 | a/9 | 2/5 | 5/11 | 1/2 | 7/13 | 1/2 | 7/15 | 1/2
First| Pass

CB"“;g”y v v v v v

andidates Second Pass

Figure 1: Illustration of Boundary-candidates identification based on the Blue/all ratios.

OPT(i,x — 1)

0 1 2 - T[i]-1
selecting T'[i] as the last boundary

Figure 2: illustration of selecting T|i] as the last boundary of
the subproblem OPT(}, k) for unbiased binning,.

Algorithm 1 Unbiased Binning

Require: The dataset D, the attribute x, the value k.
Ensure: The optimal unbiased k-binning.

t: {t1, -+ ,tp} < SORT(D, x) > sort D on x
2: T < BCANDIDATES({#1, - - - , 5 }) > details in the technical report [4]
3: me— |T|

4: if m < k then

5: Return infeasible

6: M — [ lmxk > initialize M
7: for j « 1to mdo > the boundary condition
& M[j,1]1=((T[LTLD, 0)

/*Filling the matrix M*/
9: for k < 2to k do

10: for j « k to m do
11: ((wh, wh), i) — ((0, 00), null)
12: fori—1toj—1do
/*evaluating the selection T'[i] for the last bucket*/
13: ((wpl, wph),0) «— M[i,k — 1]
14: w] = max(wp!, T[j] - T[i])
15: w) = min(wpl, T[j] - T[i])
16: if (wiT - wii) < (w! = wl) then
17: ((whwh), i*) — ((whw), i)

M[j.x] = ((whwh), i)
8: Return TRACEBACK(M)

—_

> details in the technical report [4]

3.2.2 Efficient implementation. The pseudo-code of our algorithm
for solving Problem 1 is provided in Algorithm 1. Following a matrix-
filling approach for the implementation of our dynamic program-
ming formulation, we define the matrix M of size m X k. Each cell
M[j, k] contains two components: the pair (wT, wl) = OPT (j,x)
and the left boundary i* of the last bucket — the index i* that
minimizes the objective value in Equation 2. Using the boundary
condition, we fill the first column of the matrix as

M[j, 1] = ((T[jI,T[j]), 0 /xchoosing By : x < tr;)[x]*/ )

Next, we fill the matrix using Equation 2. Once M is filled, we
apply a backward tracing of the corresponding cells for the optimal
solution to identify the generated buckets 8 = {By,-- -, Bi}.

LEMMA 2. The unbiased binning algorithm (Algorithm 1) has a
space complexity of O(mk) and time complexity of O(nlog n + m*k).

3.2.3 Extension beyond binary grouping. Extending our algorithm
beyond binary grouping is straightforward and requires only up-
dating step 1. In step 1, the algorithm identifies a set of boundary
candidates. Then in step 2, it selects a subset of k — 1 boundaries to
minimize the maximum size difference between the buckets.

When ¢ = |G| > 2, we need to compute the group ratios for all
but the last group.® That is,

1
r = | Dliilng|, Viele-1lien]
i
The boundary candidates, then, are the indices for which the
overall ratios are equal to the group ratios:

T={ien|rP =rP viee-11

4 ¢-BIASED BINNING

Problem 1 aims at finding an unbiased binning. This requirement,
however, may be too restrictive in practice, particularly (a) when
the expected values of x largely vary for different groups, and (b)
for non-binary groups, where only a small boundary candidates set
may satisfy the overall ratios for all groups. On the other hand, a
small deviation from the unbiased binning may be acceptable in
such settings.

Using Definition 1, we measure the bias  of a bucket B; with
respect to a group g; as the difference in the ratio of g; in B;
compared to its overall ratio.” That is,

g1 N Bl |Gl

|DﬂBj| n ®)

Bo(Bj.g1) =

The bias of a binning B with respect to a group g; is the maxi-
mum bias of its buckets for g;, and the overall bias of 8 is measured
as the maximum of its bias across different groups. That is,

B) = B;, 4
Bp(B) lrg%jrg%ﬁz)( s 81) (4)

DEFINITION 2 (¢-BIASED BINNING). Given a dataset D, a binning
B = {Bi}i.‘:1 of an attribute x is e-biased, if B (B) < e.

Following this definition, we extend Problem 1 to find an ¢-biased
k-binning, instead of an unbiased one’

®When a binning is unbiased for the first £ — 1 groups, it is also unbiased for g,.
7Alternatively, one could measure the bias using division, instead of subtraction. That
is, for a bucket B; and group g,

i IG1NB;| |Gl . 161NB;| |G| .
ﬁ%’”(Bf’gl) =1 - (max( IZ)QBJJ'I s Tl)/mm( \Z)mBJj-\ s Tl)) Our algorithms are
agnostic to the choice bias measure, and can use ﬂd“’ instead of Equation 3.
8Section 6 provides guidelines for selecting of ¢.
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Figure 3: Illustration of the D&C algorithm for finding a near-
optimal ¢-biased k-binning.
EXAMPLE 1 (CONTINUED). Let us continue with the toy example in Figure 1
to further explain the notion of e-biased binning. In practice, an unbiased
binning may not exist or may incur a high price of fairness. In this example,
the unbiased solution produces imbalanced bucket sizes (e.g., |B1| = 6 vs.
|B2| = 2). Allowing a bounded deviation, e-biased binning enables more
balanced partitions. For instance, with € = 0.17, a valid e-biased binning is:

Bi=1{1,...,5}, By =1{6,7,8}, Bs = {9,10,11,12}, By = {13, 14, 15, 16},
which yields bucket sizes within 4 + 1.

The solution proposed for unbiased binning does not directly
extend to e-biased binning, mainly since Theorem 1 no longer holds
for e-biased binning. Therefore, we introduce new ideas that enable
the development of DP for this setting. Due to space limitations,
we provide the details of our dynamic programming algorithm in
our technical report [4].

LEMMA 3. The DP algorithm for e-biased binning [4] has a time
complexity of O(n?k) and space complexity of O(n?).

4.1 A Practically Scalable Algorithm based on
Local Search (LS)

The DP algorithm for e-biased binning has a quadratic time and
space complexity, which prevents it from scaling to very large
values of n. Therefore, we propose a local search algorithm (LS) as
our practical approach for the large-scale settings.

At a high level, the LS algorithm follows two steps. Step 1 is an
efficient divide-and-conquer (D&C) algorithm that quickly finds a
valid solution for the problem (if one exists). While D&C finds an
e-biased binning, it may not be optimal, i.e., its solution may not
minimize the maximum width difference between the buckets. In
other words, Step 1 quickly finds a valid solution for the problem.
Next, using the objective value of the solution found during Step 1
as an upper bound, Step 2 of the LS algorithm applies a local search
around the equal-size binning to find the optimal solution.

Unlike our dynamic programming algorithms, the D&C and
LS algorithms are not limited to equal-size binning, as they can be
applied as a post-processing step on the output of any (black-box)
bucketization approach.

4.1.1 Step 1: the D&C algorithm for finding a near-optimal solution.
The key idea of our practical algorithm is to quickly identify k — 1
boundaries that form a near-optimal ¢-biased k-binning, and use it
to establish an upper bound for the local-search step.
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Algorithm 2 the D&C algorithm for finding a near-optimal e-
biased k-binning

Require: The tuples {t1,- - ,t,} sorted on x, group-counts cnt.

Ensure: the bucket boundaries.
1: function D&C([, h, k, ¢, cnt)
2 if k = 1 then Return { }
3: i « [5]-th boundary of the k-binning of Dy j,

<t

>cntip =G N {ty, -

I+57x % for equal-size binning

4 found« true if 1s-¢-BIASED(L, i, h, cnt) else false
5: ] —1

6: while found=false AND j < min(i — [, h — i) do
7: if 15-¢-B1ASED(/, i + j, h, cnt) then

8: i « i+ j; found«true

9: else if 1s-¢-B1ASED([, i — j, h, cnt) then

10: i « i — j; found«true

11 else j — j+1

12: if found=false then Return infeasible

13: S; « D&C(L i, [5], & cnt)

14: Sp < D&C(i,h, | 5 |, & cnt)

15: Return S; U {i} U S},

16: function 1s-¢-BIASED(L, i, h, cnt)

t;j—cnty; i
17: e < max LA N I'Ji_;n LJ —lgnjl
jele]
b —cnts .
18: ej, < max LY h‘;l_;n Y _|an|
Jjelt]
19: Return (e; < ¢) AND (ep, < ¢)

We develop a divide-and-conquer algorithm D&C (Algorithm 2)
that works by recursively dividing its search space. Specifically,
assuming the data is sorted on x, D&C(I, h, k, ¢) partitions the tuples
Dyp = {ti41,- -+ tp} into two e-biased super buckets. To do so, it
initiates the boundary at the index of the [ 5 ]-th boundary of a given
x-binning of D j,. Particularly, for equal-size x-binning, the [%]-th
boundary is i = [+ [5] x % The vertical dashed lines in Figure 3
show the initial boundaries. The top row in the figure depicts the
first step of the algorithm, where D&C(0, n, k, ¢) is divided into two
super buckets.

If the two super buckets based on the initial boundary do not
satisfy the e-bias requirement, the algorithm checks if varying i by
+1 resolves the bias issue. If not, it keeps increasing the exploration
radius (the highlighted yellow regions in Figure 3) until an e-biased
boundary is discovered. Theorem 4 shows that if such a boundary
does not exist, the problem is infeasible - i.e., there is no e-biased
k-binning for the given bias threshold.

As illustrated in Figure 3, after partitioning the search space
Dy p, into two super buckets, the algorithm recursively solves the
subproblems D&C(L, 1, [ 51, ¢) and D&C(i, h, | 5 ], £) and continues
aslong ask > 1.

THEOREM 4. The algorithm D&C (Algorithm 2) finds an e-biased
binning unless none exists.

Proor. We provide the proof by contradiction. Suppose there ex-
ists a valid e-biased binning 8 that partitions Dj p, = {t4q,- -+ , tp}
into k e-biased buckets, while the D&C(L, h, k, ) could not find a
boundary i to partition Dy j, into the two e-biased super-buckets.



Note that i represents the boundary of the [§7-th bucket. Let
{i1,- - ,ix—1} be the boundary indices of the ¢-biased binning B.
Let merge(j) be the operation that merges the buckets Bj and Bj+1
into the super bucket B;. j+1 by removing the j-th boundary from
8. In the following, we first prove that if both Bj and Bj4; are
e-biased, then Bj_j41 is also e-biased.

For every group g, let r; = @ Also, let
C1(.J) = 1G1 0 {tjsr, -+ st}
G (ij»ijﬂ)
ijs1=ij
Since Bj and Bj1 are e-biased, for every I € [£], we have

Finally, for a bucket B; € B and a group gj, let r;(j) =

Iri(j) —rnl <eand[r(j+1) —rf <e
Let us consider two cases separately.
Case 1: r;(j) < rpand rj(j + 1) < ry (a similar argument holds
for r;(j) > rpand r;(j + 1) > rp). In this case,
rp=ri(j) =e1 < e = Cy(ij,ij1) = (ij+1 = ij)(r; — €1)
rp—r(j+1) = e < e = Cijr,ijs2) = (e — ij41) (1 — €2)

Then, L. .. . .
Ci(ijij2)  Cr(ij,ijs1) + Crlijar,ije2)

r(j.j+1) = — - - -
fjs2 = ij ljs2 = ij
(i) —e1) + (ijaz — ij1) () — €2)
itz =i

Hence, rj(j..j + 1) is a weighted average of r; — ¢ and r; — €3, so
r; —ry(j..j+1) is a weighted average of ¢; and ¢, and is therefore
at most max{ey, &2} <= ¢.

As a result, in Case 1, the super bucket Bj. j41 is e-biased.

Case 2:r;(j) > rpand r;(j + 1) < r; (the same argument holds
for r;(j+1) > ryand r;(j) < r7). Hence,

rn(j)-rn=ea<e , n-rn(j+l)=e<e¢

In this case, B; has a surplus C* of the group g;, while Bj;
has a shortage C~ of g;. Specifically, C* = ¢1(ij+1 — ij) and C™ =
e(ijp2 —ij41). fCt > C7, thenry(j..j+1) —r; < & < ¢ This
is because after merging the two buckets, the super bucket has a
smaller surplus compared to B; (i.e., C* — C~ < C*), while also
being larger than B; (i.e., ijy2 —ij > ij4+1—ij). Similarly, if C* < C,
thenr; —r;(j..j+1) < &2 < €. As aresult, in Case 2 also, the super
bucket B;. j+1 is e-biased.

Having proven that merging two neighboring e-biased buckets
results in an e-biased super bucket, we can now extend the merge
operation to merging a chain of buckets (Bj, Bi+1,- - -, Bj). Let us
first merge B; and B4 to form the super bucket B;_ ;1. Since B;
and Bj;1 are ¢-biased, the super bucket B; ;i1 is e-biased. Next,
merge this super bucket with B;,2 to form the super bucket B;_j42,
which again is e-biased as it involves merging two e-biased buckets
Bi..i+1 and Bj;2. We can continue this operation until the last step
merges B; j—1 with B; to form the £-biased super bucket B;_;.

Now, let us apply the merge operation on the first [%] buck-
ets of B to form the super bucket By rx1- Similarly let us merge
the last | 5] buckets of B to form the super bucket Breiitn:
Since all buckets of B have a bias of at most ¢, the super buckets
Bi.rx7 and Brxis1.p are ¢e-biased. This would be a valid solution
for D&C (L, h, k, €), which contradicts the assumption that there was
no feasible solution for it. O
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Figure 4: Illustration of the local-search around the equal-
size buckets with the exploration-window width wg,,.

LEMMA 5. The D&C algorithm (Algorithm 2) has the time com-
plexity of O(nlogk).

The D&C algorithm can act as a practical heuristic to quickly

identify a near-optimal solution for e-biased binning. In such a
setting, considering the time to sort D based on the attribute x, the
total time complexity of the algorithm is O(nlogn).
4.1.2  Step 2: Local Search. According to Theorem 4, the D&C al-
gorithm finds a valid solution for the ¢-biased k-binning problem
if one exists. However, it does not guarantee finding the optimal
solution. Therefore, the second step of the algorithm verifies op-
timality by applying a local search around the boundaries of the
initial binning, while using the objective value of the solution found
by D&C to prune the search space.

Let By, be the solution found by the D&C algorithm, and let
Wine = 0BJ(Bync) be the objective value of D&C solution. In par-

R !

ticular, for equal-size binning, wg,,. , where w

dne ~ Wdne dnc
;nc are the minimum and maximum width of its buckets.

Wgne provides an upper-bound threshold for the local search
since the optimal objective value wop; is at most equal to wg,,
i.e., Wopt < Wypc. Therefore, any binning whose objective value is
larger than wy,,. can be safely pruned.

Following this observation, the LS algorithm draws a window
with width wg,,. around each boundary of the equal-size binning
(Figure 4). For each combination of the indices in the boundary win-
dows (i.e., Xﬁ;ll Wne)s the algorithm checks if the corresponding
binning is (a) e-biased and (b) has a smaller objective value than
the best-known solution; if so, it updates the best-known solution
Bopt- The pseudocode of the LS algorithm is provided in [4].

and w

LEMMA 6. Let Wy, be the objective value of the solution found by
D&C. The LS algorithm has a space complexity of O(n) and a time
complexity of O(nlogn + (wgne)k™1) < O(nlogn + nk=1).

While the time complexity of the LS algorithm in worst-case
is exponential in k — 1, as we shall observe in our experiments, it
is efficient in practice, since the adversarial cases where wg,, is
large are unlikely. In such adversarial cases, the D&C algorithm
can serve as a heuristic for quickly finding a practical solution for
e-biased k-binning.

5 EXPERIMENTS

Having introduced our algorithms, in this section, we experimen-
tally evaluate their performance on (a) real-world benchmark datasets
and (b) synthetic datasets.

The algorithms are implemented using PYTHON 3.9.6, and experi-
ments were conducted on a PC with an AppLE M2 Pro CPU with 12
cores and 32 GB of DDR5 memory, running MAC OS 14.5. We used
two real-world benchmarks (German Credit® and COMPAS '0)
and synthetic datasets in our evaluations. More details about the
experiments setup is provided in the technical report [4].

https://www.kaggle.com/datasets/uciml/german-credit (last accessed: 06/09/2026)
Ohttps://www.kaggle.com/datasets/danofer/compass (last accessed: 06/09/2026)


https://www.kaggle.com/datasets/uciml/german-credit
https://www.kaggle.com/datasets/danofer/compass

Table 2: Logistic Regression: Performance and Fairness Met-
rics Before and After Unbiased Binning.

Table 4: Fair logistic regression using Exponentiated Gradi-
ent [2], with ¢-biased Binning as input. Fair-opt shows the

Metric  Baseline £-biased Binning Improvement fairness metric used for optimization.
Binning 0.8/  0.6I  ~0.5I Fair-opt | Accuracy Fl-score | DI SPD EOD AOD

Accuracy  0.67 0.7033  0.70 0.70 Slightly improved DP 0.7033 0.2261 0.9914 -0.0079  0.0075  -0.0054
F1-score 0.25 0.2261 0.2623  0.18 | Slightly decreased EO 0.70 0.2373 0.9895 -0.0095 -0.0270  0.0102
DI 0.9378  0.9804 0.9832 0.9949 Very close to 1 (ideal) . . . .

SPD 100545 -0.0180 -0.0151 -0.0048 . Almost perfect parity con.smtently improves fairness metqcs across all evaluated m(I)dels,
EOD 20.0794 -0.0195 -0.0215 +0.0116 Major Improvement while accuracy and F1 scores remain largely stable. Interestingly,
AOD -0.0341 -0.0124 -0.0113 -0.0050 Almost perfect parity in both models, accuracy increased slightly, although there was a
INDV 0.974 0973 0968  0.958 | Slightly decreased modest price in terms of F1 scores. More importantly, reducing the

I =10.25,0.093, 0.1] is the initial Bias of Baseline (Equal-size) Binning
DI: Disparate Impact; SPD: Statistical Parity Difference;

EOD: Equal Opportunity Difference; AOD: Average Odds Difference.
INDV: Consistency (Individual Fairness).

Table 3: SVM: Performance and Fairness Metrics Before and

After Unbiased Binning.
Metric Baseline e-biased Binning Improvement
Binning 0.8] 0.6I  ~0.51

Accuracy  0.66 0.7033  0.70 0.70 Slightly improved
F1-score 0.21 0.2261 0.2742  0.18 | Slightly decreased
DI 0.9563  0.9804 0.9940 0.9949 Very close to 1 (ideal)
SPD -0.0386 -0.0180 -0.0054 -0.0048 ./ Almost perfect parity
EOD -0.0794 -0.0195 -0.0145 +0.0116 Major Improvement
AOD -0.0126 -0.0124 0.0002 -0.0050 ./ Almost perfect parity
INDV 0.974 0973 0962  0.962 | Slightly decreased

5.1 Validation

Before evaluating the performance of our algorithms, we use the
German Credit benchmark in this section to illustrate how attribute
binning affects both the performance and fairness of downstream
models trained for loan approval.

As further discussed in Section 6, it is important to reiterate that
unbiased binning is only a fairness-aware component of the data
preparation stage within the broader data analytics pipeline [22].
By itself, it cannot guarantee fairness in downstream models or
analyses. Unbiased binning does not replace the FairML techniques
required during model development; rather, it serves as a comple-
mentary step that must be used in conjunction with them.

We considered a scenario in which the attributes age, Credit
amount, and Duration (credit duration) were each partitioned into six
equal-sized bins. The resulting bucketized attributes exhibited bias
levels of 0.25, 0.093, and 0.1, respectively. Using these bucketized
attributes, we trained two machine learning models — logistic
regression and SVM - to predict the binary attribute Risk, indicating
whether a loan application is considered high risk. Both models
achieved reasonable performance in terms of accuracy and F1 score.

We then evaluated the fairness of the models using IBM’s AIF360
toolkit [7], applying several standard fairness metrics and treating
sex: female as the unprivileged group. The corresponding results
appear in the first column (“Baseline Binning”) of Tables 2 and 3.

Next, we applied e-biased binning, selecting values of ¢ to gener-
ate datasets with varying levels of bias. In particular, we constructed
datasets corresponding to 80%, 60%, and 50% of the original bias to
systematically evaluate the impact of bias reduction. We retrained
both models using the newly derived attributes at each bias level
and reevaluated their performance and fairness using the same met-
rics. The results, reported in Tables 2 and 3, show that reducing bias
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bias levels by half, substantially improved all fairness metrics: DI
(Disparate Impact), SPD (Statistical Parity Difference), and AOD
(Average Odds Difference) all moved toward their ideal values (1
for DI; 0 for SPD and AOD), while EOD (Equalized Odds Difference)
significantly improved from -8% to +1% in both models. These re-
sults demonstrate that although fairness-aware data preparation
techniques, including unbiased binning, cannot guarantee fairness
in downstream tasks, they can nonetheless be highly effective in
practice, significantly reducing model unfairness.

Individual fairness. In addition to group fairness metrics, we
evaluate individual fairness using the notion of consistency, as im-
plemented in AIF360. The results are reported in the last row of
Tables 2 and 3. We observe that while group fairness metrics im-
prove significantly as bias is reduced, consistency remains largely
stable across all settings, with only a negligible decrease. This sug-
gests that unbiased binning improves group-level fairness without
substantially affecting individual fairness.

Integration with fairness-aware learning. To evaluate the syn-
ergy between our data preparation approach and downstream fair-
ness interventions, we combined e-biased binning with Fair lo-
gistic regression using Exponentiated Gradient [2], implemented
in AIF360. This method is a popular in-process intervention for
FairML, and supports multiple fairness objectives, including de-
mographic parity (DP) and equalized odds (EO). The results are
reported in Table 4 for the dataset generated using e-biased binning
with approximately 50% of the initial bias. The two rows correspond
to fair regression under DP and EO constraints, respectively. We
observe that fair regression can be effectively applied on top of ¢-
biased binning and can further reduce unfairness. At the same time,
the gains were not large because, after ¢-biased binning, even stan-
dard models trained on the ¢-biased representation were already
near-perfectly fair, leaving limited room for further improvement.

5.2 Performance Evaluation

In this section, we evaluate the performance of our proposed algo-
rithms across various settings using both real and synthetic datasets.
The evaluation values are presented as an average of multiple runs
for each setting. We measure the efficiency of algorithms using (i)
execution time. For e-biased binning, we consider our quadratic-time
dynamic programming solution [4] DP as the baseline. The bias
B (B) of a bucketization B is measured using Equation 4 as its (ii)
maximum bias for the groups {g1,- - , g¢}. It may not always be
possible to generate an unbiased (or e-biased) k-binning for a given
setting. Repeating each setting multiple times on randomly selected
data, we use the (iii) ratio of infeasible settings to measure infea-
sibility likelihood for that setting. Last but not least, we measure
(iv) the price of fairness (PoF). For each bin B; € B, the PoF is its
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relative size difference from the original bins. Specifically, for equal-

size binning PoF(B;) = ‘1 - % . The PoF of a k-binning B is the

average of the PoF of its bins. That is, PoF(8) = % Z§:1 PoF(Bj).
The results in this section are presented separately for real and

synthetic datasets.
5.2.1 Benchmark Datasets. We begin this section by evaluating the

performance of our algorithms on real-world benchmark datasets,
COMPAS and German Credit. The results were consistent across
the two datasets; thus, due to the space constraints, we provide the
results on COMPAS in the technical report [4].

The experiment results for various input sizes (n) and numbers of
buckets (k) are presented in Figure 5, using the default parameters
n = 800, k = 3, and ¢ = 0.03. First, Figures 5a and 5e verify that
(fairness-unaware) equal-size bucketization of raw credit values
failed to generate unbiased binning in various settings. Specifically,
the (gender) bias was close to 8% for various input sizes, and exceeded
10% as the number of buckets increased to k = 5 credit score buckets.
Next, we applied Algorithm 1 to find the unbiased bucketization
for each setting. However, as reflected in Figures 5b and 5f, in
approximately one-third of the cases, a fully unbiased binning did
not exist. This number increased to nearly 60% as the number of
buckets was increased. This is because the number of boundary
candidates m was less than 5 in many cases, while in cases where
k > m, the problem is infeasible. Similarly, Figures 5¢ and 5g show a
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high price of fairness (PoF), sometimes more than 1.0, for unbiased
binning. On the other hand, allowing a small bias threshold (¢ = 0.03),
the PoF dropped to close to zero in most cases, while there was no
infeasible case for any of the e-biased settings. Still, when n is small,
the PoF is higher. This can be explained based on the central-limit
theorem [17], as aggregates (ratios) over a larger number of samples
(larger buckets) have a smaller variance around the mean (overall
ratios). The same reasoning explains the small increase in the PoF
for the larger value of k.

Figures 5d and 5h show the average running time of each algo-
rithm for each setting. Among the optimal algorithms, unbiased
binning was the fastest, with the running time of the algorithm in
all cases dominated by the time required to sort the data on attribute
x. On the other hand, the DP algorithm for ¢-biased binning was
around 103 times slower than the unbiased binning algorithm in
all cases. This verifies the average-case quadratic time complexity
of the DP algorithm, compared to the near-linear time complexity
of the unbiased-binning algorithm. The LS algorithm, although not
theoretically efficient in worst-case scenarios, performed well in
practice, as its running times were typically orders of magnitude
less than those of the DP algorithm in most cases. Yet, its running
time significantly increases when its exploration-window width
(see Figure 4) and the value of k are not small. This is observed in
Figure 5h, where LS takes longer than the DP algorithm for k = 5.
Nevertheless, the solution found by the D&C algorithm can serve
as a practical alternative in these cases.

D&C was the fastest algorithm across all experiments. Although
it does not guarantee optimality, our experiments show that it
consistently finds either the optimal or a near-optimal solution.
This is demonstrated in Figure 6, where either D&C found the
optimal solution, or the PoF of its solution is close to the optimal.
Besides, to experimentally confirm the optimality of DP and LS,
we included DP in the figure, verifying that both algorithms found
optimal solutions with the same objective values and PoF.
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Next, we compared the performance of the DP and LS algorithms
for different values of bias threshold. The results are provided in
Figure 7. First, as reflected in Figure 7a, while the price of fairness
is large when ¢ is 1%, it suddenly drops for larger values of ¢. This
confirms that by slightly increasing the max-bias threshold, one can
find a binning that is very close to equal-size binning. Next, from
Figure 7b, we can confirm the different running-time behaviors of
the DP and LS algorithms when ¢ increases. Increasing the value of
¢ slightly increases the running time of DP as it increases the valid
boundaries (see [4] for more details). On the other hand, while the
running time of the LS algorithm is high for ¢ = 0.01, it quickly
decreases for larger values of ¢. This major drop can be explained
by the significant drop in the PoF when ¢ increases. When the PoF
is low, the near-optimal solution found by the D&C algorithm is
small, hence the LS can stop after checking a few combinations.

Memory Peak (Space). Finally, by varying the input size, we
evaluate the peak memory usage of each method. The results in
Figure 8 are consistent with the space complexities reported in
Table 1. Specifically, the Unbiased Binning algorithm, along with
the D&C and LS algorithms for e-biased binning, have linear space
complexity. Consequently, their memory footprint grows only mod-
estly with the input size. In contrast, the DP algorithm for e-biased
binning has quadratic space complexity, leading to significantly
higher memory consumption compared to the other methods.

Entropy-based Binning. Even though we use equal-size binning
for performance evaluation, our local search (LS) and divide-and-
conquer (D&C) algorithms are not restricted to this setting and
can be applied on top of other binning approaches. To illustrate
this, we additionally evaluated the D&C and LS algorithms using
an entropy-based binning method that maximizes the correlation
between the bucketized attribute and a target variable. Specifically,
our goal is to maximize the information gain with respect to a target
variable (Risk in German Credit) by minimizing the entropy of y
values in each bucket. A penalty term is also added to prevent the
creation of small buckets. We then apply the Local search algorithm
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to reduce the binning bias to ¢ = 0.03. Figure 9 shows the running
times of D&C and LS for different input sizes. As expected, having
a linearithmic time complexity, the D&C algorithm was efficient
for various values of n. The running time of LS, however, increases
as the width of its exploration window increases.

5.2.2  Synthetic Datasets. After evaluating the performance of our
algorithms on real-world benchmark datasets, we use synthetic
datasets with tunable parameters in this section to study the al-
gorithms’ performance under various dataset properties. To do
so, we fix the other parameters to their default values and vary a
single parameter, measuring average performance metrics across
30 runs. To be consistent with our real-world experiments, we set
n = 1000, k = 3, and ¢ = 0.03. For the odd (resp. even) values of
I € ¢, the x values are generated using dist; = N (1000 + 50, 300)
(resp. disty = N (1000 — 50,300)). Thus, the default value for the
distribution-mean difference is 100. The choices of the distribution
means are motivated by the real-world income disparities. The
default number of groups is £ = 2, and we use equal group ratios
(i.e., equal expected number of samples from each group) as the
default setting. The performance results for varying the input size
(n), number of buckets (k), and bias threshold ¢ were similar to
the real-world datasets. Therefore, in the following, we focus on
varying (C1) the distribution-mean difference between the groups,
(C2) the (expected) group ratios, and (C3) the number of groups.

Bias. Figures 10, 11, and 12 show the results for (C1), (C2), and
(C3), respectively. Notably, when the values are generated using
the same distribution (i.e., the mean difference is 0), the bias is close
to zero. However, the bias increases (almost linearly) up to 27% as
the mean differences increase.

Existence of an unbiased binning. Next, in Figures 13, 14, and
15, we evaluate the impact of varying distribution mean, group
ratios, and number of groups on the likelihood of the existence of
an unbiased binning. In each plot, the left-y-axis shows the number
of boundary candidates (m) for unbiased binning (see Section 3.1),
while the right-y-axis is the ratio of infeasible cases (out of 30 runs)
for each setting. Evidently, when the distribution-mean difference
between the groups increases, the number of boundary candidates
sharply reduces, which causes a rapid increase in the ratios of
infeasible cases. In particular, for the mean difference of 300, only
one out of the 30 cases had a valid unbiased binning. Similarly,
as the group ratios approach 50%, and for the larger number of
groups, the number of boundary candidates decreases, resulting in
an increase in the ratio of infeasible cases. Yet, as also observed in
our experiments on COMPAS dataset [4], increasing the value of ¢
(number of groups) notably decreases the probability that a bucket
is unbiased - i.e., it has equal ratios for all groups. As a result, for
¢ > 2, the ratio of infeasible cases increased to nearly 100%.

Price of Fairness. Figures 16, 17, and 18 show the average PoF for
varying distribution-mean difference, group ratios, and number of
groups. As expected, the PoF of unbiased binning quickly increases
when the gap between the distribution means increases. Similarly,
the PoF of unbiased binning was significant for all cases, regardless
of the group ratios and the number of groups. Still, similar to our
previous experiments, allowing a small bias threshold (3%), the PoF
dropped close to zero in almost all cases.
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Running time. Next, Figures 19, 20, and 21 show the running time
of our algorithms for various cases. The time complexity of the DP
algorithm for e-biased binning does not depend on parameters such
as value distributions, group ratios, or the number of groups. This
is reflected in our experiments, as its running time was almost the
same in all cases. Similarly, the running time of the local-search
algorithm LS did not notably change when varying the mean dif-
ferences or the number of groups. However, when the ratio of the
minority group was 10%, its running time was almost the same
as the DP algorithm. For such cases, the objective value wgy,,. (see
Figure 4) of the solution found by the D&C algorithm was larger.
This caused a major increase in the number of combinations LS
had to check, hence a significant increase in its running time. The

Baselines: Bias of Binning

Baselines: Run time.

unbiased binning algorithm has a negligible running time across
all experiments.

Scalability. Lastly, we evaluated the scalability of our algorithms
by exponentially increasing the input size from 1,000 to 1 million.
The running times are provided in Figure 22. The DP algorithm for
¢e-biased binning did not scale beyond an order of 10K. In particular,
for n = 30K, it took close to 1 hour on average to finish. In contrast,
both the unbiased binning algorithm and the local-search-based
algorithm for e-biased binning could scale to very large input sizes,
taking less than 1 second in almost all cases.

5.2.3  Fair Clustering Baselines. We evaluated two representative
fair clustering baselines: (i) a fair-center clustering method based
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Algorithm 3 Binary search for selecting the value of ¢

Require: The dataset D, the value k.
Ensure: The e-biased k-binning by automatically selecting .
1: function BINARYSEARCH-BIN(D, k)
2: Binit < k-binning(D, k)
einit < B (Binit)
PoF; « PoF of unbiased binning
(e1,6r) < (0, €init); By < Binir; PoFr 0

while ¢, — ¢ > 8L do
Ejt+er
2

> the bias on the initial binning

Em —
B, — e-binning(D, k, €); PoF,,, « PoF(B,,)

if PoF;— PoF,,, > PoF,,,— PoF, then (B,,&,) <« (Bm, em)
else (B, ¢1) «— (B, em)

Return B,, ¢,

11:

on the LS1 heuristic'! of [48], and (ii) a balance-based clustering
approach using fairlet decomposition followed by k-means [12].
Since these methods do not produce ordered partitions, we con-
verted their outputs into bins by sorting cluster centers and defining
boundaries via midpoints. Figures 23 and 24 report the bias and
running time as a function of the dataset size, using the German
Credit dataset and averaged over 30 runs. Comparing Figure 23
with Figure 5a, neither baseline is able to effectively reduce the bias
compared to fairness-unaware binning, indicating that enforcing
fairness at the clustering level does not translate to unbiased bins.
Moreover, the running time results show that Baseline (i) incurs
significantly higher computational cost and does not scale with the
dataset size. These results show that, because of their fundamen-
tally different objectives, fair clustering methods are not well-suited
to addressing the unbiased binning problem.

6 DISCUSSIONS
6.1 Tuning the value of ¢

Given an input parameter ¢ € [0, 1], e-biased Binning aims at
finding the optimal binning whose maximum bias does not exceed ¢.
The choice of the bias threshold can be guided by existing regulatory
standards, such as the disparate impact law [6].

Alternatively, the bias threshold may be selected by examining
the Price of Fairness (PoF) tradeoff. Our experiments on both bench-
mark and synthetic datasets show that although the PoF can be
large when ¢ — 0, it decreases rapidly as ¢ increases slightly (Fig-
ure 7). This observation suggests that a reasonable balance between
bias and PoF can often be achieved by selecting the knee of the
e-PoF curve (e.g., the knee in Figure 7a occurs around ¢ = 0.03).

To implement this selection strategy, starting from the initial
bias éjpit of the binning, one can perform a binary search over
the interval [0, &pi¢] to identify the smallest value of ¢ that yields
a feasible solution without incurring a significant increase in PoF.
More concretely, by discretizing the search interval into g‘;“
the binary search runs in O(log n) time. Thus, the overall runtime
of e-biased binning increases only by a logarithmic factor, which
is negligible in practice. Algorithm 3 presents the pseudocode for
this binary-search—based procedure for selecting ¢.

values,

!The LS1 method performs local search by iteratively swapping centers with points
from the same group to improve the clustering cost while maintaining feasibility.
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6.2 Problem Scope and Limitations

Attribute binning is applied before sharing a dataset, enabling its
use in a variety of data-driven tasks and analytical workflows. While
unbiased binning is fairness-aware - i.e., it ensures that the binning
procedure does not itself introduce biased bucketized attributes -
it does not guarantee fairness in downstream tasks. Rather, unbiased
binning complements algorithmic interventions aimed at develop-
ing fair models and data-driven systems [5]; it cannot replace them.
In other words, unbiased binning is necessary but not sufficient, and
must be used in conjunction with other fairness-aware data prepa-
ration and intervention techniques. The following limitations of
unbiased binning further underscore that it cannot substitute for
algorithmic fairness methods:

(1) Higher-order correlations: Unbiased binning ensures that each
bucketized attribute is individually uncorrelated with demo-
graphic groups. However, this does not preclude the presence
of higher-order correlations [14], where a combination of (indi-
vidually unbiased) attributes has a joint association with the
demographic groups. As a result, dependencies arising from
attribute combinations may persist after binning.
Task-unawareness: Unbiased binning is task-agnostic, which is
both an advantage and a limitation. On one hand, because the
binning is not tailored to a specific task, the resulting dataset
remains broadly applicable to diverse data-driven systems and
analyses. On the other hand, its task-unaware nature means it
cannot guarantee that all downstream analytics performed on
the bucketized attributes will themselves be unbiased.

@

Extending unbiased binning to higher-order correlations and
task-aware binning remains an important direction for future work.

6.3 Fairness Objectives and Generality

Our formulation focuses on removing statistical dependence be-
tween the bucketized attribute and the sensitive (grouping) attribute.
As a data curation step, unbiased binning operates upstream in
the data analytics pipeline and is complementary to downstream
fairness-aware modeling techniques.

By eliminating such dependence at the representation level, unbi-
ased binning can facilitate the satisfaction of multiple group-based
fairness objectives in downstream tasks. This observation is con-
sistent with the “impossibility theorems” [5], stating that if the
input data is biased - i.e., if attributes are statistically dependent
on a sensitive attribute — then it is impossible to simultaneously
satisfy all fairness criteria. By construction, unbiased binning re-
moves such dependence between the attributes and the sensitive
attributes. Consequently, models trained on unbiased attributes
may be able to satisfy multiple fairness metrics simultaneously, as
our experiments in Section 5.1 illustrate.

At the same time, our approach has inherent limitations, as
discussed in Section 6.2. Moreover, addressing biases at the group
level, it does not contribute to improving individual fairness notions.
As a result, in our experiments in Section 5.1, we observed that,
while significantly improving group fairness of the downstream
models, unbiased binning did not improve individual fairness.



7 RELATED WORK

Fair ML. Seminal studies have shown that ML models often inherit
or amplify biases present in training data, resulting in disparate
impacts across demographic groups [6]. In response, numerous
fairness definitions have been introduced, and a broad range of
pre-processing, in-processing, and post-processing interventions
have been developed to support the training of fair models [5, 27].
Unbiased binning operates at a different stage of the data analytics
pipeline and must therefore be used in conjunction with FairML
techniques. Unbiased binning replaces raw attribute values with
unbiased bucketized values to prepare a dataset for sharing; thus,
the dataset is the output of the binning process. In contrast, FairML
methods take a (potentially biased) dataset as their input, and aim
to produce fair models. By reducing biases in the shared dataset
upstream, unbiased binning can facilitate the ability of downstream
FairML techniques to train models that satisfy multiple fairness
definitions simultaneously, with minimal performance degradation.
Among FairML approaches, pre-process interventions are tech-
nically the closest to unbiased binning. Pre-process approaches
such as disparate impact remover [16] and fair representation learn-
ing [9, 49] change attribute values in the dataset - e.g., by synthet-
ically increasing an individual’s income — in order to decorrelate
attributes from demographic groups. Consequently, the modified
values are no longer strictly factual. In contrast, unbiased binning
bucketizes the raw attribute values without altering them.

Responsible Data Management. While the major focus of the
literature has been on FairML, there is a growing understanding
that upstream data management operations can be a critical source
of bias [21]. In response, the research under the umbrella of re-
sponsible data management [45] has been dedicated to identifying
and mitigating bias across the data analytics pipeline. Some of the
work in this area includes causal data repair techniques for fair-
ness [35, 36], identifying and tuning problematic data slices [47],
fairness-aware query adjustment [1, 26, 34, 44, 52], coverage-based
approaches for mitigating representation bias [40], label repair for
individual fairness [51], mining the minority groups in data [13],
fair and private data generation [33], and fairness-aware data impu-
tation [37, 53], entity matching [29, 39, 42], data cleaning [46], data
integration [10, 30], data augmentation [15, 43], and many more.
Within the related work, FairHash [41] shares some high-level sim-
ilarities with our problem, as it finds a hash map that guarantees
uniform distribution at the group level across hash buckets. How-
ever, despite its high level of similarity, the objective of FairHash is
different from ours: given a set of attributes, FairHash finds a hash
function as the combination of the attributes such that an equal-
size binning on the hash values satisfies equal-group ratios. Our
problem is different: given an attribute where equal-size binning
is biased, we want to partition it into unbiased bins. As a result,
the algorithms (based on ranking and necklace splitting) proposed
in [41] cannot be adapted for unbiased binning.

Group Spatial Fairness. Group spatial fairness aims to ensure
equal model performance across geographic regions. As a post-
process intervention, [25] proposes a model-agnostic method that
adjusts model parameters for predefined spatial regions to reduce
unfairness while preserving accuracy. In contrast, [38] adjusts the
spatial regions while training a separate model for each region to
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ensure calibration fairness across the neighborhoods. Concretely, it
designs a fair KD-tree that recursively splits the space by training
a classifier within each cell and selecting split points that minimize
calibration unfairness across the resulting partitions. Similar to
other Fair ML approaches [5], these approaches operate at the model
development stage of the data analytics pipeline, whereas attribute
binning is task-agnostic and occurs before sharing a dataset.

Fair Clustering. Fair clustering [11] has been extensively studied
in general metric spaces, where the goal is to partition data into
clusters while enforcing various fairness constraints, including bal-
ance (demographic parity) [12], socially-fair clustering [18], and
fair center selection [19, 48]. [48] studies diversity-aware cluster-
ing, where given a collection of (possibly overlapping) groups, the
selected centers must include at least a specified number from each
group while minimizing a clustering objective. [19] studies fair
range clustering, where the number of selected centers from each
group must lie within specified lower and upper bounds, offering a
more flexible alternative to strict fairness constraints. Conversely,
[12] defines fairness as demographic parity (balance) in each clus-
ter. It introduces fairlet decomposition, a preprocessing approach
that partitions the data into small, balanced subsets (fairlets) such
that each fairlet satisfies a desired group proportion. While these
approaches are related in that they both partition the space, their
objectives are fundamentally different. Clustering methods opti-
mize distance-based objectives (e.g., k-means or k-median), whereas
binning partitions an ordered attribute into intervals that satisfy
structural constraints such as equal-size buckets. This mismatch
makes fair clustering approaches ill-suited for unbiased binning, as
confirmed by our experiments (Section 5.2.3).

Attribute Binning. As a step before sharing datasets, attribute bin-
ning is popular in settings where privacy preservation, interpretabil-
ity, or noise reduction is desired [28, 32, 50]. Techniques such as
equal-width binning have long been standard tools for transforming
continuous features into categorical ones [8, 24]. A variety of meth-
ods for attribute discretization have been proposed in the literature,
with several surveys offering comprehensive overviews [24]. Even
though improper binning can magnify machine bias in downstream
data analytics tasks, to the best of our knowledge, this paper is the
first to introduce and study the problem of unbiased binning to
address such issues.

8 CONCLUSION

In this paper, underscoring the impact of attribute binning on am-
plifying bias in data-driven decision systems, we introduced the un-
biased binning problem to achieve group-parity across discretized
buckets. Next, recognizing practical limitations of unbiased binning,
we introduced e-biased binning for settings where a small bias in
the group ratios may be tolerable. We proposed various solutions
to address our problems and conducted extensive experiments on
benchmarks and synthetic datasets to evaluate their effectiveness.
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