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ABSTRACT

Approximate Nearest Neighbor (ANN) search is a core operation
in large-scale vector databases that support recommendation, se-
mantic search, and retrieval-augmented generation. Graph-based
indexes are widely used for their superior search performance at
million scale, but scaling them to billion-scale datasets exposes a
fundamental trade-off between construction efficiency and search
performance. CPU-based methods produce high-quality graphs
enabling fast search but require multiple days to construct, while
GPU-based methods accelerate construction at the cost of degraded
search performance. This trade-off stems from the traditional re-
quirement of enforcing global connectivity during graph construc-
tion. We observe that graph-based search primarily depends on local
connectivity between entry points and a query’s nearest neighbors,
making global connectivity unnecessary for high search perfor-
mance. In this paper, we introduce HEXA, a disjoint-subgraph-based
indexing framework that partitions the dataset into disjoint clus-
ters and constructs refined proximity subgraphs independently on
GPUs. At query time, HEXA employs a two-level routing structure
to select relevant subgraphs and query-close entry points, then ap-
plies a budget-adaptive search algorithm that allocates exploration
effort based on each subgraph’s likelihood of containing nearest
neighbors. Experiments on billion-scale datasets demonstrate that
HEXA achieves up to 14.7 times higher query throughput at the
same recall levels compared with various indexing methods, and
reduces construction time to approximately one hour.
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1 INTRODUCTION

Approximate Nearest Neighbor (ANN) search over high-dimensional
vectors has become a fundamental operation in modern data sys-
tems [40, 45]. Applications such as large-scale recommendation [23,
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50, 53], semantic search [2], and retrieval-augmented generation [11,
57] depend on efficiently finding the K most similar vectors from
massive embeddings. Production systems now routinely manage
billions of vectors, requiring ANN indexes that achieve both fast
construction and high search performance [46]. Construction ef-
ficiency determines how quickly systems can refresh indexes as
embedding models and data evolve, while search performance di-
rectly impacts system throughput and user experience [10].

Graph-based indexing approaches [18, 25, 33] have emerged as
the state-of-the-art solutions for ANN search when the constructed
index can reside entirely in main memory [3]. Typically, they or-
ganize vectors into proximity graphs and perform beam search
at query time, achieving superior recall-throughput search perfor-
mance compared to alternative non-graph-based indexes [21, 35,
41]. Their effectiveness relies on carefully constructed graph topol-
ogy that ensures both connectivity and navigability [18, 24, 36].

As datasets scale to billions of vectors, existing graph-based
methods face a fundamental trade-off between construction effi-
ciency and search performance [46]. CPU-based index construc-
tion methods [51, 54] produce high-quality graphs that enable fast
search, but require multiple days to build indices for billion-scale
datasets. GPU-based index construction approaches offer high con-
struction efficiency on million-scale datasets that fit entirely in the
GPU memory, achieving graph quality comparable to CPU-based
methods [22, 31, 55]. However, on billion-scale datasets, they must
partition data into smaller overlapping subsets, construct subgraphs
independently on the GPU, then merge them [49]. Due to the lim-
ited overlap between subsets, many true nearest neighbors are
never discovered during construction, leading to degraded graph
connectivity and inferior search performance of the final index [27].

We identify that the trade-off stems from a design assumption
shared by existing graph-based indexing methods, namely the re-
quirement to maintain a single globally connected graph spanning
the entire dataset. This forces CPU-based methods to accurately
identify K-nearest neighbors for each node from billions of vec-
tors, making construction prohibitively expensive [13]. Meanwhile,
GPU-based methods have to increase the number of overlapping
subgraphs to capture more complete neighborhoods, which signifi-
cantly increases the construction cost [31].

A crucial observation is that the global connectivity is stronger
than what beam search actually requires. Beam search starts from
entry points and iteratively traverses graph edges to explore candi-
dates closer to the query. This only requires that the entry points
and the query targets lie in the same connected component. When
such a local connectivity holds, beam search can reach the targets
even if the component does not cover the entire dataset. This sug-
gests that enforcing a single connected graph over all vectors is
unnecessary. Instead, we can aim for a sparser index that preserves
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local connectivity and enables successful navigation to the query
target region by locating a suitable set of entry points. Specifically,
the index would contain multiple disjoint components, and each
component can be constructed independently on GPUs. This elimi-
nates the overlap dilemma of existing GPU-based methods where
overlapping partitions either sacrifice graph quality with limited
overlap or incur high construction costs with extensive overlap.

Inspired by the above observation, we propose to develop an in-
dexing framework based on multiple disjoint subgraphs for billion-
scale ANN search. There are two technical challenges to be resolved.
The first challenge is ensuring effective connectivity between entry
points and query targets. Traditional single-graph indexes main-
tain global connectivity, providing robustness even when entry
points are suboptimal. In contrast, disjoint subgraphs eliminate
cross-subgraph connections entirely. At search time, we have to
identify which subgraphs contain the nearest neighbors and se-
lect appropriate entry points within the subgraphs. If we route
the search to incorrect subgraphs, the true neighbors become com-
pletely unreachable, directly causing recall degradation. Moreover,
even within correct subgraphs, entry points should be placed near
the query region to minimize traversal distance to the query targets.
The entire process of subgraph selection and entry point identifica-
tion should be efficient without adding significant query latency.

The second challenge is efficient discovery of global top-K results
when true neighbors are distributed across multiple disjoint sub-
graphs. A straightforward approach performs independent searches
in each selected subgraph and merges the results. However, it is dif-
ficult to assign appropriate search budgets without knowing how
neighbors are distributed. Allocating search budgets uniformly
wastes computation in subgraphs with few relevant results. An al-
ternative way is to treat all selected subgraphs as one unified graph
and perform a single beam search across them, but this would create
exploration imbalance, i.e., subgraphs with entry points close to the
query dominate the beam early, starving other subgraphs that may
contain better neighbors at greater distances. Therefore, it is im-
portant to adaptively assign exploration budgets across subgraphs
to match the likely distribution of the ground truth neighbors.

In this paper, we introduce HEXA, a disjoint-subgraph-based
indexing framework for billion-scale ANN search. We use GPUs for
fast index construction and perform high-throughput ANN query
processing on CPUs. The HEXA framework partitions the dataset
into size-controlled clusters via k-means. Each cluster forms a sub-
graph that is independently constructed and refined on a GPU with-
out cross-subgraph coordination. While constructing subgraphs on
GPUs is efficient [49], existing GPU-based refinement strategies
like Tagore-NSG [31] suffer from examining many unnecessary
edges and leaving some nodes with poor reachability. Hence, we
introduce an optimized GPU-based refinement method that accu-
rately identifies beneficial edges to add and selectively increases
in-degrees for poorly-connected nodes, improving overall graph
quality while avoiding wasted computation.

To address the first challenge, HEXA uses a two-level routing
structure for subgraph selection and entry point identification. Each
subgraph has a top-level centroid, and vectors within each subgraph
are further partitioned into sub-clusters with second-level medoids.
At query time, we first rank all subgraphs by the distances from
the query to the top-level centroids. We then use the second-level
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medoids with a distance threshold to select subgraphs that contain
the potential neighbors. The second-level medoids in the selected
subgraphs serve as initial entry points, which will be further ex-
panded to enable faster navigation to the nearest neighbors. The
expansion is achieved by reusing distances already computed dur-
ing subgraph selection, without adding computational cost.

As for the second challenge, HEXA employs a budget-adaptive
cross-subgraph search algorithm that decouples beam search into
two phases. In the local traversal phase, beam search runs inde-
pendently within each selected subgraph to identify query-close
candidates with early termination. The global competition phase
initializes its state with the identified candidates and runs a unified
beam search across the subgraphs to retrieve all the top-K neigh-
bors. Specifically, each node expands neighbors only within its own
subgraph, but the beam contains nodes from different subgraphs
and is updated through global comparisons. This enables balanced
exploration and dynamic budget allocation across subgraphs.

For the ease of use, HEXA incorporates two implementation
optimizations. First, we provide a configuration recommendation
module that automatically suggests good search parameters based
on user-specified recall targets. Second, we compress adjacency
lists using Elias-Fano coding [14], which suits our subgraph-based
index and reduces both index size and query-time memory usage.
Extensive experiments show that HEXA completes end-to-end in-
dex construction in approximately one hour, achieves 14.7x higher
query throughput than HNSW on the billion-scale datasets, and
delivers 1.4 higher query throughput and 20x faster index con-
struction than Vamana on the 500-million-scale datasets.

The major contributions of the paper are summarized as follows.

e We propose HEXA, a novel disjoint multi-subgraph indexing
framework for billion-scale ANN search. It partitions vectors into
disjoint clusters and constructs independent subgraphs for each
cluster entirely on GPU. By enforcing local connectivity between
entry points and query targets rather than global connectivity,
HEXA eliminates the trade-off between index construction effi-
ciency and search performance.

e We develop a two-level routing structure of top-level cen-
troids and second-level medoids for accurate and efficient subgraph
selection, and a hierarchical mapping function that expands the
candidate entry point pool at negligible query-time cost. We further
propose a new GPU-based graph refinement method to enhance
subgraph navigability.

e We design an efficient subgraph-based ANN search algorithm
that selects relevant subgraphs and identifies entry points that are
closer to the query targets. A two-phase search performs the local
traverse within each subgraph, followed by the global competition
that refines candidates across subgraphs.

e We conduct extensive experiments on four billion-scale and
two 500-million-scale datasets. HEXA completes index construction
in approximately one hour, achieves 14.7x higher query throughput
than HNSW on the billion-scale datasets, and delivers 1.4x higher
query throughput and 20X faster index construction than Vamana
on the 500-million-scale datasets.

2 PRELIMINARIES

Approximate Nearest Neighbor (ANN) search. This is a core
technique for high-dimensional vector retrieval. Given a dataset
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Figure 1: Traversal pattern of beam Figure 2: Subgraph-based
search, including an approaching index structure.
phase and a stabilizing phase.

X = {x1,x3,...,%,} of d-dimensional vectors (x; € R?), a query
vector ¢ € R?, and a distance function dist(-,-) (e.g., Euclidean
distance or cosine similarity), ANN search aims to efficiently return
K vectors that are approximately most similar to g. Effectiveness is
measured by Recall@K, defined as the fraction of the ground-truth
top-K neighbors that are successfully retrieved, and efficiency is
measured by queries per second (QPS). Typically, indexes for ANN
search can be categorized into graph-based [5], hashing-based [21],
tree-based [8, 41], and quantization-based methods [35]. In this
paper, we focus on graph-based indexing methods due to their
superior in-memory search performance on large-scale datasets.

Proximity graph. A graph index for a vector dataset X is mod-
eled as a proximity graph G = (V, E), where each node in V cor-
responds to a vector in X, and E is the set of directed edges that
connect nodes whose vectors are sufficiently similar. During ANN
search, we navigate the index from a small set of initial nodes (i.e.,
entry points) to the query targets by traversing edges in G, thereby
avoiding exhaustive search over X. The search performance of the
graph index generally depends on three key factors, namely graph
construction quality, entry point selection, and the search strategy.

Beam search. This is a widely used search algorithm over prox-
imity graphs [52]. It manages two sets, i.e., the working set W and
the candidate set C. The working set (also known as beam set) W
maintains B nearest nodes found so far, where B is the beam width.
The candidate set C contains visited but unexplored nodes, and
the exploration of a node refers to visiting all of its neighbors and
computing their distances to g. The search begins by visiting a set
of entry nodes and inserting them into both W and C. In each iter-
ation, we remove the node closest to the query from C and insert
its unvisited neighbors into both sets. The search terminates when
no node in C is closer to g than the farthest node in W.

As illustrated in Figure 1, the traversal pattern of beam search can
be divided into two distinct phases, an approaching phase (Phase 1)
and a stabilizing phase (Phase 2). In Phase 1, the search approx-
imately moves toward the region containing the target vectors,
where the distances between the currently retrieved nodes and the
query decrease with oscillations. In Phase 2, the traversal tends to
stabilize in the vicinity of the target region and gradually moves
away from it in an approximate manner [56]. Ideally, the transition
point between these two phases would coincide with the step at
which the ground-truth 1-NN is first visited, though the exact 1-NN
is unknown during the search. Relaxed monotonicity [56] is used to
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Table 1: Summary of key notations.

Symbol Description

X ={x1,...,xn} Vector dataset consisting of n vectors

q Query vector

K Number of nearest neighbors to retrieve
dist(-, -) Distance function

{Gy,...,Gop } Set of subgraphs

G; =(V,E) Graph with nodes and directed edges

m Maximum out-degree of each subgraph
C'P = {c;()p, cees c::({’p Top-level centroids

e = {C?,ef’ o cl?’e’f?ec} Second-level medoids, C;*° C G;.V

determine transition between two phases. Formally, let W) denote
the working set after the ¢-th iteration, and let R € N* be a fixed
parameter that controls the tolerance in the monotonicity test. The
relaxed monotonicity condition is defined as follows.

JIreNtst.r <RA mir(l (dist(g, x)) <

i dist(qg, . (1
Jnin, (min | (dist(g,)). (1

The first exploration iteration ¢ that violates the condition in (1) is
regarded as the separation between two phases. Intuitively, if no
better nearest neighbor is found in R consecutive explorations, we
approximate that the 1-NN has already been reached and consider
Phase 1 terminated. Phase 2 remains important because Phase 1
may be trapped in a local optimum, and we often need multiple
nearest neighbors rather than just the 1-NN.

3 HEXA OVERVIEW

This paper proposes a disjoint-subgraph-based indexing framework
named HEXA for ANN search on billion-scale vector datasets. The
objective of HEXA is two-fold: (1) to substantially reduce index
construction time compared with the existing GPU-based index con-
struction methods [31, 39], and (2) to achieve search performance
comparable to high-quality CPU-constructed indexes [13, 33, 48].
The HEXA framework consists of two major components: subgraph-
based index construction and cross-subgraph ANN search.

Subgraph-based index construction. Figure 2 illustrates our
subgraph-based index, comprising a set of disjoint proximity sub-
graphs. To construct the index, we first partition the dataset into n*P
disjoint clusters using balanced k-means trees [8], and record the
cluster centers as top-level centroids (i.e., C'°?). We enlarge cluster
cardinality near the GPU memory limit to minimize the total num-
ber of subgraphs, which is beneficial to the search performance. We
process each cluster as an independent unit for proximity subgraph
construction via GPU-based NN-Descent [12, 31], thus enabling
parallel index construction across multiple GPUs.

Existing work [19] has shown that accurate query routing typi-
cally requires finer partitioning of the vector space. We therefore
adopt a two-level routing structure, as top-level centroids alone lack
sufficient granularity for subgraph selection. Specifically, within
each subgraph, we perform clustering over its vectors and compute
the medoid of each resulting sub-cluster, yielding a set of second-
level medoids (i.e., C*¢°). To obtain better entry points, we design
a hierarchical mapping function to partition each subgraph into



fine-grained subspaces and record their centroid vectors to expand
the pool of candidate entry points.

Finally, the quality of each proximity graph is critical for search
performance, as poor navigability can significantly increase tra-
versal cost. After constructing an initial subgraph on the GPU, we
apply GPU-based refinement to improve graph quality by rewiring
and pruning edges for better navigability.

Cross-subgraph ANN search. At query time, HEXA performs
cross-subgraph ANN search as follows. It first uses the two-level
routing structure to select a small set of subgraphs that are likely
to contain the query targets. It then chooses entry points from the
selected subgraphs via the hierarchical mapping function at negli-
gible query-time cost. Finally, it performs a budget-adaptive search
that allocates exploration budget across subgraphs and returns the
final top-K neighbors.

In the following sections, we elaborate on the subgraph-based
index construction method, and then present the cross-subgraph
search algorithm. The major notations are summarized in Table 1.

4 SUBGRAPH-BASED INDEX CONSTRUCTION

HEXA leverages GPU acceleration to construct a subgraph-based
index efficiently, organizing the dataset into a set of disjoint prox-
imity subgraphs. Given a vector set X, we apply balanced k-means
trees [28] to partition X into n*P top-level clusters, obtaining top-
level centroids C*P. Each cluster is typically constrained to a scale
of a few million vectors to fit within GPU memory. When the mem-
ory footprint of clustering the entire dataset exceeds available GPU
VRAM, we cluster a random sample set to obtain centroids and
then assign the remaining vectors by computing exact distances
to those centroids on GPUs. Within each top-level cluster, we run
k-means to obtain second-level medoids Cl?ec , which serve dual
roles at query time: as routing indicators for subgraph selection
and as candidate entry points for graph traversal.

For each top-level cluster, we construct a proximity graph on
GPUs using NN-Descent [12, 31], where each node maintains edges
to its approximate k nearest neighbors. The resulting kNN graph
often exhibits poor connectivity and navigability, degrading search
performance. We refine each subgraph to improve connectivity
(Section 4.1). To further improve entry point quality, we design a
hierarchical subspace mapping function that partitions each sub-
graph into fine-grained subspaces and expands the candidate entry
point pool, enabling the rapid identification of entry points in close
proximity to the query target (Section 4.2). Finally, we apply index
compression to reduce memory footprint at query time (Section 4.3).

4.1 GPU-based Graph Refinement

Graph refinement starts from an approximate kNN graph produced
by NN-Descent [12] and rewires or prunes edges to improve navi-
gability, thereby reducing the time spent in the approaching phase
of beam search. This process typically consists of two GPU-based
stages: collecting L candidate neighbors for each node, and apply-
ing the relative neighborhood graph (RNG) rule [47] to prune the
union of the original and candidate neighbor lists. HEXA focuses
on generating high-quality candidate neighbor lists to optimize the
effectiveness of the refinement process on GPUs.
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Among existing GPU-based refinement methods, Tagore-NSG [31]
is a representative one, which collects candidate neighbors by treat-
ing each node as a query and running beam search from it, append-
ing all visited nodes to its candidate list. However, this approach
has two drawbacks. First, most visited nodes are far from the query
target, as illustrated in Figure 1, so appending all of them quickly
saturates the candidate list while contributing few useful shortcuts.
Second, since each node maintains a bounded candidate list, nodes
processed earlier tend to accumulate more insertions than those
processed later, creating a processing-order bias that results in un-
even reachability across nodes. Our GPU-based refinement method
addresses both issues while remaining fully GPU-friendly.

For the first issue, we add to the candidate list only those nodes
that can accelerate search, which fall into two categories. One
category consists of nodes on the backtrack-free path between the
entry point and the target node. The backtrack-free path refers to
the minimal sequence of nodes required by beam search to reach
the target node. It can be obtained by recording the predecessor
of each visited node during beam search and then backtracking
from the target to the entry point along the predecessor links. For a
query node x;, let BFP; = (ep,v;1, .. .,0is x;) denote its backtrack-
free path, which has three properties based on the current graph
structure. First, BFP; is not required to be a strictly monotonic
path: the distances along the path do not necessarily decrease at
every step, but they exhibit an overall decreasing trend. Second,
only v; , in BFP;, which is the immediate predecessor of x;, has an
outgoing edge pointing to x;. Third, BFP; is the most efficient path
to reach the target node by beam search, in the sense that all nodes
on BFP; are explored before x; is visited. Consequently, adding an
edge from any node in BFP; to x; can eliminate the need to explore
the subsequent nodes on BFP;. Another category consists of local-
optimal nodes, denoted as LON;. Intuitively, a local-optimal node is
an explored node that has no explored successor, so the search does
not advance along its outgoing edges and goes back for another
path. However, LON; are easy to explore during search because
such nodes are explored before BFP; is visited. Adding an edge
from a local-optimal node to x; helps escape these local optima and
reduces backtracking. In summary, instead of connecting all visited
nodes to x;, HEXA only adds edges from nodes in BFP; and LON;
to x;, where both sets are identified via predecessor tracking.

To address the second issue, we follow two candidate selection
principles. First, we prioritize nodes with lower accessibility, which
are those requiring longer beam search traversals to reach, so
that they do not remain permanently under-reached. Second, for a
query node x;, if it can be inserted into multiple candidate lists, it
should be preferentially added to the candidate lists of nodes that
provide greater benefit for searching x;, and are closer to x; since
long edges are likely to be pruned by the RNG rule. To implement
these principles efficiently on GPUs, instead of directly adding x; to
the candidate neighbor lists, we first compute all BFP; and LON; as
intermediate results in a matrix GP, then construct the candidate
neighbor lists in a controlled order. Specifically, for each query node
X;, we concatenate its backtrack-free path (excluding x; and v; )
with its local-optimal nodes, and pad the result to a fixed length L,
which is stored in the i-th row of a matrix GP in global memory:

GP,' = [BFP; \ {xi, Ui’[}, LON,', Paddlng] . (2)



If GP; exceeds length L, we truncate it from the head. After GP is
constructed, we launch L GPU kernel functions sequentially that
traverse the matrix from the last column back to the first. The I-th
kernel processes the (L — I + 1)-th column: for each non-empty
element GP; ;, node x; is inserted into the candidate list of node GP; ;.
In this way, candidates are inserted from the last column to the
first. Nodes x; whose GP; contains many non-padding elements are
considered to have lower accessibility and therefore receive more
opportunities to be inserted into candidate lists, corresponding
to the first principle. Within each GP;, nodes in LON; are placed
after BFP; and thus have higher priority. Among the nodes on BFP;,
those closer to x; also appear later in the sequence and are preferred
over more distant nodes, corresponding to the second principle.

4.2 Hierarchical Subspace Mapping

The second-level medoids serve as the initial entry points for the
search process. To supplement them with entry points closer to the
query target, HEXA leverages a hierarchical mapping function that
partitions each subgraph into fine-grained subspaces and stores the
centroid per subspace as an additional candidate entry point.

We first introduce two primitive operations that partition the
vector space into subspaces. Let x be a vector and C be a set of
centroids. We define f(x, C) = arg min; dist(x, C;) as the mapping
function that returns the index of the centroid in C closest to x.

o Outer join takes two independent centroid sets c® c® and
induces [C(V| x |C®)| subspaces S¥ = {sgjj. li<|cW],j<|c@y,
assigning a vector x via Outer-join(x, (), C®) — (%, j9) =
(f(x,CD), f(x,C)).

o Inner join takes a single centroid set C and constructs |C|(|C| -
1) subspaces SU = {sgj | 1 <i# j<|C|} by identifying the nearest
and second nearest centroids, i.e., Inner-join(x,C) — (iV, jU) =
(f(xC), f(x,.C\ {crxc) })-

Note that subspaces generated by the two primitives can be
highly unbalanced, with some being overcrowded and others en-
tirely empty Moreover, the number of directions along which the
space is partitioned remains limited. Inner join partitions the space
using perpendicular bisector hyperplanes within an affine hull of di-
mension at most |C|—1, leaving at least d—|C|+1 dimensions unsplit,
and outer join is similarly constrained to at most |C M +1c@] -2
splitting directions.

To overcome these limitations, we design a hierarchical map-
ping function (HF) that combines both primitives to partition each
subgraph into a set of fine-grained subspaces S; j ,,, indexed by three-
dimensional indices (i, j, u). Given a vector x, the top-level centroids
C'™P, and the second-level medoids C3°, HF proceeds in two steps.
First, it applies an inner join on C'P to determine the primary
subspace indices: (ifff, jHF) = Inner-join(x, C'P). If the subspace
identified by (if'F, jF) is overcrowded, i.e., its vector population
exceeds a threshold 7, HF applies a secondary outer join to compute
the third index: u'f = Outer-join(x, C'°P \ C:E};Clsﬁ;) We select
the number of second-level medoids such that [C3¢| > d — n'°P + 1.
By combining C'°P and C$*¢ through this hierarchical join, HF gen-
erates more than d partition boundaries in total, ensuring that the
subspaces effectively split the vector space across all dimensionality.

2926

4.3 Index Compression

The memory footprint of graph-based ANN indexes is a primary
bottleneck for billion-scale deployment, with raw vectors and ad-
jacency lists being the two dominant contributors. While vector
compression has been extensively studied [20, 35], lossless com-
pression of adjacency information has received comparatively little
attention [43, 44], despite adjacency lists alone occupying hundreds
of gigabytes at billion-scale datasets. The efficiency of representa-
tive lossless schemes such as Elias—Fano coding [14, 42] is sensitive
to graph scale. For a unified graph of 10° nodes with out-degree
m = 32, Elias—Fano coding requires approximately 26.5 bits per
neighbor ID, achieving only an 11.6% reduction relative to the theo-
retical minimum bit-width of [log, n] = 30 bits, where n is the total
number of nodes or vectors. At the million-node scale, the encoding
cost drops to 16.9 bits per ID, yielding a more favorable compression
gain of 15.5% over the corresponding minimum of [log, n] = 20
bits. HEXA naturally benefits from this scale sensitivity, as its dis-
joint subgraphs each contain around one million nodes with locally
renumbered IDs starting from zero. We therefore propose HEXA-C,
a compressed variant of HEXA where each adjacency list is com-
pressed row by row. Neighbor IDs are sorted, converted to deltas
between consecutive IDs, and each delta is split into its lower 8
bits and higher bits. The lower 8 bits are stored directly, while the
higher bits are encoded using Huffman coding with a shared code-
book across all subgraphs. The subgraph-level renumbering and the
coding scheme enable HEXA-C to achieve comparable compression
ratios on billion-scale datasets as on million-scale datasets.

5 CROSS-SUBGRAPH ANN SEARCH

In this section, we provide the details of our cross-subgraph ANN
search algorithm, which consists of the subgraph selection, en-
try points expansion, and the budget-adaptive cross-graph search.
We then introduce a configuration recommendation module that
suggests search-time parameters automatically.

5.1 Subgraph Selection

Given a query vector g and the subgraph-based index, we aim to
select a subset of subgraphs that are likely to contain the near-
est neighbors of g. Both the number of such subgraphs and their
identities are unknown in advance and may vary across queries.
The selection process must be query-adaptive and avoid probing
subgraphs that are unlikely to contribute to the final results.

We begin by identifying the K9 subgraphs whose top-level cen-
troids are closest to g. While this coarse-grained selection resembles
the inverted file index approach (IVF), the scale of our partitions is
substantially larger. Specifically, our subgraphs contain millions of
nodes, far larger than the posting lists in traditional IVF indexes,
which rarely exceed a few thousand vectors. Consequently, we
use a relatively large K9 to ensure that the initially selected sub-
graphs cover most of the ground-truth neighbors. We then apply a
dynamic pruning strategy to refine the selection and retain only
those subgraphs likely to contain the nearest neighbors. For each
of the KY candidate subgraphs, we compute distances from q to
all associated second-level medoids and evaluate them against the
(1+€)-bound criterion from SPANN [8]. Specifically, a second-level



medoid passes the criterion if its distance to g satisfies:

search

q — Gi & dist(q, cir) < (1 + ¢) x dist(q, ¢i1),
dist(g, ci1) < dist(q, ciz) < -+ < dist(q, ¢;(ets))-
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A subgraph is retained if at least one of its second-level medoids
satisfies the (1 + €)-bound criterion. Since the number of passing
medoids varies with the query and the underlying data distribution,
the number of searched subgraphs adapts dynamically per query
rather than being fixed in advance. Although the (1+¢)-bound orig-
inates from SPANN, it transfers naturally to our setting. Because
each subgraph in HEXA encompasses multiple sub-clusters, a sub-
graph is retained as soon as any one of its internal medoids passes
the criterion. This means HEXA searches a strict superset of the
nodes that SPANN would access under the same bound, preserving
the coverage guarantees of the original criterion.

5.2 Entry Points Expansion

Identifying good entry points is essential to accelerate subsequent
graph traversal. The second-level medoids serve as the primary
entry points, since their distances to the query are already computed
during subgraph selection. To further reduce the distance from
the entry point to the query target, the second-level medoids are
supplemented with additional nodes that lie closer to the query.

HEXA employs the hierarchical mapping function (HF) intro-
duced in Section 4.2 for entry point expansion. Since the distances
from the query to all top-level centroids and selected second-level
medoids are already available as a byproduct of subgraph selection,
HF identifies the subspace containing the query in O(1) time by
reusing these distances directly, avoiding the overhead of separate
greedy searches or Locality Sensitive Hashing (LSH) [58] used in
existing methods. The representative node of the identified sub-
space is then added as an expanded entry point. Although this node
may not be the absolute closest candidate in the subgraph, the O(1)
overhead makes the expansion essentially free, accepting a minor
compromise in entry point quality in exchange for a meaningful
reduction in search latency.

5.3 Budget-adaptive Cross-Subgraph Search

Now that subgraphs and entry points have been decided, we present
how to perform cross-subgraph ANN search to retrieve the final top-
K results. A straightforward approach is the divide-and-conquer
strategy adopted by ELPIS [4], which independently retrieves top-
K’ neighbors within each selected subgraph. Since the distribution
of ground-truth neighbors across subgraphs is unknown in advance,
ELPIS conservatively sets K’ to K for all subgraphs to avoid recall
loss. This causes substantial redundant computation, as many sub-
graphs contain few or no top-K neighbors. Alternatively, one could
apply a unified strategy that treats all selected subgraphs as a
single graph. Entry points from all subgraphs are merged into a
common initial set, and standard beam search is performed across
their union, with each node expanding neighbors only within its
own subgraph. However, the unified strategy results in highly un-
balanced exploration across subgraphs. As beam search greedily
expands the nodes closest to the query, it quickly concentrates all
effort on a few subgraphs with good entry points. Subgraphs with
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suboptimal entry points fail to compete in the candidate set and are
left largely unexplored, even if they contain many true neighbors.

As discussed in Section 2, beam search exhibits the approach-
ing phase (Phase 1) and stabilizing phase (Phase 2). The transition
between two phases is identified by relaxed monotonicity in Equa-
tion (1). We argue that the key to resolving the starvation problem is
to allow different subgraphs to compete for exploration opportunities
from fair initial states. To this end, HEXA introduces a budget-
adaptive cross-subgraph search algorithm with two stages.

Stage 1: Local Traverse. An independent local beam search
is performed on each selected subgraph to find the local nearest
neighbor. Each local search proceeds only through Phase 1 and
terminates as soon as the relaxed monotonicity condition is violated.
The intermediate results, including the local working set Wil"C and
local candidate set C%"C, are retained in main memory until stage 2.

Stage 2: Global Competition. Once local traverse completes,
all local sets are merged into the global working set W& and a
global candidate set C&°, with C&° truncated to size B. A global
beam search then resumes from these merged sets, treating all
subgraphs as a unified structure. The global search terminates when
the stopping criterion of standard beam-search is satisfied.

Intuitively, local beam search (with approaching only) within
each selected subgraph ensures that every subgraph receives fair
initial exploration, regardless of entry point quality. If a subgraph
G; contains ground-truth neighbors, its local traversal can advance
toward them without interference from candidates in other sub-
graphs. Consequently, high-quality local candidates are accumu-
lated in WilOC and, provided B > K, they are retained in the initial
global working set. Moreover, for each such candidate, its unvis-
ited first-order neighbors remain in the shared candidate set C8',
preserving the ability to continue exploration around promising
regions. Although there are no edges between different subgraphs,
the global competition is still carried out because C#° interleave
nodes from all selected subgraphs, enabling the search to allocate
search budget across subgraphs according to data distribution.

5.4 Putting Them All Together

Algorithm 1 provides the pseudocode of our cross-subgraph ANN
search method. The algorithm first selects a subset of subgraphs
(Lines 1-3) by choosing the K& subgraphs with the closest top-level
centroids, then pruning via dynamic selection with second-level
medoids. It initializes the global working set W& and allocates an
empty local candidate set C%"C for each selected subgraph (Lines
4-5). In the local traversal stage (Lines 6-11), we process each se-
lected subgraph independently. For each subgraph, entry points are
selected using hierarchical mapping and inserted into both Wel°
and the corresponding Cg"c. The algorithm then repeatedly explores
the nearest unvisited node while Equation (1) holds, updating We'°
and C%"C at each step. Once local traversal completes, all local candi-
date sets are merged into a global candidate set C&*° (Line 12), and
the global competition stage starts from W& and C8° (Line 13).
A separate local working set is unnecessary because the relaxed-
monotonicity termination condition is typically stricter than the
distance-based pruning defined by the working set. Hence, Wel°
suffices to record the trajectories of local search.



Algorithm 1: Cross-Subgraph ANN Search

Algorithm 2: Configuration Optimization

Input :{Gy,. : G; = (V,E, EP)}: proximity graphs;
EP: entry points; g: query vector; B: beam width;
KB8: number of selected subgraphs;
CtP_ (Cse¢: centroids and medoids

Output: WE°: top-K nearest neighbors of g

Gsel nearest—Kg(dist(cEOP, q));

; ; 1
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[
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Time complexity analysis. Let m denote the maximum node
degree, and let R denote the parameter introduced in Equation (1).
For a beam search on a single subgraph G;, the time complexity
of the approaching phase is approximately O(mlog,, |G;.V| + mR),
where the first term is the number of explorations needed to ap-
proach the target region and the second term reflects that additional
R nodes need to be explored after reaching the nearest one. The
stabilizing phase has complexity O(mB). In HEXA, subgraph selec-
tion and entry point expansion incur only low-order cost and are
negligible compared with beam search. The search time is therefore
dominated by the cross-subgraph search stage. In the worst case,
all K& selected subgraphs participate, leading to an overall time
complexity of O (K8m (log,, |G;.V| + R) + mB).

5.5 Configuration Recommendation

The search configuration of our cross-graph ANN search algorithm
includes three parameters: the initial number of selected graphs K9
(Section 5.1), the slack parameter R (Section 5.3), and the capacity B
of the global working set C#° (Section 5.3). Manually tuning param-
eters is challenging because they jointly influence performance in
a complex manner, making it difficult for non-experts to avoid sub-
optimal configurations. For practical usage of HEXA, we develop a
configuration recommendation module that automatically suggests
configurations according to user-specified recall targets.

After deploying our index to a search server and before serving
online queries, we compute a configuration recommendation table.
We select a small set of recall anchors (e.g., 0.80, 0.85, 0.90, 0.95) and
run a dedicated routine to identify an optimal search configuration
for each anchor. During online serving, given a user-specified recall
target, the system interpolates between the configurations of the
nearest anchors to recommend a configuration. The key challenge
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Input :Parameter space: (B, K9, R) € SPg X SPx X SPg;
Recall anchors: Anchors;
Output: Res: Best configuration for each anchor
1 Res « 0;
2 p < (SPp[0], SPk[0], SPR[0]);
3 Get search time and recall of p;
4 foreach Anc € Anchors do
while p.Recall < Anc do
pg"’ «— (next(p.B), p.K9, p.R);
pl’é’“ «— (p.B, next(p.K9), p.R);
nxt  (p.B, p.K9, next(p.R));

Pr
Get search time and recall of pi**, pi*, P;lzﬂ;

5

p;”“ .Recall-p.Recall
10 ;

>

Contribution margin CM; DT Time—p Time
11 p < arg maXpl{lxte{ngtlpIréxt’plréxt} CMl,
12 end
13

Res.append(p);
14 end

is to efficiently identify an optimal configuration for each recall
anchor, which is defined as the following optimization problem.

B',KY9",R* = arg min F(B,KY R).Time,
BK9.R

©

s.t. F(B,KY,R)Recall > Anc.

where F denotes executing the search procedure with a synthetic
query set and reporting recall and search time, and Anc is the target
recall anchor. Since evaluating F dominates the time cost, it is
crucial to minimize the number of evaluations of F.

The optimization problem exhibits two properties. First, recall
and search time are non-decreasing functions of each parameter.
Increasing any parameter will not reduce recall and search time. Sec-
ond, given two optimal configurations p; and p, for recall anchors
Anc; < Ancy, p; never contains a smaller parameter value than p,.
Based on these properties, we adopt a coordinate-descent method
to solve the optimization problem, as detailed in Algorithm 2.

Let SPg, SPx, and SPg denote the search ranges of the three
parameters, each represented as a finite set sorted in ascending
order. The algorithm starts from the minimal configuration (Lines
2-3). For each recall anchor Anc € Anchors (Lines 4-12), it greedily
increases one parameter at a time. Specifically, it generates three
candidate configurations by increasing B, K, or R (Lines 6-8),
evaluates the marginal gain of each (Lines 9-10), and updates p to
the best candidate (Line 11). This process repeats until the recall
reaches Anc, after which the resulting configuration is recorded
(Line 13). Because optimal configurations are monotonic across
recall anchors, the solution for one anchor is reused as the starting
point for the next, substantially reducing the number of evaluations
of F. A brute-force search requires evaluating F for all |SPg| X
|SPk| X |SPgr| configurations. In contrast, Algorithm 2 increases
each parameter monotonically without backtracking, reducing the
total number of evaluations to O(|SPg| + |SPk| + |SPr|).



6 DISCUSSIONS
6.1 Memory Consumption of HEXA

The memory consumption of HEXA differs between index construc-
tion and query serving, with each imposing a distinct bottleneck.
The primary bottleneck during construction is GPU VRAM, which
must accommodate the peak memory usage of the graph construc-
tion algorithm for each subgraph. Because HEXA partitions the
dataset into disjoint clusters, only the vectors belonging to the sub-
graph currently under construction need to reside in VRAM, while
the remaining data is streamed from disk. Specifically, the VRAM
footprint for constructing subgraph G; is |G;.V| X (s - d + C - m)
bytes, where s denotes bytes per dimension, m is the maximum out-
degree, and C = 16 accounts for neighbor metadata storage. We use
float16 precision (s = 2) throughout construction to leverage GPU
Tensor Cores. As a concrete example, a GPU with 11 GB of VRAM
can accommodate subgraphs of up to 2.4 million nodes at d = 1536.
Since larger subgraphs generally yield better search performance,
handling higher-dimensional data naturally calls for GPUs with
greater VRAM capacity or the use of vector quantization to reduce
the per-node memory footprint during construction.

At query time, the bottleneck shifts to system RAM, which
must hold the entire graph and the full vector dataset, requiring
N - (d - s + 4m) bytes in total, where N is the number of vectors.
In its current form, HEXA assumes that the full dataset fits within
available DRAM, which limits the feasible combinations of dimen-
sionality and precision on a single node. Billion-scale search at
d = 96 is manageable on commodity servers, but modern embed-
dings at d = 768 or higher with float32 precision can demand several
terabytes of RAM. Three scaling directions can mitigate this con-
straint. First, HEXA can adopt a hybrid precision model in which
compressed vector representations are kept in RAM to drive graph
traversal, while raw vectors are fetched from disk only for final
re-ranking. Second, the disjoint subgraph design enables aggressive
adjacency compression: because nodes within each subgraph use
local indices, the address space is substantially reduced, allowing
Elias-Fano coding to compress neighbor IDs to approximately 16.9
bits each. Third, the proximity-based partitioning naturally sup-
ports horizontal scaling through multi-machine sharding, where
independent subgraphs are distributed across a cluster to accom-
modate datasets that exceed the capacity of a single machine.

6.2 Termination Accuracy of Phase 1

Recall the ANN search algorithm in HEXA. The relaxed mono-
tonicity condition in Phase 1 introduces a risk of premature ter-
mination: if no improving neighbor is found within R consecutive
explorations, the local search exits before reaching the true nearest
neighbor. We now analyze how this termination accuracy depends
on R, data dimensionality, and graph quality.

Before delving into the details, we first define the effective nav-
igation path as the sequence of T nodes traversed to locate the
1-nearest neighbor (1-NN), where each node in the sequence rep-
resents a step at which a strictly closer neighbor to the query is
identified. By definition, this sequence is a strict subsequence of the
full node visitation order generated during Phase 1 beam search.

In our analysis, a key quantity governing termination behav-
ior is the improvement probability p: the probability that a single
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Table 2: Dataset statistics. Type: vector data type; #Nodes:
number of vectors; #Dim: dimension; Size: raw vector storage;
LID: local intrinsic dimension with 100-NN.

Dataset Type #Nodes #Dim Size LID
BigANN [26]  uint8 10° 128 120GB  26.7
DEEP1B [6] float 10° 96 358GB 28.7
SPACEVIB [9] int8 10° 100  94GB  20.8
SSNPP1B [15]  uint8 10° 256 239GB 87.2
SIFT100M float 108 128 48GB 3.7

neighbor visit yields a node strictly closer to the query. Three fac-
tors determine p. First, data dimensionality d imposes a geometric
constraint, as the improvement region, modeled as a spherical cap
on a hypersphere, shrinks exponentially with increasing dimen-
sionality. Second, p decreases as the search approaches the 1-NN,
since the corresponding spherical cap contracts alongside the di-
minishing distance to the query. Third, graph quality modulates p
by determining how well a node’s neighbors align with the optimal
navigation direction, i.e., higher-quality graphs maintain a larger p
by providing more effective routing options.

We derive the probabilistic formulation for termination accuracy,
measured by Recall@1, by assuming the approximate conditional
independence of neighbor visits. This allows the R X m visits across
R consecutive explorations to be treated as independent Bernoulli
trials. Let p; denote the improvement probability at step i of the
navigation path. The search avoids premature termination at step i if
at least one of the Rm visits succeeds, which occurs with probability
1 - (1 - p;)®™. The overall Recall@1 is then the product of these
non-termination probabilities across all T steps:

T

Recall@1 = | | (1 —a —p,-)R'") . )

i=1
Equation (5) has three direct implications. First, Recall@1 increases
monotonically with R, justifying its role as the primary lever for
trading computational cost against accuracy: a larger R expands the
exploration budget and reduces the risk of premature termination.
Second, when R is large enough that the standard beam search
stopping criterion is triggered before the relaxed monotonicity
condition, Phase 1 reduces to standard beam search. Third, the
appropriate value of R depends on both dimensionality and graph
quality. Higher dimensionality reduces p, requiring a larger R to
compensate for the lower per-visit success rate. Suboptimal graph
quality similarly reduces p and lengthens the navigation path T,
both of which demand a higher exploration budget to maintain
stable termination accuracy.

7 EXPERIMENTS
7.1 Experiment Settings

Datasets. We include datasets from five sources, varying in scale
from 100 million to 1 billion vectors, as shown in Table 2. The
Type column denotes the vector data type. We convert DEEP1B to
float16 for memory efficiency, whereas other datasets that are part
of DEEP1B still use float32. We compute the median local intrinsic
dimension (LID) [1], which demonstrates the difficulty of retrieval.
All datasets contain 103 query vectors for evaluation.
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Figure 3: Search performance on six datasets. QPS vs. Recall@K, upper-right is better. Due to hardware limitations, Vamana is

evaluated on datasets with 500 million vectors (e,f,k,l).

Comparison methods. We compare HEXA and HEXA-C with four
baseline methods that construct indexes on either CPUs or GPUs
and perform in-memory search on CPUs. To isolate the impact of
graph structures and graph search strategies on search performance,
all methods operate on uncompressed raw vectors. Techniques such
as vector compression and hash-based optimizations are orthogonal
to the compared methods and are therefore not employed. Further-
more, since single-layer large graphs generally yield poor search
performance on billion-scale datasets and tend to get trapped in
local optima, we use MIRAGE [48] to construct hierarchical indexes
for them. The compared baselines are as follows:

(1) Faiss-HNSW: This is the current standard baseline method in
the ANN search field and is also the most recommended method
for billion-scale datasets [5].

(2) CAGRA+MIRAGE: CAGRA [39] is a widely used GPU-based
graph construction method and has been integrated into cuVS [38].
(3) Tagore+MIRAGE: By improving the NN-Descent algorithm,
Tagore [31] has become the fastest GPU-based graph construction
method to date and supports multiple refinement strategies.

(4) Vamana [25]: The in-memory algorithm version of Disk ANN
and a widely used CPU-based method.

CAGRA+MIRAGE and Tagore+MIRAGE both use the HNSW search
implementation from Faiss, which incorporates extensive vectoriza-
tion and prefetching optimizations. In the following, Faiss-HNSW,
CAGRA+MIRAGE, and Tagore+MIRAGE are abbreviated as HNSW,
CAGRA, and Tagore, respectively. Because Vamana has a memory
footprint that is 4 X m X n Bytes larger than that of HNSW during
the construction phase, it can only be tested on datasets with 500
million items due to memory constraints.

Metrics. We adopt recall and relative distance error for measuring
the search accuracy. Recall@K measures the fraction of true top-K
nearest neighbors that appear in the returned top-K results. Rela-
tive distance error is the average of distance ratios of the retrieved
nearest neighbors over the truth nearest neighbors. QPS measures
the number of queries processed per second.

Parameter settings. The index construction of HEXA is controlled
by three parameters: the maximum out-degree m = 48, the number
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of second-level medoids n; |G;.V|/(5 % 10%), and the number of
subgraphs n'°P, which is set to the minimum value ensuring memory
usage of subgraph construction stays within GPU memory limits
(500 for SSNPP and 400 for other billion-scale datasets). The query
parameters comprise B, K9 R and €. We set € to 2K9/\/nt_°l’. Allow-
ing € to grow synchronously with K9 achieves better performance.
The other three parameters are derived by the configuration rec-
ommendation module with synthetic queries. Their search spaces
are {1,...,2000}, {1,..., L"%J },and {1,..., 20}, respectively. The
number of subgraphs is set to 2000 for CAGRA and Tagore, with
each vector assigned to at most 3 subgraphs. For Vamana and Faiss-
HNSW, the parameter e fconstruction is set to 100. For each base-
line, we tune the beam width B to obtain multiple query results.
Platforms. All experiments are conducted on a server running
Ubuntu 24.04.3 LTS with an Intel(R) Xeon(R) Silver 4110 CPU @
2.10GHz (32 cores), 384GB main memory, and 4 NVIDIA GeForce
RTX 2080Ti GPUs (11GB each) with CUDA 13.0. GPUs are used only
for index construction; all search queries are executed on CPUs.
We implement HEXA in C++/CUDA.

7.2 Main Results

Search performance. Figure 3 reports the search performance of
HEXA compared to baseline methods, focusing on the trade-off be-
tween QPS and recall. Regarding the primary QPS-Recall@K metric,
HEXA significantly outperforms all baselines across the evaluation
suite. At equivalent recall levels, our approach achieves 14.7x and
1.4x higher average QPS than the CPU-based construction methods
HNSW (on four billion-scale datasets)and Vamana (on two 500-
million-scale datasets), respectively. When compared to the GPU
construction baselines CAGRA and Tagore, HEXA exhibits even
more substantial gains, providing 24.1X and 12.6X improvements in
QPS. This performance advantage is highly robust, with consistent
trends observed across different datasets. With index compression
enabled, HEXA’s QPS-recall curve remains nearly identical to the
uncompressed version, showing less than 10% performance degra-
dation. All methods exhibit consistent trends and achieve maximum
Recall@K > 0.95 on most billion-scale datasets, except for SSNPP1B.
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Table 3: Distance computation counts at Recall@K of 0.9. “R”
denotes recall.

BigANN500M  DEEP500M Avg
Method A
€thod @1 R@10 R@!I R@10 '8  Ratio
HEXA 2126 2537 2440 4987 3022 X1
HNSW 2999 3278 2919 4944 3535 x1.17
Vamana 2472 2924 3386 4451 3308 X1.09
—— HEXA —— HNSW —— CAGRA —— Tagore —— vamana
10 4 /_' 104 /K 104 4 //"
£101 £10°4 / £10°]
102 107 A 1024 //
1.00 1.02 1.000 1025 1.050 1.00 1.01

Dist. Error
(a) BigANN1B, K=10

Dist. Error
(c) BigANN500M, K=10

Dist. Error
(b) DEEP500M, K=10

Figure 4: QPS vs. relative distance error, upper-left is better.

Table 2 shows that the local intrinsic dimension of SSNPP1B is
3% higher than that of other datasets, making high recall difficult
for any algorithm to attain. Nevertheless, HEXA’s maximum recall
surpasses baselines by an average of 0.3 at comparable QPS.

Table 3 provides the number of distance computations and the
relative distance error. HEXA reduces the average number of dis-
tance computations by 17% compared to HNSW and 9% compared
to Vamana, showing that its efficiency gains reflect a genuine algo-
rithmic advantage rather than implementation-level optimization.
Furthermore, because individual subgraphs are much smaller than
a unified graph, vector reordering techniques can be applied within
each subgraph so that the memory layout ensures superior spatial
locality during search. Profiling results demonstrate that the L1
cache miss rate and LLC cache miss rate of HEXA are 6.08% and
8.35%, while those of Vamana are 10.64% and 11.11%, respectively.

Figure 4 shows the relative distance error. On the DEEP500M
dataset, Vamana achieves a slightly lower relative distance error
than HEXA at the 0.99 recall level, with 1.0009 versus 1.004 respec-
tively. This gap is mainly due to the fact that our query parameters
are optimized for recall-oriented tasks. Moreover, distance error is
more sensitive to the occasional approximation errors introduced by
the hierarchical routing structure because it captures the distance
gap to the true nearest neighbor when retrieval is imperfect.

Construction performance. Table 4 compares index construc-
tion time and index size between HEXA and baselines. On billion-
scale datasets, the CPU-based HNSW requires several days to com-
plete indexing. While GPU-accelerated methods like CAGRA and
Tagore reduce this to several hours, HEXA further compresses the
construction time to approximately one hour. A breakdown of in-
dex construction time on BigANN1B reveals that GPU-based graph
construction is the primary bottleneck, accounting for over 80%
of the total duration across all methods and nearly 90% for HEXA.
Specifically, HEXA spends 0.8 hours on GPU graph construction,
whereas CAGRA and Tagore spend 3.4 and 1.5 hours. This under-
scores the significance of our strategy that HEXA curtails the most
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Table 4: Index construction time (in hours) / index size (ex-
cluding original vectors, in GB).

Dataset HEXA HEXA-C HNSW CAGRA  Tagore
SPACEV1B 0.7/135 0.9/73 88/149 3.9/150 2.4/149
BigANN1B 0.9/159 1.1/78 104/162  4.2/162 2.3/162

SSNPP1B 1.1/149 1.2/78 128/164  6.0/165 3.2/165
DEEP1B 1.0/150 1.2/81 55/164 4.1/164 2.7/164
Dataset HEXA  HNSW  CAGRA  Tagore Vamana
BigANN500M  0.3/69 35/96 2.1/78 1.1/78 8.4/74
DEEP500M 0.5/72 20/69 2.1/78 1.4/78 7.9/76
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Figure 5: Search performance on different scales of datasets.

expensive construction part by substantially reducing the number
of subgraphs to achieve superior end-to-end efficiency.

We keep all methods at the same index scale for a fair comparison.
HEXA-C substantially reduces both index size and peak memory
usage. On four datasets, the average encoded length of adjacency
entries is 15.62, 15.65, 16.81, and 15.64 bits, corresponding to index-
size reductions of 45.9%, 50.9%, 47.6%, and 46.0%, respectively. The
average size of compressed index is only 88 GB.

7.3 Scalability Analysis

We analyze scalability from three perspectives, search scaling, con-
struction scaling, and resource scaling. We conduct experiments
on datasets ranging from 100 million to 1 billion vectors. Larger
scales are constrained by hardware and dataset availability, whereas
smaller scales would fit entirely in GPU memory.

Search scaling. Figure 5 compares the recall-QPS trade-offs
of HEXA and HNSW at 100M and 1B scales, highlighting that the
search performance advantage of HEXA over baselines persists as
the data scale increases. At 100 million scale, HEXA already delivers
substantially higher QPS than HNSW, and this advantage is main-
tained as Recall@10 increases, with a maximum gain of 6.2X. When
the data scale grows to 1 billion, the advantage becomes even more
pronounced. In high-Recall@10 regimes, the QPS for HNSW drops
sharply as recall increases, whereas that of HEXA decreases much
more gently, and the maximum gap reaches 27.4X. Overall, as the
data scale increases, the QPS—recall curves of HEXA degrade much
more slowly than those of HNSW, indicating that HEXA can sustain
high throughput even under stringent accuracy requirements.

Construction scaling. Figure 6(a) shows the index construction
time versus data scale. The slope of HNSW’s curve steepens as the
data scale grows, reflecting its superlinear construction complexity.
In contrast, HEXA scales much more gently: a 5.5X increase in
data size leads to only a 6.36X increase in construction time, and
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Figure 7: Number of ground truth nodes vs. distance compu-
tation count for each subgraph, Recall@100=0.99.

a 1.8X data scale increase yields just a 1.9x time growth, with
this near-linear trend demonstrating HEXA ’s inherent suitability
for large-scale index construction. HEXA also delivers excellent
scalability with parallel computing resources, which is critical for
scenarios with strict real-time constraints on index construction.
Insertion-based methods (e.g., HNSW) exhibit strong diminishing
marginal returns: their speedup saturates rapidly with more CPU
cores [34]. Figure 6(b) reports that the construction speed grows
almost linearly as the number of GPUs increases on billion-scale
datasets, demonstrating outstanding parallel scalability.

7.4 Ablation Study

Effectiveness of the budget-adaptive cross-subgraph search.
We evaluate search fairness, where the degree to which the search
intensity (i.e., the number of distance computations within a sub-
graph) is proportional to the potential gain (i.e., the number of
ground-truth neighbors it contains). In Figure 7, each point cor-
responds to an intra-subgraph search, where the horizontal coor-
dinate denotes the potential gain of a subgraph and the vertical
coordinate represents the search intensity performed therein. Most
nodes align closely with the diagonal, with Pearson correlation coef-
ficients reaching 0.955 and 0.943 across two datasets. A few outliers
in the bottom-right region indicate that certain high-density targets
can be identified with minimal cost. This pattern demonstrates that
HEXA does not blindly expand the candidate set but adaptively
allocate more computations to the most promising subgraphs.
Effectiveness of the subgraph selection and entry point
expansion. Table 5 evaluates the effects of subgraph selection and
entry point expansion. In the ablation study for subgraph selec-
tion, where only the KY nearest subgraphs are selected without
(1 + €)-bound based pruning, the results show that omitting this
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Table 5: Ablation on subgraph selection (SS) and entry point
expansion (EP). The result shows QPS at Recall@10.

BigANN1B DEEP1B
Method —5—Ros  R99 R0 R95 R99
HEXA 7121 4802 1783 8456 5045 1572
w.0 SS 6981 4451 1449 7645 4672 1285
w.0 EP 7035 4544 1549 7745 4772 1335
—— HEXA Tagore-NSG
3 _10
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Figure 8: Proximity graphs built by two GPU-based methods
are evaluated using Phase 1 beam search.

pruning stage leads to an average QPS decline of approximately 10%
across both datasets. This performance degradation is particularly
acute in the high-recall, where throughput drops by nearly 19%
when Recall@10 reaches 0.99, underscoring the effectiveness of our
pruning strategy in filtering out redundant subgraphs that offer
marginal recall gains. Removing entry point expansion negatively
impacts performance, resulting in an average QPS reduction of 8%.

Effectiveness of the graph refinement. Figure 8 compares
proximity graphs built by HEXA and Tagore-NSG on million-scale
datasets, with identical initial kNN graphs and search configura-
tions. While Tagore-NSG requires slightly fewer distance computa-
tions than HEXA at Recall@1 below 0.95, HEXA consistently yields
a substantial reduction in distance computations once Recall@1
exceeds 0.95. Tagore-NSG’s computation count rises rapidly be-
yond this threshold due to degraded reachability of a small node
subset from its refinement, whereas HEXA’s curve grows far more
smoothly via more uniform node reachability and avoidance of
computation-dominant hard cases.

Effectiveness of the configuration recommendation. We
evaluate the quality of the parameters generated by our configu-
ration recommendation module. Figure 9(a,b) shows that the red
points (recommended configurations) lie on or very close to the
Pareto frontier. Only a few blue points (random configurations) out-
perform them in both QPS and recall. At different recall levels, our
module consistently identifies near-optimal configurations. Triples
in Figure 9(a,b) reveals that B, KY, and R grow in a coordinated man-
ner to maintain the optimal recall-QPS trade-off as the target recall
increases. Specifically, as Recall@10 varies from 0.8 to 0.99, the
parameter ranges for BigANN1B are B € [60,1000], K9 € [6,30],
and R € [6,18], while the corresponding ranges for DEEP1B are
B € [100,1250], K9 € [4,25], and R € [3,20]. The beam width B
exhibits the most significant growth, becoming the dominant factor
as recall approaches 1.0; its expansion outpaces other parameters to
ensure sufficient coverage in the very high-recall regime. Simulta-
neously, excluding the Recall@10=0.99 record, R values for DEEP1B
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are consistently lower than those for BigANN1B. This aligns with
our theoretical analysis, as the lower-dimensional DEEP1B requires
a smaller R to maintain target accuracy compared to the higher-
dimensional BigANN1B. Figure 9(c) compares expected and actual
recall on two datasets. For recall below 0.9, the estimator tends to
overpredict recall by about 5%, mainly because of the distribution
shift between synthetic queries and real queries. As recall exceeds
0.925, this deviation quickly diminishes, and the module can accu-
rately suggest configurations that meet user-specified recall targets.
Loss decomposition. Figure 9(d,e) quantifies the recall loss of
HEXA from three distinct sources: candidate subgraphs missed
by top-level centroid selection (KY-controlled), subgraphs incor-
rectly pruned by second-level medoids (e-controlled), and ground
truth retrieval failure even with its host subgraph accessed in cross-
subgraph search (controlled by R and B). Overall, cross-subgraph
search failure accounts for over 60% of the total loss. As K rises
from 4 to 18, the top-level selection loss drops from 0.09 and 0.05
to 0.002 on the two datasets respectively. The second-level pruning
loss governed by € accounts for about 10% of the total loss and
stays consistently low across datasets, verifying e has negligible
impact on recall. Furthermore, we evaluate the subgraph selection
recall, defined as the probability that all ground-truth nodes are
contained within the selected subgraphs. Figure 9(f) shows two
observations. First, curves across datasets and K values are highly
consistent, indicating a stable relationship between K9 and the cov-
erage of ground-truth nodes. Second, selection recall of 0.90 and
0.95 can be achieved with K9 values of only 3.7 and 6.0, respectively,
demonstrating that our selection mechanism is efficient.

8 RELATED WORKS

Graph-based ANN indices. Graph-based indexing methods have
become the de-facto standard for high-performance in-memory
ANN search, thanks to their strong recall-latency trade-off com-
pared with tree-based and quantization-based approaches (3, 7, 13].
Early systems [16, 32] constructed proximity graphs over the en-
tire dataset and applied greedy search from heuristic entry points.
HNSW ([33] introduces a multi-layer index that substantially im-
proves recall and efficiency. Recent studies [17, 18, 25, 29] further
refine graph sparsification and routing, aiming to approach the
performance of dense K-NN graphs with bounded degree.
Billion-scale ANN search. At billion scale, both in-memory and
disk-based graph indexes have been explored. On the in-memory
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side, large-scale evaluations [5] report that, unlike the million-
scale regime, search performance becomes highly sensitive to entry
point selection at the billion scale, while HNSW-style construction
methods outperforms refinement-based approaches. Disk-based [25,
37] and hybrid systems [8] further scale to billion points by placing
vectors or graphs on SSDs and using query-aware list for pruning.
GPU-based graph construction. GGNN [22] proposes a GPU-
friendly hierarchical graph structure together with accelerated mes-
sage passing on graphs. GNND [49] introduces selective update
and GPU-based graph merging to reduce global memory traffic.
GRNND [30] tackles the synchronization bottleneck via unordered
propagation, double-buffered pools, and warp-level cooperative
operations. Tagore [31] provides a generic GPU refinement engine
to reduce construction time. These methods focus on constructing
graphs when GPU memory is sufficient, and their out-of-memory
solutions still follow the overlapping-subgraph paradigm.

9 CONCLUSION

This paper presents HEXA, a disjoint-subgraph-based indexing
framework that addresses the fundamental trade-off between con-
struction efficiency and recall-QPS performance for billion-scale
ANN search. It partitions the dataset into disjoint clusters and con-
structs a proximity subgraph for each cluster independently on
GPU, achieving high graph quality with substantially reduced con-
struction time. We design a two-level routing structure that selects
subgraphs and identifies entry points close to the query target
region. We propose a two-stage search algorithm to balance the
exploration across subgraphs through independent local traversal
followed by global competition. Automatic configuration optimiza-
tion and index compression further simplify deployment and reduce
memory footprint. Extensive experiments on billion-scale datasets
demonstrate that HEXA achieves noticeable improvements in query
throughput over state-of-the-art baselines at the same recall levels.
It completes index construction in approximately one hour and
scales well with both dataset size and GPU count.
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