Rethinking Learned Index and LSM-tree Integration

Guangxun Zhao
Dankook University
Republic of Korea
guangxunzhao@dankook.ac.kr

Seehwan Yoo’
Dankook University
Republic of Korea
seehwan.yoo@dankook.ac.kr

ABSTRACT

Learned indexes improve data access efficiency by accelerating
lookups and reducing memory usage, but integrating them with
write-optimized Log-Structured Merge-trees (LSM-trees) remains
challenging due to frequent compactions and intensive updates.
We analyze this integration and identify two key mismatches. First,
learned indexes reshape the conventional SSTable sizing trade-off
in LSM-trees. In conventional LSM-trees, SSTable size drives the
read/write trade-off, and this trade-off is amplified by level asymme-
try between write-intensive upper levels and read-intensive deeper
levels. Learned indexes make lookups less sensitive to SSTable
size, thereby changing the traditional trade-off. Second, learned
indexes typically employ fixed error bounds that cannot adapt to
key distribution shifts caused by LSM-tree compactions, resulting
in inefficient index construction and degraded lookup performance
across different levels.

Wild Turkey addresses these mismatches with two complemen-
tary mechanisms. Level-Aware Compaction (LAC) introduces a
level-specific SSTable sizing strategy that aligns compaction gran-
ularity with the distinct read/write characteristics of each level.
Building on LAC, Wild-Learning is a reinforcement learning (RL)-
based controller that adaptively tunes both the LAC-degree and
the per-SSTable error bound in response to evolving data distribu-
tions and system conditions. Together, these mechanisms co-tune
compaction behavior and learned index construction to balance
read and write performance under changing workloads. On SOSD
datasets and YCSB workloads, Wild Turkey achieves up to 2.01x
higher write throughput, 1.52x higher read throughput, 36% less
write stall time, and 78.4% fewer compactions compared to state-of-
the-art LSM-tree and learned index integration.
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Figure 1: Performance comparison of WiscKey, Bourbon, and
Wild Turkey.

PVLDB Artifact Availability:

The source code, data, and/or other artifacts have been made available at
https://github.com/ErosBryant/WildTurkey.

1 INTRODUCTION

In today’s digital age, the rapid growth of data profoundly impacts
technology and business operations. Amid the continuous data
size expansion and diversity, the need to efficiently manage un-
structured data is imperative [18]. Key-Value Stores (KVSs), such
as Google’s Bigtable [7] and LevelDB [21], Meta’s RocksDB [43],
and Apache’s Cassandra [35], have become core infrastructure
components in addressing this challenge. These KVSs employ the
Log-Structured Merge-tree (LSM-tree) [47] as their underlying data
structure, which handles data in a log-structured manner and offers
high insert performance [12, 37, 51, 67].

The LSM-tree is a multi-level structure in which each level ex-
hibits distinct characteristics [41]. Upper levels (L0-L2) handle
frequent flushes and compactions, while deeper levels (L3 and
above) store most of the data [21, 43]. One core component of
LSM-tree-based KVSs is the Sorted String Table (SSTable), which
stores persisted data. LevelDB uses 2 MB SSTables while RocksDB
uses 64 MB SSTables by default [5]. In general, smaller SSTables
keep compactions lightweight and can reduce tail latency, but they
increase the number of files and thus lead to more frequent com-
pactions. Larger SSTables reduce the number of files examined
during lookups and the associated metadata overhead, but they
increase within-table searching cost and make each merge more
expensive [12, 41, 51, 62]. KVSs make distinct design choices to
optimize this trade-off [45].

On the other end of the spectrum, learned indexes treat index-
ing as a prediction task, using machine learning (ML) models to
estimate the position of a key within a sorted dataset [34]. This
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approach improves memory efficiency and lookup speed. A crit-
ical aspect of their design is the error bound, which defines the
allowable prediction error that each model is trained to tolerate. It
also determines how many models are needed and how they are
organized across different segments of the dataset.

Recent research integrates learned indexes into LSM-trees to
improve point lookup performance and reduce memory consump-
tion [11, 39, 57, 58]. However, existing efforts insufficiently exam-
ine how integration affects write performance and compaction be-
havior. Since learned indexes bound per-SSTable lookup overhead
through model inference and correction, they can relax read-side
constraints on SSTable granularity and motivate co-tuning com-
paction decisions, an aspect largely overlooked by prior work. To
examine this gap, we analyze WiscKey in comparison to Bourbon.
WiscKey [40] is a representative LSM-tree-based KVS, which effi-
ciently reduces compaction overhead by separating keys from val-
ues. Bourbon [11] extends WiscKey by integrating learned indexes
into SSTables to accelerate lookups. Figures 1a and 1b compare
Bourbon with WiscKey on 50 million random Get() operations
and the corresponding write workload. Bourbon achieves lower
read latency, but this improvement does not extend to write per-
formance. This suggests that learned index integration requires
co-design of write/learning policies, not just read-path prediction.

Moreover, LSM-trees are inherently level-asymmetric: upper lev-
els are rewritten frequently by flushes and compactions, whereas
deeper levels contain long-lived SSTables that evolve much more
slowly. Since learned indexes are built per SSTable, each compaction
rewrite can trigger retraining under a key distribution that may
shift over time. As a result, SSTables at different levels call for dif-
ferent error bound choices (and thus different model shapes/costs),
rather than a one-size-fits-all configuration. In particular, a fixed
error bound is inefficient in an LSM-tree: a large bound reduces
prediction accuracy, while a small bound increases model-training
and management overhead [53]. Yet prior LSM-tree learned index
designs typically use a fixed error bound [11, 57, 58], making them
poorly suited to the dynamic and level-specific key distributions
induced by compaction. Effective integration therefore requires
an adaptive learning framework that balances prediction accuracy,
model efficiency, and compaction overhead.

In this paper, we propose Wild Turkey, a learned index and LSM-
tree integration that optimizes not only reads but also writes. It
comprises two key mechanisms: (1) Level-Aware Compaction (LAC),
which adjusts compaction granularity based on level-specific char-
acteristics to reduce compaction overhead, and (2) Wild-Learning
is a reinforcement learning (RL)-based mechanism that adaptively
tunes both the LAC-degree and error bounds based on evolving key
distributions and system conditions. We focus on the LAC-degree
and error bound as representative control knobs because they lie at
the core of learned index and LSM-tree integration, directly influ-
encing both compaction behavior in the storage layer and indexing
efficiency in the access path.

To validate our approach, we conduct an extensive experimental
study using synthetic and real-world datasets with diverse work-
loads. Across SOSD, YCSB, and multiple storage devices, Wild
Turkey improves write throughput by up to 2.01x and read through-
put by up to 1.52x over Bourbon, while reducing compactions by
78.4% and write stall time by 36%.
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Figure 2: Overview of LSM-tree architecture, SSTable
format, and lookup process.

(c) Lookup process.

2 BACKGROUND AND MOTIVATION
2.1 Log-Structured Merge-tree

The LSM-tree is a write-optimized data structure that uses out-
of-place updates. It is utilized by most KVSs, including RocksDB.
RocksDB manipulates two core components: a memory compo-
nent called Memtable and a storage component called SSTable. The
Memtable is a write buffer wherein inserted KV pairs are batched
and converted into an immutable Memtable. RocksDB flushes these
immutable Memtables to Level 0 (L0) in persistent storage, as shown
in Figure 2a(D.

To maintain efficient read performance and minimize storage
utilization, RocksDB performs compaction. Compaction conducts
merge-sorting of multiple SSTables into a new set of SSTables on
the next level. Compaction also includes the removal of obsolete
data, reducing disk I/O, and enhancing future read performance.
Since compactions are critical operations in the LSM-tree, numer-
ous studies have been presented to optimize them [2, 6, 13, 17, 36,
48,52, 56, 63, 65]. WiscKey introduces a technique called KV separa-
tion. As shown in Figure 2a(2), WiscKey stores only keys and their
corresponding pointers in SSTables, while the actual values are
stored separately in a dedicated log file in storage (Value Log in the
figure). With this scheme, compactions process only keys, hence
reducing I/O amplification and compaction overhead. Bourbon im-
proves read performance by integrating learned index into WiscKey.
As shown in Figure 2a(3), Bourbon manages an in-memory learned
index wherein a model is trained during compaction so that it can
quickly find the designated entry in future lookups.

The SSTable format is depicted in Figure 2b. Each SSTable con-
sists of data blocks (DBs), which store KV pairs in sorted order, and
several metadata blocks, including the filter block (FB), meta index
block (MIB), index block (IB), and a footer. The FB maintains bloom
filters to check key membership, the MIB points to the IB, which
maps keys to DBs, and the footer stores offsets to the MIB and IB.



As shown in Figure 2c, RocksDB and WiscKey lookups are per-
formed using the traditional indexing structure. The system first
identifies SSTables that may contain the target key and loads the
corresponding IB and FB. It then searches the IB to locate the DB
that might contain the key, checks the FB for key existence, loads the
DB, performs a binary search within the DB, and finally retrieves
the value. In WiscKey and Bourbon, values are stored separately in
the Value Log.

Bourbon extends the traditional lookup process by incorporating
a learned index. If a model is available for a given SSTable, Bourbon
first loads the model and the FB, then performs a search using the
model, referred to as prediction in learned index terminology, to es-
timate the key’s position. After verifying key membership through
FB, it loads the predicted chunk and performs a search in the chunk
to correct any prediction error. Finally, the corresponding value is
retrieved. This approach reduces lookup overhead by narrowing
the search space.

2.2 Learned Index

Learned indexes use a trained model for predicting the location
of data instead of constructing data structures for designating the
exact location, such as B-trees and hash tables. Thus, the lookup
process with the learned index has two phases: prediction and
correction. Prediction finds an approximate position of the queried
entry and, from the predicted position, correction conducts the
last-mile search using binary or exponential search algorithms
to find the exact position. The prediction model is much simpler
than traditional data structures for search; thus, it also reduces the
memory footprint.

Diverse ML algorithms can be used for training, including linear
and cubic regression [24], spline-based methods [15], and neural
networks [25]. Piecewise Linear Regression (PLR) is popularly em-
ployed in KVSs [11, 39, 57]. PLR models the cumulative distribution
function (CDF) of a sorted dataset using linear segments. It does
this by partitioning the data and fitting a linear function to each
segment, guided by an error bound. Specifically, PLR starts from the
first element of a dataset, adds the next element, and approximates
them using linear regression. This process repeats until adding a
new element causes the fitting error of the current segment to ex-
ceed the error bound. In this case, PLR creates a new segment from
the new element and performs the process again. The efficiency
of PLR and learned indexes depends on data distribution: skewed
datasets require more segments to meet the error bound, while
uniform datasets yield smaller models and faster lookups, making
error bound selection critical for balancing accuracy, model size,
and training cost.

In the context of predictive indexing using PLR, the position of
a data element within a sorted dataset is estimated by p, derived
from the corresponding linear model of the segmented data. The
predictive model is subject to errors, quantified by an error bound é.
When the predicted position p deviates from the actual position, the
last-mile search is triggered, wherein the search interval is defined
as follows:

Search Interval = [p — 8, p + 5] (1)

where p is the predicted position of the data element, and § rep-
resents the error bound from the predicted position. Despite its
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efficiency under static segment layouts, a fixed error bound § may
fail to accommodate evolving key distributions, necessitating an
online mechanism to adapt § dynamically based on observed dis-
tributional characteristics in order to maintain consistently high
lookup efficiency.

2.3 Q-Learning Algorithm

Reinforcement learning (RL) [55] is a sequential decision-making
paradigm that is widely used to learn online control policies in
environments that are unknown or difficult to model precisely. As
shown in Figure 3, unlike supervised learning, which relies on
“input-label” pairs, RL derives its learning signal from rewards ob-
served during system execution: after observing the system state
st, an agent selects an action a; (e.g., tuning system parameters,
triggering or delaying background tasks, or reallocating resources).
The environment then executes the action, returns an immediate
feedback signal r;.q, and transitions to the next state s;1;. One
central challenge in RL is balancing exploration (gathering informa-
tion) and exploitation (leveraging behaviors known to yield high
returns).

Q-learning [9] is a classical model-free method that estimates the
optimal action-value function Q* (s, a) by iteratively updating the
action-value function Q(s, a). Its objective is for Q(s, a) to represent
the expected long-term return obtained by taking action a in state s
and then following the optimal policy thereafter. Given an observed
transition sample (sy, az, rr+1, Se+1), Q-learning applies the following
update rule:

Qs ar) — Q(st,ar) +afre + ymax Q(st+1.a") = Q(srar) | (2)

where a € (0, 1] is the learning rate, and the bracketed term is the
temporal-difference error. When the state and action spaces are dis-
crete and of manageable size, Q(s, a) can be maintained in a tabular
form, avoiding additional inference overhead. Action selection is
typically implemented via e-greedy exploration: with probability
1 — ¢, the agent chooses the action with the largest current Q value,
and with probability e, it selects an action uniformly at random for
exploration, thereby trading off exploration and exploitation. Un-
der sufficient exploration and standard step-size conditions, tabular
Q-learning is guaranteed to converge to the optimal action-value
function Q* in a finite Markov Decision Process (MDP) [3, 59]. In
our system, decisions are naturally triggered at irregular, event-
driven epochs (e.g., compaction completion), which can be modeled
as a semi-MDP (an event-driven variant of MDP); we present the
system-specific formulation in Section 4.2.
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Figure 4: Level-specific I/O distribution of 200 million (a)
Writes and (b) Reads in KV-separated LSM-tree.

3 COMPREHENSIVE ANALYSIS OF LSM-TREE
WITH LEARNED INDEX

Integrating learned indexes into LSM-tree-based KVSs requires
resolving two key mismatches between LSM-tree behavior and
learned index construction. First, learned indexes change the SSTable
sizing trade-off in conventional LSM-trees. A conventional LSM-
tree exhibits a read/write trade-off driven by SSTable size and the
resulting number of SSTables [41, 62]. This trade-off is amplified by
level asymmetry: upper levels are write-intensive, whereas deeper
levels are read-intensive. Learned indexes make reads less sensitive
to SSTable size, thereby changing the conventional trade-off.

Second, learned indexes typically assume a fixed error bound,
which fails to adapt to compaction-induced key distribution shifts
and degrades lookup efficiency over time. While prior works im-
prove point lookups and memory footprints [11, 39, 57, 58], they
largely overlook the dynamic interactions.

3.1 Level-specific Read/Write Characteristics

LSM-tree performance heavily depends on both write and read be-
havior across different levels. To validate this, we load the database
with 200 million KV pairs and then perform 200 million uniformly
distributed read operations. Figure 4a indicates that L0 accounts for
32.4% of writes, primarily driven by frequent flushes, while L1 and
L2 show substantial compaction-driven writes at 32% and 28.4%,
respectively. In contrast, L3 incurs only 7.3% of writes, highlighting
reduced compaction pressure in deeper levels. Read I/O behavior
exhibits significant variation across levels. As depicted in Figure 4b,
the upper levels (L0-L2) collectively represent a mere 0.5% of total
reads, indicating limited access during read operations. Conversely,
L3 and L4 dominate read accesses, with 23.3% and 76.2%, respec-
tively. This skew stems from the increasing size of levels in the
LSM-tree, causing deeper levels (L3 and above) to hold the majority
of data [17]. Notably, this volume distribution is determined by the
LSM-tree’s level structure itself and is largely independent of the
SSTable size configuration.

This level-asymmetric behavior is not specific to uniform work-
loads. We observe the same trend under Zipfian access patterns,
which are common in real-world applications. In the Zipfian work-
load, writes remain concentrated in upper levels (LO: 41.2%, L1:
31.3%, L2: 22.0%), while deeper levels incur minimal write traffic
(L3: 5.5%). Reads, however, are still dominated by deeper levels: L3
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Figure 5: Impact of error bound on learned index perfor-
mance and SSTable Segmentation.

and L4 together account for 93.9% of read operations (L3: 43.6%, L4:
50.3%), whereas L0-L2 contribute only 6.1%. As a result, regardless
of the overall data or access distribution, write-intensive opera-
tions are concentrated in upper levels, while the majority of read
operations occur in deeper levels of the LSM-tree. When frequently
accessed keys are spread across multiple SSTables, most lookups
inevitably target deeper levels.

Rethinking LSM-Tree with Learned Index: Learned Index
breaks the traditional performance trade-offs. Prior work has
shown an inherent trade-off in SSTable sizing: smaller SSTables
can reduce tail latency by limiting compaction overhead [41, 62].
In contrast, larger SSTables reduce the total number of SSTables
and can therefore lower the frequency of compactions. Beyond
compaction, SSTable size also directly affects the read path, which
incurs two distinct costs: (i) identifying the SSTable that may con-
tain the target key, and (ii) searching within the selected SSTable.
Accordingly, larger SSTables reduce the first cost (i) by reducing
the number of candidate SSTables, but they can increase the second
cost (i), which is typically O(log K), where K is the number of keys
in the SSTable. Learned indexes mitigate this internal search cost
by replacing traditional index lookups with model-based prediction
and bounded correction; for example, the lookup time complexity
can be expressed as O(log S) + O(log §), where S is the number of
model segments and § is the error bound. As a result, with learned
indexes, the traditional penalty of large SSTables on within-table
search can be substantially reduced, shifting the sizing trade-off
toward using larger SSTables where table selection dominates. How-
ever, applying a fixed SSTable size across all levels still enforces a
one-size-fits-all configuration, preventing the system from exploit-
ing level-specific characteristics. Therefore, a granularity-aware
approach is required to adapt SSTable sizes to the behavior of each
level.

3.2 Error Bound Characteristics

In PLR-based learned indexes, the error bound is a critical parameter
that affects both predictive accuracy and model overhead. Specif-
ically, this parameter creates a fundamental trade-off: a smaller
error bound yields a more precise model that minimizes search
time but increases model size, whereas a larger bound creates a
smaller, faster-loading model at the cost of prediction accuracy. Fig-
ure 5a presents the end-to-end lookup latency, including prediction
and correction, as well as the model loading time for four datasets



Table 1: Key observations and the resulting design choices.

Observation Implication Design

SSTable
Small-for-write,
large-for-read

Read/write behav- size:
ior varies across

levels.

A single static SSTable siz-
ing policy is suboptimal.

Compaction diver- A fixed error bound can be  Error bound:

sifies SSTable key
distributions.

Small-for-dense,
large-for-sparse

suboptimal for both model
size and search time.

with distinct key distributions, each containing 200 million records.
While most prior learned indexes assume an in-memory setting,
applying learned indexes to KVSs introduces an additional cost
that cannot be ignored. In disk-based KVSs, learned index models
must be persisted in storage and loaded from disk when accessed,
making model loading time a critical performance factor. Model
loading time refers to the time required to transfer the model from
storage into memory. This cost can vary by orders of magnitude
depending on the chosen error bound and often dominates overall
lookup latency. Although in-memory prediction and correction ex-
ecute efficiently once the model is loaded, the upfront loading cost
is not marginal and must be explicitly considered when designing
learned indexes for LSM-tree-based KVSs.

Rethinking Learned Indexing of LSM-trees: Compaction
reshapes the distribution of keys. SSTables simultaneously act
as the unit of learning granularity for reads and the unit of com-
paction granularity for writes. Compaction reshapes key distribu-
tions as data migrates through LSM-tree levels, making key distri-
butions transition from sparse at upper levels to dense at deeper
levels [14, 50]. When training PLR models with a fixed SSTable
size and error bound, the average segment count drops from 780
at LO to 200 at L4, as shown in Figure 5b. Moreover, the wide dis-
parity in segment counts at L1 (242 to 677) progressively tightens
in deeper levels, illustrating that a single, fixed error bound can
lead to over-segmentation at upper levels and under-segmentation
at deeper levels. Ultimately, this mismatch creates a system-wide
performance bottleneck, forcing a compromise between high mem-
ory overhead at upper levels and poor lookup efficiency at deeper
levels. This observation underscores the need for a mechanism that
dynamically adjusts the error bound to each SSTable’s data distribu-
tion characteristics. To improve readability, Table 1 summarizes the
key observations in Section 3 and how they motivate our design.

4 WILD TURKEY DESIGN

Building upon our analysis, we introduce Wild Turkey. Figure 6
depicts the architecture of Wild Turkey, highlighting two key com-
ponents that collectively optimize both read and write performance
in LSM-trees. The first component, Level-Aware Compaction (LAC),
introduces a level-specific SSTable sizing strategy that assigns pro-
gressively larger SSTables to deeper levels. This mechanism is de-
scribed in Section 4.1. The second component, Wild-Learning, is an
RL-based mechanism that adaptively tunes the LAC-degree per level
and the error bound per SSTable according to its data distribution
and system conditions, as detailed in Section 4.2. By jointly ad-
justing index accuracy and compaction granularity, Wild-Learning
enables Wild Turkey to respond effectively to evolving workloads.
Finally, Section 4.3 presents three additional mechanisms plus a
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Figure 6: Structure of Wild Turkey.

discussion of generality that complement these components and
integrate them into the LSM-tree, further enhancing overall system
performance.

4.1 Level-Aware Compaction

Many practical LSM-tree deployments use a fixed SSTable size
across levels by default or in common configurations. Typically,
LSM-trees set the level size multiplier to 10, which means that
each successive level is allotted ten times more storage than its
predecessor [17, 21, 43]. Because SSTable sizes are fixed, the number
of SSTables grows exponentially across levels (e.g., 5in L1, 50 in
L2, 500 in L3, and 5000 in L4), leading to increased search latency,
higher metadata overhead, and additional SSTable management
cost, ultimately resulting in inefficient resource utilization.

Motivated by the level-specific read/write characteristics insights
from Section 3, Wild Turkey introduces Level-Aware Compaction
(LAC). LAC minimally alters the traditional LSM-tree design by re-
placing fixed SSTable sizes with level-specific, progressively larger
SSTables. The SSTable size expands according to a per-level growth
factor, termed LAC-degree D, so that SSTable capacity expands in
accordance with the level’s storage budget. By definition, letting Sy
denote the base SSTable size in level Ly, the size of an SSTable at
level L; is given by S; = Sy x D' for i > 0. Thus, LAC aligns SSTable
granularity with each level’s inherent read/write characteristics.
The design core of LAC is a simple rule: each successive level uses
SSTables that are D times larger than those in the previous level.
Despite its simplicity, a streamlined cost analysis shows that this
design effectively balances the read/write trade-off of an LSM-tree.

Read Cost Analysis. In leveled LSM-trees, L0 may require
probing multiple overlapping SSTables. From L1 onward, SSTables
within each level have non-overlapping key ranges, so at most one
candidate SSTable is selected per level. Even so, the FindFiles step
can still become a bottleneck, because a single level may contain
thousands of SSTables, and identifying the target one typically
requires metadata search, often via binary search over SSTable
metadata [49]. LAC mitigates this issue by enlarging SSTable sizes
at deeper levels, which significantly reduces the number of SSTables
per level. For example, with D = 5, the SSTable counts become 5
in L1, 10 in L2, 20 in L3, and 40 in L4, lowering the search cost
in L4 from log, (5000) to log,(40). Although larger SSTables may
raise concerns about slower intra-file searches, learned indexes
efficiently predict key positions within SSTables, making lookup
performance largely independent of file size.
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Write Cost Analysis. The write cost in an LSM-tree mainly
arises from compaction, which merges SSTables and removes ob-
solete data. For a compaction at level L;, one SSTable of size T is
merged with approximately F overlapping SSTables from L;.;. This
incurs a compaction time of @, where B is the disk bandwidth.
A larger T increases the cost per compaction but reduces the total
number of SSTables, thereby decreasing the overall frequency of
compactions. Furthermore, as data migrates from L, downward,
LSM-tree levels naturally divide into hot and cold tiers [41]. Upper
and hot levels (Ly—L;) receive frequent updates and short-lived data,
so smaller SSTables keep compactions lightweight and reduce I/O
stalls. Deeper and colder levels (L; and above) hold stable data,
where larger SSTables are preferable as they lower compaction
frequency and metadata overhead. Leveraging this tier-aware de-
sign, LAC uses smaller SSTables in hot levels and larger ones in
cold levels, balancing compaction cost while sustaining high write
throughput.

4.2 Wild-Learning

LSM-tree-based KVSs operate under dynamic conditions, including
shifting access patterns, compaction behaviors, and key distribu-
tions. Since static heuristic configurations can become suboptimal
over time, we propose Wild-Learning, an RL-based mechanism that
tunes key parameters online. As shown in Figure 7, it uses two inde-
pendent Q-tables to manage the adaptive LAC-degree and adaptive
error bound.

4.2.1 Adaptive LAC-degree. LAC-degree D determines the SSTable
size (granularity) per level, which directly affects the number of
files and the compaction input/output granularity. As workload
characteristics and internal pressures evolve (e.g., whether com-
paction keeps up with ingestion), a fixed D can drift away from
the best operating point. We therefore treat D as a runtime-tunable
knob and update it online at compaction boundaries, i.e., whenever
a compaction produces new SSTables.

We use each such compaction completion as a decision epoch.
Since epochs arrive at irregular intervals, the control process is
event-driven (semi-MDP [54]): at each epoch the system observes
the current condition, selects an action (a new D), and updates
the policy using the observed performance change at the next
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Algorithm 1 Adaptive LAC-degree reward estimation

Require: Window size k, executed degree D;, decision
epoch t, histories {IOPS;} and {WA;}, running bounds
rIOPSyin [D], rIOPSyax [D]! rWAmin [D]’ rW Amax [D]

Ensure: Reward r;,; for D;

1 Compute relative-change moving averages (over the last k
epochs):
rIOPS, «— %Zt IOPS; —10PS;_;

2 ist—k+1 _ IOPS;;
1wt WA;~WA;
WAL — % Zicy—kent

3
WA;_1
4 Update running bounds for the executed action D;:

5  rIOPSyin[D;] < min(rIOPSyin[D;], rIOPS;)
6  rIOPSyax[D;] < max(rIOPSpyax [D;], rIOPS;)
7 rWAmin [Dt] — min(rWAmin [Dt]9 rWAt)
8 rWAmax [Dt] — max(rWAmax [Dt], VWA[)
9 Normalize gain and cost:
10 Ajops < rIOPSmax[D:] = rIOPSpin[D:]
11 Awa — rWAmax [Dt] — rWAnpin [Dt]
—_ rIOPS, - rIOPSmin [D[]
12 rIOPS; «
Ajops + €
13 mt - rWAt - rWAmin [Dt]
Awa +€

14 Reward (gain minus cost):
15  ryq < rIOPS; —rWA;
16 return ryyq

epoch. Because a change to D affects only SSTables generated by
later compactions, its impact is revealed gradually over subsequent
epochs rather than immediately. We therefore model epochs as
discrete steps and apply lightweight tabular Q-learning to handle
such delayed feedback. Below we specify the state representation,
action space, and reward at each epoch.

State. We maintain an independent controller for each LSM-tree
level ¢. The state summarizes the level’s recent throughput between
two consecutive compaction events at level £ (IOPS). We smooth
this measurement with a short sliding window, normalize it, and
discretize it into three buckets s € {High, Medium, Low} to reduce
transient noise. Each level then maintains a tabular Q(s, D) of size
3 x 10, where D € {1,...,10}.

Action. At each decision epoch of level ¢, the controller se-
lects the new LAC-degree as; = Dy, € {1,...,10} using e-greedy
exploration (Section 2.3). Given Dy, the LSM-tree derives the tar-
get SSTable size for level ¢ via the LAC rule (Section 4.1), e.g.,
Se =50 Dg’t. The new target applies only to SSTables generated
by subsequent compactions originating from level ¢ until the next
decision epoch; existing SSTables are not rewritten.

Reward. We define the reward by trading off throughput gains
against the cost of write amplification. Algorithm 1 computes the
reward for the degree executed at the t-th decision epoch of level ¢,
i.e., ap; = Dy;. Specifically, we compute moving averages of the rel-
ative change rates of IOPS and WA over a sliding window of length
k, denoted as rIOPS;; and rWAy;, respectively, to smooth short-
term noise. We then apply min—max normalization to rIOPS;; and
rWA;;, maintaining the normalization statistics per action value
D (for each level), and define the reward associated with D, ; as

Tep+1 = mm(Dm) - "/VV\A[J(DU)'



Algorithm 2 Adaptive error bounds via reward estimation

Require: Time index t, executed action a (error bound 9);
Costs: Cioads Cpreda Ceorrs
Keys K, per-ID-bucket max Kmay;
Running bounds: Xpin [a], Xmax[a] for each
X e {Cloads Cpreds Ccorr}~
Ensure: Reward ry41(a)
1 Kmax < maX(KmaXs K); S0
2 forX € {Cload, Cpred: Ccorr} do
3 Update Xyin[a] and Xax[a] with the new X
A — Xmax [a] — Xmin [a]
if A =0 then
normy < 0
else

> No variation observed yet

X - Xmin [a]

normy <«
A

end if
S «— S+ normy
end for
> S € [0, 3] accumulates normalized costs

4
5
6
7
8
9

10
11

12 rcost(_l__

> Higher when the three costs are smaller
log(K + 1)

log(Kmax + 1)

> Larger K = smaller size_penalty

re+1(a) < reost — size_penalty

return r;.1(a)

13 size_penalty « 1 —

14
15

This formulation encourages larger throughput improvements while
suppressing increases in write amplification.

Update Q. After receiving r,;11, we form the next state s;r41
by min-max normalizing the latest level-¢ IOPS using historical
extrema and discretizing it via fixed thresholds. We then update the
level-£ table using the standard Q-learning rule (Eq. 2). We maintain
visit counts N; (s, D) and set the learning rate to a, s p = 1/N;(s, D)
to decay automatically with experience. To account for delayed
effects of D,; across epochs, we use y > 0 and tie it to the sliding-
window length k by requiring y* = 1, i.e., y = 27/%. The update is
executed at each compaction event.

4.2.2  Adaptive Error Bound. The error bound § controls learned
index complexity (e.g., segments/model size), thereby affecting pre-
diction/correction overhead and lookup latency. Because the best
& depends on each SSTable’s key distribution, a static global § can
quickly become suboptimal. We therefore tune § online at SSTable-
build time: when compaction produces a new SSTable, the controller
selects § and builds the learned index for that SSTable. Since this
decision is made per SSTable, rather than per level as in adaptive
LAC-degree, Wild-Learning maintains a separate Q-table for adap-
tive error bound.

State. SSTables can be highly heterogeneous even within the
same level. We therefore bucket each SSTable by its Inverse Density

(ID), defined as ID = %. We discretize ID into four

equal-width buckets (very dense to very sparse) to keep the state
space small. We estimate ID i, and IDyax during warm-up (the first
100 SSTable builds) and then fix the bucket boundaries for the rest
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of the run. We also track lookup latency per ID bucket and map a
smoothed latency statistic to lat_bucket € {Low, Medium, High}.
The state is s = (id_bucket, lat_bucket) (12 states).

Action. Given state s; = (id_bucket, lat_bucket), the controller
selects an error bound a; = §; from § € {4,8, ..., 64} (16 actions),
yielding a 12 X 16 tabular Q(s, §). Action selection follows the same
e-greedy policy as in adaptive LAC-degree. The chosen 6, is applied
only to the newly generated SSTable.

Reward. Following Algorithm 2, we compute reward from learned
index query overhead, i.e., the sum of loading, prediction, and cor-
rection costs under J;. To downweight noisy rewards from small
SSTables, where different § often produce near-identical models,
we subtract a size penalty based on the key count K, normalized by
the per-ID-bucket maximum Kpay: size_penalty « 1 — k)lgo(glg%.

Update Q. The update workflow follows adaptive LAC-degree.
At each SSTable construction event, the controller observes the
current state s; = (id_bucket, lat_bucket) and selects an action
a; = 0. After constructing the learned index for the new SSTable, it
computes the reward r;,;, observes the next state s;.1, and updates
Q(st, 6¢) using Eq. (2). As in adaptive LAC-degree, we use a5, =
1/N(s,a) and set y = 27V,

4.2.3 Wild-Learning Overhead. Wild-Learning incurs overhead
mainly from two sources: storing tabular Q-values and maintaining
lightweight runtime statistics for monitoring and updates. Because
both controllers use finite, discrete state and action spaces, their
memory footprint can be derived directly from table sizes.

For adaptive LAC-degree, an LSM-tree with L levels maintains
per-level Q-tables of size |S|=3 (H/M/L) by |A|=10 (D € [1, 10]),
requiring L - |S| - |A| - size of (double) bytes of Q-value storage
(e.g., for L=6, 6 - 3 - 10 - 8 ~ 1.4KB). Adaptive error bound uses
a table of size |S|=12 (id_bucket X lat_bucket) by |A|=16 (6 €
{4,8,...,64}), adding about 12- 16 - 8 ~ 1.5 KB. Additional statistics
(e.g., per-action min/max for normalization, visit counts N(s, a),
and a sliding-window buffer of length k) are constant-sized, so
the total memory footprint remains within a few KB (e.g., < 4KB)
throughout execution.

Computation is also event-driven: the controllers perform one
decision and one Q-update only when a compaction finishes and
produces new SSTables. Each event involves constant-time metric
updates, an arg max over a small action set (10 or 16 candidates),
and a single table update, i.e., O(|A|) work per event. This cost
is amortized over compaction I/O and index construction, and is
typically dominated by those operations.

Monitoring signals (IOPS/WA/lookup latency) reuse LSM-tree’s
built-in statistics and timing mechanisms. IOPS and write amplifi-
cation are computed from counter deltas between adjacent events,
while lookup latency is tracked via lightweight histograms or mov-
ing averages (optionally with sampling) with constant-time updates
on the critical path and aggregation at event points. This avoids
high-frequency logging and additional I/O, keeping monitoring
overhead low.

4.3 Building Blocks of Wild Turkey

In addition to LAC and Wild-Learning, Wild Turkey incorporates
the following enhancements to improve model efficiency and sys-
tem integration.



Multi-layer PLR. A single-layer learned index predicts key po-
sitions within an SSTable to accelerate point lookups. However, as
LAC increases SSTable size, the number of segments S can grow
substantially, making a single-layer model inefficient. To address
this, Wild Turkey adopts a hierarchical multi-layer learned index
inspired by the PGM-indexes [19]. The index has L layers of pro-
gressively finer granularity. The top layer is trained on the first key
of each segment to make a coarse prediction, and each lower layer
refines it using only the first keys within the range identified above.
This coarse-to-fine process continues until the final layer performs
an exact lookup among the remaining segment boundaries. By
aggregating per-layer error bounds, Wild Turkey reduces model
evaluations per query from O(logS) to O(L), where L < logS.
Because each intermediate model is built on only the first key of
each relevant segment, training and inference remain lightweight,
improving cache efficiency and reducing memory-access overhead.
As SSTable size grows, adding a new layer incurs only constant
modeling cost rather than linear lookup overhead.

Lifetime-Aware Learning. Because SSTable lifetime varies
widely across levels and workloads, indiscriminate model learning
could result in unnecessary overhead. Specifically, short-lived SSTa-
bles might be evicted or compacted before realizing any tangible
benefit from indexing. To mitigate this, Wild Turkey places newly
created SSTables into a learning queue and defers learned index
training until an SSTable’s observed lifetime exceeds the model
training time. This ensures that system resources are spent only on
SSTables that persist long enough to benefit from indexing.

Asynchronous Model Persistence. After compaction creates
a new SSTable, Wild Turkey collects its keys and enqueues them
for background model training. To ensure consistency, the trained
model is persisted to disk as a separate file rather than embedded
in the SSTable (e.g., ‘SST0101.model’ for ‘SST0101°). This separa-
tion decouples model training and persistence from the critical
write path, enabling asynchronous pipelining of SSTable and model
writes to reduce write stalls and improve throughput.

Generality beyond WiscKey. Although our prototype is built
on WiscKey, it targets compaction-driven leveled LSM-trees with
SSTable-level control. These properties are common in the RocksDB
family and many other LSM-tree-based KVSs. Hence, Wild Turkey’s
core ideas are not specific to WiscKey and can generalize to other
representative LSM-tree-based KVSs [21, 43, 48, 57].

5 EVALUATION
We evaluate Wild Turkey by asking the following questions:

e Q1. How much speedup does Wild Turkey provide on real-
world datasets and various access patterns? (§5.1)

Table 2: Experimental Hardware Configuration.

Component Specification

CPU Intel Core i7-12700K (12th Gen)

Memory 64 GB DDR4

Storage Samsung 860 PRO 1TB SATA SSD
Samsung 980 PRO 1 TB NVMe (PCle 4.0)
Intel Optane 900P 280 GB (PCle 3.0)

oS Ubuntu 20.04.6 LTS
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Q2. Where do Wild Turkey’s read-side and write-side gains
come from? (§5.2)
Q3. What is the overhead of learned index and RL? (§5.3)
Q4. Does Wild Turkey remain effective on the YCSB bench-
marks? (§5.4)
Q5. Does Wild Turkey remain effective across different
storage devices? (§5.5)

e Q6. Why is online adaptation needed, and how practical is

Wild-Learning? (§5.6)

This section presents a comprehensive evaluation of Wild Turkey.
All experiments are executed on the machine described in Table 2,
with SATA SSD used by default unless stated otherwise. We com-
pare Wild Turkey against three LSM-tree baseline approaches:
Vanilla LSM-tree implementation of RocksDB [43], KV separation
originally proposed in WiscKey [40], and the implementation of
learned index into LSM-tree in Bourbon [11]. While TridentKV [39]
and LeaderKV [58] also incorporate learned indexes into LSM-trees,
we focus our comparison on Bourbon due to the absence of pub-
licly accessible and production-ready implementations of these
systems. We also note that Treeline [64] explores a related trade-off
between data layout and learned index efficiency, but it is not a
compaction-driven LSM-tree. We therefore position Treeline as a
methodological point of comparison in the related work discussion
rather than as a direct experimental baseline.

We utilize YCSB [10], which simulates representative workloads
commonly found in large-scale data-serving applications. We con-
sider six standard YCSB workloads: A (50% updates, 50% reads),
B (95% reads, 5% updates), C (100% reads), D (95% read-latest, 5%
insert), E (5% updates, 95% range scans), and F (50% reads, 50% read-
modify-write). We first load 50 million KV pairs into the KVS. Next,
we execute 10 million operations on workloads A through F. For
our micro-benchmarks, we process 64 million KV pairs, with keys
and values configured as 16 and 100 bytes, respectively, for each ex-
periment. Since Wild Turkey utilizes KV separation, it can flexibly
accommodate a wide range of value sizes with negligible impact on
performance. We evaluate Wild Turkey on four real-world datasets
from the Search on Sorted Data benchmark (SOSD) [31, 42]:

OSM: cell IDs from Open Street Map location data.

Fb: randomly sampled Facebook user IDs dataset.

Wiki: commit timestamps of Wikipedia article edits.
Book: book popularity through sales data from Amazon.

Using both real-world and synthetic datasets, we explore varying
read/write access patterns by constructing four workload configu-
rations: Write-only (100% writes); Read-only (100% reads); Balanced
(50% writes, 50% reads); and Read-heavy (10% writes, 90% reads).
We evaluate Wild Turkey under these workloads, focusing on key
performance metrics such as throughput, average and tail latency,
compaction frequency, and write amplification.

5.1 Real-world Datasets

To evaluate Wild Turkey using metrics relevant to practical scenar-
ios, we use the db_bench [44] tool to benchmark with real-world
datasets comprising Wiki, Book, Fb, and OSM [31, 42]. We analyze
the overall throughput and 99th percentile (P99) tail latency on
these datasets through four workload scenarios: write-only, read-
only, balanced, and read-heavy.
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Figure 9: P99 latency of Wild Turkey and baseline.

5.1.1 Throughput. Figure 8 compares Wild Turkey with the base-
line KVSs across workloads. In write-only workloads (Figure 8a),
Wild Turkey achieves up to 2.01x higher throughput than Bourbon
and delivers the best performance across all datasets, primarily due
to LAC optimizing compaction. In read-only workloads (Figure 8b),
Wild Turkey demonstrates throughput improvements of 1.36x to
1.52x compared to Bourbon, showcasing exceptional lookup perfor-
mance. These improvements result from Wild-Learning applying
optimized error bounds based on data distribution, enhancing both
accuracy and efficiency.

Wild Turkey maintains its advantage in balanced workloads
shown in Figure 8c, showing a throughput improvement of 1.25x
to 1.32x compared to Bourbon. The advantage exhibited by Wild
Turkey in balanced workloads is lower than the advantage seen
in write-only workloads. This reduction is due to the additional
I/O contention that arises from simultaneously handling both read
and write operations, which partially offsets the benefits of LAC.
Similarly, the results in read-heavy workloads shown in Figure 8d
exhibit a performance trend similar to read-only workloads, with
Wild Turkey achieving throughput improvements of 1.32x to 1.42x
compared to Bourbon. This is because read-heavy workloads share
the same characteristics as read-only workloads. However, the
addition of write operations introduces slight overhead, resulting
in minor differences from purely read-only scenarios.

5.1.2 P99 Latency. Figure 9 reports client-observed P99 tail latency
measured at the db_bench client. In write-only workloads shown
in Figure 9a, RocksDB exhibits the highest P99 latency, reaching
5.79us, while Bourbon and WiscKey, benefiting from KV separation,
achieve a significantly lower latency of 1.2 us. Wild Turkey further
reduces this latency to 1.1 ps, an 8.3% improvement over Bourbon
and WiscKey, due to LAC, which minimizes compaction-related
overheads.

Read-only workload results in Figure 9b show that Wild Turkey
achieves the lowest tail latency of 3.7 ps, with reductions ranging
from 12.5% to 39.3% compared to Bourbon. The relatively smaller
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reduction of 12.5% observed for the OSM dataset can be attributed
to the dataset’s high complexity and irregular key distribution,
which pose challenges to prediction accuracy. Since P99 latency
reflects the worst-case performance, these characteristics amplify
the impact of outliers, limiting the effectiveness of Wild-Learning’s
optimizations. In contrast, datasets with simpler key distributions,
such as Wiki and Book, allow for greater reductions in P99 latency,
as they are less prone to extreme cases.

In balanced workloads shown in Figure 9c, Wild Turkey demon-
strates the lowest P99 latency at approximately 8.8 ys. The reduc-
tions compared to Bourbon range between 20% and 21.2% across
all datasets. Unlike write-only workloads, where compaction opti-
mizations dominate latency reductions, balanced workloads benefit
from Wild-Learning during reads, which enhances the difference in
latency reduction. However, the additional read/write interaction in
balanced workloads introduces I/O contention, resulting in higher
tail latency compared to purely write-oriented scenarios.

Wild Turkey achieves even more significant latency reductions
than balanced workloads in the read-heavy workloads shown in
Figure 9d. This is because read-heavy workloads include only 10%
write operations, unlike the 50% writes in balanced workloads, al-
lowing Wild-Learning’s optimizations for reads to have a more
significant impact. However, the small proportion of writes still
introduces some overhead, and this impact varies across datasets
depending on their key distributions. Despite this, Wild Turkey
improves tail latency by up to 26.9% compared to Bourbon, demon-
strating its ability to handle mixed workloads efficiently.

5.2 Sources of Performance Gains

We explain Wild Turkey’s performance gains by first breaking down
read-path latency and then examining compaction behavior and its
effect on write performance.

5.2.1 Read Breakdown. Figure 10 breaks end-to-end lookup la-
tency into three stages: FindFiles, SearchIB+DB, and LoadDB, and
shows that Wild Turkey outperforms both WiscKey and Bourbon
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on OSM and Fb. By sizing SSTables per level, LAC reduces candidate-
file selection and metadata traversal, shrinking FindFiles by 37.0%
(OSM) and 39.7% (Fb) relative to Bourbon. In SearchIB+DB, Bour-
bon’s learned index already speeds up WiscKey by 24.5% (OSM) and
16.8% (Fb), and Wild Turkey further tunes the PLR error bound to
balance prediction, correction, and load costs, yielding an additional
28.4% (OSM) and 29.0% (Fb) reduction over Bourbon. In LoadDB,
Bourbon reduces time by 10.0% (OSM) and 14.4% (Fb) versus Wis-
cKey by fetching only necessary index shards, while Wild Turkey’s
finer-grained SSTable sizing brings a further 23.4% (OSM) and 26.4%
(Fb) reduction over Bourbon. Together, these optimizations account
for Wild Turkey’s substantial read-latency improvements.

Table 3 reports per-level learned index stage latencies (prediction,
correction) and prediction error statistics on the Fb dataset (nor-
malized to Bourbon), helping explain Wild Turkey’s SearchIB+DB
gains. Wild Turkey reduces prediction latency across all levels
(67.97%-82.71%) and lowers correction latency in L1-L3 to 76.36%—
88.05% through dynamic error bound selection with Multi-layer
PLR. Prediction error also generally decreases toward lower levels:
from L1 to L3, the average error drops from 69.6% to 50.2%, and the
P95 error drops from 60% to 40%, consistent with lower correction
latency. L2 is a temporary exception, where the P95 error rises,
likely due to a small number of sparse outlier SSTables receiving
larger error bounds. In L0, correction latency increases modestly
(112.12%), reflecting an upper level trade-off: Wild Turkey chooses a
larger 8 to reduce model complexity and prediction latency (67.97%)
at the cost of a wider correction range.

Table 3: Per-level learned index cost (Bourbon = 100%).

Learned index stage Lo L1 L2 L3
Prediction Latency 67.97% 79.10% 82.71% 69.33%
Correction Latency 112.12% 88.05% 83.53% 76.36%
Avg. prediction error  130.1%  69.6%  56.6%  50.2%
P95 prediction error 180% 60% 120% 40%
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5.2.2  Write behavior. A key source of Wild Turkey’s write-side
gains is improved compaction behavior under level-specific SSTable
sizing. On the OSM dataset (Figure 11), Wild Turkey drastically
reduces the number of compactions (Figure 11a): 587 vs. 2727 for
Bourbon, a 78.4% reduction. Compaction time also decreases from
273 s (Bourbon) to 218 s (Wild Turkey), a 20.1% reduction, as LAC
in Wild Turkey minimizes the compaction overheads.

This improved compaction efficiency further reduces write stalls
(Figure 11b): Wild Turkey lowers stall time to 162 s versus 253 s for
Bourbon (36% less). The benefits come with a trade-off: although
the compaction count drops by 78.4%, total compaction time falls
by only 20.1% because each compaction becomes larger (up to
156 MB vs. 18 MB in Bourbon). Consequently, write amplification
slightly increases (6.64 vs. 6.03), which we find acceptable given
the substantial end-to-end throughput gains.

5.3 Learned Index and RL overhead.

Figure 12a compares the average learned index model size of Wild
Turkey and Bourbon across six datasets. Wild Turkey achieves the
smallest index size on most datasets, reducing model size by up
to 75.1% over Bourbon on Book. For more complex and irregular
datasets, such as OSM [60], its model size remains comparable to
Bourbon. Datasets with simpler and more predictable key distri-
butions, such as Book and Wiki, allow Wild-Learning to reduce
model segments more effectively, resulting in substantial memory
savings. In contrast, complex datasets such as OSM require more
segments to maintain prediction accuracy, which limits the reduc-
tion in model size. This shows that Wild-Learning adapts its error
bounds to dataset characteristics to optimize memory usage. No-
tably, Wild-Learning incurs negligible memory overhead despite
using RL. As described in the system design, once initialized, the RL
component maintains only a compact state and Q-table, requiring
about 4 KB of memory. This indicates that Wild-Learning achieves
adaptability without meaningful additional memory overhead.
Figure 12b presents the average model training time. Wild Turkey
consistently achieves faster training than Bourbon, with a maxi-
mum reduction of 35.9% on the Uniform dataset. This improve-
ment stems from the reduced number of model segments, as Wild-
Learning adaptively adjusts error bounds based on key distribution.
Fewer segments lead to lower training overhead, making model
construction more efficient without compromising accuracy. Im-
portantly, the overhead introduced by the RL component in Wild-
Learning is negligible under a fixed resource budget: each invoca-
tion of the RL controller accounts for only 1.5% of the overall model
training time, and thus its cost is barely visible in Figure 12b.



RocksDB ~ EEE Bourbon
WiscKey mm Wild Turke

T RocksDB
=3 WiscKey
B Bourbon

100 =3 RocksDB
== WiscKey
= Bourbon
W Wild Turkey

Throughput(kOps/s)

Throughput (MB/s)
@
S

=3

l
SATA Optane NVMe SATA Optane NVMe

(a) Write. (b) Read.

Figure 13: YCSB work-
load. Figure 14: Heterogeneous storage
performance.

5.4 YCSB Evaluation

We first evaluate the performance of Wild Turkey across diverse
access patterns using six standard YCSB workloads. Wild Turkey
consistently outperforms the baseline systems across all workloads,
with particularly pronounced gains in write-intensive scenarios.
First, Wild Turkey exhibits the most significant advantage in write-
dominated workloads A and F. During the Load phase, Wild Turkey
achieves substantial throughput improvements by reducing com-
paction overhead and write stalls through LAC. Specifically, it out-
performs RocksDB by a factor of 4.73x and surpasses Bourbon by
1.47x. Second, Wild Turkey maintains competitive performance in
read-intensive workloads B, C, and D. Despite prioritizing write
efficiency at upper levels, Wild Turkey preserves read performance
by employing larger SSTables at deeper levels and adaptively se-
lecting error bounds for learned indexes. As a result, it reduces
read amplification and model overhead, achieving speedups of 1.3x,
1.46x, and 1.33x over Bourbon, respectively. In Wild Turkey, LAC
primarily improves write throughput, while adaptive error bounds
are essential for read efficiency.

5.5 Wild Turkey in Different Storage Devices

We evaluate the performance of Wild Turkey across storage de-
vices with diverse latency characteristics, including SATA SSDs,
Intel Optane, and NVMe SSDs, as summarized in Table 2, to exam-
ine whether its performance benefits generalize across different
storage devices. Figure 14 shows that Wild Turkey consistently
outperforms Bourbon and WiscKey on both write and read using
the OSM dataset. Specifically, Wild Turkey improves write through-
put by up to 1.46x on SATA, 1.44x on Optane, and 1.43x on NVMe,
while achieving read throughput gains of 1.36x, 1.34x, and 1.38x,
respectively, on the same devices. These results demonstrate that
Wild Turkey sustains significant performance advantages regard-
less of storage medium, achieving consistent efficiency improve-
ments even on low-latency devices like Optane and NVMe.

5.6 Parameter Tuning and Online Adaptation

This section explains the design rationale of Wild Turkey and eval-
uates its main design choices, including comparisons with simpler
alternatives.

5.6.1 Why RL is necessary. Wild Turkey uses RL for three reasons.
First, in LSM-tree-based KVSs, the optimal configuration changes
over time because workload patterns, background flush/compaction
behavior, and SSTable-level key distributions continuously evolve [12,
13, 41]. As a result, a fixed configuration selected offline (e.g., by
grid search) may become less effective over time, even if it performs
well in an earlier phase [46]. Second, online tuning methods such as
rule-based tuning, which rely on current performance or short-term
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feedback [1, 23], can react quickly to system changes. However, in
LSM-trees, the effect of a parameter change often appears gradually
after flush and compaction, making such delayed effects difficult to
capture and potentially leading to suboptimal decisions. Third, RL
can exploit longer-term feedback to adapt to workload shifts and
background job effects while remaining lightweight in our design.

Figure 15 compares the throughput of three tuning strategies
under a workload shift, where each strategy selects the LAC-degree
D and error bound § online or offline. We construct a two-phase
uniform workload in which the read:write ratio changes from write-
inclined (3:7) to read-inclined (7:3) [46]. Wild-Learning is our pro-
posed RL-based online tuner; Grid (offline) is the best fixed config-
uration obtained by offline grid search [4] on the first phase and then
kept unchanged after the shift; and Rule-based (online) [1, 23] is
a simpler online baseline that uses the same action spaces and event-
driven update triggers as Wild-Learning, but replaces value-based
learning with a local throughput-driven adjustment rule. Before the
shift, Grid achieves the highest initial throughput, while both online
methods approach it after brief adaptation and become comparable
by around 200 s. After the shift (around 500 s), Grid degrades the
most, while the rule-based tuner reacts more aggressively during
the transition, but this more reactive behavior appears to be my-
opic and does not lead to the best post-shift operating point. In
contrast, Wild-Learning achieves the highest average throughput
in the second phase.

5.6.2  Event-Driven Stabilization of D and §. Figure 16 shows the
event-driven evolution of D (updated on compaction events) and §
(updated on SSTable-build events), illustrating the transition from
early exploration to more stable behavior. The patterns differ be-
cause D is learned independently at each level, whereas § is selected
for newly generated SSTables based on their key distributions. As a
result, §’s exploration is more visible when many SSTables are gen-
erated early, while later behavior becomes more stable as previously
learned choices are reused for similar distributions. Empirically, D
typically enters a relatively stable range after roughly the first 100
relevant update events. Since the § controller is updated on SSTable-
build events rather than only on per-level compaction events, it
receives more frequent update opportunities in practice. Across our
experiments, each state bucket of the § controller typically shows
relatively stable behavior after roughly 50-80 update events. We
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present these as practical bootstrap/stabilization indicators rather
than as claims of strict convergence.

5.6.3 Robustness to Access Patterns and Discretization. Figure 17a
evaluates robustness to both access skew and discretization choices.
Under YCSB A workload with Zipfian access pattern, varying skew
from 0 (uniform) to 1.2 (high skew), a step of 0.1 yields only a 3.5%
normalized throughput range (normalized by the group means). We
further vary discretization knobs in controlled experiments—§ step
€ {2,4,8,16}, D step € {1,2,3,4}, and buckets € {2,3,4,5}—and
observe limited throughput impact (maximum variation < 4.3%).
This indicates robustness to discretization granularity and avoids
fine-grained tuning of these knobs; importantly, such insensitivity
does not imply that a single static fixed D or § is sufficient, since
Wild-Learning’s gains come from event-driven online decision-
making and continuous adaptation under non-stationarity.

5.6.4 Component Contributions and Coordination of Two Con-
trollers. Figure 17b shows the contributions of the two controllers
and how they work together. Adaptive LAC-degree adjusts D at
the level granularity based on compaction efficiency and write am-
plification, while adaptive error bound adjusts § at the SSTable
granularity based on each SSTable’s key distribution and lookup
cost. Thus, the two knobs differ in both decision granularity and
decision criteria. The baseline uses fixed § = 8 and D = 1 (LAC
disabled). Adaptive LAC-degree alone improves both write and
read throughput by increasing compaction efficiency and reducing
SSTable management overhead, but it does not optimize the internal
search cost within each SSTable. Adaptive error bound alone pro-
vides only limited benefit, because file-selection overhead can still
dominate when many small SSTables exist. When both are enabled,
changes in D reshape the size and organization of future SSTables,
and the adaptive error bound then selects a more effective ¢ for
each SSTable. As a result, the two controllers are complementary
rather than conflicting, and their combination achieves the best
end-to-end performance.

5.6.5 Comparison with simpler sizing baselines. To justify LAC’s
exponential sizing rule, which sets the target SSTable size at level
ito S; = Sy X D!, we compare it in Figure 17(c) with two simpler
baselines: Uniform sizing (S; = So) and Linear sizing (S; = Sy (1+ki)),
where k controls the linear growth rate. For fairness, all three
policies use the same base size Sy, and we set k so that Linear
matches LAC’s bottom-level target size under the same D and
maximum level. Figure 17(c) reports latency normalized to Uniform
(100%). LAC outperforms both baselines, reducing write latency by
27.7% and read latency by 24.6% relative to Uniform. Linear provides
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smaller gains of 12.5% for writes and 15.3% for reads, but remains
inferior to LAC. These results suggest that exponential growth
is more effective than the simpler sizing policies we evaluated
for reducing the number of files in deeper levels and mitigating
compaction interference, thereby lowering end-to-end latency.

6 RELATED WORK

LSM-tree Optimization. LSM-trees have been extensively op-
timized for compaction, write amplification, stalls, and storage
efficiency [2, 5, 14, 26-30, 36, 40, 52, 57, 65, 66]. PebblesDB [48]
improves compaction efficiency by partitioning the LSM-tree into
smaller independently compactable units, while MatrixKV [63] re-
duces write stalls and write amplification by organizing data in an
NVM-based matrix container.

Learned Index. To meet the demands of large-scale data sys-
tems, researchers have proposed learning-based indexing struc-
tures that replace or augment traditional trees using predictive
models [8, 11, 15, 16, 19, 20, 22, 32, 33, 38, 53, 61]. Kraska et al. [34]
introduced the RMI, a two-stage hierarchical model that replaces
traditional B-Trees by recursively partitioning the key space with
learned models. RMI demonstrated substantial space savings and
lookup improvements for static datasets. Ferragina et al. [19] pro-
posed the PGM, which constructs an index by approximating the
key-position mapping with a minimal number of linear segments
under a specified error bound, offering a tunable trade-off between
accuracy and space.

LSM-tree with Learned Index. Recent work integrates learned
indexes into LSM-tree-based KVSs [11, 39, 57]. LeaderKV [58] com-
bines DKTables, learned models, and redirection to reduce irrelevant
accesses and misprediction cost. Treeline [64] jointly considers data
organization and learned-index efficiency by tuning run organi-
zation under a fixed error threshold. Unlike these systems, Wild
Turkey targets compaction-driven leveled LSM-trees and online
co-tunes level-specific SSTable granularity and per-SSTable error
bounds.

7 CONCLUSION

Wild Turkey rethinks how learned indexes and LSM-trees interact
by addressing two key mismatches between LSM-tree dynamics
and learned index construction. By scaling SSTable size per level
(LAC) and adapting LAC-degree and error bound in real-time (Wild-
Learning), it improves the read/write trade-off: smaller SSTables at
write-intensive upper levels reduce compaction overhead, while
larger SSTables at read-intensive deeper levels improve lookup ef-
ficiency. Across our evaluation, Wild Turkey achieves up to 2.01x
higher write throughput and 1.52x higher read throughput than
Bourbon. Future work will focus on improving the learning frame-
work along two directions: joint or hierarchical RL for coordinated
control, and improved exploration mechanisms, including level-
aware exploration strategies for rare-compaction levels and re-
triggered exploration under workload drift after epsilon decay.
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