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ABSTRACT

Predicting missing cell values in tabular data is a fundamental prob-
lem in data cleaning. While state-of-the-art reasoning models show
great promise in predicting missing values in tables, by reasoning
holistically across rows and columns, they are costly to deploy at
scale and tend to be overconfident, often generating hallucinated
or false-positive predictions.

In this paper, we observe that achieving high precision missing-
value prediction in tables requires a distinct combination of three
capabilities: (1) world knowledge, (2) text-based reasoning, and (3)
code-based reasoning. We systematically explore design choices for
combining these capabilities, and propose an Auto-Fill approach
that post-trains three specialist small language models (SLMs), each
optimized for one capability. We develop a calibrated ensemble
mechanism that either dynamically selects the most confident spe-
cialist or abstains, ensuring high accuracy.

Extensive experiments on 11 benchmarks with 2200 real tables
drawn from diverse domains show that Auto-Fill achieves supe-
rior accuracy compared to state-of-the-art reasoning models (e.g.,
o3-pro, Gemini 3 Pro, and DeepSeek R1), while operating at a frac-
tion (less than 1%) of the cost of these frontier models. Our results
highlight the effectiveness of specialization and calibrated absten-
tion in the important domain of tabular data.
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Figure 1: Example of Auto-Fill in spreadsheet software: con-

fident missing-cell predictions appear as “suggestion cards”

(right pane) for users to review and accept. Correctly predict-

ing “C6” (winner of Super Bowl 2014) requires [Knowledge].

1 INTRODUCTION

Missing values are prevalent in tabular datasets, which can arise
due to missed data entry, unavailable data observation, or errors
introduced during data integration [6, 39]. Prior studies report
that up to 45% of real-world tables contain missing cells [9, 29],
making predicting missing values one of the key tasks in data
cleaning [3, 6, 17, 39].

Recent advances in end-user data cleaning, such as the built-
in cleaning capabilities in widely used spreadsheet software like
Excel [33] and Google Sheets [11], create new opportunities for
deploying missing-value prediction directly within tables used by
billions of users, making the problem especially important. Exam-
ple 1 shows an example of this capability in spreadsheet settings.

Example 1. User Alice is viewing the spreadsheet in Figure 1,
which lists statistics for past Super Bowl games, including “Date”,
“Winning team”, and “Score”, etc. She notices a missing value in cell
“C6” and wants to fill it to improve data quality for analytics, a task
that traditionally requires substantial manual effort.

Prediction from surrounding table context can simplify this task.
For “C6”, the system can predict the winning team and its over-
all record, format the result consistently with the column (e.g.,
“Seattle Seahawks (2, 1-1)”), and present it as a “card” in the side
pane. Alice can then quickly review and accept the recommendation
rather than researching and entering the value manually. □

Unique combination: Knowledge, reasoning, and coding.

While the example above requires relevant “knowledge”, which
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Figure 2: Real tables where [Reasoning] is required (see Example 2). Left (inter-column): the missing name in A6 (“Orochimaru”)

is embedded ad-hoc within the “ImageURL” string. Right (intra-column): each column holds “1”/“2”/“3” once, else “NR”, so D6=“3”.

Figure 3: Real table where [Coding] is required (see Exam-

ple 3): cell B5 (“34.19%”) is computed from the implicit relation

“Clinton”=“100%”−“Bush”−“Perot”−“Others”.

seems well suited for today’s language models, we emphasize that
filling missing values in tabular data is far more than retrieving facts
from models’ internal knowledge. Rather, it is a task that requires
a distinctive combination of knowledge, reasoning, and coding
capabilities, as we show below.

Example 2. Figure 2 presents two real tables containing missing
cells that require non-trivial reasoning to resolve. In the left table,
cell A6 in the “Characters” column is missing. Notably, several
columns to the right include an “ImageURL” field, whose URL strings
embed character names in ad-hoc formats. By leveraging this subtle
“inter-column” relationship, one can infer the missing character
name in A6 (in this case, the correct value is “Orochimaru”).

In the right table, cell D6 is missing. Although this may not be
immediately apparent, each column actually follows a consistent
pattern: the values “1”, “2”, and “3” each appear exactly once, rep-
resenting the rankings of the top-3 teams in a given event, while
the remaining team is labeled “NR” (not ranked). By recognizing
this implicit “intra-column” pattern, one can confidently infer that
the missing value in D6 is “3”. □

In both examples above, factual “knowledge” plays little role in
predicting the missing values, as these are really niche facts that
language models either cannot recall exactly or tend to halluci-
nate [46]. Instead, it is far more effective to predict by leveraging
implicit inter-column and intra-column patterns that exist in the
table in these cases, based on the surrounding table context.

Given the need to “reason”, and the recent rise of reasoning
models (e.g., OpenAI o1, DeepSeek-R1, Gemini 3 Pro), in our initial
tests, we found reasoning models to be quite effective for examples
like those in Figure 2. For instance, DeepSeek-R1 is able to generate
detailed, step-by-step textual reasoning for the right-hand example
in Figure 2, ultimately arriving at the correct missing value. Figure 4
(Left) illustrates a representative reasoning trajectory (“Okay, let’s
check . . .Wait, for each column, we see exactly one team ranked as 1,
2, 3 . . . So the only missing value for Guelph should be 3”).

In addition to text-based reasoning, code is another important
“mode” that needs to be used to infer missing values in tables.

Example 3. Figure 3 shows another example table, where cell
B5 is missing. In this case, based on the values in the table, one
could infer an implicit inter-column relationship, namely “Clinton”

+ “Bush” + “Perot” + “Others” = “100%”. It is therefore possible to
create a small code snippet to calculate the missing value in B5.

It is worth noting that, unlike the example in Figure 4 (Left),
which relies on text-based reasoning, the example in Figure 3 in-
volves precise numerical computation and is better suited for code-
based inference, as illustrated in Figure 4 (Right). In this case, the
generated code must be executed over the table to produce the pre-
dicted missing value. (Although text-based reasoning can also carry
out calculations in natural language, it is susceptible to calculation
errors, particularly when the computations are complex). □

Challenges and key requirements. The task of filling missing
values in tables we study poses the following unique requirements:

(1) High precision: In our task of imputing missing values in
tabular data (e.g., user spreadsheets or business-critical tables), pri-
oritizing high precision is essential. The system should generate
predictions only when they are highly likely to be correct. Repeated
inaccurate suggestions not only burden users (since each sugges-
tion requires manual verification) but can also contaminate the
underlying tables, causing issues in downstream analytics.

Achieving high precision necessitates reliable confidence estima-
tion, yet vanilla LLMs are known to be systematically overconfident
and tend to generate hallucinated predictions even under substan-
tial uncertainty [52, 62]. We therefore need to train models to not
only predict missing values, but also produce well-calibrated con-
fidence scores. Producing calibrated confidence is a well-known
challenge in LLMs [10], and a key focus of this work.

(2) Low cost: Given that tables with missing values are prevalent,
and predictions like those in Figure 1 need to be generated at scale
(e.g., for all tables containingmissing cells so users can review them),
maintaining low inference cost is essential, which makes a direct
use of frontier models too costly1. At the same time, while smaller
language models (e.g., 8B open-source models) are significantly
cheaper, they often yield substantially lower quality. Achieving the
best of both worlds, with high-quality predictions at low cost, is
therefore a key goal that we aim to achieve in this work.

(3) Multi-mode: As the examples in Figure 1, 2 and 3 show,
predicting missing values in different types of tables requires ap-
proaches of different “modes” (knowledge/reasoning/coding). An

1Applying frontier reasoningmodels to predict missing values for all active spreadsheet
tables in Excel is estimated to cost over tens of millions of dollars per day.
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Predict missing value (Reasoning)

Instruction: In the table below, one cell is marked as 
“[MISSING]”, please predict its value and answer 
using JSON : {“value”: “”, ”confidence”: “”}. 

Table:
| Team | M1 | M2 | M3 | M4 | M5 | M6 |
| Alberta Bears | 1 | NR | NR | 2 | 3 | NR |
| Bishop's Gaiters | 2 | NR | NR | 1 | NR | NR |
| Guelph Gryphons | NR | NR | [MISSING] | …
| Laurier Hawks | NR | 1 | NR | NR | NR | NR |

Output:  
<think> Okay, let's check … Wait, for each column, 
we have exactly one team ranked as 1, 2, 3. Let’s 
check each column to verify … This is confirmed 
and the only missing value for Guelph should be 3. 
</think> {”value": “3”, “confidence”: “95”}.

Predict missing value (Coding)

Instruction: In the table below, one cell is marked as 
“[MISSING]”, please predict its value and answer 
using JSON : {“code”: “”}. 

Table:
| County | Clinton | Votes | Bush | Perot | Others 
| Sierra | 34.83% | 12 | 36.85% | 27.68% | 0.64% 
| Yuba | 34.24% | 140 | 43.40% | 21.53% | 0.83% 
| Mono | [MISSING] | 48 | 36.05% | 28.66% | 1.10% 
| Alpine | 34.07% | 8 | 35.18% | 29.48% | 1.27% ||

Output:  
<think> .. reason about col relationship .. </think> 
<code> 
df["Clinton"] = 100 - df["Bush"] - df["Perot"] - df["Others"] 
df["Clinton"] = df["Clinton"].round(2).astype(str) + "%"
</code> 

Figure 4: Example LLM responses to predict missing values.

(Left): an example prompt corresponding to Figure 2 (Right),

which shows that the LLM needs to “reason” before it can

answer correctly. (Right): an example corresponding to Fig-

ure 3, where the LLM needs to “code” to answer correctly.

effective solution must therefore seamlessly integrate the comple-
mentary “modes” in order to make accurate predictions.

Our approach: Auto-Fill. In this work, we develop an Auto-
Fill approach that post-trains small language model (SLM) special-
ists , each specializing in knowledge/reasoning/coding, respectively,
for the missing value prediction task. These specialist models are
then combined holistically using confidence-based ensembles, en-
suring high quality while at very low costs as shown in Figure 5.

Our work makes the following contributions:
• We develop and release a suite of 11 benchmark datasets curated

from diverse tabular sources, enabling systematic comparison of
missing-value prediction methods.

• We design Auto-Fill, a high-precision, low-cost, multi-mode
method that trains and combines specialist SLMs for knowledge,
reasoning, and coding.

• We test Auto-Fill using multiple families of language mod-
els (Qwen3 and GPT-4.1), demonstrating state-of-the-art perfor-
mance that surpasses frontier models such as o3-pro and Gemini
3 Pro, while operating at less than 1% of their cost, which is
highlighted in our main result in Figure 5.

• We map the design space through extensive experiments, docu-
menting negative results to inform future work.

• While reasoning models excel at math and code, their use in tab-
ular settings remains limited. We are among the first to demon-
strate the potential of training and adapting reasoning models to
real-world tabular use cases.

2 RELATEDWORK

We review existing research related to our problem in this section.
Traditional data cleaning in tables. There is a long and fruit-

ful line of research on data cleaning [3, 6, 17, 39] that leverages
formal constraints, such as Functional Dependencies (FDs) and
Conditional Functional Dependencies (CFDs), to detect errors and
propose fixes (i.e., values to fill in cells). While this line of research
is highly influential, these methods typically require constraints to
be known and provided a priori on specific datasets, which there-
fore do not generalize to open-ended, spreadsheet-like scenarios
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Figure 5: Quality vs. cost comparisons: Auto-Fill variants

based onQwen3 (pink) andGPT-4.1 (purple) form the quality–

cost Pareto frontier among the tested models, offering differ-

ent trade-offs between quality (y-axis, higher is better) and

cost (x-axis in log scale, lower is better). indicates the best

quadrant (high quality, low cost).

(Figure 1). Furthermore, formal constraints are inherently limited
in their ability to incorporate world knowledge or perform com-
plex reasoning, thereby restricting their coverage. As we will show
experimentally, these limitations place a low upper bound on the
achievable recall of constraint-based methods.

Language models for value filling. Large language models
(LLMs), including recent reasoning-oriented models [12, 19], show
strong potential for filling missing values in tabular data, and recent
works adapt them to diverse table tasks [25, 51, 61, 63, 64]. However,
they are often overly confident, always producing predictions even
when uncertainty is high [52, 62], and are prohibitively expensive
to deploy at scale (e.g., across all spreadsheet tables with missing
cells). These limitations make it impractical to apply LLMs out of
the box, motivating our work to adapt them into specialized models
that are both more accurate and cost-efficient for our task.

Data-lake-based imputation. A separate line of work fills
missing values using an external corpus of related tables: Lake-
Fill [55] retrieves candidate values from a data lake, and CESID [30]
hybridizes retrieval with model-based estimation. While these ap-
proaches are effective when a large data lake contains many similar
tables from which missing values can be retrieved, such resources
are often unavailable in the general tabular settings we target.

Data repair. The broader repair literature spans two
paradigms [35]: rule-drivenmethods that learn repair actions on top
of declared constraints (e.g., BUNNI [32]), and rule-free methods
that learn from observed data distributions (e.g., SCARE [53], Boost-
Clean [22], Baran [31]). Both, however, rely on intra-table signals
and cannot leverage world knowledge or complex reasoning.

Reasoning models. Recent advances in reasoning-oriented
models, such as DeepSeek-R1 [12] and OpenAI o1 [19], demonstrate
that models post-trained from LLMs using reinforcement learning
with verifiable rewards (RLVR) techniques, such as GRPO [41], can
achieve strong performance on math and coding tasks.
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While there is substantial research on adapting and post-training
reasoning models for math and coding tasks, training reasoning
models in tabular settings has been limited so far. We are among
the first to demonstrate the potential of post-training reasoning
models in important real-world tabular scenarios.

Data imputation in Machine Learning literature. A related
ML literature on “data imputation” [8, 15, 18, 47] aims to fill missing
cells with values as close as possible to the ground truth, rather
than predicting the exact missing value. The guiding principle is
statistical utility: for example, mean imputation may estimate a
“sales-quantity” value that is close but not exactly correct, which
still improves downstream ML training since most models benefit
from approximate but complete inputs.

This sharply contrasts with our setting, where a prediction must
be exactly correct or the system should abstain. Predicting “98” for a
true “sales-quantity” of “100” is unacceptable in spreadsheet and
analytics scenarios, since even small inaccuracies propagate into
downstream reports. Our problem therefore requires both exact
correctness (numeric closeness is insufficient) and high precision.

3 PROBLEM FORMULATION

We now formally define the problem of missing value prediction
studied in this work.

Definition 1. [High-Precision Missing-Value Prediction] Let T =

{(𝑇𝑖 , 𝑟𝑖 , 𝑐𝑖 )}𝑁𝑖=1 be a set of prediction tasks, where each task specifies
a relational table 𝑇𝑖 and a target missing cell (𝑟𝑖 , 𝑐𝑖 ) with unknown
ground-truth value 𝑣𝑖 . For each task (𝑇𝑖 , 𝑟𝑖 , 𝑐𝑖 ), an uncertainty-aware
modelM producesM(𝑇𝑖 , 𝑟𝑖 , 𝑐𝑖 ), which is either a predicted value
𝑣𝑖 , or an abstention that is denoted by the symbol ⊥.

Let P(M) = {𝑖 | M(𝑇𝑖 , 𝑟𝑖 , 𝑐𝑖 ) ≠ ⊥} denote the set of non-
abstained predictions produced byM, and let correctness be deter-
mined by exact match, 1[𝑣𝑖 = 𝑣𝑖 ]. We define precision and recall of
M over T as:

Precision(M) = |{𝑖 ∈ P(M) | 𝑣𝑖 = 𝑣𝑖 }| / |P(M)|, (1)
Recall(M) = |{𝑖 ∈ P(M) | 𝑣𝑖 = 𝑣𝑖 }| / |T|. (2)

Given a user-specified precision threshold 𝜏 ∈ [0, 1], the problem of
High-Precision Missing-Value Prediction is to find a modelM, such
that the precision ofM is over the required threshold 𝜏 , whileM’s
recall is maximized, written as:

M∗ = argmax
M

Recall(M) s.t. Precision(M) ≥ 𝜏 . (3)

In our high-precision setting, modelM must produce calibrated
confidence and abstain when uncertain, avoiding hallucinations
or “wild guesses” that corrupt business-critical tabular data. This
differs from traditional ML data imputation [8, 18] in two fun-
damental ways. First, we require “strict exact match” rather than
“numerical closeness”, since even minor deviations (e.g., 99 instead
of 100) can distort downstream results. Second, whereas conven-
tional approaches aim to fill all missing values, our high-precision
formulation explicitly encourages abstention when evidence is in-
sufficient for reliable prediction. The central challenge is therefore
obtaining reliable confidence estimates from heterogeneous models
(knowledge-, reasoning-, and code-based), enabling abstention that
maximizes recall while maintaining high precision, as formalized
in Definition 1. Section 4 presents our approach.

Table 1: Auto-Fill: Design space choices

Architecture Options

One hybrid
vs. multiple

specialist models

(1) One hybrid model Training strategy: (1) Mixed SFT (2) Mixed SFT+RL

(2) Multiple specialists

Modes:

(1) Knowledge
(2) Reasoning
(3) Coding

Training strategy:

(1) SFT direct complete
(2) SFT distillation
(3) SFT + RL

Ensemble strategy:

(1) Learned router
(2) Prob. calibration
(3) Classical ML

4 OVERVIEW: DESIGN SPACE EXPLORATION

We present Auto-Fill, a confidence-aware tabular missing-value
prediction framework built on an ensemble of specialized small
language models (SLMs). We will give a high-level overview of the
design space in this section before delving into technical details in
subsequent sections. Table 1 summarizes the design space options.

One hybrid model vs. multiple specialist models? At the archi-
tectural level, we can either (1) train a single hybrid model capable
of natively switching between knowledge-, reasoning-, and coding-
based modes, or (2) use multiple specialist models each specializing
in one mode, that are then dynamically combined through an en-
semble mechanism.

Our findings indicate that combining specialized models consis-
tently outperforms a single hybrid model. When we train a small
model that combines these capabilities in a shared parameter set,
the model must alternate between fundamentally different genera-
tion strategies, which leads to interference [42, 59]. In contrast, it is
easier to train separate specialist models focusing on one capability
with strong performance. We will give detailed experimental results
in this area (Table 5 of our experiments).

Which specialist modes? Our knowledge/reasoning/coding split
mirrors the three model archetypes the LLM community has inde-
pendently converged on — instruction-tuned chat models for direct
completion, reasoning models with chain-of-thought [12, 19, 49],
and code-specialized models [13, 40]. Prior modular LLM systems
also draw the same split between knowledge retrieval, reasoning,
and code execution [5, 21, 58]. A post-hoc error analysis of our
final system supports this split empirically: among 100 sampled
failures, 89% fall inside the knowledge/reasoning/coding decom-
position rather than indicating a missing fourth mode, with the
remaining 11% being unrecoverable cases (see our full paper [28]).

How to train specialist models? Given that we employ multiple
specialist models, the next design decision concerns the training
strategy. We consider three options shown in the middle of Table 1:
(1) direct supervised fine-tuning (SFT), in which the model is trained
to predict answers directly; (2) distillation-based SFT, where the
model is trained on chain-of-thought reasoning traces generated
by a stronger teacher reasoning model; and (3) SFT + reinforcement
learning (RL), where SFT is followed with RL to further enhance
the models’ reasoning abilities.

Overall, our findings suggest that direct SFT is sufficient when
answers use models’ parametric knowledge, or require simple pat-
tern matching over tables. However, distillation-based SFT becomes
essential for problems involving complex multi-step reasoning or
non-trivial code generation. While reinforcement learning (RL)
yields modest further gains, it is significantly more expensive to
train, so we treat it as an optional enhancement.

How to ensemble specialist models? Given multiple specialists,
we need a mechanism to select among their predictions, as the
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<think> .. reason about col relationship .. </think> {“code”: 
df['Arrive'] = (pd.to_datetime(df['Depart'], format='%H:%M’) 
+ pd.to_timedelta(df['Duration'])).dt.strftime('%H:%M’) }

Flight Depart Duration Arrive
AA101 08:30 2h15m [MISSING]

UA205 14:20 1h45m 16:05

DL308 09:15 3h30m 12:45

{“confidence”: 1} 

Knowledge !!

Reasoning !"

Coding !#

! !. #$ ⋅ !. &# ⋅ !. '' 
Geometric Mean

{“confidence”: 0.418} 
Please fill in the missing 
value in the input table.

df.loc[:, “Arrive” ] = np.nan
exec(code, df)

10:45
16:05
12:45

Random mask
…YearAge…

200125
197353
197056

…YearAge…
200125
197353
197056

Teacher !

I want suggestions 
with confidence > 0.9

Logprobs-based

Verbalized

Execution-based

Confidence CalibrationSpecialists Inference

0.24 

0.95 

0.99 

Ensemble Selection

ConfidenceOutputSpecialist
0.2410:30!!
0.9510:45!"
0.9910:45!#

Confidence: 0.99 > 0.9
KEEP or ABSTAIN?

… Depart Duration Arrive
08:30 2h15m 10:45
14:20 1h45m 16:05

09:15 3h30m 12:45
[OK – ACCEPT SUGGESTION]

SFT DirectSFT Distillation

Specialist Training

<think> We need to find the missing arrival time for flight 
AA101. Departure 08:30, duration 2h 15m, so arrival is 
08:30 + 2h15m = 10:45. So missing value is 10:45. </think>

                        {“value”: 10:45, “confidence”: 90} 

{“value”: 10 : 30 }

Figure 6: Auto-Fill: our proposed architecture based on an exploration of the design choices in Table 1. It trains specialist

models (middle), which are dynamically selected at inference time based on calibrated confidence estimates (right).

same missing cell may be solvable by different specialist models.
We explored three approaches, shown on the right of Table 1: (1) a
learned router that predicts which specialist to invoke for a given
input (analogous to router models used in ChatGPT [37] to select
reasoning vs. chat models); (2) a classical ML ensemble (XGBoost)
that takes the confidence scores from specialist models as input
and uses classifications to select a prediction; and (3) calibrated
confidence selection, where each specialist produces a principled
confidence score that is calibrated to true probabilities, with the
most confident specialist being selected.

We find that calibrated confidence selection is the most prin-
cipled and effective strategy: it directly captures each specialist’s
self-estimated prediction reliability, thereby enabling natural ab-
stention when no specialist is sufficiently confident. In contrast, the
learned router’s confidence measures certainty about which special-
ist to invoke, rather than whether the resulting prediction is correct,
which leads to degraded performance in our high precision set-
tings. Classical ML XGBoost improves upon the router, but it does
not generalize consistently across datasets. Detailed evaluations of
these design choices will be presented in our experiments.

Auto-Fill: Final design. Building on the above explorations, our
proposed Auto-Fill adopts a multi-specialist architecture, as illus-
trated in Figure 6. Our approach uses an ensemble of three comple-
mentary models: (1) a knowledge specialistM𝐾 trained via direct
SFT, with confidence estimated from token-level log-probabilities;
(2) a reasoning specialist M𝑅 trained via distillation-based SFT,
whose confidence is distilled from sampled reasoning distributions;
and (3) a coding specialistM𝐶 , also trained via distillation-based
SFT, which generates Python code and derives confidence through
self-validation against the observed column values.

The distillation of M𝑅 and M𝐶 relies on a teacher model T .
In our implementation, we instantiate T with DeepSeek-R1 [12],
as it produces open reasoning trajectories (unlike closed-source
reasoningmodels), though any sufficiently capable reasoningmodel
could serve as the teacher.

Confidence signals fromM𝐾 ,M𝑅 , andM𝐶 are then mapped
onto a unified probabilistic scale using principled isotonic cali-
bration to reflect their true probabilities [60]. At inference time,
Auto-Fill either selects the prediction from the most confident
specialist, or abstains if none surpasses a target precision threshold.

We will now describe the training stage and ensemble stage of
Auto-Fill, in Section 5 and Section 6, respectively.

5 TRAINING SPECIALIST MODELS

This section details the training of three specialist SLMs, each tai-
lored to a distinct capability: knowledge, reasoning, and coding.
For each specialist, we describe both its post-training procedure
and its corresponding confidence estimation mechanism. Confi-
dence calibration is particularly critical, as LLMs are known to be
systematically overconfident, and different reasoning paradigms
necessitate different estimation strategies [10, 52, 56, 62].

At a high level, all three specialists share a common training data
construction process. A key advantage of missing value prediction
for tabular data as a learning problem is that ground-truth training
data can be generated automatically from complete tables: for each
complete table in our corpus, we randomly select a non-empty
cell (𝑟, 𝑐) and replace its value with [MISSING]. The masked table
serves as input, and the original cell value serves as the ground-
truth label. Cells already empty in the original table are kept, so the
model still sees naturally co-occurring missing values in context.

Example 4. [Masking]. On the left of Figure 6, we have an exam-
ple table with flight information. In the self-supervised “masking”
procedure, we sample a cell from the table, in this case the top-right
cell, replace its original value (“10:45”) with the mask “[MISSING]”.

Because we know the ground-truth should always be the original
value “10:45”, which comes “for free”, it enables us to systematically
construct training examples for the knowledge, reasoning, and
coding specialists, where the final answer is always “10:45”. This
serves as a unified way to “self-supervise” and construct diverse
training examples for all specialists. □

This self-supervised paradigm allows us to construct large-scale
training corpora without human annotation. From a large shared
pool of masked tables, we develop techniques to automatically
generate training data for knowledge, reasoning, and coding, re-
spectively, which we will describe in the next three subsections.

5.1 Knowledge Specialist

Not all missing values require complex reasoning. For instance,
the missing value in Figure 1 (the winning team of a Super Bowl
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game) can be answered using the model’s knowledge, together with
necessary formatting, so that the predicted value is consistent with
other values in the same column to precisely match the ground-
truth. Models can answer cases like this without complex reasoning.

Interestingly, we in fact find that for tasks requiring knowledge,
employing chain-of-thought reasoning models can actually harm
prediction quality. For example, when we sample Wikipedia tables
with well-known facts as test cases, reasoning-oriented models
often perform noticeably worse than chat-style models that directly
generate completions; this trend persists even after post-training.2

Capabilities beyond Knowledge. While we refer to this special-
ist as “knowledge” for simplicity, we observe that post-training
enhances the model beyond merely retrieving relevant facts from
its internal memory. In particular, post-training here improves two
capabilities that are critical yet often lacking in vanilla small mod-
els. First, the model must be able to “align” a missing cell with
other values in the same column, effectively “reading vertically” in
the column direction, which is non-trivial especially in large and
wide tables [25, 57]. If the model mis-aligns the missing cell and
associates it with a different column (which happens often with
small models), the resulting prediction can be entirely incorrect.
Second, the model must generate predictions that conform to the
formatting patterns established within the column – e.g., in Fig-
ure 1, where win/loss/total records follow a specific format, the
predicted output must also use the exact same format, a skill that
small models can learn to improve. We observe that post-trained
knowledge specialistsM𝐾 substantially enhance both capabilities
in addition to better knowledge retrieval.

Training data generation: direct ground-truth completion. For
the knowledge specialist, M𝐾 , we therefore train the model to
directly predict the ground-truth value in a structured response
of the form {“value” : 𝑣}, where 𝑣 is the ground-truth that we can
automatically construct using our masking procedure in Example 4.

Confidence extraction: log probability aggregation. Since M𝐾

generates 𝑣 as its first substantive output, the token-level log-
probability logprob(𝑣) reflects themodel’s raw belief over its output
vocabulary, unconditioned on any potentially incorrect intermedi-
ate predictions [23]. Log-probabilities in the direct-answer setting
have been shown to correlate with factual correctness, making
them a reliable confidence signal [20, 52].

When the predicted value 𝑣 spans multiple tokens (e.g., multi-
word phrases or numeric strings), we compute confidence as the
geometric mean of token-level probabilities. Concretely, let {𝑡𝑖 }𝑛𝑖=1
denote the tokens comprising 𝑣 . We extract the log-probability of
each token from the model’s output distribution and aggregate
them to compute the overall confidence, denoted by conf𝐾 , as:

conf𝐾 = exp

(︄
1
𝑛

𝑛∑︂
𝑖=1

logprob(𝑡𝑖 )
)︄
=

(︄
𝑛∏︂
𝑖=1

𝑃 (𝑡𝑖 )
)︄1/𝑛

, (4)

where 𝑛 is the number of tokens in the model-produced answer 𝑣 .

2We hypothesize that generating additional intermediate tokens introduces more
opportunities for error accumulation and shifts probability mass away from the correct
answer token [27]. Moreover, predicted values in tabular settings must adhere to
formatting patterns established by other values in the same column (e.g., in Figure 1).
Reasoning models can fail to maintain such consistency when they are distracted by
intermediate reasoning tokens.

Algorithm 1: Trace Construction forM𝑅

Input:Masked table𝑇 , target cell (𝑟, 𝑐 ) , ground truth 𝑣∗, teacher
T, sample size 𝑘

Output: Training trace with supervision
1 Generate reasoning traces R1 ← {T(𝑇 ) }𝑘𝑖=1 without confidence ;
2 C1 ← {𝑟 ∈ R1 : answer(𝑟 ) = 𝑣∗} ;
3 if C1 = ∅ then
4 return ⊥
5 𝑟 ∗ ← argmin𝑟 ∈C1 |𝑟 | // Shortest correct trace

6 Generate reasoning traces R2 ← {T(𝑇 ) }𝑘𝑖=1 with confidence ;
7 conf← E[𝑐 | answer(𝑟 ) = 𝑣∗ ] · 𝑃 (answer(𝑟 ) = 𝑣∗ ) over R2 ;
8 return (𝑟 ∗, 𝑣∗, conf) ;

The geometric mean is appropriate because the joint probability
of generating the full value factorizes as a product of per-token
probabilities in auto-regressive models. Averaging in log-space
normalizes for sequence length, preventing longer values from
being systematically penalized. The resulting score lies in [0, 1] and
is the model’s intrinsic confidence in the predicted value.

Training. We use standard supervised fine-tuning directly on
(table, answer) pairs constructed via the masking procedure in
Example 4, similar to table instruction-tuning style training [25, 63].

After training, the model learns to predict missing values by
not only retrieving relevant facts from its internal knowledge, but
also formatting the predicted value in ways consistent with other
values in the same column, as in the example of Figure 1 (where the
predicted value needs to follow a particular data format). This is
important in our tabular setting, and is an ability that small models
learn to improve during training.

5.2 Reasoning Specialist

In many other cases, predictions require multi-step complex rea-
soning, where direct completion can fall short. Figure 2 shows two
illustrative examples in this category, as discussed earlier. For these
cases, chain-of-thought reasoning is essential.

Training data generation: reasoning distillation. We train M𝑅

by distilling high-quality chain-of-thought reasoning traces from
a teacher model T . Chain-of-thought prompting [49] substan-
tially improves multi-step reasoning by encouraging models to
decompose problems into intermediate steps, but effective chain-
of-thought generation typically requires either large models or
explicit training on reasoning. We address this through distillation:
T generates reasoning demonstrations, which are used to fine-tune
the smallM𝑅 student model. Following the <think>...</think>
convention [12, 54], M𝑅 generates its reasoning trace within a
structured block before producing its final prediction. This separa-
tion forces the model to commit to an explicit logical path before
answering and makes the reasoning process inspectable.

For each training instance constructed via themasking procedure
(Example 4), we prompt T to generate 𝑘 independent reasoning
traces (with 𝑘 = 10, balancing sample diversity and generation cost).
We then compare the predicted outcomes from these𝑘 traces against
the ground-truth value known from masking, retaining only those
traces that produce the correct answer. Among the correct traces,
we select the one with the shortest reasoning length for training, as
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it typically reflects a clearer logical structure and lowers inference
cost in the resultingM𝑅 .

Confidence extraction: two-stage sampling. To obtain reliable
confidence estimates for reasoning, a straightforward approach
is to use token-level log-probabilities of the final answer, as we
do forM𝐾 . However, we find this signal to be unreliable in the
reasoning settings. UnlikeM𝐾 , the final answer token in a reason-
ing model is conditioned on the entire preceding chain-of-thought
reasoning, which is post-hoc, often making its log-probability ar-
tificially high. In fact, we observe that this probability is almost
always close to 1.0, rendering it unusable as a confidence signal.

An alternative is to have T generate reasoning traces that ver-
balize confidence self-assessment, then use those traces directly
for training. However, this creates inconsistencies: the confidence
mentioned within a reasoning trace reflects a single sample’s self-
assessment, whereas the true reliability of that reasoning path can
only be estimated from the distribution of outcomes across multi-
ple independent attempts [38, 52]. If T verbalizes high confidence
within a single reasoning trace but empirically succeeds on that
case only occasionally in 𝑘 attempts, we would be training on a
trace that claims certainty while the true reliability is low.

We address this by decoupling trace selection from confidence
computation through a two-stage procedure. For each training case,
we first generate the 𝑘 reasoning traces described above without
confidence, yielding a clean distribution of prediction outcomes.
Second, we prompt T to generate 𝑘 additional completions with
explicit confidence verbalization. From this second set, we compute
an aggregate confidence score:

conftrain𝑅 =E[conf | correct] × 𝑃 (correct), (5)

whereE[conf | correct] is the mean self-assessed confidence across
correct completions, and 𝑃 (correct) is the fraction of attempts that
were correct. This product captures two complementary dimen-
sions: how confident themodel is when it succeeds, and how reliably
it succeeds. A case where T is consistently correct and consistently
confident yields a high score; a case with occasional success or low
confidence when correct yields a lower score.

Example 5. [Two-stage confidence generation forM𝑅]. Con-
sider the table in Figure 6 (lower left), where the “Year” for “Age =

25” is masked (ground truth: “2001”).
In Stage 1, we prompt T to generate 𝑘 = 10 independent reason-

ing traces without confidence. Eight correctly deduce 2026 − 25 =
2001. We retain the shortest correct trace for training on this case.
In Stage 2, T generates 𝑘 = 10 additional completions with verbal-
ized confidence, producing a mean confidence of 95. With eight
correct traces and the mean verbalized confidence, using Eq. 5, we
obtain 95 × 0.8 = 76, which is the target confidence we use in the
training data forM𝑅 to learn to fit. □

This process for training trace generation is detailed in Algo-
rithm 1, and example T traces for both stages are in our full pa-
per [28]. Importantly, we pair the selected reasoning trace (from the
first sampling round, generated without confidence) with the aggre-
gate confidence score (computed from the second sampling round,
generated with confidence), where the confidence is presented as
an externally-derived label. Figure 4 (Left) shows an example from
this generation process – given the table from Figure 2 (Right) with

Algorithm 2: Trace Construction forM𝐶

Input:Masked table𝑇 , target cell (𝑟, 𝑐 ) , ground truth 𝑣∗, teacher
T, sample size 𝑘 , observed row indices Iobs in column 𝑐

Output: Training trace with supervision
1 for 𝑖 = 1 to 𝑘 do

2 Generate code 𝑐𝑜𝑑𝑒𝑖 ← T(𝑇 ) ;
3 Execute on column 𝑐 to get result𝑉𝑖 ;
4 if execution fails or𝑉𝑖 [𝑟, 𝑐 ] ≠ 𝑣∗ then
5 continue ;
6 acc← 1

|Iobs |
∑︁

𝑗 ∈Iobs 1[𝑉𝑖 [ 𝑗, 𝑐 ] =𝑇 [ 𝑗, 𝑐 ] ] // Column-level

accuracy on observed rows

7 if acc ≥ 0.8 then
8 return (𝑐𝑖 , 𝑣∗ )

// 𝑐𝑜𝑑𝑒𝑖 generalizes to column

9 return ⊥ // No valid code found

a missing cell, the teacher model T produces a reasoning trace that
arrives at the correct prediction “3”, together with a confidence
estimate “0.95” following Algorithm 1.

Training. During distillation-based SFT,M𝑅 is trained to repro-
duce the reasoning trace before outputting the predicted value:

<think>...</think> {“value”: 𝑣, “confidence”: 𝑐}.

Note that the confidence label 𝑐 is learned from T ’s sampling distri-
bution, ensuring thatM𝑅 learns to produce confidence that reflects
true uncertainty rather than post-hoc rationalization [20].

5.3 Coding Specialist

A third class of missing values follows column relationships best
expressed as code, as opposed to verbose and imprecise text-based
reasoning. For instance, in Figure 3, the missing value in cell B5 can
be computed via the relationship “Clinton” = “100%” − “Bush” −
“Perot” − “Others”. Describing such a relationship and performing
the computation in natural language is verbose and error-prone;
but in code, they are direct and precise:
df['Clinton'] = 1 - df['Bush'] - df['Perot'] - df['Others']

Similarly, mathematical computations (e.g., calculating tax rates
based on different regions), domain-specific formulas (e.g., BMI
calculations), or unit conversion, etc., are all best expressed as
executable code snippets, rather than text-based reasoning.

Training data generation: column-level code.We generate train-
ing data forM𝐶 by prompting a teacher model T to first reason
about programmatic relationships that exist in a masked table (Ex-
ample 4), before producing Python code snippets to instantiate the
inferred relationships and predict the missing value. The format of
the training traces generated by T is:

<think>...</think> {“code”: 𝑐}

Figure 4 (Right) shows a concrete example of a trace with reasoning
and a code snippet, for the example in Figure 3.

We note that naive code generation using T can often produce
“hard-coded” programs that directly overwrite the predicted value
in the missing cell (e.g., df.loc[5, "B"] = "34.19%" for Figure 3),
which is ad-hoc and does not reflect column-level relationships.

We therefore constrain T to generate column-level code that
computes the entire target column as a function of other columns
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(e.g., df["Clinton"] = 1 - df["Bush"] - df["Perot"] ...). This has
two benefits: it forces the model to discover and leverage column
relationships rather than making ad-hoc point-based predictions;
and it naturally generalizes to cases where multiple cells in the
same column are missing. Our target code snippet 𝑐 , when exe-
cuted against the input table, should then compute the entire target
column, as in the case of Figure 4 (Right).

For each training case that is a masked table, we iteratively
prompt T to generate reasoning traces and code for up to 𝑘 times,
accepting the first candidate that satisfies three criteria: (1) the code
executes without errors, (2) it produces the correct value in the
target missing cell, and (3) it produces correct values for at least
80% of cells in the same target column. The third criterion is crucial
as it ensures the generated code generalizes to the entire column
(note that we do not require a 100% match with the target column,
because in real tables, a small fraction of cells, such as total and
sub-total rows, can deviate from the dominant column pattern).
Cases where no valid code is found within 𝑘 attempts are discarded,
as they likely have no programmatic relationships, and are unfit to
be used as training data to trainM𝐶 .

Confidence extraction: execution-based validation. Because
M𝐶 produces code rather than direct predictions, token-level
log-probabilities do not meaningfully reflect whether the code
implements the correct transformation. Moreover, unlike M𝑅 ,
where the model can reason about answer quality during its
thinking process, M𝐶 cannot execute code during generation
to verify correctness. We therefore derive confidence from
execution-based self-validation: after generating code, we execute it
against the table and measure how well it reproduces the observed
(non-missing) values in the target column. Formally, let Iobs denote
the set of observed row indices in column 𝑐 , and let 𝑓code represent
the function computed by the generated code. The confidence is:

conf𝐶 =
1
|Iobs |

∑︂
𝑖∈Iobs

1
[︁
𝑓code (𝑇 [𝑖, :]) =𝑇 [𝑖, 𝑐]

]︁
. (6)

This mechanism is grounded entirely in comparing execution re-
sults and observed values in tables. Requiring column-level code
makes self-validation meaningful: if the generated code recon-
structs 90% of observed values in the target column, it gives strong
evidence that the code snippet reliably captures the underlying
column relationship. Conversely, low validation accuracy signals
that the code is either incorrect or applies to only a subset of rows,
lowering our confidence. When code execution fails entirely (due
to syntax errors or runtime exceptions), we assign conf𝐶 = 0. Algo-
rithm 2 provides the complete process for coding trace generation.

Example 6. [Confidence extraction forM𝐶 ]. Consider the table
in Figure 4 (Right), where the “Clinton” value for Mono County
is missing, andM𝐶 generates the column-level code shown there.
To compute confidence conf𝐶 via Eq. 6, we execute this code and
compare its output against the three observed “Clinton” values
(Sierra: “34.83%”, Yuba: “34.24%”, Alpine: “34.07%”). Since the ex-
ecution results match the cell values across all three rows in the
table, we get conf𝐶 = 3/3 = 1.0. □

Training. Using the training data prepared above,M𝐶 is trained
similar toM𝑅 . The resultingM𝐶 learns to first generate reasoning
trace, and then the corresponding code. Confidence estimates are

computed via execution-based validation (Eq. 6), as in Example 6.
This ensures thatM𝐶 ’s confidence reflects execution success rather
than the model’s subjective assessment of its own code quality.

5.4 Optional RL-based Training

A natural question is whether reinforcement learning (RL) can fur-
ther improveM𝑅 andM𝐶 on top of distillation-based SFT, similar
to DeepSeek-R1’s recipe [12]. We explore this with GRPO [41] us-
ing a calibration-aware reward (RLCR [7]) that augments standard
correctness with a Brier-score calibration penalty, so the model is
rewarded for being both correct andwell-calibrated. Unlike standard
RL where a single correctness signal suffices, jointly optimizing pre-
diction accuracy and confidence calibration is a harder target, where
gains on one can come at the expense of the other [10, 24, 44, 62].
Empirically, RL yields only modest gains in our setting; we there-
fore treat it as an optional enhancement. Full reward formulation
and training details are in our technical report [28].

6 CALIBRATED ENSEMBLE OF SPECIALISTS

The three specialist models we described so far produce confi-
dence signals through disparate mechanisms:M𝐾 via token log-
probabilities,M𝑅 via verbalized probabilities, andM𝐶 via execu-
tion, which are not directly comparable. In this section, we describe
how to calibrate these into principled true probabilities (Section 6.1),
in order to perform dynamic selection and abstention (Section 6.2).

6.1 Confidence Calibration

In the three specialists we trained, token log-probabilities from
M𝐾 tend toward binary extremes for common factual queries; ver-
balized confidence fromM𝑅 reflects uncertainty from the teacher
model’s sampling distribution; and execution accuracy fromM𝐶

is inherently discretized by the number of observed rows. Naively
selecting the specialist with the highest raw score is therefore un-
reliable, since a log-probability of 0.8 fromM𝐾 does not carry the
same meaning as an 80% execution accuracy fromM𝐶 .

To address this, we use isotonic regression [60], to calibrate
confidence from each specialist into true probabilities. For each
specialistM𝑖 ∈ {M𝐾 ,M𝑅 ,M𝐶 }, on a held-out validation setDval
disjoint from both training and test data, we collect 𝑛 pairs of raw
confidence 𝑐 𝑗 (normalized to [0, 1]) and binary correctness label
𝑦 𝑗 , and fit a non-decreasing 𝑔𝑖 : [0, 1] → [0, 1] that minimizes the
empirical calibration error:

min
𝑔𝑖

𝑛∑︂
𝑗=1

(︁
𝑔𝑖 (𝑐 𝑗 ) − 𝑦 𝑗

)︁2 s.t. 𝑔𝑖 (𝑐 𝑗 ) ≤ 𝑔𝑖 (𝑐𝑘 ) ∀𝑐 𝑗 ≤ 𝑐𝑘 . (7)

The resulting 𝑔𝑖 is piecewise-constant, making no parametric as-
sumption about the raw-confidence distribution, which differs
sharply across specialists (log-probabilities, verbalized scores, ex-
ecution accuracies). The calibrated probability ˆconf𝑖 = 𝑔𝑖 (conf𝑖 )
then approximates the true correctness probability ofM𝑖 , making
scores directly comparable across specialists.

6.2 Ensemble Selection

At inference time, given a table 𝑇 with a missing value at posi-
tion (𝑟, 𝑐), we invoke all three specialists in parallel, each produc-
ing a prediction and calibrated probability: (𝑣𝐾 , ˆconf𝐾 ), (𝑣𝑅, ˆconf𝑅),

3167



(𝑣𝐶 , ˆconf𝐶 ). We select the output from the most confident specialist,
or abstain if none of them exceeds a user-specified threshold 𝜏 :

𝑖∗ = argmax
𝑖∈{𝐾,𝑅,𝐶 }

ˆconf𝑖 , 𝑣final =

{︄
𝑣𝑖∗ if ˆconf𝑖∗ ≥ 𝜏
Abstain otherwise.

(8)

Note that unlike adaptive routing used in ChatGPT [37] that
trains a separate routing model to send queries to appropriate mod-
els (reasoning vs. chat), our confidence-based selection provides
implicit routing based on true probabilities: a specialist suited for a
test case naturally produces higher calibrated probability than oth-
ers, and by selecting the specialist with the highest probability, the
system dynamically “routes” to an appropriate specialist leveraging
its unique specialties (knowledge, reasoning, vs. coding).

Principled abstention. Missing cells cannot always be reliably
inferred when inter- or intra-column dependencies are weak or
absent. In such cases, all three specialists produce calibrated proba-
bilities below the target precision threshold 𝜏 (Definition 1), and
Auto-Fill abstains naturally, a behavior explicitly desirable in
business-critical scenarios, in contrast to the hallucinations or wild
guesses vanilla LLMs are prone to.

Example predictions from each specialist model can be found in
our full paper [28]. We use the following example to demonstrate
the end-to-end workflow of Auto-Fill with the specialist ensemble.

Example 7. [End-to-end ensemble selection] Consider the flight
table in Figure 6, where the “Arrive” time for AA101 is missing
and the target precision threshold is 𝜏 = 0.9. The three specialists
are invoked in parallel.M𝐾 produces an (incorrect) answer “10:30”
directly, where its raw log-probability confidence (Eq (4)) of 0.418
is calibrated into a true probability of 0.24 using Eq (7).M𝑅 rea-
sons to the correct value “10:45”, with its verbalized confidence
calibrated to ˆconf𝑅 = 0.95.M𝐶 generates column-level code that
derives arrival times from departure times and durations, validates
it on the observed rows, and predicts “10:45” with ˆconf𝐶 = 0.99.
Because ˆconf𝐶 is the highest and exceeds 𝜏 , Auto-Fill returns
M𝐶 ’s prediction; if all three confidences are below 𝜏 , it abstains. □

7 EXPERIMENT

7.1 Experimental Setup

Benchmarks. To rigorously evaluate the performance of Auto-
Fill, we built a comprehensive set of 11 benchmarks from 11 diverse
tabular data sources. We select 200 test tables per benchmark from
each tabular source, for a comprehensive set of 2,200 test tables in
total. We test both in-distribution and out-of-distribution settings.

Training Data. We train our specialist models using training data
built with tables from six tabular sources:
• Pub-XLS is a large collection of 467K relational tables parsed

from spreadsheet files (.xlsx) crawled from a search engine index.
• Pub-BI is a collection of 12K relational tables extracted from

business intelligence (BI) models obtained from a prior study [26].
• Pub-Wiki is a set of 292KWikipedia tables extracted from a recent
snapshot of Wikipedia.

• Gov-CSV is a collection of 1.6K CSV files crawled from a govern-
ment portal (nationalarchives.gov.uk) [43], following a similar
crawling procedure as [2].

• Git-CSV is a recent crawl of 635 CSV files from GitHub. Com-
pared to Gov-CSV, which is often data statistics manually created
by government agencies, Git-CSV are more developer-centric,
with data programmatically generated by code on GitHub.

• Git-Parquet is a recent crawl of 29k Parquet files from GitHub,
which is similar in nature to Git-CSV, but in the Parquet format.

This collection spans public web tables, government statistics, and
spreadsheet repositories, providing exposure to diverse table con-
tent and structures. We sample from this corpus to construct train-
ing cases using our masking procedure (Example 4).

Test Data: In-Distribution (ID). For in-distribution tests, we sam-
pled held-out test tables from five of our training sources: Pub-XLS,
Gov-CSV, Pub-BI, Git-Parquet, and Pub-Wiki3 These test tables are
fully disjoint from those used during training.

Test Data: Out-of-Distribution (OOD). In addition, we randomly
sample tables from six additional tabular sources completely un-
seen during training, hereby introducing novel data content and
previously unobserved domains, to test models’ generalizability:
• Ent-CSV is a collection of 100k enterprise CSV files obtained from

a large enterprise’s data lake behind a corporate firewall. Unlike
Gov-CSV or Git-CSV, most files are proprietary and unavailable
on the public web, making it a strong “OOD” test set.

• Ent-XLS is a collection of 100k enterprise Spreadsheet files (.xlsx),
obtained from a large enterprise. Similar to Ent-CSV, Ent-XLS
are proprietary in nature and reserved for OOD evaluation.

• Pub-Web [50] is a large collection of 1k general web tables ex-
tracted from public HTML pages.

• Rel-AR is a collection of 6k real tables with known column-level
arithmetic relationships (AR), e.g., column “Margin” = “Profit” /
“Cost” in the same table [14]. When a cell in an arithmetic rela-
tionship is missing, the missing value can be reverse-engineered
from the remaining values in the same row.

• Rel-ST includes 1.1k tables with known string-based relation-
ships (e.g. column “full-name” = column “first-name” concatenate
column “last-name” [14]). Like Rel-AR, missing values in a string
relationship can be inferred from values in the same row.

• Rel-FD4 is a set of 167k tables with real Functional Dependencies
(FD) (e.g., 𝑃𝑟𝑜𝑑𝑢𝑐𝑡𝐼𝐷 → 𝑃𝑟𝑜𝑑𝑢𝑐𝑡𝑁𝑎𝑚𝑒) [14]. When a value in
a dependent column is missing, the missing value can also be
inferred using the FDs in the table.
Data Filtering and Preprocessing. During pre-processing, we re-

move low-information tables, or ones with a missing-value ratio
exceeding 70%. We also filtered out cells exceeding 1,000 charac-
ters (which likely contain long natural-language texts), to focus on
structured tabular content rather than long-form text. From each
ID and OOD source, we sample 200 test tables, each masking out
exactly one cell (marked as [MISSING], as in Figure 6).
Training Details. Our primary experiments use Qwen3-8B as
the base architecture for all three specialists [1, 45, 54]; we refer
to this configuration as Auto-Fill-Qwen. We also train a GPT-
4.1 mini variant, another SLM-class model [36], via the Microsoft

3Git-CSV has too few tables and could not be used for tests.
4Note that in the case of Rel-AR, Rel-ST, Rel-FD, even if relationships are known, they
are not provided as input, therefore requiring models to use their reasoning capabilities
to infer implicit relationships before they can fill values in correctly.
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Table 2: Quality results of all methods. Each cell reports R@P=0.9 / pAUPRC. The FD upper-bound row reports full-distribution

recall. Cost reflects LLM inference per query only. First , second , and third best results per column are highlighted.

In-Distribution (ID) Out-of-Distribution (OOD)

Method Pub-XLS Pub-BI Pub-Wiki Gov-CSV Git-Parquet Ent-CSV Ent-XLS Pub-Web Rel-AR Rel-FD Rel-ST Mean (↑) Cost ($) (↓)
Non-LLM baselines

FD upper-bound∗ 0.06 /— 0.16 /— 0.08 /— 0.07 /— 0.23 /— 0.34 /— 0.13 /— 0.07 /— 0.06 /— 0.48 /— 0.00 /— 0.15 /— —
LakeFill-small 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.83 / 0.77 0.00 / 0.00 0.08 / 0.07 —
LakeFill-full 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.77 / 0.71 0.00 / 0.00 0.07 / 0.06 —
TabPFN 0.00 / 0.00 0.12 / 0.11 0.00 / 0.00 0.16 / 0.15 0.26 / 0.25 0.46 / 0.45 0.30 / 0.30 0.00 / 0.00 0.12 / 0.12 0.68 / 0.66 0.03 / 0.03 0.19 / 0.19 —
Baran 0.00 / 0.00 0.07 / 0.07 0.08 / 0.00 0.26 / 0.25 0.30 / 0.28 0.53 / 0.52 0.48 / 0.48 0.00 / 0.00 0.11 / 0.11 0.70 / 0.69 0.03 / 0.03 0.23 / 0.22 —
SCARE 0.00 / 0.00 0.07 / 0.06 0.00 / 0.00 0.17 / 0.16 0.24 / 0.22 0.45 / 0.44 0.39 / 0.39 0.00 / 0.00 0.12 / 0.12 0.63 / 0.62 0.03 / 0.03 0.19 / 0.19 —

LLMs with verbalized confidence
Qwen3-8B 0.00 / 0.00 0.43 / 0.40 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.26 / 0.24 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.06 / 0.06 5.36·10−4

GPT-4.1 mini 0.08 / 0.08 0.27 / 0.25 0.02 / 0.02 0.00 / 0.00 0.15 / 0.14 0.00 / 0.00 0.12 / 0.11 0.02 / 0.02 0.00 / 0.00 0.81 / 0.75 0.90 / 0.84 0.21 / 0.20 1.81·10−3
GPT-4.1 0.31 / 0.28 0.42 / 0.39 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.45 / 0.43 0.00 / 0.00 0.00 / 0.00 0.84 / 0.80 0.99 / 0.97 0.27 / 0.26 9.02·10−3
DeepSeek-R1 0.21 / 0.19 0.59 / 0.56 0.09 / 0.08 0.16 / 0.15 0.00 / 0.00 0.13 / 0.12 0.00 / 0.00 0.00 / 0.00 0.93 / 0.88 0.87 / 0.86 0.98 / 0.96 0.36 / 0.34 6.21·10−3
o4-mini 0.43 / 0.42 0.67 / 0.64 0.13 / 0.12 0.41 / 0.38 0.46 / 0.44 0.42 / 0.41 0.66 / 0.62 0.16 / 0.14 0.98 / 0.98 0.88 / 0.85 0.99 / 0.98 0.56 / 0.54 1.09·10−2
GPT-5.2 0.02 / 0.02 0.57 / 0.55 0.25 / 0.23 0.49 / 0.46 0.44 / 0.42 0.59 / 0.57 0.50 / 0.47 0.00 / 0.00 0.88 / 0.83 0.89 / 0.89 0.98 / 0.98 0.51 / 0.49 7.31·10−3
Gemini 3 Pro 0.00 / 0.00 0.66 / 0.63 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.00 / 0.00 0.65 / 0.58 0.00 / 0.00 0.98 / 0.95 0.94 / 0.92 1.00 / 1.00 0.38 / 0.37 4.30·10−2
o3-pro 0.55 / 0.53 0.02 / 0.02 0.43 / 0.41 0.52 / 0.50 0.54 / 0.51 0.63 / 0.62 0.64 / 0.63 0.00 / 0.00 1.00 / 1.00 0.90 / 0.89 1.00 / 1.00 0.56 / 0.55 1.77·10−1

LLMs with logprob confidence
GPT-4.1 mini 0.00 / 0.00 0.55 / 0.54 0.07 / 0.06 0.39 / 0.37 0.47 / 0.44 0.49 / 0.46 0.00 / 0.00 0.21 / 0.20 0.58 / 0.57 0.81 / 0.79 0.95 / 0.94 0.41 / 0.40 1.82·10−3
GPT-4.1 0.41 / 0.40 0.00 / 0.00 0.26 / 0.24 0.38 / 0.35 0.52 / 0.51 0.53 / 0.50 0.53 / 0.50 0.00 / 0.00 0.72 / 0.68 0.88 / 0.86 0.98 / 0.97 0.47 / 0.46 9.33·10−3
GPT-5.2 0.48 / 0.46 0.63 / 0.60 0.38 / 0.37 0.03 / 0.03 0.58 / 0.57 0.04 / 0.04 0.66 / 0.62 0.35 / 0.34 0.90 / 0.90 0.89 / 0.88 0.99 / 0.99 0.54 / 0.53 7.22·10−3

LLMs with self-consistency confidence
DeepSeek-R1 0.00 / 0.00 0.65 / 0.58 0.00 / 0.00 0.00 / 0.00 0.55 / 0.50 0.00 / 0.00 0.53 / 0.48 0.00 / 0.00 0.94 / 0.93 0.89 / 0.86 0.99 / 0.98 0.41 / 0.39 5.90·10−2
o4-mini 0.00 / 0.00 0.74 / 0.68 0.00 / 0.00 0.00 / 0.00 0.59 / 0.54 0.57 / 0.51 0.00 / 0.00 0.00 / 0.00 1.00 / 1.00 0.89 / 0.86 1.00 / 1.00 0.43 / 0.42 1.23·10−1

Ours
Auto-Fill-Qwen 0.53 / 0.48 0.62 / 0.61 0.29 / 0.28 0.50 / 0.49 0.59 / 0.58 0.59 / 0.56 0.66 / 0.64 0.28 / 0.23 0.99 / 0.99 0.89 / 0.89 1.00 / 0.99 0.63 / 0.61 1.48·10−3
Auto-Fill-GPT 0.47 / 0.44 0.71 / 0.69 0.33 / 0.32 0.55 / 0.50 0.60 / 0.58 0.61 / 0.57 0.69 / 0.67 0.42 / 0.42 0.99 / 0.98 0.89 / 0.89 0.99 / 0.99 0.66 / 0.64 1.13·10−2

Azure AI Foundry fine-tuning API5, referred to as Auto-Fill-GPT.
We additionally train models of different sizes in the same family
(Qwen3-8B, 4B, 1.7B; GPT-4.1-full, mini, nano) for comparisons.

For Auto-Fill-Qwen,M𝐾 is trained via standard supervised
fine-tuning on 30K direct question-answer pairs without reasoning,
whileM𝑅 andM𝐶 are each fine-tuned on 50K examples from the
DeepSeek-R1 distillation. All three specialists are then calibrated
on 2,000 held-out cases from the ID training corpus.

During inference,M𝑅 andM𝐶 use a sampling temperature of 0.8
to encourage diverse reasoning paths, whileM𝐾 uses 0.1, reflecting
its role as a deterministic knowledge retriever.
Evaluation Metrics. As defined in our problem formulation (Sec-
tion 3), we target high-precision scenarios, where models must ab-
stain whenever their calibrated confidence falls below a predefined
precision threshold 𝜏 (e.g., 𝜏 = 0.9). Accordingly, our evaluation
focuses on the high-precision regime. Following [4], we use two
metrics to assess result quality in this high-precision regime:

R@P=0.9 (Recall@Precision=0.9) measures recall at the target pre-
cision threshold6. The reported recall reflects a high-precision seg-
ment from the top of the ranked list without crediting recall at lower
confidence levels, which directly aligns with our high-precision
problem setting in Definition 1. Additional results for R@P=0.8
and full accuracy can be found in our technical report [28].

pAUPRC (partial Area Under the Precision-Recall Curve) mea-
sures the area under the curve for precision ≥ 0.9. While R@P=0.9
identifies the maximum coverage before precision drops below

5https://learn.microsoft.com/en-us/azure/ai-services/openai/how-to/fine-tuning.
6Similar to [4], predictions are sorted by descending calibrated confidence, and all
predictions sharing the same confidence score are evaluated as a group. Recall is
recorded at the highest-confidence prefix of the ranked list where precision, computed
over all predictions from the top down to that point, remains at or above 0.9

the threshold, pAUPRC evaluates the stability of the model’s ac-
curacy leading up to that point, rewarding models that maintain
near-perfect precision across their most confident predictions.
Baselines.We compare Auto-Fill with a diverse set of methods:

Vanilla Language Models. We evaluate a broad set of open- and
closed-source models at various scales. Closed-source baselines in-
clude GPT-4.1 and GPT-4.1 mini, frontier OpenAI models (o4-mini,
o3-pro, GPT-5.2), as well as Gemini 3 Pro. Open-source baselines
include Qwen3-8B (with thinking) and the frontier open-source rea-
soning model DeepSeek-R1. By default, we prompt all vanilla LLMs
to verbalize a confidence score alongside the prediction. We also
evaluate logprob (next-token probability of the predicted answer)
for non-reasoning models, and self-consistency [48] (𝑘=10 sample
agreement) for the more affordable reasoningmodels (DeepSeek-R1,
o4-mini); we exclude premium reasoning models (e.g., o3-pro) here
as 𝑘-sample inference becomes prohibitively expensive. Logprob
is inapplicable to reasoning models, since chain-of-thought breaks
token-level calibration [34] and closed-source reasoning APIs do
not expose logprobs.

Retrieval-Augmented Imputation. We compare against Lake-
Fill [55], a state-of-the-art retrieval-based imputation system for
data lakes. LakeFill retrieves related tuples from a data lake and
leverages an LLM to perform imputation. We use the authors’ origi-
nal implementation with their confidence-aware variant for absten-
tion. LakeFill-full runs on a lake of all 50K training tables used
by Auto-Fill; since retrieval often fails at this scale, we also test
LakeFill-small, which uses only the 200 test tables per benchmark.

Tabular ML models. We compare against TabPFN [16], a pre-
trained transformer for in-context tabular prediction. We adapt it by
treating filled rows as in-context training examples and predicting
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Figure 7: Sensitivity of Auto-Fill to trace-construction and inference-time choices: (a)M𝑅 ’s teacher sample size 𝑘 , (b)M𝐶 ’s

column-reconstruction threshold 𝑡𝑟 , (c) shortest vs. random trace selection, and (d) input-table row sampling at inference.

Table 3: Quality and cost trade-offs across model sizes. Met-

rics are averaged over ID and OOD datasets.

Model Size

ID OOD

Cost ($)

R@P=0.9 pAUPRC R@P=0.9 pAUPRC

Qwen3

1.7B 0.362 0.352 0.668 0.663 —
4B 0.423 0.411 0.715 0.710 3.27·10−4
8B 0.503 0.488 0.733 0.717 1.48·10−3

GPT-4.1

Nano 0.279 0.240 0.609 0.588 1.85·10−3
Mini 0.530 0.508 0.762 0.752 1.13·10−2
Full 0.569 0.555 0.757 0.750 5.24·10−2

the masked cell in a query row, using the multiclass extension for
high-cardinality columns and predicted probability as confidence.

Data Repair Approaches. We adapt two repair systems to single-
cell imputation: SCARE [53], with one masked cell per row, reduces
to a Naive-Bayes predictor over the non-target columns (class prob-
ability as confidence); and Baran [31], where, lacking user-labeled
corrections, we hold out observed target-column cells as simulated
corrections and use its meta-classifier score as confidence.

Functional Dependency (FD)-based Methods. FD-based meth-
ods exploit deterministic column dependencies (e.g., employee-ID
⇒ employee-name) widely used in data cleaning. Since FDs yield
no calibrated confidence, we adopt an optimistic FD-upper-bound:
if a missing cell lies on the RHS of an FD whose LHS appears else-
where, we count it as “solved by FD” without imposing the ≥ 0.9
precision threshold required of other methods.

Auto-Fill Variants. We also compare against alternative design
choices from Table 1, including a hybrid model trained on mixed
data, and a learned router or a classical classifier for ensemble se-
lections. We report these results in our ablation study (Section 7.4).

7.2 Overall comparisons

Quality comparisons. Table 2 reports R@P=0.9 and pAUPRC across
all 11 datasets. Auto-Fill-Qwen achieves 0.628 and 0.613, and
Auto-Fill-GPT further improves to 0.656 and 0.641, both outper-
forming all baselines on both metrics.

The FD upper-bound row reports the maximum recall achiev-
able under perfect abstention. Even so, recall stays low, showing
that formal constraints cannot capture the knowledge or reasoning
needed to fill missing values. Both LakeFill variants score low, of-
ten because the target is absent from the retrieved tuples (or the
lake itself) and their confidence is unreliable; LakeFill-small does

Table 4: Ablation study on specialist combinations, with R@P

denoting R@P=0.9.

Qwen3-8B GPT-4.1 mini

Specialist(s) ID OOD ID OOD

R@P pAUPRC R@P pAUPRC R@P pAUPRC R@P pAUPRC

M𝐾 only 0.428 0.421 0.637 0.629 0.501 0.488 0.705 0.697
M𝑅 only 0.258 0.246 0.551 0.538 0.338 0.325 0.547 0.525
M𝐶 only 0.160 0.151 0.497 0.491 0.187 0.179 0.430 0.430

M𝐾 +M𝑅 0.466 0.451 0.692 0.678 0.512 0.499 0.729 0.713
M𝐾 +M𝐶 0.467 0.452 0.718 0.707 0.526 0.449 0.748 0.697
M𝑅 +M𝐶 0.371 0.356 0.598 0.591 0.347 0.330 0.555 0.550

All (Ours) 0.503 0.488 0.733 0.717 0.530 0.508 0.762 0.752

slightly better, suggesting a larger lake adds more noise than signal.
Likewise, TabPFN and classical repair methods (Baran, SCARE) rely
on statistical association across rows—succeeding on Rel-FD and
enterprise tables where targets recur as lookup values, but failing
on Rel-AR / Rel-ST (computed, unique per row) and on knowledge-
intensive benchmarks whose answers lie outside the table.

Vanilla LLMs are known to be overconfident and to hallucinate
under uncertainty, and this is on full display on our benchmarks.
While stronger frontier models perform well when answers are
certain and directly derivable from the table context – e.g., o3-pro
and Gemini 3 Pro both reach near-perfect quality on relational
datasets (Rel-AR, Rel-FD, Rel-ST), they all drop sharply on other
less deterministic benchmarks that require abstention (overcon-
fident errors can quickly push precision below 0.9 and collapse
R@P=0.9). Even DeepSeek-R1, our distillation teacher T , achieves
only modest mean scores, confirming that raw reasoning capability
alone does not yield reliable uncertainty estimation. Smaller models
such as Qwen3-8B and GPT-4.1 mini collapse to near-zero recall on
almost all benchmarks. Replacing verbalized confidence with log-
prob or self-consistency yields mixed results. Logprob helps weaker
non-reasoning models like GPT-4.1 mini substantially, but only
marginally improves GPT-5.2. Self-consistency helps DeepSeek-R1
yet hurts o4-mini, while inflating cost ∼ 10×. As no alternative ap-
plies uniformly across all backbones, and none matches Auto-Fill,
we adopt verbalized confidence as the default in all other results.

In comparison, Auto-Fill addresses this using each special-
ist’s trained confidence (tailored to its mode), and calibration for
true probabilities. On relational datasets, both Auto-Fill vari-
ants achieve near-perfect recall via M𝐶 ’s execution-based self-
validation. On the noisier and more challenging Pub-Web, Auto-
Fill-GPT reaches 0.42 versus 0.00 for most baselines, benefiting
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Table 5: Ablation study on ensemble strategies in Auto-Fill-

Qwen. #M denotes the number of models used. Parentheses

show drops from the full calibrated ensemble.

Variant #M ID (↑) OOD (↑)
Cost ($) (↓)

R@P=0.9 pAUPRC R@P=0.9 pAUPRC

Hybrid Model 1 0.000 (↓0.503) 0.000 (↓0.488) 0.358 (↓0.375) 0.357 (↓0.360) 5.45·10−5
Learned Router 2 0.158 (↓0.345) 0.153 (↓0.335) 0.423 (↓0.310) 0.413 (↓0.304) 4.58·10−4
Classical ML 3 0.178 (↓0.325) 0.156 (↓0.332) 0.570 (↓0.163) 0.565 (↓0.152) 1.48·10−3

from GPT-4.1’s richer world knowledge and strong abstention. PR
curves for all methods are provided in the full version [28].

Cost comparisons. The last column of Table 2 reports per-query
LLM inference cost, computed using the lowest publicly available
API prices.7 Per-dataset costs can be found in our full version [28].

Auto-Fill-Qwen is over 100× cheaper than o3-pro and 29×
cheaper than Gemini 3 Pro while achieving higher mean quality
than both. Auto-Fill-GPT remains cost-competitive with o4-mini
while substantially outperforming it in quality.

Figure 5 summarizes the joint comparison: both Auto-Fill vari-
ants form the quality–cost Pareto frontier and achieve substantial
quality gains at less than 1% of the cost of frontier models.

7.3 Sensitivity analysis

Sensitivity to base model sizes. Table 3 reports performance across
Qwen3 (1.7B, 4B, 8B) and GPT-4.1 (Nano, Mini, Full) variants.8
Within each family, quality generally improves with model size. For
Qwen3, performance improves consistently with size, though with
diminishing OOD returns, suggesting that moderate model sizes are
likely sufficient. Similarly, for GPT-4.1, Mini achieves comparable
OOD performance to Full. This result shows that Auto-Fill is
robust to model architectures and sizes, allowing practitioners to
select a backbone that fits their cost profiles using our framework.

Sensitivity to Trace Construction Choices. Figure 7(a-c) varies
three choices in our distillation pipeline. ForM𝑅 (Fig. 7a), quality
improves with the number of teacher samples 𝑘 used for confidence
aggregation. ForM𝐶 (Fig. 7b), the column-reconstruction threshold
peaks at 𝑡𝑟 = 0.8: 𝑡𝑟 = 0.0 admits hard-coded snippets that fit only
the masked row, while 𝑡𝑟 = 1.0 rejects tables with legitimate outliers
such as sub-totals. Finally, selecting the shortest trace achieves
comparable quality to random selection at slightly lower inference
cost because it produces shorter student outputs (Fig. 7c).

Sensitivity to Input-Table Row Sampling. Real-world tables can
exceed an SLM’s context window. To probe Auto-Fill at this scale,
Figure 7d sub-samples the input from 10, 30, 50, or all rows. Going
from all rows down to 10 reduces R@P=0.9 only mildly (∼0.05 for
both backbones) while cutting input-token cost, indicating that
uniform row sampling is a practical strategy for large tables.

7.4 Ablation studies

Contributions of individual SLMs. Table 4 ablates the contribution
of each specialist. Among single specialists, M𝐾 achieves the

7Prices sourced from OpenRouter for DeepSeek-R1 and Gemini 3 Pro, Azure OpenAI
for GPT family models, and SiliconFlow for Qwen3 models. (accessed February 2026)
8GPT-4.1 Mini and Nano are SLM-class models per OpenAI [36], while GPT-4.1 Full is
included to assess the ceiling when using a frontier backbone.

Table 6: Ablation study on confidence extractionmechanisms.

Each row replaces one specialist’s confidence signal with

random verbal confidence, keeping other components fixed.

Specialist Ablation

ID OOD

R@P=0.9 pAUPRC R@P=0.9 pAUPRC

M𝐾 Logprob 0.290 (↓0.213) 0.274 (↓0.214) 0.625 (↓0.108) 0.616 (↓0.101)
M𝑅 Avg. verbal 0.467 (↓0.036) 0.458 (↓0.030) 0.715 (↓0.018) 0.705 (↓0.012)
M𝐶 Execution 0.466 (↓0.037) 0.451 (↓0.037) 0.706 (↓0.027) 0.691 (↓0.026)

strongest performance.M𝐶 achieves the lowest overall recall, as
programmatic column patterns exist in only a subset of tables.
Among pairwise combinations,M𝐾 +M𝐶 performs best overall,
suggesting that knowledge and coding are especially complemen-
tary. Combining all three specialists achieves the best performance
across both settings, confirming the benefit of the full design. Fur-
ther per-dataset analysis is provided in our full version [28].

Contributions of specialist composition strategy. Table 5 com-
pares alternative composition strategies. The single hybrid model
collapses to zero ID recall, likely because conflicting training signals
prevent it from learning reliable confidence [42, 59]. The learned
router also performs worse because it predicts which specialist to
invoke rather than producing a calibrated probability. The classi-
cal ML ensemble improves over the router on OOD data but still
trails calibration, suggesting that its learned confidence mapping
does not generalize reliably. Overall, calibrated confidence selection
provides the strongest and most consistent performance.

Contributions of confidence extraction. Table 6 evaluates each
specialist’s confidence mechanism by replacing it with verbalized
confidence at inference time, and with T ’s verbalized confidence
during training.M𝐾 ’s substitution incurs the largest drop, con-
firming the value of log-probabilities in the direct-answer setting.
M𝑅 drops moderately, as single-trace verbal confidence is noisier
than 𝑘-run aggregation, andM𝐶 drops comparably, since verbal
confidence removes the execution-grounded correctness signal.

8 CONCLUSIONS AND FUTUREWORK

We study the problem of predicting missing values in tables with
calibrated precision estimates, and develop Auto-Fill that post-
trains specialist SLMs for knowledge/reasoning/coding, respec-
tively, which are then combined using a dynamic calibrated ensem-
ble that can abstain when no specialist SLM is confident. Extensive
experiments show that Auto-Fill achieves state-of-the-art accu-
racy, while operating at less than 1% of the cost of frontier models.
Future directions include jointly predicting interdependent missing
cells and context pruning for large tables.
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