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ABSTRACT

Graph-based Approximate Nearest Neighbor Search (ANNS) indices

must support continuous vector updates while maintaining both

high search performance and low update overhead for real-world

applications such as RAG systems and streaming services. Existing

in-place update methods often lose search accuracy due to graph

connectivity loss and suffer high overhead from expensive deletion

operations. We propose CONDA, a dynamic graph-based index

featuring a topology-aware pruning rule with bidirectional link

reinforcement and a lightweight lazy deletion scheme. Extensive

experiments demonstrate that CONDA improves search recall by

up to 24.5% over state-of-the-art methods while achieving 1.90×
higher update throughput.
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1 INTRODUCTION

Approximate Nearest Neighbor Search (ANNS) is a core indexing

primitive in Vector Database Management Systems (VDBMSs), en-

abling efficient similarity search over large-scale, high-dimensional

vector embeddings [1, 33, 36, 54]. It serves as the backbone of nu-

merous applications built on vector embeddings, including recom-

mendation systems [40], information retrieval [63], and Retrieval-

Augmented Generation (RAG) for LLMs [25, 29, 31]. To support

high-quality similarity search under bounded memory and com-

pute budgets, a variety of ANNS index structures have been pro-

posed—commonly categorized into hash-based [18, 21, 26, 37], tree-

based [3, 8, 47], quantization-based [2, 19, 20, 28], and graph-based

methods [27, 38, 39, 45]. Among these, graph-based indices have

achieved state-of-the-art performance by offering superior trade-

offs between search accuracy and efficiency [4, 49, 54]. They con-

struct a proximity graph over vectors, which facilitates fast greedy

navigation to the nearest neighbors.
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Workloads in real-world VDBMS deployments are inherently dy-

namic, with data distributions continuously evolving under diverse up-

date patterns. These patterns differ across applications: event-driven

services (e.g., news, social media, e-commerce) produce correlated

data batches triggered by social events or seasonal trends [41, 51];

streaming systemsmaintain sliding windows to constrain index size

and mitigate data staleness [5, 13]; and privacy-aware platforms

enforce expiration-based data removals [7, 9]. In all these scenarios,

keeping indices up to date is essential for sustaining downstream

application performance. For instance, RAG systems require fresh

vector stores to maintain retrieval quality [43, 52], while data min-

ing applications must track concept drift under continuous updates

to preserve long-term model performance [32, 64].

To address these dynamic environments, modern VDBMSs must

accommodate continuous vector insertions and deletions into their

ANNS indices while serving online queries that remain consis-

tent with the current data snapshot. This operational requirement

imposes three competing constraints on the index structure: (1)

Bounded Memory Footprint: The index must remain linearly scalable

in the number of indexed vectors under a fixed memory budget,

commonly enforced via a fixed outdegree limit; (2) Stable Search

Quality: Search recall and tail latency should remain robust over

long-running deployments even as data distributions evolve; and

(3) Low Update Latency: Updates must be processed with low per-

update latency without resorting to dataset-wide scans whose cost

scales with the dataset size. Accordingly, we address the problem of

Dynamic 𝑘-Nearest Neighbor Search (Dynamic 𝑘NNS), where

the index must remain navigable and efficient under an arbitrary

sequence of insertions and deletions.

However, most graph-based indices are designed for static set-

tings, lacking native support for online updates. To handle data up-

dates, many ANNS libraries adopt soft deletion—marking removed

points as tombstones that are later filtered out during query pro-

cessing [30, 42]. While this approach enables fast logical deletions,

the accumulation of tombstones gradually degrades search perfor-

mance [57, 59]: tombstones consume the search algorithm’s limited

exploration budget, reducing effective graph traversal and causing

recall to drop over time, while also inflating tail latency by wasting

computation on deleted nodes. To mitigate these issues, production

vector databases often employ out-of-place updates, typically imple-

mented through segment-based maintenance [10, 22, 44, 53, 55]. In

this approach, recent changes are buffered in delta segments and

periodically merged into the base index, which typically entails

rebuilding the index. This design introduces an inherent opera-

tional dilemma: accumulating delta segments increases query-time

reconciliation work, while aggressive consolidation shifts the cost
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to rebuild bursts that contend with online queries for limited sys-

tem resources. Either way, tail latency and throughput become

difficult to stabilize under mixed read-write workloads. Moreover,

rebuilds impose substantial compute and memory overhead. For

example, constructing an index for the BIGANN-1B dataset requires

1.1TB of memory and 48 hours using 32 vCPUs with DiskANN [27],

and 475GB of memory and 90 hours on a single machine with

HNSW [46].

To avoid the high costs of rebuilds, recent studies have explored

in-place update strategies that modify only the local neighborhood

affected by each change [56, 59]. State-of-the-art dynamic indices

such as FreshVamana [50] and IPVamana [57] pioneered graph-

based in-place updates: FreshVamana proposes a Vamana-style

incremental insertion procedure and handles deletions through

periodic consolidation of delta stores into the base index, while

IPVamana further supports per-point in-place deletions. Building

upon this line of work, Wolverine [35] focuses on preserving mono-

tonic search paths under deletions, Greator [60] extends in-place

updates to disk-resident settings with small-batch updates, and

CleANN [61] performs query-aware graph adaptation. However,

existing in-place update methods remain insufficient for modern

VDBMS deployments due to two fundamental limitations.

Limitation 1 (Accuracy degradation due to connectivity

loss): Graph-based ANNS indices employ distance-based occlusion

rules such as MRNG [16, 27], SSG [15], and DPG [34] to determine

each node’s out-neighbors, maintaining sparse yet navigable graphs

by pruning redundant edges. However, these rules were originally

designed for static settings with a global view of the full dataset and

candidate set. Their direct application to localized updates remains

largely unexplored. As a result, when such pruning rules oper-

ate with a restricted local view, they often misidentify and prune

edges that serve as critical bridges for global reachability, leading

to irreversible index fragmentation. While static solutions such

as graph-wide scans [16], dataset preprocessing [17], or auxiliary

indices [56] exist to alleviate connectivity degradation, they incur

costs that scale with the dataset size, making them fundamentally

incompatible with the design goals of in-place updates.

Limitation 2 (Efficiency degradation due to deletion over-

head): Existing in-place deletion processes incur substantial over-

head due to periodic graph-wide scans required to identify all af-

fected nodes and repair the local topology. This overhead arises

because deleting a node necessitates updates to its in-neighbors,

yet typical adjacency list structures do not maintain reverse point-

ers to avoid doubling the memory footprint. Consequently, such

scans introduce non-trivial update latency that directly impacts

system throughput and creates bottlenecks that undermine the

performance of real-time vector databases.

To address the above limitations, we propose CONDA, a novel

dynamic in-memory graph-based index designed to handle mixed

read-write workloads with bounded outdegree and scan-free dele-

tions. Our approach builds on two key ideas. First, to mitigate

graph connectivity degradation, CONDA introduces two core mech-

anisms: (1) a new pruning rule,CRNG, which considers the existing

graph structure beyond pairwise distances; and (2) an in-neighbor

candidate expansion strategy that reinforces robust bidirectional

links. Second, to alleviate deletion overhead, CONDA adopts a

lightweight lazy deletion scheme that avoids costly graph-wide

scans. These mechanisms allow CONDA to proactively preserve

local graph connectivity during each update, while avoiding costly

global restructuring. To focus on the fundamental challenge of pre-

serving topological integrity during continuous updates, this paper

investigates in-memory graph maintenance mechanisms.

To the best of our knowledge, this is the first work to systemati-

cally analyze how graph connectivity degrades in evolving datasets,

quantify the resulting performance impact, and propose practical

mechanisms to address this challenge. The main contributions of

this paper are summarized as follows:

•We characterize connectivity collapse in bounded-outdegree,

MRNG-based in-place updatable graph indices and quantify how

reachability degradation impairs search performance over time.

•We propose CRNG, a topology-aware pruning rule that uses

two-hop monotonic reachability as the occlusion criterion and

performs local edge rewiring to avoid pruning edges that are

critical for global reachability.

•We design CONDA, a new in-place updatable ANNS index that

(1) reinforces bidirectional connectivity during insertions via

occlusion-aware candidate expansion and (2) supports scan-free

deletions via lightweight lazy cleanup.

• Extensive experiments on streaming, clustered, drifted, and con-

current workloads show that CONDA improves search recall and

update throughput while maintaining near-zero isolated nodes.

2 PRELIMINARIES

2.1 Graph-based ANNS: Search and Pruning

Graph-based ANNS indices maintain a proximity graph 𝐺 = (𝑉 , 𝐸),
where the 𝑛 = |𝑉 | nodes 𝑝 ∈𝑉 correspond to data points 𝑥𝑝 in a

𝑑-dimensional Euclidean space E𝑑 , and the edges 𝐸 encode neighbor-

hood proximity based on a distance function 𝛿 (·, ·). These indices
rely on two core operations: search and pruning.

Search typically uses greedy traversal, referred to as Greedy

Search. Starting from an entry node 𝑠 , it maintains a candidate

set L with search width 𝐿𝑠 and repeatedly expands the closest

unvisited node to 𝑥𝑞 . The procedure terminates when all nodes in

L have been visited, returning the final L and the visited node

setV . A 𝑘-ANNS returns the top-𝑘 elements (𝑘 ≤ 𝐿𝑠 ) in L as the

approximate nearest neighbors.

Pruning is essential for managing graph density to optimize

search efficiency and memory usage. While various proximity

graphs have been proposed, the Monotonic Relative Neighborhood

Graph (MRNG) is widely adopted for its strong empirical perfor-

mance [54]. An MRNG is formally defined by the occlusion rule:

Definition 2.1 (MRNG). Let 𝐷 ⊂E𝑑 with 𝛿 (·, ·), and let𝐺 = (𝑉 , 𝐸)
be a directed graph constructed over 𝐷 . We say that𝐺 is an MRNG

if, for any 𝑢, 𝑣 ∈𝑉 with 𝑢 ≠ 𝑣 , an edge (𝑢, 𝑣) ∈𝐸 exists if and only if

�𝑤 ∈ 𝑉 \ {𝑢, 𝑣} : max{𝛿 (𝑥𝑢 , 𝑥𝑤), 𝛿 (𝑥𝑣, 𝑥𝑤)} < 𝛿 (𝑥𝑢 , 𝑥𝑣)
In this context, if the condition fails for a potential edge (𝑢, 𝑣)
because of a node𝑤 , we say that (𝑢,𝑤) occludes (𝑢, 𝑣).

Algorithm 1 outlines the edge selection process based on this

definition. If this algorithm is applied to the full candidate set C =

𝑉 \{𝑝} without an outdegree limit, the resulting graph theoretically

guarantees navigability:
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Algorithm 1:MRNGPrune

Input: 𝑥𝑝 , candidate set C sorted by ascending 𝛿 (𝑥𝑝 , ·), 𝑅, 𝛼
Output: selected neighbor set S

1 S ← ∅;
2 foreach 𝑣 ∈ C do

3 𝑖𝑠_𝑜𝑐𝑐𝑙𝑢𝑑𝑒𝑑 ← False;

4 foreach 𝑢 ∈ S do

5 if 𝛼 · 𝛿 (𝑥𝑣, 𝑥𝑢 ) < 𝛿 (𝑥𝑝 , 𝑥𝑣) then
6 𝑖𝑠_𝑜𝑐𝑐𝑙𝑢𝑑𝑒𝑑 ← True; break;

7 if not 𝑖𝑠_𝑜𝑐𝑐𝑙𝑢𝑑𝑒𝑑 then

8 S ← S ∪ {𝑣};
9 if |S| = 𝑅 then

10 break;

11 return S;

Theorem 2.2 (Monotonic Reachability of MRNG [16]).

Let 𝐺 = (𝑉 , 𝐸) be an MRNG under a distance function 𝛿 . For any

distinct nodes 𝑢, 𝑣 ∈𝑉 , there exists at least one path 𝑢=𝑤1, . . . ,𝑤𝑡 =𝑣

in 𝐺 such that 𝛿 (𝑥𝑤𝑖
, 𝑥𝑣) > 𝛿 (𝑥𝑤𝑖+1 , 𝑥𝑣) for all 𝑖 .

However, constructing an exact MRNG requires examining all

node-pair occlusions, incurring 𝑂 (𝑛2 log𝑛) distance computations,

which are impractical at scale [16]. Thus, practical indices such as

Vamana [50] and HNSW [39] restrict the candidates (e.g., to visited

nodes), select up to 𝑅 neighbors, and often use a pruning factor 𝛼 .

2.2 In-place Updates in Graph-based Indices

Maintaining a dynamic graph-based index in-place requires each

update to affect only a bounded neighborhood. We first define the

dynamic setting:

Definition 2.3 (Dynamic 𝑘NNS). Let𝐷0 ⊂E𝑑 be an initial dataset.

Let {(𝑆+𝑡 , 𝑆−𝑡 )}𝑇𝑡=1 be a sequence of update batches, where 𝑆+𝑡 ⊂ E𝑑

are insertions and 𝑆−𝑡 ⊂ 𝐷𝑡−1 are deletions. The dataset at timestep

𝑡 is 𝐷𝑡 ≜ (𝐷𝑡−1 ∪ 𝑆+𝑡 ) \ 𝑆−𝑡 . For a query 𝑥𝑞 ∈ E𝑑 issued at timestep

𝑡 , Dynamic 𝑘-Nearest Neighbor Search (𝑘NNS) returns the set of 𝑘

distinct elements in 𝐷𝑡 with the smallest distances to 𝑥𝑞 .

Based on this setting, we define the constraints for in-place index

maintenance:

Definition 2.4 (In-place Updatable Graph Index). Given the

dynamic setting in Definition 2.3, an in-place updatable graph-based

index maintains a sequence of proximity graphs {𝐺𝑡 = (𝑉𝑡 , 𝐸𝑡 )}𝑇𝑡=0,
where 𝐺0 is built over 𝐷0 and 𝐺𝑡 is obtained from 𝐺𝑡−1 by:

(1) Updating 𝑉𝑡 = (𝑉𝑡−1 ∪ {𝑣𝑥 : 𝑥 ∈ 𝑆+𝑡 }) \ {𝑣𝑥 : 𝑥 ∈ 𝑆−𝑡 }.
(2) Modifying the out-neighbors of the affected node setM𝑡 ⊆ 𝑉𝑡 .
The index is in-place updatable if the expected number of affected

nodes per update is bounded by a constant 𝐶 independent of the

dataset size |𝐷𝑡 | and determined solely by index parameters:

E[|M𝑡 |/Δ𝑡 ] ≤ 𝐶,
where Δ𝑡 = |𝑆+𝑡 | + |𝑆−𝑡 |.
State-of-the-art dynamic graph indices, such as FreshVamana [50]

and IPVamana [57], share a common insertion procedure but differ

in their deletion strategies.

2.2.1 Insertion. For a newly inserted node 𝑝 , the affected node set

M𝑡 consists of 𝑝 and its selected out-neighbors that form reciprocal

links. If adding these links causes a neighbor to exceed the outdegree

limit 𝑅, the index performs re-pruning—reapplying MRNG pruning

to trim its neighbor list back to size 𝑅.

2.2.2 Deletion. Both methods differ in how they identify affected

nodes and obtain rewiring candidates.

FreshVamana uses soft deletion and defers physical removal to

periodic consolidation. During consolidation, it identifies all af-

fected in-neighbors 𝑢 via an𝑂 (𝑛) graph-wide scan and then recom-

putes Nout (𝑢) by applying MRNG pruning to an 𝑂 (𝑅2) candidate
pool formed from Nout (𝑢) and the out-neighbors of 𝑢’s deleted

neighbors. As shown in Figure 1(b), this procedure rewires all in-

neighbors but incurs substantial consolidation overhead.

IPVamana performs per-node deletions. It runs greedy search

using the deleted node’s vector 𝑥𝑑 as a query to collect a replace-

ment pool (the top-𝑘𝑑 visited nodes). Rewiring then proceeds in

two steps: (1) for each visited in-neighbor 𝑢, the 𝑐 nearest nodes are

added to Nout (𝑢); (2) for each former out-neighbor𝑤 of 𝑑 , each of

the 𝑐 nearest nodes 𝑦 adds𝑤 toNout (𝑦). MRNG pruning is invoked

only when an affected node’s outdegree exceeds 𝑅, using a small

candidate set of size𝑂 (𝑅+2𝑐). However, as illustrated in Figure 1(c),
greedy search may miss some in-neighbors, leaving dangling edges.

Both methods rely on periodic graph-wide scans: FreshVamana

for affected node identification, and IPVamana for residual dangling

edge removal. Such scans become a significant bottleneck under

continuous updates.

visited nodeaffected node𝑑 deleted node

𝑑

	

(a) Graph Before Deletion

	

(b) FreshVamana Result

𝑑

	

(c) IPVamana Result

Figure 1: Deletion process comparison for a node 𝑑 (𝑅=3).

2.3 Update Workloads

Following the BigANN benchmark [23], which provided the stan-

dardized evaluation protocol for the NeurIPS’23 BigANN competi-

tion [48], we evaluate three update patterns—Sliding Window (SW),

Expiration (EX), and Clustered (CS)—as summarized in Table 1. The

experimental configurations for each update pattern are as follows:

• SW: We use a fixed churn rate of 2% per timestep.

• EX: We set the average churn rate to 4% per timestep.

• CS: For the MS Turing datasets, we use clustered update batches

with an average batch size of 367K for 10M (42 timesteps) and

90K for 30M (640 timesteps).

Table 1: Update patterns from the BigANN benchmark.

Pattern Rule Scenario

Sliding Window

Insert newest and evict the oldest

to keep a fixed-size window

Continuous

streams

Expiration

Assign a random lifespan;

delete on expiry

Limited-validity

data

Clustered Insert/delete clustered batches Topic drift
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3 MOTIVATION: CONNECTIVITY COLLAPSE

IN IN-PLACE GRAPH INDICES

Most graph-based ANNS indices maintain only out-neighbors with-

out explicitly managing in-neighbors or controlling the indegree

distribution. This design often leads to connectivity collapse, result-

ing in unreachable or weakly connected nodes. In this section, we

investigate two forms of this phenomenon observed in in-place

updatable methods that rely on MRNG pruning: local collapse (Sec-

tion 3.1) and global collapse (Section 3.2).

3.1 Local Connectivity Collapse

We define local connectivity collapse as a node-level failure in which

a node loses reachability to its nearest neighbors (NNs). This stems

from the distance-only MRNG heuristic, which implicitly treats

geometric proximity as sufficient for graph connectivity.

3.1.1 Non-guaranteed Reachability to NNs. An ideal MRNG guar-

antees monotonic reachability between any pair of nodes. However,

practical indices determine occlusion under an outdegree limit us-

ing a distance-only heuristic, which assumes that closer nodes are

more likely to be connected. In Figure 2(a), edge (𝑝, 𝑣) is occluded by
(𝑝,𝑢), heuristically presuming that a short path from 𝑢 to 𝑣 exists.

In practice, however, this assumption frequently fails.

Lemma 3.1 (Non-Guarantee of NN Reachability). Under

an outdegree limit 𝑅 and the MRNG occlusion rule, a newly inserted

node 𝑝 is not guaranteed to have a path to all of its 𝑅-NNs.

Figure 2(b) illustrates such a failure. During the insertion of 𝑝 ,

edge (𝑝,𝑢6) is pruned as occluded by (𝑝,𝑢3); however, no route exists
from𝑢3 to𝑢6, leaving 𝑝 disconnected from its 2-NN. Thus, the pruning

decision is locally plausible in distance space but topologically

unsafe in the actual graph under node-wise outdegree constraints.

𝑝 𝑢!

𝑢"
𝑢#

𝑢$
𝑢% 𝑢&

(a) MRNG Occlusion

𝑝 𝑣

𝑢

(b) Heuristic Failure:
Occluded but Unreachable

Figure 2: MRNG occlusion and Heuristic failure (𝑅=2).

3.1.2 Quantifying the Impact of Local Connectivity. We quantify

local connectivity using the short-hop coverage of a node. We define

the ℎ-hop NN coverage 𝐶ℎ (𝑝) as the fraction of 𝑝’s ground-truth

𝑅-NNs that are reachable from 𝑝 within ℎ hops:

Definition 3.2 (ℎ-hop NN Coverage).

𝐶ℎ (𝑝) ≜
1

𝑅

��{𝑢 ∈ NN𝑅 (𝑝) : hop𝐺 (𝑝,𝑢) ≤ ℎ }
��

where NN𝑅 (𝑝) is the set of ground-truth 𝑅-NNs of 𝑝 .

In our analysis, we focus on ℎ = 2 because two-hop reachabil-

ity is a critical determinant of greedy search, which operates by

expanding to the neighbors of visited nodes.

We perform self-query experiments under the Sliding Window

(SW) pattern by running GreedySearch on each node 𝑣 ∈ 𝑉 with

𝑥𝑞 =𝑥𝑣 and 𝐿𝑠 =100, and reporting the top-1 element in the returned

candidate set L. Figure 3 reports Pearson correlations between 𝐶2

and two search performance metrics: recall@1 (self-query hit rate)

and hop count. We observe a positive correlation between 𝐶2 and

recall@1 and a negative correlation between𝐶2 and hop count, and

both correlations strengthen as updates accumulate, particularly

on MS Turing 1M. These results indicate that short-hop coverage

is a key structural factor that determines search performance, par-

ticularly in dynamic settings.

0 50 100 150
Timestep

−0.6
−0.3
0.0
0.3
0.6

Pe
ar
so
n

co
rre

la
tio

n

(a) MS Turing 1M

0 50 100 150
Timestep

−0.6
−0.3
0.0
0.3
0.6

(b) BIGANN 1M

0 50 100 150
Timestep

−0.6
−0.3
0.0
0.3
0.6

(c) Text-to-Image 1M

C2–Recall@1 C2–Hops

Figure 3: Pearson correlation between 𝐶2 and search metrics:

higher 𝐶2 yields higher recall@1 and lower hop count.

To assess the long-term effect of initial local connectivity, we

conduct a cohort analysis on MS Turing 1M under SW. Nodes are

partitioned into quartiles based on their initial𝐶2 values, where Q1

denotes the lowest initial connectivity andQ4 the highest. As shown

in Figure 4, nodes in Q1 experience a sharp decline in recall and

a rapid increase in hop count, whereas high-connectivity cohorts

(Q3, Q4) remain stable over time. This shows that poor initial local

connectivity can persist and amplify as updates proceed.

0 25 50 75 100 125 150
Timestep

0.8

0.9

1.0

Av
g 

Re
ca

ll@
1

(a) Recall@1 (self-hit) per Timestep

0 25 50 75 100 125 150
Timestep

20

40

Av
g 

Ho
ps

(b) Hops per Timestep

C2 Cohorts
Q1 [0.00, 0.59) Q2 [0.59, 0.78) Q3 [0.78, 0.91) Q4 [0.91, 0.97]

Figure 4: Performance by initial connectivity cohort: nodes

with low initial 𝐶2 suffer recall degradation and hop growth.

This divergence between low- and high-connectivity cohorts

occurs because the candidate pool for re-pruning is confined to a

node’s one-hop or two-hop neighbors. This restriction creates a

structural blind spot: if a node loses its connections within this local

range, the index cannot recover by discovering better neighbors

globally. Since re-gathering candidates from the entire graph is com-

putationally prohibitive, and heuristic repairs such as IPVamana’s

search-based rewiring rely on greedy search over the current graph,

these repairs are inherently constrained by the existing, possibly

degraded connectivity. As a result, to prevent irreversible degrada-

tion without sacrificing throughput, the index must proactively
guarantee strong local connectivity at themoment of insertion.

3.2 Global Connectivity Collapse

The accumulation of local failures leads to global connectivity col-

lapse—a systemic degradation of graph structure under continuous

updates. This breakdown manifests through two interrelated phe-

nomena: the proliferation of isolated nodes and the polarization of

the indegree distribution.

3.2.1 Isolated Nodes. A critical symptom of connectivity collapse is

the emergence of isolated nodes—nodes with zero indegree and thus

unreachable from the rest of the graph. These nodes frequently arise

in outdegree-bounded graphs through two primary mechanisms:
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• During insertion, a newly inserted node may fail to receive in-

coming edges if its selected out-neighbors exceed their outdegree

limits and prune the reverse edges.

• During subsequent updates, all existing in-neighbors may

drop the node from their out-neighbor lists during re-pruning.

As shown in Figure 5(a), the ratio of isolated nodes steadily in-

creases, with the exception of IPVamana under SW. In this setting,

aging removes old isolated nodes while IPVamana’s deletion pro-

cedure reinforces incoming edges, slowing the formation of new

ones. As Figure 5(b) shows, this accumulation directly harms search

accuracy: in FreshVamana, a 1% isolation ratio leads to a 5.1% recall

drop; in IPVamana, a 0.5% ratio causes a 2.6% drop. This degra-

dation is twofold: (1) direct—queries targeting isolated nodes fail

immediately; and (2) indirect and persistent—once a node loses its

incoming edges, it is permanently excluded from candidate sets

gathered via graph traversal, preventing self-repair.
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Figure 5: Ratio of isolated nodes and corresponding recall@1:

isolated-node accumulation causes recall degradation (MS

Turing 10M, three update patterns, self-query).

3.2.2 Antihubs and Superhubs. Our self-query experiments (Fig-

ure 6) show that both antihubs (low-indegree nodes, e.g., indegree ≤
𝜏low = 𝑅/8) and superhubs (high-indegree nodes, e.g., indegree ≥
𝜏high = 4𝑅) perform worse than mid-indegree nodes. Antihubs ex-

hibit high hop counts, indicating that they are difficult to discover

within a limited search width, whereas superhubs show low hop

counts, suggesting premature termination at a local optimum.
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Figure 6: Impact of indegree on search performance: both

antihubs and superhubs underperform (MS Turing 10M).

As updates accumulate, the indegree distribution becomes in-

creasingly polarized (Figure 7). The population of well-performing

mid-indegree nodes shrinks, while both antihubs and superhubs

increase. This effect is more severe in FreshVamana, whereas IPVa-

mana maintains a relatively stable structure but exhibits a steady

increase in antihubs. This suggests that, over time, the graph evolves

into (1) a shrinking core of well-connected nodes and (2) an expand-

ing periphery of poorly connected antihubs and bottleneck superhubs,

which destabilizes search performance.

Overall, as updates accumulate, the proportion of poorly per-

forming nodes increases, progressively destabilizing greedy search
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Figure 7: Shift in indegree distribution: antihubs and super-

hubs increase over time (MS Turing 10M).

and accelerating the degradation of the graph structure. In this way,

the local connectivity failures identified in Section 3.1 propagate

and amplify, culminating in systemic global connectivity collapse.

4 CONDA: CONNECTIVITY-AWARE DYNAMIC

ANNS INDEX

4.1 Design Goals and Overview

CONDA targets an In-place Updatable Graph Index (Defini-

tion 2.4), which requires bounded local updates without periodic

global maintenance. To achieve this while preventing the connec-

tivity collapse analyzed in Section 3, CONDA shifts the pruning

objective from relying on distance-based MRNG heuristics (Algo-

rithm 1) to preserving topological reachability. Specifically, CONDA

is designed to achieve the following five goals:

• G1: Preserve Short-hop Reachability: The graph 𝐺𝑡 must

ensure monotonic reachability from a new node to its nearest

neighbors within a bounded hop count.

• G2: Bounded Update Locality: The affected node setM𝑡 must

be strictly bounded by a constant determined solely by index

parameters, independent of the graph size |𝑉𝑡 |.
• G3: Scan-free Deletion Repair: Affected nodes for deletion

must be identified without 𝑂 ( |𝑉𝑡 |) graph-wide scans.
• G4: Mixed Read-Write Robustness: The index must main-

tain high search performance and low tail latency even under

concurrent, high-throughput update workloads on 𝐺𝑡 .

• G5: Bounded Memory and Degree: The graph𝐺𝑡 must strictly

adhere to the maximum outdegree limit 𝑅 for all 𝑣 ∈ 𝑉𝑡 .
To achieve these goals, CONDA introducesCRNG (Connectivity-

aware Relative Neighborhood Graph), a pruning rule that considers

not only distance but also existing graph connectivity to ensure robust

reachability. By verifying two-hop reachability, CRNG prevents

node isolation and stabilizes the indegree distribution. We first

present CRNG pruning (Section 4.2), followed by our connectivity-

aware insertion (Section 4.3) and deletion algorithm (Section 4.4).

4.2 CRNG Pruning

CRNG determines occlusion based on graph topology in 𝐺 = (𝑉 , 𝐸)
together with distance heuristics. Unlike MRNG (Algorithm 1),

CRNG is designed to satisfy G1 (Preserve Short-hop Reachabil-

ity) by explicitly verifying two-hop reachability at insertion time.

Specifically, when evaluating a candidate 𝑣 for a target node 𝑝 , 𝑣 is

considered occluded by a previously selected neighbor 𝑢 ∈Nout (𝑝)
if and only if a monotonic path from 𝑝 to 𝑣 via 𝑢 can be formed

with length at most 2. Formally, this condition holds if:

∃𝑢 ∈ Nout (𝑝) s.t. 𝛿 (𝑥𝑢 , 𝑥𝑣) < 𝛿 (𝑥𝑝 , 𝑥𝑣) .
Note that the condition 𝛿 (𝑥𝑢 , 𝑥𝑣) < 𝛿 (𝑥𝑝 , 𝑥𝑣) implies the path

𝑝 → 𝑢 → 𝑣 is monotonic, as 𝛿 (𝑥𝑝 , 𝑥𝑢 ) < 𝛿 (𝑥𝑝 , 𝑥𝑣) naturally holds

by the ascending distance processing order of candidates.
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Algorithm 2 presents the CRNG pruning procedure. For a tar-

get node 𝑝 , candidate nodes are traversed in ascending order of

distance to 𝑥𝑝 to determine occlusion, as in MRNG pruning. For

each candidate 𝑣 , we record the strongest occluder (the closest pre-

viously selected neighbor through which 𝑣 is reachable) and its

corresponding distance. Based on these values, three cases arise:

• Case 1 (Not Reachable): If 𝑣 is not two-hop reachable from 𝑝

via any 𝑢 ∈ S, we connect (𝑝, 𝑣) directly.
• Case 2 (Occluded): If 𝑣 is two-hop reachable via some occluder ∈
S and 𝛿 (𝑥occluder , 𝑥𝑣) < 𝛿 (𝑥𝑝 , 𝑥𝑣), 𝑣 is occluded and not connected.
• Case 3 (Non-monotonic Path): If 𝑣 is two-hop reachable via

occluder ∈ S but 𝛿 (𝑥occluder , 𝑥𝑣) ≥ 𝛿 (𝑥𝑝 , 𝑥𝑣), the path violates

monotonicity, so connect (𝑝, 𝑣) directly and remove (occluder, 𝑣).
This removal replaces the long edge (occluder, 𝑣) with the shorter

edge (𝑝, 𝑣), optimizing the local edge length distribution. Connec-

tivity from occluder to 𝑣 can be preserved because 𝑝 and occluder

form a bidirectional connection, enabling occluder to reach 𝑣

monotonically via 𝑝 (occluder → 𝑝 → 𝑣).

Figure 8 illustrates this CRNG pruning process for node 𝑝 with

distance-sorted candidates {1, . . . , 5}. Nodes 1, 2, and 4 are not two-
hop reachable from 𝑝 via any previously selected neighbor, so 𝑝

connects directly (Case 1). Node 3 is monotonically reachable via

node 1 and thus occluded, resulting in no connection from 𝑝 (Case

2). Finally, node 5 is reachable via node 1 but non-monotonically,

so the edge (1, 5) is removed and (𝑝, 5) is added (Case 3).

unconnected connected candidate node selected neighbor

(a) Case 1

1𝑝
3

5

2
4

1𝑝
3
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2
4

(b) Case 1 and 2

1𝑝
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(c) Case 3

Figure 8: CRNG pruning example.

By determining occlusion based on existing connections and

updating edges accordingly, CRNG preserves two-hop monotonic

reachability from a newly inserted node to its NNs within the

candidate set.

Lemma 4.1 (Monotonic Reachability of CRNG). Given

a graph 𝐺 , a node 𝑝 with vector 𝑥𝑝 , and a candidate set C of size at

least 𝐿 sorted in ascending order of distance to 𝑥𝑝 , let S be the output

of CRNGPrune(𝐺, 𝑥𝑝 , C, 𝑅). Then, S is the minimal subset of C that

guarantees monotonic two-hop reachability from 𝑝 to every node

within the top-min(𝑅, 𝐿) candidates. Proof is provided in Appendix A.

This guarantee is defined with respect to the discovered candidate

set C. While it does not cover undiscovered ground-truth NNs,

optimizing connectivity for C maximizes the probability that those

nodes will be retrievable in future searches. Furthermore, while

this framework can be generalized to ℎ hops, our ablation study

shows that ℎ=2 offers the best trade-off between recall and pruning

cost. This is because the number of intermediate nodes that must

be examined per candidate grows as 𝑂 (𝑅ℎ−1).
The time complexity of CRNGPrune is𝑂 ( |C| ·𝑅), asymptotically

the same as MRNGPrune (Algorithm 1). However, their practical

costs differ. While MRNGPrune can employ early termination for

Algorithm 2: CRNGPrune

Input: 𝐺 = (𝑉 , 𝐸), 𝑥𝑝 , candidate set C sorted by ascending

𝛿 (𝑥𝑝 , ·), 𝑅
Output: selected neighbor set S, occlusion map O

1 S ← ∅; O ← ∅;
2 foreach 𝑣 ∈ C do

3 occluder ← −1; distance←∞;
4 foreach 𝑢 ∈ S do

5 if 𝑣 ∈ Nout (𝑢) and 𝛿 (𝑥𝑢 , 𝑥𝑣) < distance then

6 occluder ← 𝑢; distance← 𝛿 (𝑥𝑢 , 𝑥𝑣);

7 if occluder = −1 then
8 S ← S ∪ {𝑣}; // Case 1

9 else if distance < 𝛿 (𝑥𝑝 , 𝑥𝑣) then
10 O[𝑣] ← occluder ; // Case 2

11 else

12 S ← S ∪ {𝑣}; // Case 3

13 remove edge (occluder, 𝑣) from E;

14 if |S| = 𝑅 then break;

15 return S, O;

occluded candidates, it must compute distances to all 𝑂 (𝑅) previ-
ously selected neighbors for non-occluded candidates. In contrast,

CRNGPrune leverages graph topology, conditionally computing

distances only for previously selected neighbors 𝑢 that already con-

nect to 𝑣 (i.e., 𝑣 ∈ Nout (𝑢)). This structural filtering substantially

reduces computation as follows:

• Case 1 (Not Reachable): No distance computations are required.

• Case 2 (Occluded) and Case 3 (Non-monotonic Path): Dis-

tances are computed only for the subset of connected neighbors.

4.3 Insertion Algorithm

CONDA strengthens bidirectional connectivity through two mech-

anisms: CRNG pruning for topology-aware neighbor selection and

in-neighbor candidate expansion for reinforcing bidirectional links.

The insertion procedure (Algorithm 3) integrates these in two stages:

(1) determining out-neighbors and (2) establishing in-neighbors.

In the first stage, out-neighbors are selected following existing

in-place insertion procedures. A greedy search with search width

𝐿 is performed using the new data point 𝑥𝑝 as a query to gather

visited nodes as out-neighbor candidates. These candidates are then

sorted by distance to 𝑥𝑝 , and CRNG pruning is applied to select up

to 𝑅 neighbors, populating an occlusion map O that records each

occluded node and its occluder.

In the second stage, bidirectional links are established by adding

node 𝑝 to the out-neighbor lists of its selected out-neighbors. If

this causes any neighbor’s outdegree to exceed 𝑅, re-pruning is

performed. Unlike the initial pruning, this step uses MRNG prun-

ing instead of CRNG pruning. This is because nodes requiring

re-pruning are typically already densely connected, so CRNG pro-

vides fewer opportunities for occlusion decisions that remove edges.

Accordingly, we use MRNG pruning in this step for trimming, using

distance-based occlusion as a proxy for multi-hop reachability.

A key difference from conventional insertion procedures is how

CONDA handles cases in which a bidirectional link to 𝑝 is removed
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Figure 9: Overview of CONDA update processes (𝑅=3).

Algorithm 3: Insert

Input: 𝐺 = (𝑉 , 𝐸), 𝑥𝑝 , 𝑅, 𝐿, 𝛼 , expansion ratio 𝛽

Output: 𝐺 ′ = (𝑉 ′, 𝐸′) where 𝑉 ′ =𝑉 ∪ {𝑝}
1 [L,V] ← GreedySearch(𝐺, 𝑥𝑝 , 𝐿);
2 sortV by ascending 𝛿 (𝑥𝑝 , ·);
3 [S,O] ← CRNGPrune(𝐺, 𝑥𝑝 ,V, 𝑅);
4 Nout (𝑝) ← S;
5 initialize in-neighbor candidate setW ←Nout (𝑝);
6 whileW ≠ ∅ do
7 remove the closest𝑤 to 𝑥𝑝 fromW;

8 Nout (𝑤) ← Nout (𝑤) ∪ {𝑝};
9 if |Nout (𝑤) | ≤ 𝑅 then

10 continue;

11 sort Nout (𝑤) by ascending 𝛿 (𝑥𝑤, ·);
12 Nout (𝑤) ← MRNGPrune(𝑥𝑤,Nout (𝑤), 𝑅, 𝛼);
13 if 𝑝 ∉ Nout (𝑤) then
14 foreach 𝑦 ∈ O where O[𝑦] = 𝑝 and

rankV (𝑦) ≤ 𝛽 |V| do
15 W ←W ∪ {𝑦};

16 return 𝐺 ′;

during re-pruning. When this occurs, the in-neighbor candidate

pool is expanded to include nodes that were previously occluded

by that neighbor, thereby strengthening reverse reachability to 𝑝

from NNs. To avoid excessive expansion, we restrict this inclusion

to the top-𝛽 fraction of the original candidate set.

Figure 9(a) illustrates an example of inserting a node 𝑝 with

candidates {1, . . . , 6}. Nodes 1, 2, and 6 are selected as out-neighbors,
while 3, 4, and 5 are occluded by node 1. In step (2), when node

1 is not retained as an in-neighbor after re-pruning, the nodes

occluded by it are added to the in-neighbor candidate set. This

approach mitigates indegree imbalance and reduces the emergence

of isolated nodes by maintaining bidirectional connectivity.

4.4 Deletion Algorithm

CONDA’s deletion algorithm (Algorithm 4) ensures high efficiency

and structural robustness via two key mechanisms: CRNG pruning

for topology-aware rewiring and lazy deletion to eliminate costly

𝑂 ( |𝑉 |) graph-wide scans. It integrates these mechanisms within

the two-stage IPVamana framework (Section 2.2): (1) collecting

candidates and (2) bidirectional rewiring.

In the first stage, greedy search with width 𝐿𝑑 uses the deleted

node’s vector 𝑥𝑑 as a query to collect a visited node setV . FromV ,

Algorithm 4: Delete

Input: 𝐺 = (𝑉 , 𝐸), deleted node 𝑑 , 𝑅, 𝐿𝑑 , 𝑘𝑑 , 𝑐

Output: 𝐺 ′ = (𝑉 ′, 𝐸′) where 𝑉 ′ =𝑉 \ {𝑑}
1 [L,V] ← GreedySearch(𝐺, 𝑥𝑑 , 𝐿𝑑 );
2 T ← top-𝑘𝑑 nodes inV sorted by ascending 𝛿 (𝑥𝑑 , ·);
3 N ′

in
(𝑑) ← {𝑢 ∈ V | 𝑑 ∈ 𝑁out (𝑢)};

4 for 𝑢 ∈ N ′
in
(𝑑) do

5 𝐶𝑢 ← the 𝑐 closest nodes to 𝑥𝑢 in T ;
6 Nout (𝑢) ← (Nout (𝑢) ∪𝐶𝑢 ) \ {𝑑};
7 for𝑤 ∈ Nout (𝑑) do
8 𝐶𝑤 ← the 𝑐 closest nodes to 𝑥𝑤 in T ;
9 for 𝑦 ∈ 𝐶𝑤 do

10 Nout (𝑦) ← Nout (𝑦) ∪ {𝑤};

11 for any updated node 𝑣 with |Nout (𝑣) | > 𝑅 do

12 sort Nout (𝑣) by ascending 𝛿 (𝑥𝑣, ·);
13 [S, _] ← CRNGPrune(𝐺, 𝑥𝑣,Nout (𝑣), 𝑅);
14 Nout (𝑣) ← S;
15 return 𝐺 ′;

we form a replacement pool T (top-𝑘𝑑 visited nodes) and identify

the affected in-neighbors N ′
in
(𝑑).

In the second stage, CONDA performs bidirectional rewiring as

in IPVamana, but applies CRNG pruning when a node’s outdegree

exceeds 𝑅. This leverages the enriched neighborhood by removing

edges to nodes that are now two-hop monotonically reachable via

newly added neighbors, thereby preserving compact connectivity.

The key distinction between CONDA and prior methods such as

FreshVamana and IPVamana lies in the use of lazy deletion. Instead

of performing costly graph-wide scans to remove all incoming edges

to the deleted node 𝑑 , CONDA marks 𝑑 with a sentinel value and

leaves the dangling edges intact. These edges are then efficiently

removed on-demand during subsequent searches: when a marked

node is encountered, the current node drops the dangling edge

from its out-neighbor list. As illustrated in Figure 9(b), this on-

demand cleanup avoids periodic 𝑂 ( |𝑉 |) scans by deferring stale-

edge removal, thereby reducing deletion cost at the expense of

temporary search-performance degradation caused by stale edges.

4.5 Implementation Details

This section details graph-topology management, pruning support,

lazy deletion, and concurrency control.

4.5.1 Graph Representation and Auxiliary Structures. The storage
of graph topology in CONDA follows standard graph indices [27,
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39]. The graph 𝐺 is stored in main memory as adjacency lists with

dynamic out-neighbor arrays, along with a mapping between ex-

ternal tags and internal locations for memory management. The

occlusion map O temporarily records the strongest occluder for

each candidate during CRNGPrune. To minimize memory over-

head, we implement O as a thread-local ephemeral structure that

stores only candidates visited during greedy search, making the

overhead of topology-aware pruning negligible.

4.5.2 Lazy Deletion Mechanism. CONDA implements lazy deletion

by encoding deletion status directly in the node vector using a

sentinel value, avoiding separate metadata. During traversal, each

neighbor is checked using a single floating-point comparison on

the first vector dimension; if the sentinel is detected, the edge is

removed from the adjacency list.

To handle physical memory reclamation, we employ a lazy reuse

strategy. Upon deletion, the node’s location is added to a pool of free

locations and reused by subsequent insertions. Existing in-edges to

a reused location may become stale edges to the new vector, which

are later removed during traversal or re-pruning.

4.5.3 Concurrency Control. CONDA adopts a fine-grained reader-

writer locking strategy. For read operations, search threads acquire

a shared lock on the adjacency list, allowing concurrent reads with-

out blocking. For updates, we employ per-node exclusive locks that

protect only modified adjacency lists. Since CONDA’s updates are

localized, each operation acquires at most 𝑂 (𝑅 + 2𝑘𝑑 ) locks, mini-

mizing contention even under highly concurrent workloads.

5 EVALUATION

5.1 Experimental Setup

5.1.1 Datasets. We use six real-world datasets spanning multiple

modalities (Table 2). For the first five datasets, we use the query sets

provided by the BigANN benchmark [23]. For YFCC, we generate

queries by sampling 10,000 vectors from each month.We also report

the average local intrinsic dimensionality (LID), which estimates

the effective dimensionality of local neighborhoods; higher LID is

associated with more challenging ANNS tasks [14, 34].

Table 2: Statistics of benchmark datasets.

Dataset dtype dim
query metric type LID

∗

MS Turing [48] float32 100 10,000 l2 Text 15.6

MS SpaceV [12] int8 100 29,316 l2 Text 13.2

Wikipedia [23] float32 768 5,000 ip Text 44.4

BIGANN [28] uint8 128 10,000 l2 Image 11.6

Text-to-Image [6] float32 200 100,000 ip Multimodal 17.9

YFCC [7] int8 384 30,000 l2 Image 33.6

∗
LID is measured with 𝑘 = 32 on the 1M subset.

5.1.2 Update Workloads. We evaluate three update patterns as

detailed in Table 1: Sliding Window (SW), Expiration (EX), and

Clustered (CS). SW and EX are applied to the first five datasets in

Table 2 (1M-scale), while CS is applied to the MS Turing datasets.

Unless otherwise specified, ablation and supplementary experi-

ments use MS SpaceV 1M under SW. In Section 5.5, we additionally

evaluate two real-world simulations: (1) a temporal-query workload

on YFCC 84M using queries from the most recent 3 months of a

10-month sliding window, and (2) a 6-hour concurrent workload

on MS SpaceV 100M with 5 insertion, deletion, and search threads

each. We maintain fixed update throughput and trigger baseline

consolidation when deletions reach 1% of the dataset.

5.1.3 Methods Compared. We compare CONDAwith four in-place

updatable graph indices: FreshVamana [50], IPVamana [57],Wolver-

ine+ and Wolverine++ [35]. The Wolverine variants are evaluated

in Sections 5.2 and 5.4. All methods use 𝑅=32 and 𝐿=64. Fresh-

Vamana, IPVamana, and CONDA also use 𝛼=1.2. For deletions

in IPVamana and CONDA, we set 𝐿𝑑=128, 𝑐=3, and 𝑘𝑑=50; for

CONDA insertions, we set 𝛽=0.25. Section 5.3 further evaluates

Soft-Deletion (mark-and-filter) and Out-of-Place rebuild (triggered

when deleted nodes exceed 10%). In ablation studies, we additionally

compare with HNSW [39], NSG [16], SSG [15], and 𝜏-MNG [45],

using FANNG [24] as the initial graph for NSG, SSG, and 𝜏-MNG.

5.1.4 Performance Metrics. We evaluate three primary aspects:

• Search performance: Recall@10 at every timestep (𝐿𝑠=100) and

average queries per second (QPS). In sections that focus on tail

behavior, we additionally report p99 search latency.

• Update overhead: End-to-end execution time of the update

workload. We additionally report insertion/deletion throughput

(OPS) and p99 insert/delete latency in relevant analysis.

• Graph connectivity: The ratio of isolated (IS) nodes and un-

reachable (UN) nodes, where UN denotes nodes not discovered

by GreedySearch with 𝐿𝑠=100. We report only the key trends in

the main text, with full results omitted due to space constraints.

5.1.5 HW/SWEnvironment. All experiments run onUbuntu 20.04.4

LTS with dual Intel Xeon Gold 6326 CPUs (32 cores) and 512 GB

RAM. All methods use 64 threads except for static-index search

comparisons, which are run single-threaded for fairness.

5.2 Performance on Update Workloads

We evaluate CONDA against in-place updatable graph indices on

the five 1M-scale datasets under SW and EX update patterns.

5.2.1 Search Performance. Figure 10 shows recall@10 over time-

steps. CONDA maintains consistently high and stable recall across

all datasets, outperforming FreshVamana by 9.7% (SW) and 9.2%

(EX) on average, and IPVamana by 4.6% (SW) and 4.0% (EX). It also

outperforms Wolverine+ by 1.6% (SW) and 1.1% (EX), and Wolver-

ine++ by 5.0% (SW) and 3.2% (EX) on average. FreshVamana and

Wolverine++ gradually degrade, while IPVamana slightly improves

under SW due to deletion-induced densification but remains below

CONDA. The gap is most pronounced in harder regimes, including

high-LID datasets and high-LID queries. For example, onWikipedia

1M under SW, CONDA improves recall over FreshVamana by 24.5%

on the full query set and 31.3% on the top-5% high-LID queries; the

gain over IPVamana similarly increases from 11.9% to 17.2%. Fig-

ure 11 shows that CONDA achieves a consistently better QPS-recall

trade-off, especially on high-dimensional datasets.

5.2.2 Update Overhead. Figure 12 shows total update time. CONDA

achieves the lowest update overhead except on Wikipedia and

against Wolverine++, reducing update time on average by 26.8%,

21.4%, and 35.8% over FreshVamana, IPVamana, and Wolverine+

under SW, respectively, and by 23.4%, 19.5%, and 38.5% under EX.

Wolverine++ achieves the lowest update time, but this speedup
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Figure 10: Search recall over timesteps under SW and EX.
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Figure 11: QPS–recall@10 trade-offs under SW and EX.

comes with substantial search performance degradation, as shown

in Figure 10. CONDA’s competitive update efficiency stems from

two factors: (1) CRNG computes distances only for already-connected

pairs, and (2) lazy deletion eliminates costly graph-wide scans. On

MS SpaceV 1M under SW, the pruning overhead is 4.08 s/step, com-

pared with 5.58 s/step for FreshVamana and 4.62 s/step for IPVa-

mana; lazy deletion further reduces consolidation cost to 0.013

s/step, compared with 0.41 s/step and 0.19 s/step, respectively.

Wikipedia is an exception because severe structural degradation in

the baselines reduces the number of maintained edges.
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Figure 12: Update overhead under SW and EX.

5.2.3 Graph Connectivity. CONDA maintains near-zero IS and UN

nodes across all settings, reducing the IS node ratio by an average

of 99.5%, 94.7%, 64.4%, and 83.6% compared with FreshVamana,

IPVamana, Wolverine+, and Wolverine++, respectively. In contrast,

all baselines accumulate IS and UN nodes over time, consistent with

the recall degradation observed in Figure 10.

5.3 Maintenance Policy Comparison

This section compares in-place maintenance with Soft-Deletion and

Out-of-Place in terms of search stability and update tail latency.

5.3.1 Search Performance. Figure 13 shows recall@10 and p99

search latency over timesteps. Under Soft-Deletion, both methods

exhibit declining recall and increasing tail latency as deletions accu-

mulate. Out-of-Place mitigates this drift through periodic rebuilds,

improving both metrics for FreshVamana. In contrast, CONDA’s na-

tive in-place maintenance achieves higher recall and lower latency

than Out-of-Place.
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Figure 13: Search performance under maintenance policies.

5.3.2 Update Performance. Figure 14 reports p99 insert and delete

latency over timesteps. Soft-Deletion keeps delete latency low by

avoiding structural repair, while Out-of-Place exhibits periodic

latency spikes during rebuilds. In contrast, in-place maintenance
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avoids such bursts and maintains stable update latency over time.

Among all methods, CONDA achieves the lowest and most stable

delete tail latency due to its localized, scan-free deletion repair.
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Figure 14: Update performance under maintenance policies.

5.4 Performance under Clustered Updates

We evaluate CONDA under CS update pattern on MS Turing 10M

and 30M, where correlated data arrive in bursts.

5.4.1 Search Performance. Figure 15 reports recall@10 over time-

steps under CS. CONDA consistently achieves the highest recall

and the best QPS–recall trade-off. At recall 0.80 on MS Turing 10M,

it provides 1.56×, 1.42×, 1.57×, and 1.47× higher QPS than Fresh-

Vamana, IPVamana, Wolverine+, and Wolverine++, respectively.

Furthermore, none of the baselines reaches 0.85 recall on either

dataset, whereas CONDA maintains stable performance beyond

this threshold.
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Figure 15: Search recall over timesteps under CS.

5.4.2 Update Overhead. Table 3 reports total update time. While

Wolverine++ achieves the lowest update overhead, CONDA re-

quires less insertion time than FreshVamana and IPVamana on

both datasets. For deletions, FreshVamana is fastest on 10M, while

CONDA is fastest on 30M. On 10M, IPVamana and CONDA incur

higher deletion costs than FreshVamana because their connectivity-

preserving rewiring is frequently triggered by the simultaneous

arrival of similar data, causing repeated re-pruning. On 30M, smaller

batches reduce this effect, allowing CONDA to maintain superior

search performance with competitive update efficiency.

5.4.3 Graph Connectivity. CONDA achieves the best connectivity

among all methods. Across both scales, IS node ratio remains near

0.0%—an average reduction of 94.7% and 89.9% against FreshVa-

mana and IPVamana, respectively—and UN node ratio is roughly

half that of the baselines. The gap is even larger against Wolver-

ine: CONDA reduces IS node ratio by 96.7% and 98.3% compared

with Wolverine+ and Wolverine++, respectively. The severe accu-

mulation of IS in the Wolverine variants is consistent with their

substantial recall degradation under clustered updates.

Table 3: Update overhead (s) under CS on MS Turing datasets

(V.=Vamana, W.=Wolverine).

Dataset Metric FreshV. IPV. W.+ W.++ CONDA

10M

Insert 173.0 168.2 109.3 105.1 142.7

Delete 40.0 128.0 128.7 30.1 117.6

Total 213.0 296.2 238.0 135.2 260.3

30M

Insert 403.1 390.6 282.6 260.9 353.5

Delete 744.8 1000.6 1040.0 267.9 671.9

Total 1148.0 1391.2 1322.7 528.8 1025.4

5.5 Real-World Update Simulation

5.5.1 Temporal Query Simulation. Figure 16(a) reports recall@10

during the temporal-query simulation on YFCC. CONDAmaintains

higher recall than both baselines across the entire period. Recall@10

also varies little with query age, suggesting that the index quality

depends more on global structural robustness than on sensitivity to

recent data. Figure 16(b) validates this robustness: while FreshVa-

mana’s IS node ratio surges to nearly 40% due to structural collapse,

CONDA maintains near-zero IS throughout.
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Figure 16: Performance with temporal query patterns.

5.5.2 Concurrent Workload Simulation. Figure 17 shows search

performance under concurrent workloads on MS SpaceV 100M.

CONDA achieves the lowest search tail latency and the highest re-

call throughout the 6-hour run. These results indicate that CONDA’s

update mechanism has minimal impact on search performance un-

der concurrent operations, making it well-suited for real-time vector

databases with mixed read-write workloads.
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Figure 17: Performance under concurrent workloads.

5.6 Ablation Studies

Unless otherwise specified, ablations are conducted on MS SpaceV

1M under SW.We validate the individual contributions of CONDA’s

key components: CRNG pruning, in-neighbor candidate expansion,

lazy deletion, and dynamic maintenance mechanism.

5.6.1 Impact of CRNG Pruning. We compare CRNG with distance-

and angle-based pruning on MS SpaceV 1M. To isolate the effect of

CRNG, we evaluate CONDAwith 𝛽=0.0, which disables in-neighbor

candidate expansion. As shown in Figure 18, the CONDA variants

achieve search performance comparable to the best static index

(𝜏-MNG) while requiring substantially shorter construction time
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than static pipelines that rely on initial graphs and post-processing.

Overall, CONDA achieves high search performance with low con-

struction time. To evaluate generality beyond Vamana-style graphs,

we replace HNSW’s pruning rule with CRNG (denoted as HNSW-

CRNG), which achieves a better QPS-recall trade-off than HNSW.
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Figure 18: Comparison with static graph indices.

5.6.2 Impact of Hop Parameter. Wevary the hop parameterℎ ∈ {1, 2,
3}, which controls how far CRNG checks occlusion during pruning.

Figure 19 shows that ℎ=2 offers the best trade-off between recall

and update overhead. With ℎ=1, limited occlusion checks leave

redundant edges, degrading navigability and increasing re-pruning

overhead. Increasing ℎ to 3 incurs additional intermediate checks

without improving recall. This aligns with greedy search, where

two-hop reachability captures the next expansion opportunity for

occluded candidates. The same trend holds onWikipedia 1M, where

ℎ=2 outperforms ℎ=1 and ℎ=3 in both recall@10 (0.92 vs. 0.84/0.91)

and update time (97 s vs. 397/242 s). We therefore use ℎ=2.
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Figure 19: Impact of hop parameter ℎ in CRNG.

5.6.3 In-neighbor Candidate Expansion. We vary 𝛽 ∈ {0.0, 0.25,
0.5, 1.0}, where 𝛽=0.0 disables candidate expansion. Table 4 reports
QPS and construction time under different 𝛽 values. On CONDA,

candidate expansion improves QPS by 8.2% at recall@10 = 0.95 on

the high-dimensional Wikipedia 1M dataset, while providing only

marginal gains on the simpler MS SpaceV dataset. For FreshVamana,

expansion improves QPS by up to 54.2%, confirming its effectiveness

for MRNG-based methods. Construction time remains comparable

at 𝛽=0.25 and tends to increase for larger 𝛽 , reflecting the trade-off

between reverse-connectivity reinforcement and construction cost.

5.6.4 Impact of Lazy Deletion. We compare CONDA with and

without lazy deletion on MS SpaceV 1M under SW. Lazy deletion

reduces deletion time from 15.9 s to 13.2 s (17.0%), with only minor

search degradation: recall drops by 0.16% and QPS decreases from

175.9K to 173.7K (1.3%).

To further quantify its effect on future queries, we vary 𝐿𝑑 , which

controls the breadth of local deletion repair. Larger 𝐿𝑑 explores

broader rewiring opportunities during deletion repair. As shown in

Table 5, increasing 𝐿𝑑 consistently reduces stale edges and improves

recall@10 on both datasets, while QPS remains relatively stable.

Table 4: Impact of in-neighbor candidate expansion: QPS (K)

at target recall and index construction time (s).

CONDA FreshVamana

MS SpaceV

@Recall=0.95

Wikipedia

@Recall=0.95

MS SpaceV

@Recall=0.93

Wikipedia

@Recall=0.85

𝛽 QPS Time QPS Time QPS Time QPS Time

0.00 66.8 11.5 9.4 57.8 41.9 49.0 10.5 62.0

0.25 67.1 12.5 10.2 56.8 47.3 49.6 16.2 61.5

0.50 67.6 12.2 10.2 61.0 50.5 55.5 15.4 64.6

1.00 71.9 12.7 10.2 71.5 50.5 67.7 15.0 63.1

Table 5: Impact of 𝐿𝑑 on lazy deletion.

MS SpaceV 1M Wikipedia 1M

𝐿𝑑
Del.

OPS (K)

Stale

(%)

Recall

@10

QPS

(K)

Del.

OPS (K)

Stale

(%)

Recall

@10

QPS

(K)

16 8.4 1.12 0.917 109.4 9.4 1.26 0.899 20.0

128 6.6 0.50 0.924 107.6 5.5 0.84 0.913 17.8

512 5.0 0.25 0.928 107.2 3.7 0.57 0.921 21.1

5.6.5 Robustness of Dynamic Maintenance. We evaluate the robust-

ness of long-running in-place maintenance under different initial

construction methods. We first build an index using 50% of MS

SpaceV 1M, then ingest the remaining stream under SW using dif-

ferent maintenance methods. Figure 20 reports recall and graph

connectivity across all construction/update pairs. CONDA consis-

tently maintains high recall with minimal connectivity degradation,

even when initialized from a FreshVamana-built graph. In contrast,

FreshVamana progressively degrades over time, while IPVamana

mitigates this effect but still lags behind CONDA.

0 20 40 60 80 100
Timestep

0.89

0.90

0.91

0.92

Re
ca

ll@
10

(a) Recall@10 per Timestep

0 20 40 60 80 100
Timestep

0%

1%

2%

3%

IS
 N

od
e 

Ra
tio

(b) IS Node Ratio per Timestep

CONDA ➔ FreshVamana
FreshVamana ➔ FreshVamana

CONDA ➔ IPVamana
FreshVamana ➔ IPVamana

CONDA ➔ CONDA
FreshVamana ➔ CONDA

Figure 20: Impact of initial construction and update methods

(A→B: build with A, update with B).

5.6.6 Impact of Deletion Parameters. Figure 21 shows the impact

of deletion parameters on recall. Larger parameter values generally

improve recall but also increase deletion overhead. For example,

increasing 𝑐 from 1 to 5 raises deletion time from 8.3 s to 24.0 s.

The same trend is observed on Wikipedia 1M, where increasing 𝑐

from 3 to 5 improves average recall only from 0.922 to 0.924 but

increases deletion time from 38.7 s to 43.5 s. We therefore use the

same parameters as IPVamana: 𝐿𝑑=128, 𝑘𝑑=50, and 𝑐=3.
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Figure 21: Impact of deletion parameters.
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5.6.7 Impact of 𝑘 . Figure 22 shows search performance under dif-

ferent top-𝑘 settings. For fair evaluation, we set 𝐿𝑠 =100 for 𝑘 =1

and 𝐿𝑠 =10𝑘 otherwise. CONDA maintains stable recall and search

throughput across timesteps for 𝑘 = 1, 10, 100, and 1000, demon-

strating robustness across different query settings.
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Figure 22: Search performance under varying 𝑘 .

6 RELATEDWORK

• Connectivity Preservation in Static Settings: Several studies

address graph connectivity challenges in static indices. NSG [16]

identifies isolated nodes via DFS traversal and explicitly adds

edges. MN-RU [56] detects isolated nodes during insertion via

auxiliary searches and manages them in a separate sub-index.

Vista [17] adapts per-node outdegree limits based on data distri-

bution. However, these approaches incur costs that scale with

the dataset size, making them impractical for evolving data.

• Dynamic Graph-based ANNS: Recent studies have explored

optimizations for specific scenarios. Greator [60] addresses disk

I/O inefficiency in small-batch updates via page-level localized

updates. CleANN [61] adaptively optimizes graph structure for

query workloads by adding bridge edges during traversal. We do

not compare with these methods, as our focus is on immediate in-

place update mechanisms at the indexing-algorithm level. These

approaches are orthogonal to CONDA and can be combined with

our indexing algorithm.

• Dynamic Non-graph-based ANNS:Non-graph-based dynamic

indices typically partition the dataset and process updates within

each partition. To mitigate partition-induced search degradation

(e.g., imbalance under continuous updates), they use recluster-

ing [7], dynamic merging [58], or hashing [11, 62]. This approach

is particularly effective for billion-scale datasets, where process-

ing updates on a single index can be inefficient. CONDA can be

combined with these partitioning schemes.

7 CONCLUSION AND DISCUSSION

In this paper, we proposed CONDA, a dynamic graph-based ANNS

index that addresses the fundamental limitations of in-place up-

date methods. Across our update workload evaluations, CONDA

improves recall@10 over state-of-the-art in-place graph indices by

4.3% on average and by up to 17.2% in the most challenging settings,

while reducing total update time by 20.5% on average. CONDA

also maintains a robust index structure throughout long-running

updates, reducing the isolated node ratio by 94.7% on average.

Several directions remain for future work. Since CONDA’s dele-

tion repair relies on local greedy search, some affected in-neighbors

may be missed, leaving stale edges that can affect search perfor-

mance over long-running updates. Future work includes develop-

ing lightweight bounded-cost repair mechanisms and extending

CONDA to disk-resident settings.
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A PROOF FOR LEMMA 4.1

Proof. The proof proceeds in two parts: monotonic two-hop

reachability and minimality of S.
1. Proof of Monotonic Two-Hop Reachability. The pruning algo-

rithm processes the candidate set C in ascending order of distance

to 𝑥𝑝 until either all 𝐿 candidates are examined or |S| = 𝑅. Since at

most one neighbor is added per iteration, the processed candidates

include the top min(𝐿, 𝑅) candidates.
For any candidate node 𝑣 processed by the algorithm, one of the

three cases in Algorithm 2 must occur:

• Case 1: 𝑣 is not two-hop reachable via any neighbor currently

in S. The algorithm establishes a direct edge (𝑝, 𝑣) by adding 𝑣

to S. This one-hop path is trivially monotonic.

• Case 2: A monotonic path 𝑝→occluder→𝑣 already exists, sat-

isfying the condition 𝛿 (𝑥occluder , 𝑥𝑣)<𝛿 (𝑥𝑝 , 𝑥𝑣). In this case, 𝑣 is

not added to S, as monotonic reachability is already guaranteed.

• Case 3: A path 𝑝→ occluder→ 𝑣 exists but is non-monotonic.

The algorithm rectifies this by adding a direct, monotonic edge

(𝑝, 𝑣) and removing the non-monotonic edge (occluder, 𝑣).
In all cases, after processing 𝑣 , a monotonic path of at most two

hops from 𝑝 to 𝑣 exists. As this holds for every processed candidate,

the monotonic reachability guarantee extends to all nodes within

the top min(𝐿, 𝑅) candidates in C.
2. Proof of Minimality. We prove minimality by contradiction.

Assume the resulting set S is not minimal. This implies there exists

a node 𝑟 ∈ S that could be removed such that the smaller set

R′=S\{𝑟 } would still guarantee monotonic reachability to all top

min(𝐿, 𝑅) candidates. A node 𝑟 could only have been added to S
under Case 1 or Case 3:

• If 𝑟 was added underCase 1, then at the time it was processed, no

monotonic two-hop path to 𝑟 existed via any previously selected

neighbor in R′. The direct edge (𝑝, 𝑟 ) was therefore necessary
to establish this reachability. Removing 𝑟 from S would leave 𝑟

without a guaranteed monotonic path, which is a contradiction.

• If 𝑟 was added under Case 3, then the only available two-hop

path to 𝑟 via previously selected neighbors was non-monotonic.

The algorithm added the direct edge (𝑝, 𝑟 ) specifically to enforce

monotonicity. Removing this edgewould revert the only available

path to a non-monotonic one, violating the guarantee. This is

also a contradiction.

Since removing any node 𝑟 ∈ S would violate the reachability

guarantee for at least one node (i.e., 𝑟 itself), every node in S is

necessary. Therefore, S is the minimal subset of C that satisfies the

condition. □
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