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ABSTRACT

Trajectory data analysis has been fundamental to widely used appli-
cations. Even though several research efforts have been dedicated
to develop numerous trajectory analysis algorithms, there is an
apparent lack of full-fledged trajectory analysis systems. The main
reason is that each algorithm employs new methods that are tai-
lored to one specific analysis task. This paper presents Kary; a
full-fledged system that supports a myriad of trajectory analysis
tasks. Kary leverages the recent advances in Natural Language Pro-
cessing (NLP) where the transformer architecture is introduced as a
system infrastructure to support various NLP tasks. The main idea
of Kary is that instead of training a transformer with a (spoken) lan-
guage to produce (language) models, it trains it with the (unspoken)
trajectory language to produce (trajectory) models. Kary is extensi-
ble with more transformers and/or trajectory operations. The first
release of Kary employs three transformers and supports five tra-
jectory operations. Experimental results from a real deployment of
Kary show that it either outperforms or gives similar performance
to existing baselines in all its supported operations.

PVLDB Reference Format:

Youssef Hussein and Mohamed F. Mokbel. Kary : An Extensible and
Scalable Transformers-Based System for Trajectory Data Analysis. PVLDB,
19(11): 3385 - 3399, 2026.

doi:10.14778/3836663.3836696

PVLDB Artifact Availability:
The source code, data, and/or other artifacts have been made available at
https://github.com/joHussien/kafy2025.

1 INTRODUCTION

The wide spread of internet of things and location-tracking de-
vices have enabled the availability and means to collect real tra-
jectory data. Each trajectory is composed of a set of consecutive
location points, represented by their latitude and longitude coordi-
nates. There is already a plethora of available trajectory datasets
collected for vehicles, busses, bikes, pedestrians, and marine trans-
portation. A major sector of industry have their own proprietary
trajectory data, e.g., Apple/Google Maps, Amazon delivery, Do-
orDash, FedeEX, Lyft/Uber, public transport, and taxi companies.
There is also a growing industry that sells anonymized trajectory
data, e.g., SafeGraph [97], Unacast [108], and Veraset [111]. The
availability of such data has enabled a myriad of trajectory analysis
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operations that are deemed essential for widely used applications
and domains. In transportation, trajectory analysis has been vital
in data-driven routing [86, 136], traffic monitoring [50, 77], and
forecasting [38, 109]. In location-based services, trajectory analysis
is used in trip planning [7, 152], route recommendations [15, 33],
and map services [80, 135]. In urban planning, trajectory analysis
has been a key to map inference [36, 102], understanding human
mobility [66, 127], and planning bike lanes and EV stations [37, 61].
In the health domain, trajectory analysis is essential for contact
tracing [2, 125] and understanding pandemic spread [11, 106].

Trajectory data analysis has been an active area of research over
the past few decades with numerous algorithms for various trajec-
tory analysis tasks, including similarity, summarization, imputa-
tion, generation, classification, prediction, among many others, e.g.,
see [68, 101, 103, 119] for surveys. Despite the abundance of such al-
gorithms, there is an apparent lack of full-fledged trajectory analysis
systems that can provide efficient support for a myriad of trajectory
analysis tasks. Existing trajectory systems [1, 22, 26, 53, 99, 115]
primarily focus on data management operations such as storage,
indexing, and retrieval. Some of these systems support limited an-
alytical functionalities, e.g., similarity search [53, 99] and pattern
mining [26], yet, they are not extensible to support additional analy-
sis operations. Meanwhile, recent advances in Trajectory Represen-
tation Learning (TRL) have introduced transformer-based models
that aim to learn general-purpose trajectory embeddings. However,
they are limited in two key aspects: (1) they heavily rely on the un-
derlying road network to generate trajectory embeddings, making
them inapplicable in areas where the road network is unavailable
or unreliable, and (2) each TRL approach supports a narrow set of
downstream tasks, most commonly similarity [12, 44], classifica-
tion [154, 155], and travel time estimation [131, 151].

This paper presents Kary ; a full-fledged extensible system infras-
tructure for trajectory data analysis that supports a myriad of tra-
jectory analysis tasks by leveraging the recent advances in Natural
Language Processing (NLP), and without relying on the underlying
road network. Till very recently, the NLP research landscape was
in a similar situation to trajectory data analysis, with decades of re-
search in pushing the accuracy and efficiency of various NLP tasks,
e.g., text similarity, text classification, sentence completion, and
sentiment analysis, yet with no unified systems as solutions are very
different from each other. With the recent development of the trans-
former architectures [110, 126], it becomes possible to provide such
unified systems. Transformers are trained to produce (Large) Lan-
guage Models that provide the necessary infrastructure to solve var-
ious NLP tasks. Then, specific tasks would only need to be fine tuned
with minimal overhead. One of the early and widely used architec-
tures and language models is BERT [24, 25], where it has been tuned
for various NLP tasks, including sentiment analysis [27], question
answering [20], spell checking [142], text classification [21], text


https://doi.org/10.14778/3836663.3836696
https://github.com/joHussien/kafy2025
https://creativecommons.org/licenses/by-nc-nd/4.0/
mailto:info@vldb.org
https://doi.org/10.14778/3836663.3836696
https://www.acm.org/publications/policies/artifact-review-and-badging-current

generation [17], text summarization [88], speech processing [51],
among others [57, 87]. Numerous (large) language models have
been developed since then, and they become the de facto backbone
infrastructure for solving NLP tasks [35, 58, 69, 79, 112, 143].

The main idea behind Kary is to think of trajectories as yet an-
other language. So, instead of training a transformer architecture
with a (spoken) language to produce (language) models, Kary will
train it with the (unspoken) trajectory language to produce (trajec-
tory) models. Then, as it is the case with language models, trajectory
models can be externally fine tuned with minimal overhead to sup-
port various trajectory analysis tasks. This means that Kary only
employs the vanilla transformer architecture that is not trained yet
in any language. Then, Kary fully trains this vanilla architecture
using trajectory data only, and hence the output model of Karyis a
trajectory model, not a language model. The idea of Kary is grounded
by the fact that we can actually think of trajectories as language
statements. In a nutshell, a statement is composed of an ordered set
of words drawn from a set of possible words (language dictionary),
while a trajectory is composed of an ordered set of GPS points
drawn from a set of possible points (underlying space). Statements
follow rules imposed by the underlying language, while trajecto-
ries follow rules imposed by the underlying road network. Words
in a statement should be semantically related, while points in a
trajectory should be spatially and temporally related. Trajectory
imputation is analogous to finding the missing word in a state-
ment, trajectory prediction is analogous to predicting the next few
words, trajectory summarization, generation, and classification are
analogues to text summarization, generation, and classification.

Kary is extensible in two directions. First, it is extensible in terms
of its employed transformers where system users can add more
transformers. Second, it is extensible in terms of its supported
trajectory operations. While casual users can use Kary to perform
trajectory analysis tasks, algorithm designers and inventors can use
Kary for quick and easy deployment of their new ideas and/or eval-
uating/benchmarking various alternatives. This is done through
simple scripts that use the basic Kary algorithm for either manipu-
lating the underlying transformers, writing wrappers around it, or
completely overriding it with the logic of a new trajectory operation.
This allows algorithm designers to solely focus on their proposed
logic without worrying about any underlying infrastructure. Kary’s
main contribution lies in its carefully designed architecture that
decides on the system components needed to support a wide and
diverse range of trajectory analysis operations and has them fixed
in its core engine, while having other components as extensible
plug-ins. Then, the extensible modules for each operation are novel.
Previous model-based algorithms for trajectory operations are not
designed to be plugged in a system like Kary, mainly due to their
complicated nature as they have to take care of many aspects that
are already equipped in Kary. Our extensible modules are made
simple by design. Thanks to Kary’s core engine that brings down
most of the needed modules for any trajectory algorithm, we were
able to design simple algorithms for each operation.

The first release of Kary, described in this paper, is equipped with
five trajectory operations (summarization, generation, prediction,
imputation, classification), and three transformers (BERT [24, 25],
GPT [91, 92], T5 [94]). Collectively, these operations and trans-
formers cover both analysis tasks that derive insights from existing
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Figure 1: Kary Architecture

trajectories and generation tasks that produce new trajectory data.
Kary is accessed either through command line, which we focus on
in this paper, or a GUI interface [43]. KaFy targets a wide range of
users, including government agencies, small/medium enterprises,
and academia, who need to perform trajectory analysis without
spending the efforts of implementing several analysis algorithms
from scratch. Extensive experimental results from a real deploy-
ment of Kary prototype [43] with real trajectory datasets show that
Kary consistently either outperforms or gives similar performance
to existing baselines in all its supported trajectory operations.

In the rest of the paper, Section 2 presents Kary system archi-
tecture. Kary extensibility in terms of transformers and operations
is discussed in Sections 3 and 4. Section 5 shows how to extend
Kary with five trajectory operations. Experiments are in Section 6.
Section 7 highlights related work. Section 8 concludes the paper.

2 Kary EXTENSIBLE SYSTEM ARCHITECTURE

Figure 1 shows Kary’s extensible system architecture. The input
to KaFy is either a training dataset or a trajectory analysis request.
The training dataset is internally stored and used to train existing
models, which would be used later to support trajectory analysis
requests. Trajectory requests are issued either through a command
line or a GUI interface [43], where the output of Kary would be
the answer. Kary is designed for a wide range of users, including
casual users in government agencies, small/medium enterprises,
and academia, who either have no coding experience or are not
willing to spend coding efforts, and expert users, e.g., algorithm de-
signers, who can extend it with new transformers and/or trajectory
operations. Internally, Kary is equipped with an interface module,
storage module, and two extensible plug-ins, briefly described be-
low. Both the interface and storage modules can be inherited from
any previous work in the literature. The extensible plug-ins can
seamlessly work with any form of interface and storage modules.

The Interface Module. As Kary employs the transformer architec-
ture, it needs to convert its input trajectory points to tokens, which
is the input unit that transformers deal with. The output of trans-
formers is also in terms of tokens, which need to be converted back
to trajectory points. Hence, Kary interface module is equipped with



tokenization and detokenization modules that convert trajectory
points to tokens and vice versa. These could be as trivial as consid-
ering each point as a token by itself or partitioning the space into
non-overlapped cells, e.g., S2 square partitioning [96] or H3 Hexag-
onal partitioning [9], where all points in the same cell have the
same token ID. Kary deploys the tokenization and detokenization
modules used in [81, 84], which employed hexagonal partitioning.
The Storage Module. As Kary is designed to support trajectory
analysis across wide and geographically disparate areas, it needs
to build and store different models for different geographical areas.
Hence, it employs two storage structures, a model repository and a
trajectory repository to store the built models and tokenized input
trajectories. Both storage structures are indexed via a partitioning
module. This could be as trivial as partitioning the whole world
into a set of grid partitions (e.g., grid files [85]) or employing a hier-
archical index structure, e.g., pyramid structure [4] or R-tree [34].
Kary deploys the partitioning module used in [81], which employed
a hierarchical pyramid structure.

The Extensible Transformer Module. This is an extensible mod-
ule where Kary users can plug-in new transformers and train them
on existing or new data for all supported trajectory operations.
Transformers are plugged-in as vanilla architectures, not as pre-
trained models. Once a new transformer is plugged-in, it needs to
be trained for each operation it needs to support. The input to this
plug-in is either the training input data or the model needed to sup-
port the requested trajectory analysis task. The transformer plug-in
will be called from the extensible trajectory plug-in to support
various trajectory analysis tasks.

The Extensible Trajectory Module. This is another extensible
module where Kary users can plug-in either new trajectory oper-
ations that are not yet supported or new algorithms for existing
operations. The module is equipped with a basic Kary algorithm
that takes the trajectory analysis task and calls a transformer to
provide an answer. To extend this module with a more accurate
algorithm than the basic one, we would need to provide: (1) A spa-
tial constraints module to ensure that the output of basic Karyis
spatially feasible, and (2) The script of the new operation that can
either call the basic Kary algorithm or overrides it.

3 EXTENSIBILITY IN TRANSFORMERS

Since the introduction of the first transformer architecture in
2017 [110], there have been many of such transformers [32, 45,
107, 122], which can be categorized into three categories, encoders,
decoders, and encoder-decoders. As it is the case with language tasks,
some trajectory analysis tasks would be better supported by a spe-
cific category of transformers. Encoder-only transformers employ
bidirectional attention to understand the full context of a given
input, making them best suited for tasks that require understanding
the full trajectory, e.g., trajectory imputation, similarity, and clus-
tering. Decoder-only transformers employ a unidirectional attention
layer that, for a given word, can only understand prior words in
the same sentence. Hence, they are best suited for tasks where
prior trajectory points help predict or generate the next ones, e.g.,
trajectory prediction and generation. Encoder-decoder transformers
combine having the features of encoders and decoders to support
more complex operations. They are best suited for tasks requiring
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Algorithm 1 Basic Kary Iterative Function

Procedure BasicKary (Trajectory 7, Model M, Constraints C, K)
: Output « {}

: while Constraints C[0] do

Tokens < GetTokens(M,7")

TopK_Tokens « TopK_Valid(7", Tokens, C, K)

T — T + { TopK_Tokens[0] }

Output «— Output U { TopK_Tokens }

: end while

: return Output

1
2
3
4
5:
6
7
8

generating trajectory output based on full understanding of a given
input, e.g., trajectory summarization. As Kary is designed to support
a wide class of trajectory operations, it needs to have at least one
transformer from each of the three categories. Hence, Kary comes
pre-equipped with BERT [24, 25] as an encoder transformer, GPT-
2[91, 92] as a decoder transformer, and T5 [94] as an encoder-decoder
transformer. Kary is extensible where other transformers can be
added through the command line: ADDTRANSFORMER TRANS-
FORMERNAME ScRIPT. Once this command is invoked, a new trans-
former with the name TRANSFORMERNAME will be added to the
extensible trajectory module in Kary with its python ScripT that
contains its source implementation. The script can define any of
the standard transformer architectures or build an entirely custom
transformer from scratch. In either case, Kary will register the new
transformer where it becomes fully integrated in the system and
available for use by any trajectory operation in Kary.

Kary employs standard transformer architectures as is without
architectural modifications. This is a design choice that enables
Kary ’s extensibility where users can easily extend it with any ex-
isting or future transformer without any effort. Just download any
transformer from the Hugging Face library [122], and plug it in
Kary. Making any architectural modifications to standard trans-
formers, even by injecting spatial-awareness, would severely limit
Kary applicability and extensibility. Doing so would mean modify-
ing each transformer before adding it to Kary, which is a significant
effort for Kary users and limits its use to expert users. Even worse,
one would not be able to use the widely used Hugging Face library,
which would limit the type of users that can use Kary.

4 EXTENSIBILITY IN OPERATIONS

Kary is extensible in the sense that its users can extend it by adding
new trajectory operations that are not yet supported or new algo-
rithms for any of the supported operations, without developing any
kind of infrastructure, e.g., interaction with transformers, tokeniza-
tion, storage, and query interface. Instead, they only need to focus
on their proposed logic, which can then be implemented in a few
lines of code, and plugged in Kary. This section shows the basic
algorithm provided by Kary for its supported operations, followed
by the steps needed to extend Kary with a new operation.

The Basic Kary Algorithm. Algorithm 1 gives the pseudo code of
the basic Kary algorithm that is made available to all supported tra-
jectory operations. The algorithm takes four inputs: (1) A trajectory
7 that needs a specific operation, e.g., the trajectory to summa-
rize, classify, or impute, (2) A model M, retrieved from Kary model
repository that geographically covers the area around the input



trajectory 7, (3) A set of spatial constraints C that need to be satis-
fied by the output of model M to ensure that it is spatially feasible,
where the first constraint C[0] is a stopping criteria that controls
the number of iterative transformer calls, and (4) A number K that
controls how many tokens/points we need to retrieve from the
model in each iteration. The algorithm is pretty similar to using
trained language models for language tasks. It iteratively calls the
underlying model to get the next set of tokens via the GETTOKENS
command. This is a typical interface command for any language
model, where it returns all possible next tokens, each with a proba-
bility of being the next token. Then, we pick the most probable K
tokens that satisfy constraints C. If no constraints are provided, we
just return the tokens with the highest probability. With K'=1 and
no constraints, this algorithm corresponds to the typical way of
using trained language models for various NLP tasks. Kary produces
trajectory models instead of language models that can be called by
its basic algorithm to get the desired output. Unfortunately, doing
so does not give accurate results for two reasons: (1) Transformers
are not spatially-aware, and hence may end up producing output
that is not spatially feasible, and (2) each trajectory operation may
have its own special logic in terms of utilizing the underlying trajec-
tory model. Kary fixes the first issue through the constraints C. For
the second issue, as will be detailed later, Kary allows its supported
trajectory operations to define their own script that can either call
the basic algorithm or override it.

Adding a New Operation or Algorithm. Karyusers can
add new algorithms or operations via the following command
line: ADDOPERATION OPERATIONNAME [SCRIPT] TRANSFORMER-
NAME([CoNFIG]) [CONSTRAINTS] [TRAININGDATA]. The OPERA-
TIONNAME specifies the operation name to register in Kary. The
optional SCRIPT argument provides a path to a Python code file that
defines how Kary executes this new operation. If not defined, the
new operation will just use the basic Kary algorithm. The TRANs-
FORMERNAME specifies which transformer among the registered
ones in Karyto use for this operation, with optional configura-
tion CONFIG parameters, e.g., number of layers. The optional Con-
STRAINTS argument provides a list of spatial constraints to ensure
that the output of the underlying transformer is spatially feasible.
The optional TRAININGDATA argument provides a path to a CSV
file that contains the dataset to be used to train the underlying
transformer. If not defined, the new operation will still be regis-
tered, but it is not usable yet. The training process can be done
later by providing more training datasets. Once the ADDOPERATION
command is invoked, Kary performs three steps: (1) It registers the
new operation in the extensible trajectory module together with its
script and constraints; (2) If training data is provided, Kary stores
the data in the trajectory repository, then it is sent to the trans-
former TRANSFORMERNAME to train it for the new operation. The
output trained model is then stored in the model repository. The
indexing for both the trajectory and model repositories is updated
to indicate that the new trajectory dataset and model are for a cer-
tain specified geographic area, (3) Kary creates a new instance from
the trained model and makes it available for execution.

Training New Operations. As Kary aims to support geographi-
cally disparate areas, transformers would need to be trained sepa-
rately for trajectory datasets that cover different areas through the
command: TRAINMODEL OPERATIONNAME TRAININGDATA. This
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trains the transformer associated with operation OPERATIONNAME
using the dataset TRAININGDATA and stores the output model in
the model repository indexed by its geographic area. The training
pipeline follows the same model training and registration steps
described earlier for the ADDOPERATION command.

Running Kary Operations. Once an operation is defined along
with its underlying transformers, it is ready to be used for tra-
jectory analysis using the command: RUNOPERATION OPERA-
TIONNAME([ARGS]) INpuTDATA.CSV. This executes an existing tra-
jectory operation OPERATIONNAME on dataset INPUTDATA.CSV
together with any optional arguments Arcs. During execution,
Kary retrieves the trained model corresponding to the geographic
area of the input from the model repository, then invokes the op-
eration script with its associated spatial constraints. If no trained
model exists for the target area, Kary raises a ‘lack of training data’
error and requests additional training data for that region.

5 CASE STUDIES

This section shows five case studies for extending Kary with five
trajectory operations, namely, trajectory summarization, genera-
tion, prediction, imputation, and classification. Even though there
are many trajectory operations; e.g., see [68, 101, 103, 119, 147]
for surveys, we opted for these five very important operations, as
they collectively represent a spectrum of diverse trajectory analysis
tasks in terms of the kind of transformer they need. In particu-
lar, there is at least one operation that needs to be supported by
each of the three transformer categories, encoders, decoders, and
encoder-decoders. So, we pick trajectory imputation and classifica-
tion as representative operations that need encoder transformers,
trajectory generation and prediction as representative operations
that need decoder transformers, and trajectory summarization as a
representative operation that needs encoder-decoder transformers.

5.1 Case Study 1: Trajectory Summarization

Trajectory summarization, also known as simplification, aims to
summarize a given trajectory without losing its overall struc-
ture [47, 52, 64, 71, 72, 121, 139, 145]. This is an important operation
needed for efficiently storing and querying trajectory data. It is im-
portant that the summarized trajectory resembles the original one
in a way that does not negatively impact the query accuracy. Trajec-
tory summarization is analogous to text summarization; a common
problem in large language models usually solved by training an
encoder-decoder transformer on large numbers of text documents
to build an initial model, then fine-tune the model using another
smaller set of document and summary pairs. Along the same lines,
Kary employs T5 [94], with its default parameters, as an encoder-
decoder transformer that has the ability to understand the overall
structure of the input trajectories and extract the most representa-
tive points. The input training dataset would be a large set of pairs
of trajectories and their summaries, which can be obtained from any
of the existing trajectory summarization algorithms, e.g., [71, 72].
To enrich the training process even more, we add large set of trajec-
tories with null summaries, which would build an initial model, that
is fine tuned by the trajectory-summary pairs. With this, we can
add trajectory summarization to Kary with the following command:



Algorithm 2 Kary Trajectory Summarization Algorithm

Procedure KafySummarization(Trajectory 7~, Model M)

: AnchorPoints <« GetAnchorPoints(7")

: SubTrajectories < BreakToSegments(7 ,AnchorPoints)

: Constraints C < ["EndToken"Exist",' Order", "NoDuplicates"]
: Summary « {}

. for each sub trajectory T € SubTrajectories do
SubSummary « BasicKary (7, M, C, 1)

Summary < Summary + SubSummary

: end for

: return Summary

T R NIRRT T T R

ADDOPERATION SUMMARIZATION SUMMARIZATION.PY
T5 CONSTRAINTS.PY DATASET(TRAJECTORY,SUMMARY)

One way for trajectory summarization is to just call the basic
Kary algorithm (Algorithm 1) with the T5 transformer, the trajectory
that needs to be summarized, one constraint that sets its stopping
criteria to be the last trajectory point, and setting the K param-
eter to 1. This would basically employ the T5 transformer that
was trained on the input pairs of trajectories and summaries in
the same way as if it would have been trained and used for text
summarization. However, that would not produce an accurate sum-
mary for three main reasons: (1) Transformers are not aware of the
spatial features of trajectories, and hence need to be fed by a set of
spatial constraints to ensure that the output summary is realistic.
(2) Transformers are built for language models where statements are
relatively short compared to trajectories. For example, a statement
in English is composed of around 15 to 20 words, while a trajectory
can easily have hundreds of points. (3) Unlike language statements,
each trajectory has some anchor points that always need to appear
in any summary. Examples of such anchor points include points
with sharp turns or at road intersections. Using the Kary basic algo-
rithm would have no guarantee that any of the anchor points make
it to the output summary. Kary addresses the first issue with a set of
spatial constraints and the last two issues through its anchor-based
summarization algorithm, both are described below:
Summarization Spatial Constraints. To get a spatially realis-
tic summary, we add the following four constraints to the basic
Kary algorithm, which would be defined in the input file Con-
STRAINTS.PY: (1) Last summary point. The last point of the trajec-
tory summary should be the same last point of the input trajectory.
Hence, we set the stopping criteria of Line 2 in Algorithm 1 that the
returned token form the transformer is the last one in the input tra-
jectory. (2) Summary point is part of original trajectory. Each point
in the output summary must be one of the points in the original
trajectory. (3) Order of points should be preserved in their summaries.
For any two points p; and p; in the summary, if p; comes before
pj, then p; must also be before p; in the original trajectory. (4) No
duplicates. A point p; can only appear once in the summary.

Kary Trajectory Summarization Algorithm. Algorithm 2 and
Figure 2 give the pseudo code and illustration example for the main
idea of Kary summarization algorithm, which would be defined
in the input file SumMARIZATION.PY. The algorithm goes through
four main steps: (1) Finding Anchor points. We always consider
the first and last points of the input trajectory as anchor points.
Then, intermediate anchor points correspond to the points where
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(a) Step 1

(b) Step 2 (c) Step 3 (d) Step 4

Figure 2: Example of Kary Trajectory Summarization

there is a sharp turn in angle, i.e., a major change of direction. To
discover such points, for any three consecutive trajectory points
Ppi-1, Pi> Pi+1, where each point p; is represented by its coordi-
nates (x;, y;), we define two directional vectors: v1=(x;-x;—1,Yi-Yi—1),
v2=(xi+1-xi,Yi+1-Yi). Then, p; would be considered an anchor point
if its turning angle 9=arccos% is above a certain threshold
(default=45°). Figure 2a shows an input trajectory composed of
30 points (p; to psp), where seven points are identified as anchor
points (represented by white dots), namely, the first and last points,
p1 and pso, in addition to five intermediate points pe, p1o, P14, P22,
P26- (2) Trajectory split. Split the input trajectory at its intermediate
anchor point into a set of sub trajectories, where intermediate an-
chors appear in two sub trajectories. Figure 2b shows that the input
trajectory is split into six sub trajectories, T to Tg. Intermediate an-
chor point ps appears in both T; and T, and so on for other anchor
points. (3) Sub Summaries. We send each sub trajectory to the basic
Kary algorithm along with the set of four spatial constraints defined
earlier to get the summary of each sub trajectory. Figure 2c shows
the six summaries for sub trajectories T; to Ts. Note that the first
and last point of each sub trajectory is guaranteed to appear in the
summary. This is ensured from the first spatial constraint that the
summary will end at the last point. This is guaranteed to terminate
as the underlying transformer returns a set of all possible tokens,
each with a probability, and we pick the highest probability from
only those that satisfy our spatial constraints. (4) Concatenation.
We concatenate all the summaries for sub trajectories together. Fig-
ure 2d shows the final output summary, were we ended up in only
16 points, including the 7 anchor points.

5.2 Case Study 2: Trajectory Generation

Trajectory generation aims to generate a set of trajectories in a
given area, with the promise that the generated trajectories mimic
the behavior of real ones. This is an important trajectory operation
needed to either overcome the limited availability of real trajectory
data [48, 105, 137, 140, 141] or perform large-scale simulation ex-
periments [3, 8, 28, 39, 49]. Trajectory generation is analogous to
text generation that generates text for a given topic by training de-
coder transformers on a large text corpus. Similarly, Kary employs a



Algorithm 3 Kary Trajectory Generation Algorithm
Procedure KafyGeneration (Model M, Count N, Length L, K)

1: Answer « {}

2. NumberofSubTrajectories < | L / MaxModelLength(M) |

3. Constraints C « ["RunOnce", Distance",' Angle",' NoDuplicates"]
4: fori=1to N do

s StartToken «— GetRandomToken(M); FullTrajectory « {}

6: for j =1to NumberofSubTrajectories do

7. SubTrajectory « {StartToken}

8. forl=1to MaxLength do

9 TopK_Tokens < BasicKary (SubTrajectory, M, C, K)
10: SubTrajectory «— SubTrajectory + GetRandom(TopK_Tokens)
11:  end for
12:  FullTrajectory < FullTrajectory + SubTrajectory
13: end for
14:  Add FullTrajectory to Answer
15:  StartToken <« LastPoint(SubTrajectory)
16: end for
17: return Answer

decoder transformer, namely GPT-2 [93], for trajectory generation,
where the input training data is a large set of trajectories. If the
transformer is already trained for the area in which we need to
generate data, then there is no need for an input dataset. With this,
we can add trajectory generation to Kary with this command:
ADDOPERATION GENERATION GENERATION.PY
GPT2 CONSTRAINTS.PY DATASET(TRAJECTORY)

One way to generate a set of N trajectories, each with L points,
is to just call the basic Kary algorithm (Algorithm 1) N times with
the GPT2 transformer, a random point that will serve as the start
point of the trajectory, one constraint that sets the stopping cri-
teria to be after generating L points, and setting K to 1. However,
that would not produce representative trajectories for three main
reasons: (1) Transformers can easily hallucinate by generating un-
feasible trajectories. (2) Unlike the case where transformers are
trained on large language datasets, and hence produce large lan-
guage models, transformers in Kary are trained with much smaller
trajectory datasets, and hence the produced small trajectory mod-
els are limited in terms of the maximum length of any generated
trajectory, which would limit the need of generating long trajecto-
ries. (3) When generating trajectories in relatively small areas, it is
highly likely that we end up producing a high ratio of duplicates
or significantly overlapped trajectories. Kary addresses the first is-
sue with spatial constraints and the other two issues with its own
trajectory generation algorithm, both are described below:
Generation Spatial Constraints. To generate spatially realistic
trajectories, we add the following four constraints, defined in Con-
STRAINTS.PY: (1) Trajectory Length. The generated trajectory should
have a specific length in terms of the number of its points, which
would serve as the stopping criteria of Line 2 in Algorithm 1. (2) Dis-
tance Limit. The distance between any two consecutive points in
the generated trajectory should be less than a certain threshold.
This is to avoid generating either very sparse trajectories or points
that are not feasibly reachable from each other. (3) Angle Limit.
The turning angle between two consecutive line segments in the
generated trajectory should be less than a certain threshold. This
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is to avoid on non practical sharp turns. (4) No duplicates. A point
can appear only once in the generated trajectory.

Kary Trajectory Generation Algorithm. Algorithm 3 gives the
pseudo code of the main idea of Kary trajectory generation algo-
rithm, which would be defined in the input file GENERATION.PY.
The input to the algorithm is the underlying model M to be used
for generation, the number N of generated trajectories, the length
L of each trajectory, and a number K that indicates how random
the output result should be. A higher value of K would mean more
randomness, but may reduce the result accuracy. Since the basic
Kary algorithm can only generate trajectories of a certain maximum
length, the main idea of this algorithm is to split the trajectory gen-
eration process for each trajectory into generating a set of sub
trajectories, each one of length I divided by the maximum allowed
length of the underlying model, and then concatenate them together.
Hence, the algorithm starts by setting the number of subtrajectories
that we need to generate along with the set of constraints discussed
earlier, but setting the first constraint (i.e., stopping criteria) to be
only one run instead of the whole subtrajectory length. Then, we go
through three nested loops. The outer loop iterates over the number
of trajectories N, where each iteration produces one full trajectory
starting at a randomly picked point. The intermediate loop iterates
over the number of subtrajectories, where each loop generates a
subtrajectory and concatenates it to the previous one. The inner
loop iterates over generating the points of each subtrajectory one
by one. To generate each point, we call the basic Kary Algorithm
with the constraint of running only one time and returning the
top-K tokens with highest probability. Then, we randomly pick one
of these tokens as the next point in the subtrajectory.

5.3 Case Study 3: Trajectory Prediction

Trajectory prediction aims to predict the next few points of a given
trajectory [30, 31, 46, 70, 84, 89, 116, 134]. It is a very important
operation commonly used in traffic analysis, event planning, and
location-based services. It is also used as a cornerstone procedure for
trajectory generation. Trajectory prediction is analogous to the next
sentence/word prediction in large language models, which predicts,
with probability, the next sentence/word among a set of options.
This is usually done by training a decoder transformer on large
corpora of sequential textual data with the objective of learning
autoregressive dependencies for next sentence/word prediction.
Along the same lines, Kary employs a decoder transformer, namely
GPT-2 [93], for trajectory prediction. The input training data is the
same as the data used for trajectory generation (Section 5.2). Hence,
we can add trajectory prediction to Kary with the command:
ADDOPERATION PREDICTION PREDICTION.PY
GPT2 CONSTRAINTS.PY DATASET(TRAJECTORY)

One approach to have trajectory prediction in Karyis to call the
basic Kary algorithm with the trajectory that we want to predict its
next few points, the GPT2 transformer, one constraints that sets
the stopping criteria to be after generating L points, and setting
K to 1. However, that would not be an accurate prediction for
three main reasons: (1) Transformers may predict points that are
spatially infeasible. (2) Transformers are built to predict the very
next token, whether it is a word or sentence, while in trajectories,
the goal is to have longer prediction with L points ahead. (3) Always



Algorithm 4 Kary Trajectory Prediction Algorithm
Procedure KafyPrediction (Trajectory 7, Model M, Length L, K)

1: Constraints C <« ["RunOnce",' Distance",' Angle",' NoDuplicates")
2: TopK_Predictions «— {(T, 1)}

3 fori=1to L do

4:  CandidatePredictions « {}

5. for each (Sequence, probability) in TopK_Predictions do

6 TopK_Tokens < BasicKary (Sequence, M, C, K)

7. for each Point in TopK_Tokens do

8 NewSequence < Sequence + {Point}

9: NewProb <— NewSequence.Prob X Point.probability
10: Add({NewSequence, NewProb}) To CandidatePredictions
11:  end for
12:  end for
13:  TopK_Predictions < TopK(CandidatePredictions, K)
14: end for

: return TopK(TopK_Predictions, 1)

picking the next most probable point, as it is the case with language-
based transformers, does not necessarily result in the most probable
next sequence of L points. Kary addresses the first issue with its
spatial constraints and the other two issues with its own trajectory
prediction algorithm, both are described below:

Prediction Spatial Constraints. The spatial constraints of tra-
jectory prediction would be pretty similar to the ones used for
trajectory generation (Section 5.2), where we have constrains on
the number of points to predict, a limit on the distance between
two predicted points, a limit on the turning angle between two
consecutive line segments, and no duplicate points.

Kary Trajectory Prediction Algorithm. Algorithm 4 gives the
pseudo code of the main idea of KaFy trajectory prediction algo-
rithm, which would be defined in the input file PREDICTION.PY. The
input to the algorithm is a trajectory 7-, a model M, the length L
of the number of points to predict, and a number K that indicates
the number of possible predications we should keep track for each
point. Setting K to 1 will make this algorithm act as the case of
iteratively calling the basic Kary algorithm L times. Higher values
of K give more accurate predictions, yet, would encounter high pro-
cessing cost. The algorithm starts by setting the spatial constraints
mentioned earlier, but changing the first constraint to have the basic
algorithm runs only one iteration at a time. Then, we initialize the
list of current top K predictions with the input trajectory, associated
with probability one. Then, we go for L iterations. In each itera-
tion, except the last one, we only maintain the top K possible valid
predictions, based on their probabilities. In the last iteration, we
return the prediction with the highest probability. Figure 3 gives an
illustrative example for the main idea of Kary trajectory prediction
algorithm. The input trajectory is on the left of the figure composed
of eight points p; to ps, where the objective is to predict the next
three points, and hence that will be done in three iterations. The
first iteration returns the top three valid next points py to p11 with
probabilities 0.3, 0.1, 0.2, respectively. In the second iteration, each
of these points is expanded with at most three valid points. Next to
each of these points, we show the probability of having each point
given the previous one and the total probability for the extended
path. For example, the probability of having p;, next to po is 0.1,
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Figure 3: Example of Kary Trajectory Prediction

which makes the probability of having poep;, as the next two points
is 0.3 X 0.1=0.03. Also, for py, though we aim to get the top three
next points, only two were valid according to the spatial constraints.
Among the eight points in the second iteration, we only pick three
predictions with highest probabilities, namely, pops, p11p17, and
p11p19- We do the same for the third iteration. Yet, since this is the
last one, we pick p11p17p26, which has the highest probability of
0.104 among all the nine possible predictions. It is important to note
that if we were to just use iterative calls of the basic Kary algorithm,
we would end up in predicting pop13p22, which means picking the
highest probability option in each iteration.

5.4 Case Study 4: Trajectory Imputation

Trajectory data is inherently sparse, with large and frequent spatial
gaps, mainly due to low sampling rates or loss of GPS signal. Such
gaps present an inherent uncertainty, which affects all downstream
trajectory operations. Hence, it is very important to insert artificial
points between every two consecutive trajectory points in a process
that has various names including trajectory interpolation [73, 146],
completion [60], cleaning [138], restoration [56], matching [6, 74],
recovery [16, 118, 123], and imputation [14, 29, 82]. Trajectory
imputation is analogous to finding the missing word problem; a
very common problem in Natural Language Processing, usually
solved using an encoder transformer, e.g., BERT [25], trained on
large text corpora with the objective of predicting masked tokens
or words. The input training data is just a large set of trajectories
to be used to train the underlying BERT transformer. Hence, we
can add trajectory imputation to Kary with the command:
ADDOPERATION IMPUTATION IMPUTATION.PY
BERT CONSTRAINTS.PY DATASET(TRAJECTORY)

A straightforward way to have trajectory imputation in Karyis
to just call the basic Kary algorithm with the BERT model, one
constraint that makes it run for only one iteration, the trajectory
that needs to be imputed with one especially marked point that
an imputed point will be added after, and setting K to 1. Since
BERT is an encoder transformer, its architecture works with a mask
where it predicts the token/point that should replace that mask.
Hence, by putting the mask after the marked point, we would be
able to impute a point in the place of the mask, along the same way
that BERT is used to predict a missing word between two words.
However, this is not enough for the case of trajectory imputation
for two main reasons: (1) the imputation may produce a point that is



Algorithm 5 Kary Trajectory Imputation Algorithm

Procedure KafyImputation(Start S, End &, Model M)

: Constraints C « ["Distance", "Angle", "NoDuplicates"]

: Segment — {S,E}

. if NoGap (Segment, DistanceThreshold) then

return Segment

: end if

: Tokens «— GetTokens(M,Segment)

. TopToken « TopK_Valid(Segment, Tokens, C, 1)

. LeftSegment «— Trajectorylmputation(S, TopToken, M)

. RightSegment < Trajectorylmputation(TopToken, &, M)
. return Merge(LeftSegment, RightSegment)

T R T S R

—_
1=

spatially infeasible. (2) Encoder transformers are trained to predict
one or very few missing words, while trajectories many need to
impute tens of points between two trajectory points. Kary addresses
these issues through its spatial constraints and its own trajectory
imputation algorithm, both are described below:

Imputation Spatial Constraints. The constraints for trajectory
imputation would be pretty similar to the constraints of other op-
erations, where we set a limit on the distance between any two
consecutive points, the angle between any two consecutive line
segments, and avoid duplicates.

Kary Trajectory Imputation Algorithm. Algorithm 5 gives the
pseudo code of Kary trajectory imputation algorithm that uses
model M to impute a certain trajectory segment, defined by its two
end points S and &. For a given trajectory, we call this algorithm for
each trajectory segment that needs to be imputed. The algorithm
starts by setting the constraints discussed earlier, and then checking
for gaps in the input segment to be imputed, based on a distance
threshold. If no gap is found, the algorithm just returns the input
segment with nothing to impute. Otherwise, the algorithm calls
M to get a set of tokens and pick the top valid one based on the
given constraints. Since the employed transformer is an encoder
one, the returned token will lie between the two end points of the
input segment. With this, we have already imputed one point, yet
that may not be enough. Hence, we split the input segment into
two segments, one from S to the imputed token and one from the
imputed token to &. We then recursively call the imputation algo-
rithm for each of these two segments. The final imputed segment
is the concatenation of the result of each of these two recursive
calls. Figure 4 gives an illustrative example for Kary imputation
algorithm. Initially, there is an apparent gap between points S and
E. Calling the BERT model once would return point p;. We then
treat the two new segments Sp; and p;E separately. Calling the
BERT model for each of these two segments return points p, for the
first segment and ps3 for the second segment. Based on the distance
threshold, there are no more gaps in Sps, p1ps, p2E, yet, there is
still a gap in p3p;. Hence, we call BERT one more time for this gap
to find p4, where there will be no more gaps. This makes the final
imputed segment has four points between S and E.

5.5 Case Study 5: Trajectory Classification

Trajectory classification is the process of associating a trajectory
to one class from a predefined set of classes, e.g., associating a tra-
jectory to its modality of either bike, bus, or vehicle or associating
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Figure 4: Example of Kary Trajectory Imputation

a trajectory with its travel purpose of either commute, shopping,
or recreation [54, 55, 63, 95, 113, 120, 148, 150]. Trajectory classi-
fication is analogous to text classification where the objective is
to associate text to one class from a predefined set of classes, e.g.,
sports, politics, news, technology, and health. Encoder transform-
ers with classification head have been used for text classification
by training them on large numbers of unlabeled statements, then
fine-tuned using a smaller set of labeled statements. Along the
same lines, Kary employs a BERT-CLASSIFIER; a BERT-based en-
coder transformer equipped with a classification head [25, 122] for
its trajectory classification. The input training data is a large set of
labeled trajectories as pairs of a trajectory and its label. Hence, we
can add trajectory classification to Kary with the command:
ADDOPERATION CLASSIFICATION CLASSIFICATION.PY
BERTCrLASSIFIER NULL DATASET(TRAJECTORY,LABEL)

Unlike the case of all previously discussed trajectory operations,
trajectory classification does not produce an output trajectory. In-
stead, it produces a label. Hence, there is no need to employ any
kind of spatial constraints for trajectory classification. So, we set
the constraints file to Null. Meanwhile, there is no need to write a
special script nor to call the basic Kary algorithm. Instead, we just
use the output of the BERT classifier as is to be the output of the
trajectory classifier. So, the script file CLASSIFICATION.PY is kind of
trivial where it only calls the underlying model BERTCLASSIFIER
to get a probability distribution over the label space, and pick the
label with the highest probability.

6 EXPERIMENTAL RESULTS

This section evaluates Kary’s performance in terms of its accu-
racy and scalability for each of the five case studies of trajectory
operations, discussed in Section 5. Since there is no other single
framework that supports all of our five trajectory analysis tasks,
there is no direct competitor to Kary for comparison. Instead, we
compare each of the five Kary operations with its state-of-the-art
competitor that is designed for that specific operation. While Tra-
jectory Representation Learning (TRL) is also designed to support
various trajectory operations, as mentioned earlier and in Section 7,
existing TRL approaches require the availability of the underlying
road network and only support a narrow set of tasks, mainly simi-
larity, classification, and travel time estimation. Since classification
is the only common operation between TRL approaches and the
first release of Kary , we compare Kary against a state-of-the-art TRL
approach, only in trajectory classification. Furthermore, we conduct
an ablation study of Kary for each operation to assess the impact of
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Figure 6: Performance of Kary Trajectory Summarization

Kary ’s two main components: spatial constraints and the operation
script. In particular, we compare Kary against three variants: (a) No
Const.: Kary without its spatial constraint component, (b) No Script:
Kary without its operation script, which basically corresponds to
the Basic Kary algorithm, and (c) No Const_Scr.: Kary without con-
straints or script. For space limitations, we only show the ablation
study for summarization, prediction, and imputation.

Experiments conducted using
(a) Jakarta [41]; a ride-sharing dataset with 56K trajectories
(56M GPS points) covering 500K km, (b) GeoLife [149]; a dataset
with 18+K trajectories (24M GPS points) from 182 covering 1.2M
km. For space limitation, we only show the experiments for Jakarta
for our first four trajectory operations and the experiments for
Geolife for the last operation. All experiments are conducted on
an Intel(R) Xeon(R) Silver 4112 CPU @ 2.60GHz with 187GB RAM,
an A100 GPU with 40GB VRAM, and a 1TB SSD.

are two real datasets:

6.1 Trajectory Summarization Results

For trajectory summarization, we employ four performance mea-
sures: (1) the Average Distance Error between each point in the
original trajectory and the summarized trajectory. The lower the
better as it shows that the summary preserved the trajectory struc-
ture. (2) The Compression Ratio of points removed from the original
trajectory. The higher the better as it shows that the summary is
produced with fewer points. (3) the Average Angle among all points
in the trajectory summary. The higher the better as it shows that
the summary cares more about the points with higher turning an-
gles which shape the original trajectory. (4) the Running time to
summarize all input trajectories. Each point in the experiments is
plotted based on the average over summarizing 1,000 trajectories.

As mentioned in Section 5.1, KaFy trajectory summarization relies
on an angle threshold 6 that decides on which points are considered
as anchors, and hence need to appear in the summary. Figure 5 aims
to find the best value of 8 by studying its impact on average distance
error, compression ratio, and running time when varying the input
trajectory length from 50 to 250 points. We omit the experiment for
average angle due to space limitation. In all experiments, we plot
the results for four values of 6, 5, 45, 90, 180. A very high value of
0 represents the basic Kary version, where there is only two anchor
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points, the first and last points. Regardless of trajectory length,
higher values of 0 have higher compression ratio and less running
time, yet more average distance error and lower average angle.
The rational is that higher 6 ends up with fewer anchor points,
and hence less points in the summary. This means calling basic
Kary fewer times, and hence less running time. Meanwhile, higher
0 does not guarantee having the right anchor points, making the
summary not representative, which result in higher distance error
and lower average turning angle. As a compromise, setting 0 to 45
gives the best trade-off in terms of accuracy and efficiency.

Figure 6 repeats the same experiment, yet comparing Kary (with

0=45) to: (a) the basic Kary algorithm, (b) a trivial sampling approach
that keeps one point and drops the next two along the whole input
trajectory, and (c) one of the most recent state-of-the-art trajectory
summarization algorithms, OPERB [64]; a One-Pass ERror Bounded
trajectory simplification algorithm. We omit the running time exper-
iment for space. Basic Kary gives the worst average distance error,
which makes it unacceptable. Sampling has the worst compression
ratio and worst average angle, which make it unacceptable. The
performance of Kary and OPERB are comparable in all measures,
where OPERB has a slightly better distance error and compression
ratio, while Kary has a significantly better average turning angle.
This shows that even though Kary is a general system for various
trajectory operations and not a specialized trajectory summariza-
tion algorithm like OPERB, it is still able to get comparable, if not
better, performance than that of specialized algorithms.
Ablation Study. Figure 7 repeats the same experiment, yet com-
pares Kary against the three ablation variants. No Const_Scr. has
the worst average distance error and compression ratio, confirm-
ing that both the operation script and the spatial constraints are
essential for producing accurate and compact summaries. Adding
the spatial constraints (No Script) improves the compression ra-
tio but still results in high distance error, as the absence of the
anchor-based script prevents the algorithm from identifying the
most representative points. Adding the operation script (No Const.)
significantly reduces the distance error, though the summary may
still include noisy points due to the absence of spatial constraints.
Kary with both components achieves the best distance error with a
compression ratio and running time comparable to No Script.

6.2 Trajectory Generation Results

To evaluate the quality of Kary trajectory generation, we follow the
same measures introduced by prior work [49, 105, 137], where the
generated trajectories are evaluated using data flow visualization or
heatmaps. In particular, an accurate trajectory generation process
would result in having the heatmap of the generated trajectories
very similar to the heatmap of the original data in the same region.
Our goal is to use 80% of the 56K trajectories with 56M points in
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Jakarta dataset for training to generate 22K trajectories with 22M
points, which is around 50% of the size of training data. Unfortu-
nately, none of the existing trajectory generation techniques did
scale up to that numbers as they are all either limited to generate
few hundreds of trajectories [137, 140] and/or trajectories with
very few points [39, 49, 105]. Hence, we limit the experiments in
this section to compare Kary generation algorithm against the basic
Kary algorithm as both were able to scale up to generate thousands
of trajectories, each with thousand points.

Figure 8a shows the heatmap of the full 56K trajectories with 56M
points of the Jakarta dataset, which basically counts the number of
trajectories that pass through each H3 hexagonal grid cell cover-
ing the geographical area of Jakarta. Cells are color-coded based
on the number of trajectories passing through them with darker
colors indicating higher number of trajectories. Figures 8b and 8c
show the same heatmap, yet plotted based on the 22K generated
trajectories with 22M points for the basic Kary and Kary algorithms,
respectively. To be able to compare the heatmaps, we normalize
basic Kary and Kary heatmaps to use the same scale as the heatmap
of the original data. Visually comparing these two heatmaps to
the original heatmap shows that basic Kary falls short in capturing
the distribution of the original data, as compared to Kary that pro-
duces a heatmap that is visually very similar to that of the original
trajectory. Part of this is that basic Kary can only produce short
trajectories with around 100 points each, and hence was not able
to generate 1,000 points for each trajectory, which results in less
number of points making the trajectory distribution over Jakarta
very different from the original data.

For more quantitative results, Figures 8d and 8e show the
heatmap of the difference between the original heatmap and the
heatmaps of basic Kary and Kary trajectory generation algorithms,
respectively. The difference heatmaps are not plotted based on
counting of trajectories. Instead, it is plotted based on the differ-
ence in colors from the original data heatmap, with lighter cells
indicate marginal difference. Apparently, the difference with Kary is
marginal, where the large majority of cells are in white or very
light colors indicating that there is no big difference in distribution
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Figure 10: Performance of Kary Trajectory Prediction

between Kary generated data and the original data. Meanwhile, the
difference heatmap of basic Kary has many cells with darker cells,
indicating that the generated data of basic Kary failed to represent
the original data. Overall, this experiment shows the scalability and
accuracy of Kary trajectory generation as it was able to generate
22K trajectories with a very similar distribution to original data.

6.3 Trajectory Prediction Results

For trajectory prediction, we employ two performance measures:
(1) Running time; the time taken to predict the next L points for
a trajectory of length N points, and (2) Accuracy in terms of how
accurate the predicted L points compared to ground truth. To com-
pute such accuracy, we give a score that ranges from 0 to 1 to each
predicted point based on how close it is to its corresponding ground
truth point. Then, the accuracy is the average score among the L
predicted points. A predicted point p would have a score of 1 if it
exactly matches its corresponding ground truth point q and a score
of 0 if it is far from g by more than a certain distance threshold d.
The score is linearly decreased from 1 to 0 based on how far is p
from q. Unless mentioned otherwise, we aim to predict the next
5 points for a trajectory of length 30 points. Each experiment is
plotted based on the average over 1,000 trajectory predictions.

As mentioned in Section 5.3, Kary trajectory prediction algo-
rithm relies on a parameter K as a trade-off between accuracy and
computational time. Figure 9 aims to find the best value of K by
studying its impact on accuracy, running time, trajectory length,
and prediction length, where we plot the results for three values
of K, 1, 5, 10. Figure 9a studies the impact of increasing the trajec-
tory length from 10 to 50 points on the accuracy. All values of K
give very similar accuracy of 75-78%. The main reason is that the
experiment is done for a small prediction length of 5, where the
predicted points may not differ much for different K. Figure 9b runs
the same experiment when varying the prediction length from 1
to 20 points. With more points to predict, higher values of K allow
Kary to explore more options of the predicted points, and hence
would be able to get more accurate predictions. Figure 9c shows the
impact of the prediction length on running time. The more points to



-4 No Const.

& Ka -A-No Const.
~O-No Const_Scr 43 No Script 0.6 el

=/ No Const. K:
No Const_Scr €3 No Script

& Kafy - Kafy
=O-No Const_Scr

% No Script m
0.75 {B—f——o—=o—a 08 2
> >
Bosoo—n, o —a £0° g o4
3 2 v
£ 0.259 g 04 E£02
2
T v v r - 021, v T ~ £ 0.0
10 20 30 40 50 1 5 10 15 20 1 5 10 15 20
Trajectory Length (points) Prediction Length Prediction Length
(a) Accuracy (b) Accuracy (c) Running Time

Figure 11: Ablation Study of Kary on Trajectory Prediction.

predict, the more time it takes. Higher values of K take significantly
more time as Kary would need to exploit more prediction options.
Overall, as a compromise between accuracy and running time, we
set K to 5 for Kary trajectory prediction algorithm.

Figure 10 repeats the same experiments, yet comparing
Kary (with K=5) to both the basic Kary algorithm and TrajLearn [84];
a recent transformer-based model for trajectory prediction. Fig-
ure 10a shows the impact of varying the trajectory length from 10
to 50. Even with knowing as less as 10 points of the given trajectory,
both versions of Kary were able to predict the next 5 points with
a 75% accuracy. In contrast, TrajLearn had less than 5% accuracy
for short lengths. Then, it only starts to catch the performance of
Kary for length 50, which is a very high value that may not be prac-
tically available. This shows that Kary significantly outperforms
TrajLearn for all practical values of known trajectory context of
less than 50 points. Figure 10b repeats the same experiment when
varying the prediction length from 1 to 20 points. Since this is done
for a known trajectory length of 30 points, TrajLearn is significantly
worse than Kary in all cases. Finally, Figure 10c shows the running
time per prediction length. Even though TrajLearn has a much
better running time, but that does not justify having a significantly
low accuracy. Overall, these experiments show that even though
Kary is a general system and not a specialized trajectory prediction
algorithm like TrajLearn, it is able to get much better accuracy.
Ablation Study. Figure 11 repeats the same experiments, yet com-
pares Kary against the three ablation variants. No Const_Scr. and No
Const. both show a noticeable degradation in accuracy compared
to Kary, whether varying the trajectory length or the prediction
length. This shows that the spatial constraints are critical for pre-
diction accuracy, as without them the model predicts spatially infea-
sible points that are far from the ground truth. Kary and No Script
achieve very similar accuracy for short prediction lengths. How-
ever, as the prediction length increases, the accuracy of No Script
degrades compared to Kary, which is able to explore more predic-
tion options through its search script. For running time, checking
the constraints imposes a small running time overhead, which is
totally justifiable given the high accuracy gain from such checking.

6.4 Trajectory Imputation Results

For trajectory imputation, we employ three performance metrics:
(1) Average Gap Length. After imputing a given trajectory segment,
i.e., adding several points between the segment’s two end points,
there will still be gaps between the points. The average gap length
is an indicator of how good and uniform is the imputation process.
The less average gap length the better. (2) Maximum Gap Length.
This is to ensure that no big gaps were left out of the imputation.
(3) Running time. The time taken to impute a trajectory segment.
Figure 12 studies the impact of varying the length of the input
trajectory segment that needs to be imputed from 100 to 500 meters
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Figure 13: Ablation Study of Kary on Trajectory Imputation.

on the performance of Kary, compared to: (a) the basic Kary version
for trajectory imputation, and (b) KAMEL [83]; a trajectory impu-
tation algorithm that employs similar tokenization and storage as
Kary . Each point in the experiments is plotted based on the average
of imputing 1,000 trajectory segments. Figure 12a shows that both
Kary and KAMEL exhibit a very similar performance, where they
still can reasonably limit the average gap even with the increase
of the input trajectory length. Meanwhile, basic Kary has a much
worse performance as it can only insert one point between the
input segment end points, and hence will have a significantly high
average gap that would linearly increase with the length of the in-
put segment. Figure 12b repeats the same experiment, yet showing
the maximum gap length rather than the average. KAMEL is more
stable than the two versions of Kary, especially in imputing longer
segments. Considering both average and maximum gap length,
Kary may have just very few outlier points in some of the input
trajectory segments that made the maximum output gap length
high, yet without affecting much the average gap length. Figure 12¢
shows the running time where KAMEL is about an order of magni-
tude worse than Kary for trajectory segments of length 500. Overall,
Kary is comparable to KAMEL as it is significantly better in running
time, while KAMEL is better in having less maximum gap length.
This shows that even though Kary is a general system and not a
specialized trajectory imputation algorithm like KAMEL, it is still
able to get comparable, if not better, performance.

Ablation Study. Figure 13 repeats the same experiment, yet com-
pares Kary against the three ablation variants. Both No Const_Scr.
and No Script result in the worst average and maximum gap length,
confirming that the imputation script is essential for effectively
imputing trajectory gaps. No Const. achieves a slightly better av-
erage gap length than Kary. However, without spatial constraints,
the model occasionally generates spatially invalid points that do
not help in filling the gaps. This forces the model to time out
more frequently on those gaps, resulting in a worse maximum
gap length and the highest overall running time among all variants.
Kary achieves the best balance between a reasonable average gap
length, a controlled maximum gap length, and a competitive run-
ning time, confirming that both operation script and constraints
positively contribute to Kary ’s imputation performance.



6.5 Trajectory Classification Results

For trajectory classification, we employ two performance measures,
running time and accuracy in terms of the ratio of correctly classi-
fying a given trajectory. We limit the experiments of this section
to only the GeoLife dataset. The main reason is that Jakarta tra-
jectories have only two labels, car and motorbike with 30K and
26K trajectories, respectively, so, there is not much labels that we
need to classify. In contrast, trajectories in the GeoLife dataset have
four labels, walk, bicycle, bus, and car, with 12.8K, 5.3K, 11.4K, and
3.4K trajectories, respectively, which makes it more suitable to test
trajectory classification algorithms. We compare Kary against two
recent trajectory classification algorithms, TrajFormer [63] and
STGN [144], and one of the state-of-the-art trajectory representa-
tion learning methods, GREEN [154].

Figure 14a shows the accuracy of all algorithms in correctly clas-
sifying a given trajectory when there are two, three, and four labels.
For the case of two and three labels, the reported accuracy is the
average accuracy among all the possible six and four combinations
that can come out of all the four labels of Geolife dataset. In all cases,
Kary has a better accuracy than TrajFormer, STGN, and GREEN.
The accuracy of all techniques is decreased with the increase of the
number of labels, which is expected as the classification problem
becomes more challenging. Zooming on the two labels experiments,
Kary had 92% accuracy when classifying between bikes and cars
trajectories and 90% accuracy when classifying between cars and
buses trajectories, which are among the most challenging labeling
experiments. Figure 14b shows the running time for all algorithms,
which is not affected by the number of labels. Kary running time is
somewhere between TrajFormer and STGN, but is almost 2x faster
than GREEN. Overall, KaFy is clearly better than STGN and GREEN
as it is more accurate with less running time. Meanwhile, Kary is
comparable to TrajFormer, where Kary is better in accuracy, but
takes more execution time. This shows that even though Karyis a
general system, and not a specialized trajectory classification model
it is still able to achieve comparable, if not better, performance than
that of specialized models.

7 RELATED WORK

This section highlights related work to Kary in three directions:
Trajectory Data Analysis. This is a wide term that includes a
myriad of tasks that either analyze given trajectories or generate
useful data out of it. Examples of analysis tasks include similar-
ity [13, 98, 104, 124, 129], imputation [16, 82, 118, 123, 146], classifi-
cation [54, 55, 63, 120, 144], and summarization [64, 71, 72, 121, 139].
Examples of generation tasks include prediction [30, 46, 84, 89, 134]
and generation [39, 49, 105, 137, 140]. Despite the abundance of
such algorithms, each is entirely designed for one specific prob-
lem, resulting in an apparent lack of full-fledged trajectory analysis
systems. Existing trajectory systems [1, 22, 26, 53, 99, 115] primar-
ily focus on data management operations, e.g., storage, indexing,
and retrieval. Some support limited analytical functionalities, e.g.,
similarity [53, 99] and pattern mining [26]. However, they are not
extensible to support a broad range of trajectory operations.
Trajectories and Languages. Prior efforts exploiting the similar-
ity between trajectories and languages have used Word2Vec [78]
to represent trajectories as vectors [67, 114, 132, 153], which was
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limited to basic operations. More recent work exploited transform-
ers in the spatial domain [42, 83], either in their lingual form for
spatial queries [40, 62, 75, 128] or to support a specific trajectory
operation, e.g., prediction [10, 65], imputation [19, 82, 90], similar-
ity [23, 59], classification [63], generation [5, 117], and anomaly
detection [76, 100]. Kary belongs to this family of work, yet it takes
a system approach to support a myriad of trajectory operations.
Trajectory Representation Learning (TRL). Recent work has
exploited the idea of TRL, either through Recurrent Neural Net-
works (RNNs) [59, 133], Graph Neural Network (GNN) [18, 130],
or transformers [12, 44, 131, 154, 155], which basically maps tra-
jectories to vectors, trains a model once, and then fine-tunes it
for various trajectory tasks. Unfortunately, TRL methods suffer
from the following drawbacks that make them not suitable for our
problem: (a) they heavily rely on the underlying road network to
generate the trajectory representation, making them inapplicable in
areas where the road network is unavailable or unreliable, (b) each
TRL approach supports a narrow set of downstream tasks, mostly
similarity [12, 44], classification [154, 155], and travel time estima-
tion [131, 151], and it is not clear how to support other operations
like generation and summarization, (c) even though TRL methods
rely on pre-trained models, but that means that we are stuck with
one TRL architecture, which is unlike Kary that can easily take
advantage of any current or future transformer architectures.

8 CONCLUSION

This paper presented Kary; a full-fledged extensible system that
supports a myriad of trajectory analysis tasks. Kary thinks of tra-
jectories as yet another language. So, instead of training a trans-
former architecture with a (spoken) language to produce (language)
models, it trains it with the (unspoken) trajectory language to pro-
duce (trajectory) models. Kary provides the necessary infrastructure
and basic algorithms needed to employ a transformer architecture
to support a myriad of trajectory operations. The first release of
Kary employs three transformers, BERT, GPT-2, and T5, and sup-
ports five trajectory operations, summarization, generation, pre-
diction, imputation, and classification. Kary is equipped with two
extensible modules where users can extend it with more trans-
formers and/or trajectory operations. Casual users can use Kary to
perform their trajectory analysis tasks. Algorithm designers and
inventors can use Kary for quick and easy deployment of their new
ideas and/or evaluating/benchmarking various alternatives. Experi-
mental results based a real deployment of Kary show that it either
consistently outperforms or gives similar performance to existing
baselines in all its supported trajectory operations.
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