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ABSTRACT

Modern retrieval systems increasingly require filtered vector search
under arbitrary predicate constraints, where users filter results by
attributes such as category, price, location, keywords, and their com-
binations. Existing solutions either specialize in a single predicate
type (e.g., range or equality filters), rely on dense, high-overhead
indexes, or fail to handle predicates with diverse selectivities. As
a result, they fail to simultaneously achieve efficiency, scalability,
and flexibility. In this paper, we propose CGIF, an index that effi-
ciently supports approximate nearest neighbor search (ANNS) both
with and without predicates, while preserving the lightweight and
scalable structure of the widely adopted vector index HNSW. Our
design builds on an observation from previous works that HNSW
traversal naturally consists of two phases: (1) a navigation phase,
where the search rapidly moves toward the query’s vicinity, and (2)
a local exploration phase, where traversal expands locally to refine
results. CGIF retains the original HNSW search strategy during
navigation to efficiently reach the query region, and introduces a
predicate-aware traversal during local exploration. When a neigh-
bor does not satisfy the query predicates, CGIF replaces it with
alternative candidates drawn via inverted-file (IVF) indexing, ensur-
ing effective local exploration under diverse predicates. Extensive
experiments on multiple real-world datasets show that CGIF consis-
tently outperforms state-of-the-art filtered vector search methods,
delivering up to 2x faster query performance while maintaining
high recall across diverse predicate types and selectivities.
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1 INTRODUCTION

With the rapid advancement of large language models (LLMs) [15]
and retrieval-augmented generation (RAG) [9], vector represen-
tations have become a foundational component of modern re-
trieval [8] and deduplication [23] systems. These systems embed
heterogeneous data, such as text, images, and structured records,
into high-dimensional vector spaces to enable semantic search and
knowledge retrieval. Traditional vector indexes, such as HNSW [12],
offer highly efficient approximate nearest neighbor search (ANNS)
and have been widely adopted in large-scale retrieval scenarios.
However, emerging retrieval applications increasingly demand
vector search combined with rich predicate constraints. Users now
expect to filter results by diverse and complex structured attributes
rather than relying solely on simple range filters [5, 25, 27] or
categorical filters [6, 11]. For example, in a multimedia retrieval
system where each image is represented by a vector and metadata
such as year or season, a user might search for photos similar to a
given image but only among those captured during summer and
before specific years. Such a query can be expressed in SQL as:

SELECT *

FROM Images as img

WHERE img.season = 'summer' AND img.year < 2020
ORDER BY distance(img.embedding, '[5.41, 4.89,
LIMIT 10;

.., 5.331")

The scenario shows that, in the real-world, predicates are both
diverse and unpredictable, spanning numerical ranges, categorical
values, textual attributes, and even combinations thereof.

Existing vector indexes that natively support filtering are typ-
ically tailored to a single predicate family: Filtered-DiskANN [6],
NHQ [21], TFANNS [11] and UNG [3] for category filters, SeRF [27],
DSG [14], iRangeGraph [25], and UNIFY [10] for numeric ranges.
Their specialization limits applicability in workloads with diverse
predicate types. Most production systems therefore fall back on
three generic strategies: pre-, post-, and inline-filtering, each of
which struggles at one end of the selectivity spectrum: pre-filtering
performs well only at low selectivity, post-filtering only at high
selectivity, and inline-filtering on HNSW degrades sharply when-
ever the predicate is selective enough that the satisfying neighbors
per node become scarce. Recent predicate-agnostic indexes such
as ACORN [13] aim to support arbitrary predicates but inflate the
graph and lose HNSW’s navigability for mild selectivities.

Our angle. Rather than designing yet another predicate-specific
structure, we revisit filtered ANNS through the lens of the well-
known two-phase search pattern of graph-based ANNS [20, 24, 26]:
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best-first search on a proximity graph first navigates (the candidate
distance to the query decreases) and then explores (the distance
fluctuates as the algorithm collects the k nearest neighbors). This
pattern is a natural template for filtered search, because only the
exploration phase has to consider the predicate. The design question
thus reduces to “what structure should serve filtered explores?”
(1) MNNG matches the ideal predicate-specific HNSW struc-
turally (§3). An ideal exploration structure would be an HNSW
built directly on the points satisfying the predicate, but the expo-
nentially many possible predicates rule out per-predicate index ma-
terialization. We show that the M-nearest-neighbor graph (MNNG)
gives us both ingredients we need: (a) the predicate-satisfying sub-
graph of an MNNG built on the full data is identical to an MNNG
built directly on the satisfying subset; and (b) at the same graph
degree, an MNNG and an HNSW built directly on the satisfying
subset deliver the same search quality in exploration phase. Based
on this, we propose a conceptional design called MNNG-HNSW.
(2) Exploration phase search quality reduces to a quantity
— the local satisfying fanout (§3). Inside the exploration neigh-
borhood around the query, the subgraph induced on the satisfying
points becomes connected when the average number of predicate-
satisfying neighbors per node (i.e., the local satisfying fanout) is
large enough. Below a constant, the satisfying subgraph fragments
and exploration recall collapses; above the threshold, every member
of the satisfying k-NN is not isolated with high probability.

(3) MNNG-HNSW is the right concept, IVF is the right imple-
mentation (§4). The conceptual design MNNG-HNSW resolves
the filtered search problem with a single full-data index. However,
sustaining the required fanout under low selectivity demands an
MNNG whose degree grows inversely with selectivity, and therefore
blows up storage cost. We resolve the storage bottleneck without
losing the fanout: an inverted-file (IVF) index supplies a comparable
per-node candidate pool at much lower storage, because the mem-
bers of one cluster share their member list as a single allocation
rather than each carrying their own neighbor list. This cluster-
sharing is the practical replacement of MNNG’s explicit per-node
neighbor list, and is the central design decision of our system, CGIF
(Combining Graph and Inverted-File). Two-hop expansion on the
HNSW backbone is used as a cheap intermediate fanout booster.

Contributions. The paper makes the following contributions:
o We formalize the two-phase pattern as a search abstraction (§3),
identify the local satisfying fanout as a key of search quality, and
prove that a single MNNG on the full dataset is equivalent to a
predicate-specific HNSW with respect to this quantity.

We propose MNNG-HNSW, the conceptual design that uses
HNSW for navigation and MNNG for predicate-aware explo-
ration, achieving the structural answer (§3.3).

We propose CGIF (§4), the practical system that replaces MNNG’s
selectivity-inflated storage with an IVF whose cluster-sharing
supplies similar fanout at linear total storage.

We evaluate CGIF on four real-world datasets and four predicates,
showing up to 2Xx speedup over the strongest state-of-the-art
baselines at recall 0.95, with stable quality across selectivities(§5).
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2 PRELIMINARY

This section formalizes the filtered ANNS problem and the the
limitations of existing methods that drive our design.

2.1 Definitions

Consider a data object 0 = (v, a), where v € R? is a d-dimensional
vector and a is its structured metadata. Distances (-, -) are com-
puted in R¥ (typically Euclidean).

A predicate ¢ applied to a returns ¢(a) € {TRUE, FALSE}; it can
encode any well-defined condition (SQL comparisons, set member-
ships, range tests, conjunctions thereof). We use D = {01,...,0n}
to denote a dataset of n objects. For a given ¢, the filtered set is

Dy = {ox € D | ¢(ax) = TRUE}.

Definition 2.1 (Predicate-Constrained K-Nearest Neighbors Search).
Given a query q = (vg, $q), the predicate-constrained k-nearest
neighbors of g, kNNy (g, D), is a subset R C D of size at most k
such that
o Yox € R, ¢q(ax) = TRUE;

e Vo € R0y € D\ R, either ¢4(ay) = FALSE or §(vy,0g) <
5(vy, vg).

The problem returns kANN(g, D¢), evaluated by recall, which
is defined as % [KANN(g, Dy) NkNN(g, Dy)l.

Definition 2.2 (Predicate Selectivity). The selectivity of ¢ is ¢ =
|Dg1/n.

2.2 Limitations of Existing Solutions

Original graph-based methods can support predicate-constrained
ANNS by adapting their Best-First Search (BFS) algorithms to in-
clude only predicate-satisfied objects in the result set during search.
Algorithm 1 illustrates the complete search process. Unfiltered
ANNS (i.e., searching over the entire dataset with selectivity ¢ = 1)
can be viewed as a special case where Line 14 always returns TRUE.

Algorithm 1 is a predicate-agnostic solution since it does not
require any prior knowledge of metadata during index construction.
However, it must compute distances between the query vector and
all visited vectors, regardless of whether they satisty the predicate.
This becomes inefficient when the selectivity is low. Assuming that
the predicate ¢ is independent of the vector, to retrieve e f predicate-
satisfied approximate neighbors, Algorithm 1 must visit at least %
candidates. This is effectively equivalent to using search parameter
ef = %C. Since the search complexity grows monotonically with
ef, a smaller ¢ leads to significantly higher costs.

A natural question arises: Can we visit only those nodes that satisfy
the predicate to avoid unnecessary distance computations? Unfortu-
nately, the answer is no. As the selectivity ¢ decreases, the number
of edges connecting predicate-satisfied nodes diminishes (which
will be proved in Lemma 3.4), resulting in poor search performance.

To address the limitations of the above methods, ACORN [13]
was proposed to improve reachability while avoiding distance com-
putations on predicate-unsatisfied nodes. It achieves this by apply-
ing a neighbor-based pruning strategy to compress nearest neigh-
bors per node. Conceptually, ACORN maintains an index with
average out-degree m, but implicitly represents m - y edges, where



Algorithm 1: PREDICATECONSTRAINEDBFS(G, Q, ep, ef, F)
Input: G: HNSW graph with neighbors G[v]; Q: query (g, ¢);
ep: entry point; ef: an integer; F: a function returns a
list of candidates.
Output: ANN: a set of ef approximate nearest neighbors
satisfying ¢.
1 add ep to visited set 77;
2 push ep to min-heap pool based on §(q,v);
3 if #(aep) = TRUE then push ep to max-heap ANN ;

4 while pool not empty do
v « closest node in pool to g, remove it;
u « farthest node in ANN from g;
if 6(q,v) > (g, u) then break ;
cands «— F(v,G, §); //F(v,G, ) = G[v] for HNSW
foreach o € cands do
if 0 ¢ 7 then
addoto 7;
if |ANN| < ef or (g, 0) < 8(q, u) then
push o to pool;
if ¢(ap) = TRUE then push o to ANN ;
if |ANN| > ef then pop ANN;

12
13
14

15

return ANN;

16

Yy is a tunable construction parameter. As a result, the expected
average out-degree for predicate-satisfied nodes becomes m - y - ¢.
Thus, ACORN can only support selectivity levels ¢ > )l,. Despite
these improvements, ACORN still faces several limitations:

Inefficient Navigability: ACORN compresses a m-NN graph while
aiming to preserve its neighborhood structure. Its goal is to re-
construct the m nearest neighbors of each node under arbitrary
predicate constraints, thereby approximating MNNG connectivity
during search. As a result, ACORN largely inherits the navigation
behavior of MNNG despite using a compressed graph. Prior stud-
ies [7, 12, 22] show that m-NN graphs exhibit weaker navigability
and higher query latency than HNSW, making them less suitable for
high-throughput ANNS workloads. Consequently, when predicate
constraints restrict exploration, ACORN may fall into local minima
while attempting to recover local m-NN connectivity.

Limited Support for Low Selectivity: Although ACORN claims
to support ¢ > )l/ in practice its effectiveness is further constrained

by the maximum number of neighbors m. When m?- ¢ < m—that is,
when the expected number of two-hop predicate-satisfied neighbors
is less than m—recall degradation becomes severe. Since both m and
y typically range between 10 and 100, ACORN ’s performance drops
sharply when ¢ < 0.01, a common case in million-scale datasets.

High Indexing Cost: The index construction time and memory
footprint of ACORN-y are substantially higher than those of HNSW,
limiting its practical adoption in large-scale systems.

These observations motivate our design of CGIF, a new method
that supports arbitrary predicate selectivity while retaining the
lightweight, scalable properties of HNSW.
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3 MNNG-HNSW

3.1 The Two-Phase Search Pattern

A long line of work on graph-based ANNS [20, 24, 26] has noted

that search on a proximity graph proceeds in two distinct regimes:

(1) Navigation phase. The distance from the visiting node to the
query g decreases as the search approaches the query region.

(2) Local exploration phase. Once the search reaches the query’s
neighborhood, the candidate distance fluctuates as the algo-
rithm collects the k nearest neighbors of g.

We start from this pattern because it provides a natural template
for filtered search: the first phase reaches the query’s vicinity while
we explore the predicate-satisfying points during the second phase.

We make the two-phase pattern formal as a search-time abstrac-
tion over which any subsequent design has to deliver:

Definition 3.1 (Two-phase filtered search). Given a query g, a pred-
icate ¢, and a target list size k, two-phase filtered search proceeds
in two stages with disjoint roles:

(1) Phase 1 (navigation, predicate-irrelevant). Starting from
a random entry point, reach a node uy with §(uo, q) < penter,
using only the unfiltered graph topology.

Phase 2 (exploration, predicate-aware). Starting from uy,
collect a set R € Dy N B(q, pexplore) Of size k that maximizes

@

recall against Kg) = kNN (g, D), where peyplore is the distance
to the furthest explored point.

To determine when Phase 1 is transitioned to Phase 2, we heuris-
tically compare the current distance with the moving average of the
distances from the previous few hops (as shown in Algorithm 2). If
the current distance exceeds this moving average, it indicates that
the distance between the query and the visiting points starts to in-
crease, meaning the search has transitioned into Phase 2. Formally,
we define a window size w, representing the number of previous
hops used to compute the moving average MA. The moving aver-
age athop ¢, is defined as: MA; = Mean(6(q,v;) | i € [t —w,t —1]),
where v; is the point visited at hop i. Once the condition MA; <
d(q,vt) is satisfied at hop ¢, the search process is considered to
have entered Phase 2 . We generally find that window size w = 3 is
sufficient to identify the phase transition.

3.2 Exploration Phase Analysis

Two-phase pattern forces a separation of concerns: Phase 1 only
needs an unfiltered proximity graph with good navigability, which
the literature has long agreed is HNSW. We therefore inherit HNSW
for Phase 1 from the start and focus on analyzing Phase 2.

An ideal index structure for Phase 2 would be an HNSW built
over the predicate-satisfying subset Dy;. However, this approach is
impractical because there are 2" possible subsets, making it infea-
sible to materialize an HNSW index for each of them. Therefore,
the desired index structure should support search over arbitrary
subsets of points while achieving search quality comparable to
that of an HNSW built directly on Dy. We find that MNNG pos-
sesses these properties. On the one hand, unlike HNSW, MNNG
has compressibility.



Algorithm 2: Two-PHASE SEARCH(G, O, ep, ef, F, w)

Input: G: HNSW graph with neighbors G[v]; Q: query (g, ¢);
ep: entry point; ef: an integer; F: a function returns a
list of candidates; w: the size of windows to calculate
moving average distances.

Output: ANN: a set of candidates satisfying ¢.

// Navigation Phase

add ep to visited set 7

push ep to min-heap pool based on d(q, v);

if ¢(aep) = TRUE then push ep to max-heap ANN ;

MA «— FLOAT_MAX;

current_dist «— 5(q,ep);

queue «— 0;

while pool not empty AND MA >= current_dist do

v « closest node in pool to g, remove it;

-

[N}

@

'S

[

o

~

u « farthest node in ANN from g;
10 push 8(q,v) to queue;
11 current_dist < §(q,v);
if queue.size() > w then
pop queue;
MA < mean distance for elements in queue;
foreach o € G[v] do
if o ¢ 7 then
addoto 7 ;
if |ANN| < ef or8(q,0) < 6(q, u) then
push o to pool;
if ¢(ap) = TRUE then push o to ANN ;

if |ANN| > ef then pop ANN;

12
13

14

15
16
17
18
19
20

21

// Exploration Phase
// Replace this line with Line 4-15 of Alg. 1
22 return ANN;

LeEmmA 3.2 (COMPRESSIBILITY OF MNNG). Let G be an MNNG
built on the full dataset D with out-degree M. For any predicate ¢,

G [D¢] = MNNG—on—D¢ at the surviving out-degree M¢,

i.e., the filtered induced subgraph of a full-data MNNG is the purpose-
built MNNG on Dy.

Proor. For any u € Dy, the M nearest satisfying neighbours
of u within Dy form a prefix of u’s M-NN list in D. ]

This enables MNNG to use a single full-data index to supply
search on any subsets of data, and this is what HNSW cannot
provide due to its heuristic pruning.

On the other hand, we notice that search on MNNG during
Phase 2 could have the same search quality as HNSW. Inside the
exploration ball Bg := B(g, pexplore)> Phase 2 is a best-first traversal
whose candidates at each node u are supplied by the structure G as
a set Cg(u) (i.e., Cg(u) = Ng(u) for HNSW/MNNG). Restricted to
Dy, this traversal moves on the filtered induced subgraph

Hg =

(Z)¢ N B, {(u,u) 10 €Cg(u), u,v€ Dy ﬂBE} )
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on the k satisfying points of Bg. A target t € Kf; is collected &=

it lies in the out-component of the Phase-1 endpoint uy in Hg,
so search quality is determined by the connectivity of Hg. The
following lemma reduces connectivity of Hg to a single per-node

quantity that can be evaluated structure-by-structure.

Definition 3.3 (Local satisfying fanout). For any candidate sup-
plying structure G and any u € B,

®(u) = |Co(u)NBENDy |, ¢ = E[@c(w)| = ¢ |Co(u) N Bg|
——
structural count

The first factor depends only on the structure (how many of u’s
candidates fall inside the local exploration region); the second is the
predicate selectivity. When G is built directly on a satisfying point
set Dy, every candidate trivially satisfies ¢ and we read ¢ = 1.

LEMMA 3.4 (FANOUT DETERMINES CONNECTIVITY OF Hg). Let
dg = |Cg(v) N Bg| denote the structural candidate count of a vertex
v € Bg (assumed uniform across v up to concentration; see Remark
below), and let &g := dg - ¢ be the typical local satisfying fanout
(Definition 3.3). Under the random-predicate model, Hg exhibits the
following dichotomy:

(i) Subcritical (fragmentation). If & < 1 — € for some constant
€ > 0, then for everyug € Dy N Bg the directed out-component
of up in Hg has expected size at most 1/(1 — ®g) = O(1).
Supercritical (no isolated vertex). Ifdg > (1 +¢€)logk for
some constant € > 0, then with probability at least 1 — k™€ every

(i)

vertex ofK;5 has at least one satisfying out-neighbor in K,? (no
isolated vertex in Hg ).

Proor. Both parts use only the random-predicate model: each
point in B, satisfies ¢ independently of every other point, with
probability ¢. The graph structure G (and hence the candidate sets
Cg(v)) is fixed; randomness enters only through which vertices
belong to Dy.

Part (i) (subcritical: out-component is O(1) in expectation). Fix ug €
Dy N Bg and let R € Dy N B be the set of vertices reachable
from ug along directed out-edges of Hg. We can bound E[|R|] by
counting active paths: E[|R|] < Y5 Cﬁg < 1/(1 - ®g), which is
bounded by 1/e = O(1) whenever &g < 1 —e.

Part (ii) (supercritical: no isolated vertex w.h.p.). For each w € K¢,
the vertex w is isolated in Hg iff none of the candidates of w that
lie in B satisfies ¢. By predicate independence across the dg =
|Ci(w) N Bg| candidates,

_q)G

Pr[w isolated] = (1_(p)-?l(; < e_aG‘P ——

A union bound over the k vertices of K;S gives

Pr[EIw € Kg T w isolated] < k-e %,

For &G > (1+¢)logk,

k—o0

ke % < ko k(%O — e 25,

5

so with probability at least 1 — k™€ every w € Kg has at least one

satisfying out-neighbor in Kg’ . O
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Figure 1: Per-hop best-first search trace on DEEP under unfil-
tered (¢ = 1.0) and 10%-selectivity (¢ = 0.1) predicates. Within
each ¢, HNSW-on-D and MNNG-on-Dy trace nearly identi-
cal distance and recall curves.

Lemma 3.4 reduces the search quality of two-phase filtered
search to evaluating ®g of an index structure. As a result, when
HNSW-on-Dy and MNNG-on-Dy; use the same graph degree, both
of their &G = @(M), and therefore proves that MNNG could have
the same quality as HNSW.

Beyond performance equivalence, the connectivity threshold
&G » logk then translates into a single requirement M > % for
HNSW/MNNG. Since HNSW/MNNG fixes M at construction, when
query selectivity is low enough, the search quality on HNSW/MNNG
collapses.

Empirical verification. We empirically validate the equivalence of
the two structures on DEEP dataset under two predicate-selectivity
regimes (¢ = 1.0, full dataset; ¢ = 0.1, a fixed 10% random subset).
We construct a degree-M=64 HNSW and an approximate degree-
M=64 MNNG on each of the two underlying point sets. For every
query we run a unified two-phase search: Phase 1 navigates the un-
filtered HNSW; once the moving-average heuristic (w=3) declares
the phase transition, every satisfying point whose distance Phase 1
already computed becomes a seed for Phase 2. We then run the
same best-first procedure twice—once expanding via HNSW edges,
once via MNNG edges—and record, hop by hop, both the distance
from the current candidate to the query and the running recall@10
against the brute-force ground-truth on the corresponding Dy.

Figure 1 reports the per-hop averages. The two pairs of curves
(HNSW vs. MNNG within each ¢) overlap throughout the entire 50-
hop trace: the candidate distance to the query and the running recall
grow at indistinguishable rates whether the Phase-2 neighbor list
comes from HNSW or from MNNG. This is exactly the prediction of
Lemma 3.4—once the per-node satisfying fanout &G matches, the
structural difference between MNNG and HNSW (occlusion-based
pruning vs. sorted nearest neighbours) is negligible.

3.3 MNNG-HNSW: Conceptual Design
All of these inspire us to give the design we call MNNG-HNSW:

o Phase 1 runs best-first search on an HNSW graph, ignoring ¢.
This reaches the query region in O(log n) steps from any entry
point.

Phase 2 runs best-first search on the MNNG, using its filtered
restriction MNNG.

MNNG-HNSW therefore provides a clean answer to filtered

search: one HNSW for navigation, one MNNG for exploration, both
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built once on D, no per-predicate rebuilding, and search quality is
determined by a tunable parameter M.

4 CGIF: COMBINING GRAPH AND
INVERTED-FILE

Previous section has settled a structural picture: MNNG-HNSW
provides Phase-2 recall as soon as the per-node fanout M¢ exceeds
log k (Lemma 3.4). To support search on a predicate with selectivity
¢, the structure requires space complexity O(n/¢), which is infeasi-
ble when selectivity is low. We therefore want to reduce the storage
cost while maintaining similar local satisfying fanout as MNNG, as
it is the key to guarantee search quality.

To implement this, instead of using MNNG, our CGIF augments
HNSW with an Inverted File (IVF) index, which only requires O(n)
storage, and combine it with two-hop neighbors to approximate
the role of the MNNG graph. IVF is a classical structure for ANNS,
where all vectors are partitioned into C clusters, each containing
approximately & vectors. The partitioning is typically constructed
using K-Means clustering to minimize intra-cluster distances.

As a result, our final design CGIF is as follows: CGIF keeps the
two-phase decomposition of Definition 3.1 and assigns each phase
its cheapest realization (as shown in Figure 3).

Phase 1: HNSW navigation. Standard HNSW best-first search,
ignoring ¢. Transition into Phase 2 is detected by the heuristic
monotonicity-window described previously: once p; stops de-
creasing monotonically over w = 3 consecutive candidates, the
search has entered Phase 2.

Phase 2: HNSW + two-hop + IVF. At each visited node v,
candidates come from three sources, as shown in Algorithm 3
and Figure 2:

— (i) HNSW direct neighbors Ni(v). When ¢ > 1/M, these alone
provide fanout Mg > 1 and Phase 2 proceeds without any
extension. This is the cost-free path that dominates queries
on most datasets.

(ii) Two-hop expansion Uoe Ny (0),¢(ao)=Farse NH (0). When
some direct neighbors fail ¢, two-hop recovers many of the
satisfying neighbors that HNSW’s occlusion-based pruning
dropped from Ng(v). Two-hop is free in storage (it reuses
HNSW edges) but quadratic in cost per visited node, so we
cap its budget at x = ef/10.

(iii) IVF cluster augmentation C,(,). When ¢ < 1/M?, even
two-hop runs out and we draw from the cluster containing v.
Storage is O(n) and cluster look-up is O(1).

Cluster cursor. A single cluster is shared by all n/C of its members,
so multiple Phase-2 visits within one query may request candidates
from the same cluster. To avoid scanning the same prefix repeat-
edly, CGIF maintains a per-cluster cursor that records the next
read position; subsequent accesses resume there. This collapses the
worst-case per-query IVF work from O(n) to O(n/C + visits).

Complexity Analysis. Index size: HNSW contributes O(nM); IVF
cluster IDs add O(n) and cluster lists add O(n) collectively; total
O((M + 1)n). Compare with MNNG-HNSW at the same fanout:
O(n/¢). Build time: O(nM log n) for HNSW plus O(n) for k-means
on a sample. No high-degree HNSW is ever built. Query time:
Phase 1 is unchanged from vanilla HNSW: O(log n) best-first. Phase 2
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Figure 3: An example of the search process in CGIF. In the
navigation stage, CGIF leverages the pruned neighbors from
HNSW to quickly jump to the region of the query point. In
the exploration stage, CGIF combines two-hop neighbors and
IVF neighbors to find points that satisfy the given predicates.

per hop is O(M + x - fail) on average; the cursor amortizes repeated
cluster scans across all hops of a single query.

5 EXPERIMENT

In this section, we evaluate our proposed method CGIF and compare
it with several baselines using both semi-synthetic datasets and
real-world datasets. The experiments were conducted on a server
with an Intel(R) Xeon(R) Gold 6212U CPU @ 2.40GHz and 376GB
RAM. The SIMD optimization is enabled for all methods.

5.1 Dataset

The datasets used in our experiments differ in both data distribu-
tions and predicate types. Table 1 summarizes their key characteris-
tics. In particular, Wik (range-filtering predicate), Yrcc, and Laron
utilize real-world metadata, whereas synthetic random filters are
generated for DEEP. Table 2 presents the query selectivity distribu-
tions for all datasets. Details on how the predicates are obtained
are described below.

e Wik [18]: Each vector in this dataset is a 2048-dimensional image
embeddings from Wikipedia we prepare the range-filter predi-
cate by using the size of the image as the search key. Each query
is tested under 28 selectivity levels sampled on a logarithmic
scale from 0.001 to 1.0 to comprehensively evaluate performance
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Algorithm 3: CGIF-PHASE2-CANDIDATES(v, G, ¢, IVF, x)
Input: v: current node; G: HNSW graph; ¢: predicate; IVF:
cluster index with cursors; x: per-hop expansion
budget.
Output: cands: satisfying candidates contributed by v.
1 cands < 0, fail < 0;
// (1) HNSW direct neighbors
foreach o € Ny (v) do
if ¢(a,) then add o to cands;
else fail — fail + 1;
/ (ii) Two-hop expansion
foreach o € N (v) with =¢(a,) do
foreach ¢ € Ny (o) \ Visited do
if ¢(ac) then
add c to cands;
L if |cands| > x - fail then break all loops;
// (iii) IVF cluster augmentation (cursor-driven)
10 cid < ¢(v);
for ¢ € C, ;g starting at cursor|cid] do
advance cursor| cid];
if |cands| > x - fail then break;
if ¢(ac) and ¢ ¢ Visited then add c to cands;

2

~

® N o @

11

return cands;

Table 1: Dataset Statistics

Dataset #Points Dim Type #Queries Predicate
LaroN M 768  float 100K Keywords
Yrcc 10M 192 float 100K Tag
DEEP M 96  float 1Kx28 Random
WIKI M 2048  float 1Kx28 Range

Table 2: Real-World Query Selectivity Distribution

Dataset 100% 75% 50% 25% 1%
WIKI 0.001  0.008 0.06 0.4 1.0
DEEr 0.001  0.008 0.06 0.4 1.0
LaloN 1x107%  0.008 0.019 0.038 0.105
Yrcc-Single 5.8x107°  0.002  0.009 0.037 0.171
Yrcc-arbitrary  5.8x 107 0.002  0.009 0.036 0.170

across different predicate selectivities. For each query with se-
lectivity, we randomly generate a range (a, b) of the selectivity
to search on the images whose sizes are within this range.

Yrcc [19]: We refer to the Big-ANN benchmark [1], which as-
sociates each vector with a set of tags extracted from the meta-
data. We define two predicate variants on the 10M-point YFCC
sub-sample. Yrcc-Single uses the original single-tag predicate
from Big-ANN: each query is associated with exactly one tag
and the predicate accepts every base vector that carries that tag.
Yrcc-arbitrary is a heterogeneous predicate that combines two
different attribute types in a single conjunction. For every query



we (i) take its single-tag candidates and (ii) restrict them further
to a vector-id range. The combined predicate therefore mixes a
categorical tag with a numeric id-range attribute, becoming a
case that tag-specific or range-specific index cannot solve.
Laron: LAIoN [16] contains one million 768-dimensional image
embeddings. We extract keywords from the image captions by
performing stop-word removal and stemming. A base vector is
considered predicate-satisfying if its caption contains at least
one of the query keywords.

DEEP: DEEP [2] contains millions of 96-dimensional image em-
beddings. We also test each query under the 28 selectivity levels
as the same as WIk1 dataset. Instead of generating range query,
we generate a random bitset for each query, where the bits equal
to 1 indicate which vectors match the query predicate.

5.2 Algorithms and Parameters

We not only include the predicate-agnostic index algorithms in
our experiments, but also evaluate some representative predicate-
specific indexes for tag-filtering scenario and range-filtering scenar-
ios. Table 3 lists the algorithms we evaluated and their parameters.

5.3 Comparing CGIF with baselines

In this section, we compare the CGIF with the state-of-the-art
methods.

5.3.1 Index Cost. We first compare the indexing time and index
size of CGIF with other methods, as summarized in Table 4. Com-
pared to ACORN, CGIF achieves significantly lower indexing time
and smaller index size, particularly on large-scale datasets such
as Yrcc. On the Yrcc dataset, CGIF builds a 9.8 GB index in 1,565
seconds—6.4x faster and 1.7x more space-efficient than ACORN.
Compared to HNSW, CGIF has acceptable overhead - it is 2.09x
slower with almost the same index size on Yrcc. This overhead is
due to the cost of building the IVF index.

5.3.2  Compare with other Predicate-Agnostic algorithms. Figure 4
compares the query throughput (QPS), average number of distance
computations per query, and recall of our method, CGIF, against
state-of-the-art baselines. Overall, CGIF achieves both the highest
QPS and the highest recall across the datasets. On the real-world
LaioN dataset (Figure 4(a)), our CGIF reaches a QPS of 1600 at
0.95, outperforming the second best algorithm NaVix by 34%. Other
methods like Faiss-IVF, ACORN and InlineFilter-HNSW, can only
achieve less than 500 QPS, which indicates that CGIF can yield
over a 3x speedup. The advantage of CGIF becomes even more
pronounced when higher dimensional data is involved. For exam-
ple, CGIF achieves over 2x speedup compared to the second best
algorithm NaVix on Wiki-Range dataset (Figure 4(d)). The speedup
is even more magnificent compared to other baselines, reaching
5.6x and 16x compared Faiss-IVF and ACORN respectively.

The speedup of our CGIF is partially contributed to the decrease
in the number of distance computations. On all the four datasets we
tested (Figure 4(e)-(h)), CGIF achieves the highest recall under the
same number of distance computations. On Wiki-Range dataset,
we use about 677 distance computations per query to achieve 0.80
recall, while this number for NaVix and Faiss-IVF are about 925 and
20000. While the small number of distance computations makes
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our CGIF competitive on high-dimensional dataset, CGIF can also
work well on relatively lower dimensional dataset. On DEEP dataset
which only has 96 dimension, CGIF can also have comparable
performance with Faiss-IVF, whereas both algorithms achieve 0.90
recall at about 1800 QPS (Figure 4(c)). In short, by using less distance
computations to obtain high recall, CGIF can reach the highest QPS
across multiple different scenarios.

5.3.3  Performance Under Different Selectivities. To examine how
query selectivity affects performance of the predicate-agnostic in-
dexes, we examined the results on the Wiki dataset using three
different selectivities, and compare the performance on each group.
The results in Figure 5 show that CGIF consistently maintains
both high QPS and high recall across all selectivity levels, whereas
baseline methods degrade under certain conditions.

When selectivity is low as 0.01, CGIF has simlar performance
with Faiss-IVF. However, the performance of Faiss-IVF drops sig-
nificantly as selectivity increases. When selectivity reaches 0.1, our
CGIF is over 2x faster than Faiss-IVF.

On the contrary, the performance of InlineFilter-HNSW and
PostFilter-HNSW improves as selectivity increases. Our CGIF has
the almost the same performance as InlineFilter-HNSW at selectiv-
ity 1.0 because CGIF degrades to InlineFilter-HNSW at full-range
search. However, inline and post-filtering HNSW suffers from low
recall and low QPS at small selectivities, because it becomes hard
for them to find predicate-satisfying candidates.

Similar problem happens to ACORN and NaVix too. Since the
two-hop search strategy of them makes them relatively more robust
compared to inline and post-filter HNSW, it can still achieve high
recall at selectivity 0.01. However, its recall will plummet when
selectivity drops smaller than the bound that two-hop neighbors of
graph can support. On the other hand, even when the selectivity is
high enough for ACORN to achieve high recall, it suffers from low
QPS. For example, our CGIF is over 2x faster than ACORN at 0.95
recall when selectivity is 0.1.

In summary, Faiss-IVF performs well under low selectivity but its
efficiency drops sharply as selectivity increases. Inline or PostFilter-
HNSW excels only at high selectivity but underperforms in both
accuracy and efficiency when selectivity is low. ACORN and NaVix
suffer from both low recall at small selectivity and relatively lower
QPS at larger selectivities. In contrast, CGIF consistently sustains
high efficiency and accuracy across all selectivity levels, explaining
its strong overall performance in the previous experiments.

5.3.4 Compare with Predicate-Specific Indexes. We also compare
CGIF with predicate-specific indexes. We test tag-filter scenario
and range-filter scenario, and we choose a classic algorithm and
a relatively new algorithm for each scenario. For tag-filter, we
compared Filtered-DiskANN[6] and TFANNS[11] on Yrcc dataset
(Figure 6), and for range-filter, we compared SeRF[27], DSG[14],
UNIFY[10], and iRangeGraph[25] on Wik1 dataset (Figure 7). In tag-
filtering scenario, CGIF exhibits much higher recall than Filtered-
DiskANN. While CGIF can achieve over 0.9 recall with 400 QPS,
Filtered-DiskANN only achieves around 0.7. This is partially be-
cause Filtered-DiskANN fails to handle queries with small selec-
tivities. On the other hand, TFANNS solves this problem and it
outperforms our CGIF by 3x when both algorithm achieve 0.90
recall. Notice that our CGIF is stuck in 0.90 recall with sharply
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Table 3: Baseline Methods
Category Method Description Key Parameters
ACORN [13] Graph-based filtered ANN with auxiliary neighbors M = 64; Mg € {64, 128}; y € {10,30}; ef € [10,80]
Faiss-IVF [4] Cluster-based ANN without predicate awareness nlist = 1024 (Wik1), 4096 (others); nprobe € {16, 32, 64,128}
Predicate-  PreFilter Exact baseline: filter first, then linear scan No index; recall = 1
Agnostic  InlineFilter-HNSW HNSW with predicate check during traversal M =64, ef Const = 400; ef €[10,80]

PostFilter-HNSW
NaVix [17]

HNSW then apply predicate on retrieved results
Graph traversal with local selectivity guidance

Same index as Inline; ef € [100, 500]
Same index/search as InlineFilter-HNSW

Filtered-Disk ANN [6]
TFANNS [11]

DiskANN variant supporting filtered search
Tag-aware filtered ANN index

R =64,SR = 64, L = 128; search L €10, 80]
M = 64, ef Const = 400; ef € [10,200]

Predicate-  SeRF [27] Range-filter optimized graph index M = 64, ef Max = 8000
Specific  DSG [14] Dynamic filtered graph with selective expansion M = 64, ef Const = 160, ef Max = 600; ef € [16,80]
iRangeGraph [25] Per-segment graph tree, unified entry-point search M = 64, efConst = 128; ef € [10,700]
UNIFY [10] HSIG: HNSW augmented with cross-segment links M = 64, ef Const = 200, slots B=8; ef € [10, 640]
Ours CGIF HNSW + IVF hybrid with adaptive replacement HNSW (M = 64) + IVF; ef € [10,150]; x = ef /10
MNNG-HNSW MNNG-style auxiliary graph baseline Degree = 64; auxiliary M=1000 NN graph
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Table 4: Index Construction Cost Comparison

Dataset Method Index Time (s) Index Size (GB)
CGIF 427 8.0
Faiss-IVF 75 7.7
ACORN 3514 8.6
Wikt (7.6 GB) Inline/PostFilter-HNSW 352 7.9
SeRF 6037 7.8
DSG 39632 59
iRangeGraph 6704 9.5
UNIFY 1510 11.7
CGIF 141 0.67
DEEP (370 MB) Faiss-IVF 96 0.38
ACORN 358 1.1
Inline/PostFilter-HNSW 45 0.65
CGIF 366 3.2
LaIoN (2.9 GB) Faiss-IVF 129 2.9
ACORN 3609 3.9
Inline/PostFilter-HNSW 237 3.2
CGIF 1565 9.8
Faiss-IVF 818 7.2
Y 1.7 GB
Fec (1.7 GB) ACORN 10082 170
Inline/PostFilter-HNSW 747 9.8
Filtered-Disk ANN 8777 7.5
TFANNS 4408 6.3
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Figure 6: Compare with tag-filter specific indexes.
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Figure 7: Compare with range-filter specific indexes.

increasing distance computations, and this is because the recall at
large selectivity queries have reached almost 1.0 while the increase
of ef can hardly help the search on low selectivity queries. We did
not include NHQ [21] and UNG [3] because their search failed on
this dataset. In range-filtering scenario, our CGIF is competitive
with SeRF: both reach ~ 0.95 recall at about 350 QPS with under
2,000 distance computations. Among the more recent range-filter—
specific designs, DSG (a follow-up of SeRF) and iRangeGraph out-
perform SeRF and CGIF by roughly 2X in throughput at 0.90 recall
while using comparable distance budgets. UNIFY trades throughput
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for recall: it can sustain recall above 0.99 but its per-query distance
computation count rises a lot, keeping its QPS under 100, so it is
dominated by DSG and iRangeGraph in the operating regime we
care about. In summary, even though CGIF sacrifices peak per-
scenario performance for versatility, it remains competitive with
the dedicated range-filter indexes at moderate recall; the optimized
predicate-specific indexes do a better job in certain scenarios.

5.3.5 Effect of Predicate—-Embedding Correlation. A key assump-
tion underlying our analysis is that the predicate-satisfying set is
independent of the query embedding (Section 3). When this in-
dependence fails (i.e. when the predicate is correlated with the
embedding), predicate-agnostic methods may degrade. We empir-
ically stress this assumption on DEEP by constructing controlled
correlation regimes.

Workload. For each query we pick an anchor vector and define the
predicate-satisfying set as the ¢n nearest neighbors of the anchor.
We sweep the anchor across three regimes: (i) P-Corr (positive):
anchor = query, so the predicate set concentrates around the query;
(ii) Neutral: anchor = random database point; (iii) N-Corr (negative):
anchor = the farthest point from the query, so the predicate set
lives in a region opposite to the query.

Results. Figure 8 reports QPS-vs-recall of CGIF and the same five
baselines as Section 5.3 under all three regimes. CGIF’s QPS-recall
trade-off remains stable across regimes and dominates the Pareto
frontier in every panel. Under P-Corr the predicate-satisfying set
is close to the query, so graph navigation alone is effective and
CGIF’s two-hop expansion brings little extra cost; CGIF reaches
recall 0.99 at ~ 500 QPS. Under N-Corr the satisfying set is in a
distant region of the embedding space; this is the regime in which
independence assumptions break. Baselines saturate at recall 0.04-
0.67 while CGIF retains its lead at recall 0.79 — 1.2X higher than the
best baseline — because the IVF replacement directly augments the
candidate set with cluster-level satisfying points whenever graph
navigation runs out of usable neighbors. Together with the neutral
panel, the experiment confirms that although certain performance
degration happens on negative correlation, CGIF is the most robust
one to predicate-embedding correlation across the baselines.

Compare with MNNG-HNSW. MNNG-HNSW is the interme-
diate solution we proposed. In this experiment, we want to prove
CGIF can approach the search performance of MNNG-HNSW with
much smaller index size. We compare CGIF with MNNG-HNSW
on Wiki dataset. From index cost perspective, the MNNG stored
M = 1000 neighbors for each node and this costs 3.72 GB for 1
million nodes, while CGIF only costs 267 MB for structures apart
from the dataset. From search perspective, while MNNG-HNSW
shows better performance when ef is small, its recall grows slower
than CGIF when ef increases. This is because the selectivity MNNG
can support is still limited, and if the query selectivity is smaller
than 1/M , the recall of these queries can hardly increase.

Compare with VBase’s Two-Phase Search. Since the way we
determine the two-phase boundary differs from previous work
VBase [26], we swap our moving-average detector for the one
defined in VBase and compare the two on DEEP, reporting both
the QPS-vs-recall trade-off and the recall-vs-distance-computation
curve in Figure 10. The two detectors have complementary areas of
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Figure 10: Compare Our Two-Phase Search with VBase.

strength. Our detector exits the navigation phase earlier, so it starts
collecting predicate-satisfied candidates sooner; this yields higher
QPS in the low- to mid-recall regime — at the smallest ef = K
it reaches about 0.90 recall at 1750 QPS, whereas VBase’s detector
reports 0.945 recall at 1200 QPS at the same setting. VBase’s detector,
by keeping the navigation phase open longer, pushes the recall
ceiling further up — past 0.975 at the largest ef values, where our
detector tops out near 0.95. In short, our detector exposes a broader
low-to-mid-recall trade-off while VBase’s is preferable when high
recall (2 0.97) is required; we recommend users pick the detector
that matches their target recall.

5.4 Ablation Study

5.4.1 Component Ablation. To quantify the contribution of each
design component in CGIF, we isolate the three mechanisms we
introduced and report the QPS-recall trade-off under cumulative
levels: (L1) inline-filter (L2) the two-phase alone; (L3) L2 plus the
two-hop neighbor expansion; (L4) the full CGIF, which additionally
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(a) WikI (range filter) (b) Laron (keyword filter) (c) YFcc (tag A id-range)

Figure 11: Component ablation across three predicate work-
loads.

augments the candidate set via the IVF index. Figure 11 reports this
trade-off on three representative workloads: Wiki, Laton and Yrcc-
arbitrary. Every variant uses the same HNSW graph and IVF index,
so the differences isolate the algorithmic effect of each component.

The figure shows that all three components consistently raise
the recall ceiling, and that their relative importance shifts with the
predicate distribution. The two-hop expansion (L3 vs. L2) brings
the largest recall lift — roughly +0.20 at the same ef — because
at moderate selectivity the first-hop neighborhood is sparse in
satisfying points but a single hop further out is enough to recover
them. On Wik1 and Yrcc-arbitrary, where the median selectivity
drops below 1073, the IVF augmentation (L4 vs. L3) becomes critical:
it adds another +0.04 to +0.05 recall by bridging satisfying points
that the predicate-constrained graph cannot reach. In all three
workloads, the full CGIF dominates the baseline across the recall
range we care about (> 0.85), confirming that the combination of
the three mechanisms — not any single one - is what gives CGIF
its robustness across predicate types.

5.4.2  Impact of Parameters. We next study the four parameters that
govern CGIF’s behavior at search and build time: the monotonicity
window w and the replacement budget x = ef - ratio (both search-
side), the underlying HNSW graph degree M, and the number of
IVF clusters nlist. For every parameter we sweep its value while
holding the other three at the defaults reported in Section 5.2, and
report three quantities per parameter and per dataset: (i) the index
size and build time, (ii) the search QPS-recall trade-off, and (iii) the
per-query latency broken down into the following phases: graph
traversal, two-hop expansion, IVF cluster augmentation, distance
computation, and the moving-average maintenance. The latency
breakdown is reported at a representative ef = 50. Throughout this
study we use DEEP (random bitset) and WIkI (range filter).
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Figure 12: Effect of the monotonicity window w.

Effect of the monotonicity window w. The window w con-
trols how aggressively CGIF leaves the navigation phase. Figure 12
reports the QPS-recall trade-off and the latency breakdown at
w € {1,2,3,5,8}. w is purely a search-time parameter, so the index
size and build time are unaffected. The data tells a sharp story: w = 1
degrades the moving-average test to a single sample, which is es-
sentially never monotone decreasing, so the algorithm never leaves
the navigation phase and devolves into an predicate-constrained
BFS - the latency jumps by more than 10X. For any w > 2 the
navigation phase exits at the intended boundary and the latency is
essentially flat: at ef = 50 on Wiki the total per-query time ranges
only between 2.1 and 2.6 ms across w € {2, 3, 5, 8}. We therefore set
the default to w = 3, which gives the algorithm enough hysteresis
to ignore single-step noise without delaying the phase transition.

Effect of the replacement budget x. The ratio r that controls the
expansion budget x = ef - r is varied over r € {0.05, 0.10, 0.20, 0.50}.
Like w, x does not change the index. Figure 13 shows that on
both datasets the QPS—-recall curves are nearly indistinguishable:
increasing x slightly raises the two-hop and IVF cost. Across the
four settings the total per-query latency at ef = 50 on WIKI stays
within +15% of the default. x is therefore a knob with low sensitivity;
we keep ratio = 0.1 (i.e. x = ef/10) as the default.

Effect of the HNSW graph degree M. We vary the underlying
HNSW degree M € {16,32, 64,128} on both datasets and report the
QPS-recall curve and latency breakdown in Figure 14. For index
cost, the index size grows roughly linearly with M (from 0.80 GB
to 1.21 GB on DEEP, similar trend on Wiki) and build time grows
super-linearly because each new vertex must be connected to up to
M neighbors at every level. On the search side, increasing M raises
the recall ceiling (more candidates reachable within ef steps) but
lowers QPS at small ef because every hop touches more neighbors.
The trade-off favors M = 64 on both datasets: it reaches > 0.97
recall on DEEP while keeping QPS within a factor of 1.5% of M = 16.

Effect of the number of IVF clusters nlist. Finally we vary
nlist € {256, 1024, 4096, 16384} at fixed M = 64. nlist has a negligi-
ble effect on index size, since each cluster only stores vector IDs;
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however, build time grows substantially because of the k-means
cost. The QPS-recall trade-off is also nearly flat across this range
(Figure 16): on both DEEP and WIKI the recall changes by less than
0.02 and QPS by less than 3% as nlist moves over two orders of mag-
nitude. Taking build cost into account we recommend a moderate
nlist (e.g. 1024-4096).

5.4.3  Scalability. Finally, we study the scalability of our CGIF,
investigating the changes on index cost, query performance, and
per-query latency breakdown. We experiment on LAION by sam-
pling different sizes of data, and the results are shown in Figure 15.
For index cost, both build time and index size grow roughly linearly
with data size: when the data size grows from 5M to 10M, the aux-
iliary index size increases from 16 GB to 31 GB and the build time
increases from 1800 s to 3762 s. For query performance, the drop
in QPS grows sublinearly — QPS at 0.95 recall only decreases by
about 18% when the data size doubles from 5M to 10M. The latency
breakdown further confirms this: distance computation dominates
per-query latency when dimension is large, and although every
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Figure 16: Effect of the IVF cluster count nlist on index cost,
search, and per-query latency breakdown.

phase grows with n, the total latency increases gently. Together
these results illustrate that CGIF has good scalability.

6 RELATED WORK

Filtered approximate nearest neighbor search (ANNS) can be broadly
categorized into three classes according to the type of filters: tag-
filter ANNS, range-filter ANNS, and predicate-agnostic ANNS.

Tag-Filter ANNS. Tag-filter ANNS associates each vector with one
or more categorical labels and retrieves nearest neighbors satisfy-
ing the queried tags. Early representative methods include Filtered-
DiskANN [6] and NHQ [21]. Filtered-DiskANN incorporates tag
constraints into graph construction by either stitching per-tag sub-
graphs or incrementally building a unified graph with tag-aware
neighbor selection. NHQ instead fuses categorical similarity and
vector distance into a single metric, allowing graph traversal to
naturally respect tag constraints. TFANNS [11] adapts graph con-
struction to tag frequency, mitigating recall degradation for rare
tags. UNG [3] builds per-label indexes augmented with limited
cross-group edges to preserve navigability. These constructions are
tied to the tag vocabulary known at build time and give no guar-
antee for unseen tags, conjunctions, or non-tag predicates; CGIF
handles these with one index, deriving its rare-predicate robustness
from a fanout argument (Lemma 3.4) rather than per-tag tuning.
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Range-Filter ANNS. Range-filter ANNS focuses on numerical
attributes such as timestamps or prices. SeRF [27] introduces the
segment graph, which compactly represents multiple HNSW graphs
corresponding to attribute prefixes, but assumes a fixed attribute
ordering at index time. DSG [14] removes this restriction by dy-
namically maintaining the segment graph under arbitrary inser-
tions. Other approaches adopt hierarchical partitioning strategies.
B-WST [5] and iRangeGraph [25] organize data using tree struc-
tures over the attribute domain, building subgraph indexes per
segment. iRangeGraph further unifies query processing by merg-
ing entry points from relevant subgraphs into a single traversal.
UNIFY [10] partitions data into disjoint segments and augments
a global HNSW with segment-aware links, dynamically selecting
between local search, joint traversal, or global post-filtering based
on query selectivity. CGIF uses no attribute axis at all and serves
any range query through the same predicate-agnostic two-phase
search. Attribute-anchored indexes cannot handle two-sided ranges
over a second attribute, non-range predicates, or conjunctions.

Predicate-Agnostic ANNS. Predicate-agnostic methods avoid in-
corporating filter information during index construction and in-
stead modify the search procedure. ACORN [13] extends HNSW
with a two-hop—-aware pruning rule that preserves reachability
within filtered subsets, ensuring that true neighbors satisfying ar-
bitrary predicates remain accessible during search. Compared to
ACORN, CGIF uses HNSW for fast navigation and IVF to increase
fanout, giving higher tolerance to rare predicates. NaVix [17] fur-
ther improves filtered search efficiency on HNSW by exploiting
local selectivity estimates to adaptively choose neighbor expan-
sions. CGIF avoids the estimation entirely and relies on the struc-
tural fanout guarantee, which is why its recall stays stable across
the three correlation regimes while NaVix degrades more on the
negatively-correlated one.

7 CONCLUSION

In this paper, we presented CGIF, a predicate-agnostic vector index
that unifies search and predicate verification in one framework.
CGIF combines inverted index with an HNSW-based neighborhood
graph and a two-level routing-and-filtering strategy, supporting
a wide range of query selectivities without prior knowledge of
predicates. Experiments demonstrate that CGIF achieves balanced
efficiency across query conditions while maintaining high recall.
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