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ABSTRACT

We present the design and implementation of a RAG-based Al
system benchmarking (RAGPerf) framework for characterizing the
system behaviors of RAG pipelines. To facilitate detailed profiling
and fine-grained performance analysis, RAGPerf decouples the RAG
workflow into several modular components — embedding, indexing,
retrieval, reranking, and generation. RAGPerf offers the flexibility
for users to configure the core parameters of each component and ex-
amine their impact on the end-to-end query performance and quality.
RAGPerf has a workload generator to model real-world scenarios by
supporting diverse datasets (e.g., text, pdf, code, and audio), different
retrieval and update ratios, and query distributions. RAGPerf also
supports different embedding models, major vector databases such
as LanceDB, Milvus, Qdrant, Chroma, and Elasticsearch, as well as
different LLMs for content generation. It automates the collection of
performance metrics (i.e., end-to-end query throughput, host/GPU
memory footprint, and CPU/GPU utilization) and accuracy metrics
(i.e., context recall, query accuracy, and factual consistency). We
demonstrate the capabilities of RAGPerf through a comprehensive
set of experiments and open source its codebase at GitHub. Our eval-
uation shows that RAGPerf incurs negligible performance overhead.
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1 INTRODUCTION

The advancement of large language models (LLMs) has enabled a
vast number of Al applications. However, the capabilities of LLMs
are still limited when user queries require domain-specific knowl-
edge or private data. To this end, retrieval-augmented generation
(RAG) [30, 36, 56] has been developed to supplement LLMs with
external knowledge bases. With RAG, LLMs can incorporate up-
to-date knowledge into the content generation process, providing
accurate responses across a variety of specific domains such as
scientific research, legal discovery, and financial analysis.

As we deploy a RAG pipeline for a domain-specific application, it
is essential to understand its system bottleneck and design trade-offs.
However, studying the performance implications and query quality
under realistic deployment scenarios is hard and time-consuming,
due to the complexity of the computing stack across the entire
RAG pipeline. Moreover, a RAG pipeline usually involves multiple
components (i.e., embedding, indexing, retrieval, reranking, and
generation), and the interaction among these components makes
it difficult for developers to decide the optimal configurations.

Therefore, to address above challenges, it is desirable for develop-
ers to have a reproducible, end-to-end benchmarking framework for
RAG-based Al systems. Unfortunately, existing RAG benchmarks
failed to achieve this goal (see Table 2) as they focused on semantic
metrics for a specific application [25, 49, 57, 67, 78, 99, 115], and
few prior studies examined the performance behaviors of the RAG
pipeline. They cannot capture the runtime performance and poten-
tial resource contentions in a fully integrated RAG pipeline. And
many of them lack the flexibility to customize the RAG pipeline with
different datasets, embedding models, and even vector databases.

In this paper, we present a RAG-based Al system benchmarking
framework, named RAGPerf, which allows users to: (1) easily
configure the RAG pipeline via standard interfaces and examine
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the impact of different system configurations on the end-to-end
performance and query quality; (2) model real-world scenarios
via different parameters such as request rates, query/update ratio,
batch sizes in its workload generator; and (3) automatically gather
rich performance statistics at different stages of the RAG pipeline.
Specifically, RAGPerf offers the following unique features.

First, RAGPerf can emulate the dynamic behavior of real-world
knowledge base operations viaits workload generator (§3.2). By sup-
porting insert, update, and delete operations with configurable access
patterns, RAGPerf can model common scenarios such as continu-
ously growing document collections, periodic content revisions,
removal of stale or invalid entries, as well as mixtures of these be-
haviors . This flexibility allows RAGPerf to capture realistic queries
and to study how data freshness, indexing overhead, and end-to-end
performance will be affected in diverse application scenarios.

Second, RAGPerf can accurately capture the impact of changing
system configurations in different pipeline stages (§3.3). It allows
users to change the core parameters defined in the system, from em-
bedding dimensions to the vector indexing method, from retrieval
strategies to reranking algorithms. It systematically measures their
impact on performance and query quality. With its profiling results,
users can understand the performance behaviors after each configu-
ration and tune system parameters accordingly, enabling data-driven
decisions under diverse workload and deployment settings.

Third, RAGPerf is designed to provide accurate measurements
while keeping profiling overhead low (§3.4). It collects two comple-
mentary sets of metrics: performance metrics and accuracy metrics.
The system performance metrics include fine-grained measurements
of hardware resource utilization (e.g., GPU/CPU utilization, mem-
ory consumption, and I/O throughput) and end-to-end performance
indicators (e.g., latency and throughput). The accuracy metrics eval-
uate the quality of generated answers, such as context recall, query
accuracy, and factual consistency, and allow users to analyze the
trade-offs between system efficiency and output quality. Together,
these metrics provide a solid basis for understanding system be-
haviors of a RAG pipeline, which can guide its future deployment.
RAGPerf includes an adaptable system performance monitor that
operates independently of the RAG pipeline, therefore, its perfor-
mance profiling does not affect the regular RAG behaviors. RAGPerf
supports both system-level and component-level profiling, while
introducing negligible runtime overhead (see our evaluation in §5.9).

Finally, RAGPerf is implemented as a modular and extensible
benchmarking framework with a well-defined interface (§3.5). The
RAG pipeline is decomposed into independent components for data
embedding, indexing, retrieval, reranking, and generation, respec-
tively. To support flexible pipeline construction, RAGPerf defines
only the input and output interface of each component, without
imposing internal implementation constraints. Each component has
its own configurable settings. By default, RAGPerf supports multiple
embedding models, rerank models, generation models, and vector
databases, as presented in our evaluation (§4 and §5).

To reflect the performance behavior of real-world RAG systems,
RAGPerf collects a diverse set of datasets (Table 3) that illustrate
the heterogeneity of real-world content and cover different types
of RAG applications. RAGPerf provides a set of recent models across
the entire RAG pipeline by default, covering embedding, reranking,
and generation (Table 4). It also supports popular vector databases
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Figure 1: The end-to-end RAG workflow.

like LanceDB, Milvus, Qdrant, Chroma, and Elasticsearch (Table 6).
We demonstrate the capability of RAGPerf with comprehensive sets
of experiments and show that RAGPerf can conduct end-to-end per-
formance breakdown for different RAG applications with minimal
impact on application performance. We also show that RAGPerf can
quantify the performance impact of various system configurations
(e.g., available CPU cores, CPU memory, and GPU memory), as well
as different RAG configurations (e.g., various batch sizes, embedding
dimensions, and indexing schemes). We open source RAGPerf at
https://github.com/platformxlab/RAGPerf for public use.

2 BACKGROUND AND MOTIVATION
2.1 RAG-based AI System Architecture

LLMs are usually pre-trained and fine-tuned on publicly available
datasets, making them powerful in general-purpose question answer-
ing. However, they are less effective when answering user queries
that require domain-specific knowledge or private data. Retrieval-
augmented generation (RAG) [46] has emerged to supplement a
language model with an external knowledge base. With RAG, LLMs
can incorporate up-to-date knowledge, providing accurate responses
in domain-specific scenarios (e.g., scientific, legal, and business).
As shown in Figure 1, a typical RAG system has three stages,
where indexing serves as the knowledge base preparation while
retrieval and generation occur when user queries are served.
Indexing. To facilitate fast and accurate knowledge retrieval, the
external knowledge base must first be preprocessed into a searchable
representation. The raw data are first segmented into smaller chunks
(@), allowing fine-grained retrieval and minimizing the amount
of irrelevant context introduced during subsequent retrieval and
generation. Depending on the modality, input data structure, and
downstream application requirements, chunking granularity ranges
from text-based segmentation (e.g., fixed-length text segments,
several sentences, or paragraphs) to modality-specific units such as
image regions, video clips, or audio segments. An embedding model
then maps the chunks into fixed-dimensional vectors (@). These
vectors capture semantic meaning so that similar chunks lie close to-
gether in a high-dimensional vector space, enabling similarity-based
retrieval. These vectors are then ingested into a vector database (@),
which builds specialized index structures for efficient and scalable
searching. The index applies graph-based approaches (e.g., HNSW)
or partition-based schemes (e.g., IVF), and may use compression
such as scalar quantization (SQ) and product quantization (PQ) to
shrink index sizes at the cost of some retrieval accuracy.
Retrieval. Upon receiving user queries, the system encodes the user
query with the same embedding model used during indexing (@).



Table 1: Popular RAG-based applications.

Table 2: Existing benchmarks for RAG systems.

Characteristics
High-concurrency user
requests that require
short response time.
Data with tables and
forms. High precision and
accuracy requirements.

Category Applications
Search Engine [9, 11, 108]
Customer Support Bot [22, 29, 75, 107]
Personal Assistant [19, 102]
Legal Discovery [5, 8, 16]
Financial Report Analysis [12, 55, 101]
Medical Support [97, 105, 114]
Video Retrieval [10, 40, 60, 66, 87]
Medical Imaging Diagnosis [84, 91, 92]
Meeting Summary [7, 45]

Conversational
Al

Enterprise
Intelligence

Multi-modal
Semantic Search

Heavy payload with
unstructured data.

Some pipelines also add a lightweight auxiliary model to improve re-
trieval accuracy. For example, the model may enhance the correspon-
dence between the query representation and the retrieved content by
decomposing or disambiguating the original query, or by generating
refined query formulations. The resulting query vectors are then used
to perform a similarity search to retrieve the top-K most relevant con-
text from the vector database (@). The similarity search is often based
on approximate nearest-neighbor (ANN) algorithms, which trade
off retrieval accuracy for computing efficiency, enabling low-latency
search over large-scale, high-dimensional embedding spaces. To
further improve precision, some pipelines add a reranking step that
re-evaluates the retrieved candidates (@), where a more expressive
model operating on the full query and context reorders them accord-
ing to importance and filters out noisy results before generation.
Generation. Finally, the RAG system combines the user query
and the retrieved contexts into a single prompt (@) following a
pre-defined system template or user-defined template. The language
model then uses the prompt to generate the final response (@).

2.2 RAG-Based Applications

We summarize popular RAG applications in Table 1. The most preva-
lent application is conversational Al such as search engines and
enhanced chatbots. A RAG pipeline handles web-scale data ingestion
while ensuring quick response under high concurrency. It also needs
to balance frequent updates to ensure knowledge freshness.
Another prevalent use case for RAG is supporting grounded QA
in specialized enterprise domains such as finance, law, and medicine.
Such RAG systems typically integrate an internal knowledge base of
complex, unstructured data. For instance, Financial Analysis systems
extract fine-grained numerical data from earnings reports and tables;
Legal Discovery tools have high-recall retrieval across vast contract
repositories. Unlike open-domain Al applications, they must handle
complex document layouts (e.g., multi-column PDFs and embedded
tables) and have strict privacy and high-precision requirements.
RAG systems are also rapidly evolving to support multimedia con-
tent beyond simple text. Typical examples include visual knowledge
retrieval, video semantic search, and audio analytics (e.g., meeting
summary). They require specialized data processing, such as optical
character recognition (OCR) [38, 85, 90] or automatic speech recog-
nition (ASR) [82, 93]. The RAG pipeline has a unified embedding
strategy to map various file types into a common vector space.
These diverse RAG applications have drastically different system
resource requirements and may experience different bottlenecks.

2.3 Benchmarks for RAG Systems

Allocating resources across different components of a RAG pipeline
involves a variety of configuration choices. Understanding their
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performance implications for a given application is important but
challenging, as the interactions among components and parameters
make it difficult to choose the optimal configuration. Studying per-
formance implications under realistic deployment scenarios is hard
and time-consuming without an end-to-end evaluation framework.
Unfortunately, existing RAG benchmarks fail to provide a holistic
view of system behaviors, as shown in Table 2. Most current RAG
benchmarks prioritize the semantic metrics, including retrieval
precision, hallucination rates, and generation faithfulness. While
crucial for ensuring output quality, these metrics offer little insight
into system efficiency (e.g., latency, throughput, and hardware
utilization) in production deployment. Similarly, frameworks such
as AutoRAG [49] focus on optimizing pipeline configurations based
solely on response quality. Others such as vectordbbench [117] and
vespa [76] focus exclusively on individual components, evaluating
only the vector databases or LLM generation speed. They fail
to capture the runtime performance interference and resource
contention in a fully integrated RAG pipeline. Furthermore, ex-
isting benchmarks generally lack configurability. For example,
LegalBench-RAG [78] and OmniEval [99] predefine their corpus,
making it difficult for users to customize the RAG pipeline. These
limitations motivate a unified, end-to-end benchmarking framework
that eases the development and examination of RAG pipelines.

3 DESIGN AND IMPLEMENTATION

3.1 Goals of RAGPerf

Benchmarking a RAG system is challenging. A RAG pipeline is com-

plicated, so the benchmark must accommodate different composi-

tions and workflows. Performance must be captured at both the end-

to-end and per-stage levels to identify bottlenecks, and performance

must be measured alongside answer quality. It should also use real-

istic workloads, including continuously updated knowledge bases.
To this end, we develop RAGPerf to meet the following goals.

End-to-end evaluation: RAGPerf should measure the perfor-
mance behaviors and task quality of the entire RAG pipeline.
Unlike component-wise benchmarks, RAGPerf should be able to
identify system-level performance bottlenecks.

Modularity and ease of use: To accommodate the rapid
evolution of RAG techniques, RAGPerf should provide a fully
modularized and configurable architecture. It should allow
users to seamlessly integrate existing or customized retrievers,
rerankers, and generators with minimal engineering effort.
Low-overhead profiling: RAGPerf should provide a lightweight
profiling method to collect fine-grained system metrics, e.g., mem-
ory footprints, GPU/CPU utilization, I/O bandwidth, and others.
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Figure 2: The architecture of our RAGPerf framework.

Workload diversity: RAGPerf should support realistic combina-
tions of datasets, query types, input lengths, and arrival patterns.
Diverse and configurable workloads can stress different aspects
of the system under different operating conditions.

Scalability and portability: RAGPerf should adapt to most plat-
forms, whether deployed on a standalone GPU or multiple GPUs.
The framework should also be able to deploy experimental settings
and run experiments easily with different hardware settings.

RAGPerf is designed to reflect real-world deployment while
remaining easy for users to configure and use, as shown in Figure 2.
We present the design and implementation of RAGPerf as follows.

3.2 Workload Generator

Real-world RAG systems often operate over continuously updated
knowledge bases. Unlike indexing in traditional databases, vector
indexing in RAG systems is more complicated and costly. First,
each insertion requires transforming raw data into vectors using
an embedding model, which is computationally expensive. Second,
updates and deletions are expensive as the vanilla versions of many
widely used indexing structures (e.g., HNSW [65] and IVF [89]) do
not support incremental updates and require costly index rebuild.
To mitigate the rebuilding overhead, many vector databases employ
a small, temporary flat index to absorb incoming insertions and
updates, trading reduced rebuilding frequency for increased query
latency. As this auxiliary index grows, indexing efficiency degrades,
leading to higher query latency even though the total dataset size
remains the same. Recent methods [77, 106] have enabled incre-
mental in-place insertions and deletions in graph and cluster-based
indexes, thereby reducing the rebuilding overhead. However, the
performance impact of querying while concurrently updating the
index under real deployment remains largely unknown.

Consequently, benchmarks that evaluate retrieval performance
only on static datasets fail to capture the performance degrada-
tion introduced by continuous data updates in real-world RAG
deployments.

To simulate the real-world scenario, RAGPerf generates concur-
rent read and write requests to stress the target RAG pipeline. A work-
load in RAGPerf is composed of a sequence of four basic operations:

e Query: issues a user question from a predefined query pool to
test data retrieval and generation.

Insert: ingests entirely new data chunks, requiring the vector
database to encode and index new embeddings.

Update: modifies an existing document with new factual data,
testing the ability to reflect changes in the knowledge base.
Removal: deletes a specific file with file ID.

The overall composition of the workload is determined by a config-
uration with defined occurrence probability for each operation.
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Request Distribution. RAGPerf also determines the access distribu-
tion, which controls how target file IDs are selected for updates and
removals, and which documents are queried. It supports three access
patterns to model different behaviors. A Uniform distribution en-
sures all files have an equal probability of being accessed or updated.
Zipfian distribution simulates a "hotspot", where a small subset of
files receives the majority of updates and queries. Latest distribution
prioritizes the most recently inserted or updated records.

By tuning these parameters, users can shape the workload to
resemble specific deployment scenarios. For example, to compose
aread-heavy workload with Wikipedia dataset, we can generate a
workload that has 90% queries and 10% updates alongside a Zipfian
access distribution. The workload models real-world wiki behavior,
where a small subset of trending wiki pages receives the vast majority
of factual updates and queries, and most articles remain static.
Request Generation. Once the operation and target file are selected
based on distribution, RAGPerf constructs the request payload. For
insert, removal, and query operations, required data are fetched di-
rectly from source dataset or question pool. However, the update op-
eration requires a more complex logic to ensure evaluation validity.
Dynamic Ground Truth Generation for Updates. To evaluate accu-

racy under update operations, RAGPerf requires versioned data
chunks as update payloads, along with questions and ground-truth
answers to test the updated knowledge base. Since most public
datasets do not support versioning, we use an LLM-based module to
generate synthetic factual updates and their ground-truth question-
answer pairs. Given a user-defined update distribution, RAGPerf
first samples a subset of documents. It then selects a single chunk at
random and modifies a noun phrase or a numeric value. This enables
the update can be tested with simple questions. We mask target
words and use DistilBERT [88] to generate replacements at masked
positions, then use the question-generation model T5 [83] to read
the updated chunk and formulate a question whose answer is the
replaced word. These questions are shuffled into the question pool.

Figure 3 illustrates the generation of update request. The work-
load generator selects a list of target file IDs for updates by applying
the user-defined access distribution across all file IDs. RAGPerf
then fetches the corresponding data chunks (the chunk with id:a
in Figure 3) from the dataset. All fetched data are passed to the
LLM-based generation module to produce the updated chunks and
test questions. Finally, RAGPerf builds the update requests with
the modified chunk as the payload and dispatches them to the RAG
pipeline. The test questions are stored in the question pool and can
be selected as a user query during the benchmark run.

3.3 Configurable RAG Pipeline

A typical RAG system exposes tens to hundreds of configuration
parameters. Users may select different vector databases and change
the indexing methods, quantization schemes, and similarity metrics.
In addition, system-level parameters (e.g., batch size, retrieval depth,
update strategy) affect both performance and resource consumption.



Together, these form a large optimization space that is difficult to
explore. Rather than treat the pipeline as a black box, we decompose
it into modules with behaviors defined by external configuration file.
At runtime, RAGPerf collects fine-grained metrics to quantify the
accuracy, performance, and resource impact of each configuration.

3.3.1 Embedding. The performance and efficiency of the embed-
ding stage depend on two critical factors: how raw data is chunked
and how the embedding model is configured.
Chunking. Embedding models typically operate under strict
sequence-length limits and assume each chunk is semantically coher-
ent, making chunking a critical part of the data preprocessing step.
For text-based documents, fixed-length chunking partitions docu-
ments into uniformly sized segments, offering a simple solution with
predictable memory usage, but it may break semantic boundaries
and degrade retrieval relevance. Separator-based chunking splits
on natural boundaries (e.g., sentences or paragraphs), improving
coherence at the cost of irregular batch shapes and higher latency
variance. Semantic-based chunking typically uses NLP methods or
a small language model to preserve semantically coherent context
within a chunk and reduce semantic fragmentation, thereby further
improving downstream retrieval and generation quality at much
higher computing overhead. Chunk overlap also affects retrieval
accuracy. Since a segment is often related to adjacent sentences,
overlapping chunks preserve shared context across boundaries.
Document Format. Many knowledge sources are primarily textual
but stored in presentation-oriented formats (e.g., PDF, Word, and
HTML), introducing additional trade-offs in the embedding pipeline.
One optionis to extract only the text content. This method offershigh
flexibility with low computational overhead and reuses standard text
embedding models, but may lose structural or layout information
(e.g., tables, figures, and formatting). An alternative uses OCR-based
solutions, which offer greater reliability by operating directly on
rendered layouts and recovering richer structural information, but
incur substantially higher overhead and preprocessing latency.
Embedding Model. After chunking, chunks are encoded into high-
dimensional vectors that capture the semantic meanings. Models dif-
fer in several key properties such as parameter count, output dimen-
sionality, and computational cost. Larger models usually offer greater
representational capacity at the expense of higher latency and more
resource consumption. Embedding effectiveness also depends on
how the model was trained. Models trained on generic text corpora
may perform poorly on domain-specific inputs such as source code,
so specialized models are often required for good retrieval quality.
Although many embedding models have small memory footprints,
colocating them with generation models reduces the memory avail-
able for the generation model’s key—value (KV) caches, which can in-
troduce resource contention and degrade generation throughput and
latency. Alternatively, offloading embedding to the CPUreduces GPU
memory pressure but raises embedding latency, potentially hurting
end-to-end response time. These trade-offs highlight the need for
careful resource allocation. RAGPerf allows users to configure the
hardware resource allocations (i.e., CPU/GPU and host/GPU mem-
ory) and examine their impact on the performance of RAG pipeline.
Multimodal Embedding. Alternatively, specialized multimodal
embedding models can operate directly on formatted inputs, fusing
chunking and embedding into a single black-box stage. This is
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modular and easy to integrate, but it loses independent control
over each stage. RAGPerf supports this approach and ships with
multimodal embedding models such as ColPali [23] and CLIP [81].
Configuration and Profiling for Embedding. We support a wide
range of input modalities through a modular and extensible prepro-
cessing and embedding stack using BaseEmbedder abstraction (Fig-
ure 4). At the embedding stage, RAGPerf enables flexible integration
of embedding models through the SentenceTransformer interface
developed by HuggingFace, allowing users to evaluate different
model architectures and embedding dimensions. RAGPerf also pro-
vides prebuilt pipelines for audio, image, and video data, supporting
both modality-to-text conversion and direct multimodal embedding
to ensure consistent evaluation across diverse input formats.

To support performance analysis, RAGPerf records the starting
and ending offsets of each chunk and a reference to the original docu-
ment, enabling accurate tracing of chunking behavior at low storage
overhead. This helps examine the performance impact of the vari-
ance in chunk length within each input batch. During embedding,
RAGPerf reports data preparation overhead by measuring ingestion
throughput and GPU memory utilization during batch encoding, as
well as quantifying the storage and memory costs of models.

3.3.2 Vector Database and Indexing. As the backbone of the
RAG pipeline, the vector database’s retrieval performance is deter-
mined by three key factors that jointly affect indexing cost, insertion
latency, query latency, and query quality.

Indexing Method. Graph-based indices (e.g., HNSW [65]) offer fast
search but require large memory and long build times. Cluster-based
indices (e.g., IVF [89]) reduce memory footprint but require manual
tuning parameters such as partition count (nlist), maximum graph
degree (M), and explored candidate set size during construction
(ef _construction) to balance among index building time, search
performance, and search accuracy. To further reduce memory
consumption, quantization methods such as scalar quantization (SQ)
and product quantization (PQ) are used to shrink the indexing sizes,
but introduce approximation errors and degrade retrieval accuracy.
Vector databases also offer GPU-accelerated indices to explore
massive parallelisms for fast index construction and retrieval.
Vector Database Update. To accommodate real-time updates with-
out having an expensive rebuild of the full vector index, RAG systems
often employ a hybrid indexing approach. It maintains a tempo-
rary flat index to cache incoming updates alongside the original
approximate index. While this ensures immediate data freshness, it
introduces a trade-off between query latency and rebuild overhead.
Configuration and Profiling for Vector Databases. The vector data-

base ecosystem is fragmented, with diverse APIs across providers
(e.g., Milvus, Lance, Qdrant). RAGPerf’s DBInstance abstraction
(Figure 4) defines a minimal set of standard operations and has a thin
adapter layer that maps the standard interface to native database
operations, decoupling RAGPerf from database-specific APIs.
RAGPerf tracks the core operations execution times, including
insertion time, index building time, and query latency. If a hybrid
index is enabled, RAGPerf will report the latency for each index.
It also monitors the storage footprint of the constructed index
structure. RAGPerf also records the retrieval result of each request
in a compact binary format for the measurement of query accuracy.
By storing only the retrieved chunk identifiers, RAGPerf preserves



class DBInstance()
// Declare a DB instance with its type and storage location
def __init__(db_type, db_path, client)
// Build indexing of given type on a collection
def build_index(index_type, metric_type, collection_name)
// Insert a batch of chunks into a collection
def insert(vectors, chunks, collection_name)
// Retrieve similar chunks given a batch of chunks using ANN
def search(vectors, collection_name)

class BaseEmbedder ()
// Declare an embedding model using model name and resource constraint
def __init_ (model name, device, mem util)
// Embed a set of inputs into vector representations
def embedding(input_docs)

class BaseReranker ()
// Declare a reranker using model name and resource constraint
def __init_ (model name)
// Rerank and get the top-k results given the query and input documents
def rerank(self, query, candidate_docs, topk)

class BaseLLM()
// Declare an LLM for generation using model name and resource constraint
def __init_ (model name, device, mem util)
// Generate final answers given a set of prompts and context
def generate(prompts, candidate docs)

Figure 4: API for supporting different RAG pipeline modules.

the retrieval context for accuracy metrics, such as the recall (i.e., how
often it successfully fetches the content needed to answer a query).

3.3.3 Reranking. Reranking is a refinement step that improves
retrieved-context quality through reordering and selective filtering.
Rerank Model. Selecting an appropriate reranking model is critical.
Bi-encoder [18] rerankers provide low-latency scoring and high
throughput, suitable for large-scale deployment. Cross-encoders
jointly process query and documents for higher accuracy at higher
compute cost. LLM-based rerankers improve quality further through
richer reasoning, at much higher latency and resource consumption.
Retrieval Depth. Reranker effectiveness depends on initial retrieval
depth, with more candidates raising the chance of including relevant
contents at increased reranking cost. In addition, the selected output
depth determines the amount of context forwarded to the generation
model, directly affecting generation latency and quality.

Configuration and Profiling for Reranking. A BaseReranker ab-

straction (Figure 4) standardizes the interface across reranking strate-
gies, from optimized cross-encoders (e.g., ms-marco-MiniLM [100],
BGE [104], Cohere [15]) to LLM rankers (e.g., RankLLaMA [62],
LLM4Rerank [27]). RAGPerf records the reranked context to analyze
its effectiveness by comparing accuracy metrics against raw retrieval.
We only track chunk IDs to limit storage overhead.

3.3.4 Generation. The generation step producesthe final response
by LLM inference using the user prompt and the retrieved context.

Model Selection. LLMs differ significantly in reasoning capability
and generation behavior. Larger LLMs offer better response quality,
while smaller ones provide lower latency and higher throughput.
Task-specific models, such as vision models, can handle input
contexts with images and tables. RAGPerf uses vLLM [52] as LLM
backend, its unified interface allows RAGPerf to swap models easily.
Parallelism. RAGPerf supports multiple parallelism strategies. Data
parallelism replicates the model and distributes requests across repli-
cas, improving throughput at similar latency. Tensor parallelism
splits each model layer across devices, cutting per-layer compute or
allowing large models to fit in memory. In comparison, pipeline par-
allelism partitions the model layers into stages onto different devices,
but it introduces pipeline bubbles and can suffer from load imbalance.
Configuration and Profiling for Generation. RAGPerf uses vVLLM as

the backend serving framework for LLMs. It can retrieve detailed
performance metrics, including time to first token (TTFT), time per
output token (TPOT), and KV cache utilization, by querying built-in
metrics endpoint exposed by the vLLM. Users can analyze request
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queuing and scheduling delays through TTFT, decoding efficiency
through TPOT, and memory pressure via KV cache utilization.

3.4 Performance and Quality Metrics

Performance Metrics. RAGPerfintegrates a resource monitor to help
analyze the system resource usage. It captures host CPU, memory,
and I/O statistics via Linux procfs, GPU metrics through GPU Per-
formance Monitoring [69] and CUDA Profiling Tools Interface [68].
All metrics are sampled at a configurable interval and recorded as
time-series traces across all pipeline components. To minimize inter-
ference with the RAG workload, we run the monitoring subsystem as
a decoupled, low-priority background daemon. Profiled data is per-
sisted to a separate storage device, and the monitor tracks per-probe
collection time to adjust the sampling period automatically. The
profiler also supports graceful shutdown under crashes, ensuring
all buffered data is safely flushed and persisted upon termination.
Quality Metrics. RAGPerf evaluates generation quality through Ra-

gas[21],an open-source framework that uses LLMs as judges to score
RAG output across predefined metrics. RAGPerf provides a wrapper
to run Ragas locally via the vVLLM engine and to pass the collected
pipeline traces, including retrieved entries, generated responses, and
ground-truth answers for evaluation. To avoid interfering with RAG
workload, the evaluation is performed after the workload execution.
RAGPerf supports re-scoring with multiple LLM judges and can
report run-to-run variance of each judge and cross-judge agreement.
RAGPerf adopts three standard metrics to evaluate RAG genera-
tion quality. Context Recall evaluates retrieval effectiveness by com-
puting the fraction of relevant chunks among all retrieved chunks
from the vectorDB or after reranking. Factual Consistency evaluates
the proportion of claims in the generated response that are explicitly
supported by the retrieved context. A higher value means the LLM re-
lies more heavily on the retrieved documents to generate its response,
and vice versa. Query Accuracy measures the semantic alignment
between the generated response and the ground-truth answer.

3.5 RAGPerfImplementation

RAGPerf is implemented in Python and builds on existing open-
source frameworks for modular deployment. RAGPerf works with
HuggingFace ecosystem, allowing deploying supported models and
datasets using name. RAGPerf uses vLLM as LLM serving backend.
Different RAG pipeline components might have a different set
of Python module requirements. To ensure reproducible and stable
benchmarking environments, RAGPerf handles the dependency res-
olution using CMake and pip-tools. The build system automatically
resolves dependencies based on pipeline configuration, ensuring
a consistent execution environment with easy deployment. RAG-
Perf also supports isolating components that require incompatible
dependencies in separate Python virtual environments or containers.
RAGPerf’s monitoring subsystem is implemented as a multi-
threaded daemon that periodically samples system and component-
level resource statistics from the Linux proc filesystem, cgroups v2,
and NVIDIA GPU monitoring libraries like NVML GPM [69] and
CUPTI [68]. We store output statistics with protobuf [31] 30.2.
RAGPerf can also be deployed across multiple nodes by replicat-
ing its instance, with each node having its own pipeline and a shared
distributed vector DB. Each node maintains a configuration, and



Table 3: Example datasets used in RAGPerf.

Dataset Type Size Entries
Wikipedia [24] Text 19.3 GB 6.41IM
Arxiv [44] PDF 48 GB 30K
github-code [14] Code 32GB 11M
The People’s Speech [26] Audio 35.5 GB 0.3M
Table 4: Models used for generation, embedding, and rerank.
Generation Model Tasks
gpt-0ss-20b [70] General
DeepSeek-R1-Distill-Qwen-32B [17] General
Qwen2.5-7B/32B/72B-Instruct [80] General
Qwenz2.5-VL-3B/7B/32B-Instruct [3] Vision
Qwenz2.5-Coder-7B-Instruct [37] Coding
Qwenz2.5-Math-7B-Instruct [109] Math
Embedding Model Dimension
all-MiniLM-L6-v2 [86] 384
all-mpnet-base-v2 [86] 768
gte-large-en-v1.5 [113] 1024
colpali-v1.2 [23] 1030 X 128
clip-ViT-B-32 [81] 512
Rerank Model Max Context
ms-marco-MiniLM [100] 512 tokens
BGE [104] 8192 tokens

RAGPerf uses one master node to generate requests and partition
them for dispatch to each replica over gRPC [32]. After the run,
per-node statistics are transferred back to the master node.

4 BENCHMARK WORKLOADS

RAGPerf defines a set of representative RAG workloads by default.
It uses these standardized workflows to stress-test the system.

4.1 Datasets

RAGPerf uses various real-world datasets to model the knowledge
sources for RAG systems in practice. As shown in Table 3, our selec-
tion covers different modalities. For general-purpose information
retrieval systems, we use Wikipedia as the retrieval corpus paired
with Natural Questions [51] as queries. To address domain-specific
challenges, we incorporate ArXiv research papers and GitHub repos-
itories, using Machine Learning QA and coding assistant queries,
respectively. Furthermore, we extend our evaluation to multi-modal
contexts by including ArXiv page images and The People’s Speech
for vision and audio support. To simulate deployment scenarios
ranging from resource-constrained local devices to large-scale
servers, we ensure all datasets support customizable scaling.

4.2 Models

Our benchmark supports a comprehensive set of models across the
entire RAG pipeline, covering embedding, reranking, and generation.
We align model capabilities with specific datasets in §4.1. For text
generation, we employ models such as Qwen-2.5, gpt-oss, and
DeepSeek-R1 for general knowledge retrieval and reasoning. We
use specialized models for domain-specific challenges, including
Qwen2.5-Coder for coding tasks, Qwen2.5-Math for mathematics,
and Qwen2.5-VL for visual document understanding. To support
various input sources, we utilize a range of embedding models,
from standard dense retrievers like all-MiniLM and gte-large to the
multi-modal ColPali model for visual PDF processing. We further
refine retrieval precision by incorporating reranking models such as
BGE and ms-marco-MiniLM. Across all stages, we include a diverse
range of model sizes for generation and embedding models to
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Table 5: Workloads used in RAGPerf.

s R:W | Query

Workload Description Ratio | Distr.
Open-domain QA [46,56] | General Q&A over a static knowledge base | 100:0 |Uniform
Scientific Research [61] |Literature search over growing preprints| 99:1 | Zipfian

Real-time News [47] Q&A over alive news stream 90:10 | Latest
Code Assistant [110] Code lookup in an evolving codebase | 80:20 | Zipfian
Conversational RAG [64] | Recalling turns in an ongoing dialogue | 50:50 | Zipfian

Agent Memory [72, 74] Context recall over agent memory 20:80 | Latest
Log server [73,112] Searching logs streamed from a cluster | 1:99 | Zipfian

Table 6: Vector databases supported in RAGPerf.

VectorDB Index Types Device Support
LanceDB [71] IVF, HNSW, IVF-HNSW [4] CPU/GPU
Milvus [98] HNSW, IVF, ScaNN [33], DiskANN [39] CPU/GPU
Qdrant [79] HNSW CPU/GPU
Chroma [13] HNSW CPU
Elasticsearch [20] HNSW, Flat CPU

evaluate the trade-offs between computational efficiency and output
quality. Table 4 details the supported models and their target tasks.

4.3 Example Workloads

RAGPerf supports a representative set of workloads. As shown in
Table 5, they represent a wide range of real-world RAG applications.
We characterize each by the read/write ratio and query distribution.

Specifically, the open-domain QA workload treats its knowledge
base as a frozen snapshot with no writes (100:0 in Table 5) and
queries it uniformly, since users ask independent questions with
little locality. The scientific research workload simulates a slowly
growing pool of published papers (99:1) under a Zipfian query
distribution that concentrates on a small set of popular topics. The
real-time news workload sustains continuous ingestion (90:10) under
alatest-biased query distribution that favors recent articles. The code
assistant workload models a continually edited codebase (80:20) and
follows Zipfian query distribution, as developers repeatedly access
the same set of under-development files. The conversational RAG
workload stores and recalls dialogue at roughly equal rates (50:50)
under a Zipfian query distribution over a few important memories.
The agent memory workload continuously journals observations
and intermediate steps while retrieving only the needed context
for next actions (20:80), and follows a latest-query distribution, as
the agent mostly recalls its recent context to continue a task. The
log analysis workload continuously ingests logs aggregated from
clusters, making it write-dominated (1:99). It also follows a Zipfian
query distribution, reflecting investigations that focus on a small
set of frequently inspected services and recurring errors.

4.4 Vector Databases

RAGPerf supports LanceDB, Milvus, Qdrant, Chroma, and Elastic-
search as vector storage backends, together with multiple indexing
methods, including HNSW, IVF, and DiskANN. The exact support
matrix is summarized in Table 6. Among these systems, LanceDB,
Milvus, and Qdrant support GPU-based index construction, while
Milvus and Qdrant additionally support GPU-accelerated querying.

4.5 Multi-Modal Retrieval

To support different modalities, we implement separate pipelines
for visual and audio data by default.

Visual Documents (PDF/Image). RAGPerf provides two strate-
gies for processing visual documents, trading off textual extraction
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Figure 6: Execution time breakdown of data indexing stage in RAG applications.

accuracy against visual semantic preservation. OCR-based extraction
uses Docling [59] to extract text or describe visual elements, then
feeds the result to text-based embeddings. Alternatively, we use
visual embedding like ColPali [23] to process the entire document
directly and generate multi-vector embeddings for each page and
a ColBERT-style [48] reranker to match the query directly against
visual page patches during retrieval. Finally, the retrieved visual
pages are fed into a vision-language model to generate the response.
Audio. For audio-based retrieval, we implement an ASR workflow,
using Whisper [82] to transcribe audio. After transcription, the
resulting text is fed through the normal text-based pipeline.

5 EVALUATION

Our evaluation shows that RAGPerf can (1) accurately profile the
end-to-end performance of RAG applications (§5.2); (2) identify the
performance bottlenecks through fine-grained hardware resource
profiling (§5.3); (3) evaluate RAG accuracy for different pipelines
(§5.4); (4) expose performance implications of update operations
(§5.5); (5) quantify the impact of various system resource configu-
rations on RAG performance (§5.6); (6) conduct detailed sensitivity
studies to isolate the impact of varying RAG parameters (§5.7); and
(7) be used to bench emerging agentic RAG pipelines (§5.8). We also
show that RAGPerf incurs minimal overhead (§5.9).

5.1 Experiment Setting

Testbed. Our testbed server has two 32-core AMD EPYC 9334 CPUs,
1.4TB DDR5 host memory, and two NVIDIA H100NVL GPUs with
94GB device memory. We use only one GPU, except when running
Qwen-72B. We use Ubuntu 22.04 (Linux kernel 5.15.0) and PyTorch
2.8.0+cu128. All datasets are stored in 2TB Samsung 990 Pro SSDs.

Dataset. We use the Wikipedia dataset for the text pipeline. It
consists of 6.41 million documents/articles totaling 19.3 GB of raw
text. For the PDF/image pipeline, we select the 48GB Arxiv dataset,
which contains 30k PDF documents. We evaluate the audio retrieval
using the PeoplesSpeech dataset, comprising 35.5GB of audio data.

5.2 End-to-end Performance

Figure 5 breaks down the latency of the preprocessing and query
stages for both the text-based and PDF/image-based RAG pipelines.
Querying. Figure 5a shows the latency breakdown of the text pipeline
with a batch size of 64. When using Qwen7B, GPT20B, and Qwen72B,
the generation stage accounts for 75%, 80%, and 91% of the total
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latency, respectively. Consequently, the choice of vector database
has a marginal performance impact on the end-to-end latency.
Figure 5b presents the results of the PDF/image pipeline. We build
the pipeline based on ColPali’s algorithm, which exemplifies a wide
range of PDF/image RAG pipelines. Here, each reranking operation
requires retrieving the complete source document, which incurs an
average of 90 lookups to the vector database. As a result, reranking
becomes costly, accounting for 28% to 87% of the total iteration time.
The reranking phase dominates the total latency for Chroma, due
to its suboptimal support for highly concurrent lookups.
Indexing. Figure 6 shows a detailed latency breakdown of the
indexing stage. In the text pipeline (Figure 6a), the embedding stage
duration is relatively stable, requiring 2450 seconds on average.
In contrast, the insertion stage latency differs significantly across
vector databases, with some (i.e., Chroma, Qdrant, and Elasticsearch)
suffering longer insertion and index-building times. Specifically,
Chroma suffers from a severe scalability bottleneck during insertion,
increasing total execution time by 7.8 compared to LanceDB.
For PDF/image pipelines with OCR tools (e.g., EasyOCR [38] and
RapidOCR [85]), format conversion dominates the execution time at
the indexing stage, accounting for 98.2% of total duration on average.
During OCR, although peak GPU utilization can be high, average
utilization remains at around 10%, resulting in poor throughput.
When using ColPali model, we bypass text extraction entirely,
and ColPali directly encodes the document as images. For vector
databases, Chroma continues to show low insertion throughput,
reflecting the same scalability issue observed earlier.
The audio pipeline (Figure 6¢) is dominated by conversion and
database insertion. The conversion time increases with model com-
plexity. Whisper-turbo [82] requires 612 seconds for transcription,
1.77x the time required by Whisper-tiny [82] (347 seconds). This
is due to the higher compute cost. And database insertion remains
a bottleneck, accounting for up to 51% of the total indexing time.
® RAGPerf provides a detailed performance breakdown across
modalities (text, PDF, audio), revealing distinct bottlenecks of
each pipeline across various model and database configurations.

e For text query pipelines, LLM generation is the dominant
bottleneck, making the choice of vector database less important,
in terms of its impact on the end-to-end performance.

e For multimodal indexing, format conversion significantly
contributes to the overall latency. The choice of conversion
method significantly affects the indexing efficiency.
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5.3 Resource Utilization Breakdown

A key capability of RAGPerf is its fine-grained profiling of system
resource utilization. Using the same workload in §5.2, Figure 7 shows
the resource utilization breakdown for indexing and query stages.
Compute Utilization. As illustrated in Figure 7, CPU utilization
remains low (<5%) during most stages, while GPU SM utilization is
high in embedding and generation stages, confirming that the core
RAG logic is inference-bound. Moreover, we observe high SM utiliza-
tion (60%-70% on average) paired with relatively low SM occupancy
(< 15%), indicating that the number of active SMs is high even though
the number of active warps remains low relative to hardware limits.
The reason is that the generation stage is memory-bandwidth-bound
rather than compute-bound, as peak GPU DRAM bandwidth utiliza-
tion is observed during this window. Conversely, the CPU is active
only during non-inference times. CPU usage rises significantly dur-
ing the insertion stage due to the intense overhead of building vector
indices. The retrieval stage pushes CPU utilization to saturation at
approximately 100% (Figure 7b). Additionally, during the PDF rerank
stage (Figure 7c), the CPU utilization spikes to 75%, driven by the
intense calculation of reranking scores for all retrieved chunks.
Memory Utilization. GPU memory usage remains stable at around
90 GB throughout the pipeline, dominated by weights from the
embedding, reranking, and generation model, along with their KV
caches. This behavior arises from the static memory allocation strate-
gies of modern serving backends such as vLLM, which keeps models
resident even when inactive. Moreover, host memory is mainly con-
sumed by the vector index, which becomes the primary bottleneck
during retrieval and data processing. In the indexing stage, insertion
triggers amassive increase in host memory consumption, rising from
around 90 GB to over 220 GB with the 20 GB Wikipedia dataset. This
shows the update performance is limited by available host memory.
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of the RAG pipeline, except during data indexing. As shown in

Figure 7a, insertion demands a peak disk write throughput of 4 GB/s
to persist the generated embeddings and vector indices to storage.

® RAGPerf integrates a resource monitor that can capture fine-
grained hardware utilization for each individual pipeline stage.

e The bottlenecks shift across different hardware resources
at different RAG stages, with GPU during embedding and
generation, CPU during retrieval and index building, and host
memory during data processing, creating opportunities for
system optimizations, such as overlapping pipeline executions.

o If all models in the pipeline require their weights to reside in
GPU memory during execution, static resource allocation leaves
memory underutilized when models are inactive. This calls for

dynamic GPU memory scheduling across pipeline stages.

5.4 Accuracy Evaluation

Figure 8 shows the accuracy for both text and PDF pipelines, mea-
sured in context recall, factual consistency, and accuracy with
Mixtral-8x7B as the judge as defined in §3.4. The overall quality is
primarily driven by the choice of generation model. As shown in Fig-
ure 8, for the text pipeline, the context-recall scores remain the same
when swapping from LanceDB to Milvus with the same generation
model. In contrast, scaling the generation model from Qwen-7B to
Qwen-72B under the same LanceDB configuration improves the
factual consistency score by 1.67x and the accuracy score by 1.51x.

The PDF pipeline shows a different trend. Thanks to multi-vector
retrieval and reranking [53], LanceDB achieves an average context re-
call 0f 0.84 and translates to a peak accuracy of 0.77 with a sufficiently
capable generator (QwenVL-32B). However, higher recall does not
yield better accuracy for small models. Milvus+QwenVL-3B achieves
0.52 context recall but only 0.35 accuracy, showing that smaller mod-
els cannot exploit the retrieved context even when it is relevant.
Thus, in the PDF pipeline, model capability is the bottleneck that de-
termines whether high retrieval quality turns into accurate answers.

We further examine how sensitive our metrics evaluator is to
the choice of an LLM judge. Specifically, we regrade query results
with four other judges with different parameter sizes (Qwen-7B,
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Figure 10: Latency of the text pipeline under update workload.

Mistral-Small-22B, Qwen-32B, and Qwen-72B), and report each
one’s Spearman correlation (p) against our default judge in Figure 9.
p ranges from 0 to 1, with values closer to 1 denoting stronger
agreement between the judges [54, 116]. Context recall demands a
sufficiently capable judge before its scores become trustworthy. The
agreement stays weak for the two smallest judges (p =0.36) before
jumping to 0.65 at Qwen-32B, since smaller judges perform their
structured claim-decomposition step unreliably. Factual consistency,
in contrast, is judge-invariant near 0.60, as it relies on simpler com-
parisons that even the smallest judge model handles consistently.
Accuracy agreement increases steadily before saturating near 0.70
for larger models. As long as the judge has a baseline level of capa-
bility (e.g., Qwen32B), our metrics yield consistent, reliable scores.
o High context recall does not always guarantee better accuracy, as

small models may not be able to effectively use retrieved contexts.

5.5 Update Operations

We evaluate the text pipeline under continuous document updates
with three configurations, studying how updates affect request
latency and response accuracy. We configure RAGPerf to issue a
mixed workload (50% queries and 50% updates) on LanceDB with
IVF-HNSW [4] index over a 60-minute window, using Qwen-7B for
generation. Figure 10 shows the end-to-end latency of RAG requests
over time with the corresponding accuracy score.

We first show the end-to-end performance without a temporary
flat index under uniform update distribution. Newly inserted entries
remain unsearchable, so latency stays stable at around 6.8 seconds
while the context recall and query accuracy drop significantly.

Enabling a temporary flat index in LanceDB resolves this by
buffering new entries in a separate structure that is linearly scanned
during each retrieval. Updated documents become immediately
searchable, thereby restoring context recall and accuracy metrics.
However, because the flat index grows between rebuilds, latency
gradually increases from 7.0 to 10.7 seconds and drops sharply after
each rebuild when the flat index is merged into the primary index.

The third configuration uses the same flat index but with Zipfian
update distribution, where updates happen on a small subset of
documents. Therefore, the flat index accumulates fewer entries,
giving a more gradual latency increase from 6.5 to 8.7 seconds and
less frequent index rebuilds, while accuracy metrics stay the same.
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We then evaluate the impact on system performance and the
accuracy of two separate strategies under different freshness guar-
antees. In Figure 11a, we measure read throughput under the first
strategy, which holds accuracy unchanged by routing unindexed
writes through the flat index. It maintains accuracy but heavily
degrades throughput. At 20:80 r/w mix, a 1-minute rebuild period
drops read throughput to 0.05 QPS, an 8x reduction from its 0.40
QPS for read-only workload. Extending the rebuild period recovers
throughput, which peaks at 0.32 QPS for a 1-hour rebuild. Since at
short rebuild periods, the amortized latency of frequent rebuilds
dominates the read path latency. Within a long rebuild period, the
flat index accumulates more writes, making index scanning the
dominant overhead on reads. By contrast, Milvus sustains 0.40 QPS
across all mixes, and Chroma drops to around 0.30 as the write ratio
increases, while keeping every write immediately searchable. In
Figure 11b, we measure query accuracy under the second strategy,
which omits the flat index and serves queries only from the period-
ically rebuilt ANN index. This strategy preserves throughput, but its
accuracy degrades monotonically as the index ages, falling sharply
under write-heavy mixes to 0.24 with a 1-day rebuild period at 20:80
r/w ratio, only 40% of the 0.60 that always-fresh indexing delivers.

e The dynamic workload generator in RAGPerf enables users
to evaluate the trade-off between retrieval quality and query
performance across different update policies and distributions.

e A temporary flat index makes newly updated documents
immediately searchable, improving retrieval quality at the cost
of increased latency as the flat index grows. Search latency is
stable if ignoring all updates before the next rebuild, but the
pipeline retrieves stale data and degrades accuracy.

e With the temporary flat index, skewed update distributions
result in lower latency overhead, as fewer unique entries are
maintained in the flat structure compared to uniform updates.

5.6 Impact of Diverse Resource Configurations

We now show RAGPerf can quantify the performance impact on RAG
systems under different system resource configurations. We evaluate
the performance of the RAG pipeline with different CPU, host mem-
ory, and GPU memory configurations. We present the end-to-end
throughput (QPS) in Figure 12. First, CPU count does not significantly
impact throughput. Compared to a system with 128 cores, the RAG
achieves 90.3% of peak throughput at 32 cores and 78.2% with 8 cores.
In contrast, host memory constraints impose a severe performance
penalty. With Milvus and LanceDB using disk-based vector indexing
(DiskANN and IVF-HNSW) under 32 GB of memory, throughput
drops to 15.3% and 37.6%, respectively. This degradation mainly
comes from I/O overhead, which increases the retrieval latency
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Figure 12: Text pipeline performance under limited resources.

by 6.1x to 12.5X. Chroma, which relies exclusively on in-memory
HNSW indexing, fails to execute when host memory is below 128
GB. Finally, GPU memory limitations significantly impact scalability.
Reducing its capacity to 32 GB limits the inference batch size, de-
creasing average throughput to 47.1%. All GPT-20B experiments fail
under the 16 GB limit, which is insufficient to load the model weights.
e The number of CPU cores has minimal impact on RAG
throughput, as the retrieval and indexing algorithms are not
compute-intensive. In contrast, insufficient host memory forces
disk-based indexing, significantly degrading throughput.
© GPU memory is the primary hardware bottleneck, as it directly
limits inference batch sizes and determines whether larger LLMs
can be fully loaded into the GPU for serving.

5.7 Sensitivity Analysis

RAGPerf supports a wide range of pipeline settings (§3.3). We
demonstrate this by analyzing the end-to-end RAG throughput
across a representative subset of parameters.

Batch Size. Figure 13 shows the performance impact of varying
batch size. Increasing the batch size from 32 to 256 improves through-
put across all configurations due to increased GPU parallelism.
However, further increasing to 512 reduces throughput by up to 21%,
because larger batches require more GPU memory for KV cache,
which limits the number of tokens decoded in parallel and forces
sequential decoding steps, thereby increasing generation latency.
Embedding Dimension. We evaluate the trade-off between con-
text recall and index memory usage for various vector dimensions
in Figure 13. LanceDB requires significantly less memory (=10 GB)
than Milvus (>30 GB), thanks to its architecture, which avoids
loading the full index into host memory when opening a table. In
contrast, Milvus loads the entire index into memory upon collection
initialization. Notably, memory usage varies little across embedding
dimensions within the same database under IVF_PQ. This is because
product quantization represents vectors primarily as fixed-length
quantization codes, so increases in embedding dimension have little
impact on overall index size. Regarding retrieval quality, higher-
dimensional vectors consistently demonstrate better context recall.
Vector Database Indexing. We show a performance comparison
of vector indexing schemes in Figure 14 using Milvus as the DB plat-
form, as it supports most indexing schemes. The brute-force FLAT
index serves as the baseline, limiting the end-to-end RAG throughput
to 0.69 QPS. Other ANN indices achieve higher throughputs from
1.68 to 1.81 QPS. However, the resource requirements vary across
different indexing methods: the HNSW index demands the highest
cost, requiring over 100 GB of host memory and the longest build
time (> 1200s), making it unsuitable for update-heavy knowledge
bases. In contrast, the quantized IVF_PQ index offers the best balance,
delivering high throughput while being the fastest to build (200s) and
highly memory-efficient. Furthermore, our analysis suggests that
GPU-based indices are less attractive, as their observed throughput
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Figure 13: Text pipeline performance with various batch sizes

and embedding dimensions.

gains are marginal (1.04X) relative to their resource requirements

(70GB GPU memory for GPU_CAGRA), which is a key consideration

given that the GPU device is also critical for the generation stage.

Multi-node scalability. Figure 15 demonstrates that RAGPerf

can extend to multi-node deployments. We run duplicated RAG

pipeline replicas on each node over a shared distributed Milvus as the
backend. We statically partitioned the query request across nodes.

Throughput scales nearly linearly across all four text pipelines,

ranging from 0.07-0.58 QPS on a single node to 0.22-1.78 QPS

on four nodes. This is expected as the LLM generation dominates
per-batch latency, adding nodes increases generator throughput.

e Increasing batch size improves serving throughput. However,
additional requests can take up GPU memory needed for the KV
cache, resulting in overall performance reduction.

o GPU-accelerated indices consume a large amount of GPU
memory but offer only marginal performance gains. Instead, by
reserving more GPU memory for LLM inference, we can deliver
more performance benefits to the RAG pipeline.

5.8 Agentic RAG

We show that RAGPerf can support an agentic RAG pipeline. We
evaluate an agentic text pipeline across three hop counts and two
generation models (Qwen-7B/32B) on a set of natural questions. We
show the per-batch execution time breakdown and the accuracy
scores in Figure 16. Generation dominates across all configurations,
accounting for 41%-86% of request time, and each extra hop adds a
constant increment in generation, while retrieval grows only mildly.
The larger model pays much more in latency for much less in return.
At three hops, Qwen-32B takes 1146 seconds per batch versus 396
seconds for Qwen-7B, a 2.9X increase for a 0.11 accuracy gain.
Context recall is insensitive to hop count, since additional hops
rarely yield materially better evidence. Accuracy instead depends
on model capability and hop count. Qwen-32B improves accuracy
monotonically with increasing hop count, rising from 0.66 at one
hop to 0.71 at three hops as it integrates additional retrieved context.
Qwen-7B does not benefit from this, and accuracy degrades at three
hops. Manual inspection finds that small models sometimes identify
correct answers early but enter self-rephrasing loops as the context
accumulates. Therefore, only models with sufficient capability can
convert the extra retrieved evidence into improved answers.

5.9 Overhead Analysis

We evaluate RAGPerf’s overhead by measuring its interference with
the running workloads and its resource consumption. We compare
the end-to-end query latency for the text and PDF pipeline with and
without profiling. The profiling overhead is negligible, increasing
single iteration time by only 0.11%. Even at a sampling interval of
100 ms, the monitor generates only 48 KB/s of data write on average.
To bound memory usage for long-running workloads, RAGPerf
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has a fixed-size circular buffer of 2 MB for each metric. Overall, the
profiler incurs minimal resource consumption, using less than 0.26%
of CPU usage and reaching a peak host DRAM usage of only 243 MB.

6 DISCUSSION

Benefits of Using RAGPerf. RAGPerf can benefit users in several
ways. First, users can profile aRAG pipeline end-to-end and locate the
dominant bottleneck stage and its limiting resource, then provision
hardware for that stage rather than over-provisioning uniformly. Sec-
ond, users can get the performance vs. quality results to tune retrieval
to the depth that saturates answer quality, as higher recall does not al-
ways improve end-to-end accuracy and can even reduce it. This also
lowers the retrieval and reranking cost. Third, users can decide where
to spend GPU memory, as a GPU-resident vector index yields only a
1.04x end-to-end speedup for a 70 GB cost, they can keep the index
on the host and reserve GPU memory for the LLM KV cache to raise
serving throughput. Fourth, users can select the index and rebuild
period based on freshness and throughput measured by RAGPerf for
mixed read/write workloads. Finally, because RAGPerf is modular
and workload-driven, users can reproduce all of these analyses on
their own datasets, models, and vector databases, and even extend
to emerging RAG pipelines such as multimodal and agentic RAG.
Support Different Vendors. RAGPerf is not tied to specific accel-
erator vendors. The pipeline components operate via framework
APIs, which already run on different hardware platforms without
modification. For performance measurements, on NVIDIA GPUs,
RAGPerf uses GPM and CUPTI to collect GPU measurements. This
can be easily applied to accelerators from other vendors that provide
similar monitoring libraries. For example, to support AMD GPUs, the
backend can use equivalent ROCm tools (AMD SMI Library [1] and
ROCProfiler [2]). RAGPerf’s profiler is abstracted behind a vendor-
neutral interface, so switching the backend requires no changes.
Token Cost. RAGPerf reports the input and output token counts
and runtime for every query operation, so users can compute the
economic cost of a pipeline, whether priced by hosted API token rates
or by the cost of self-hosted hardware. Interestingly, in our examples,
the most accurate model is also the most token-efficient. Qwen-72B
reaches the highest accuracy of 0.70 at only 2,081 tokens per question,
whereas Qwen-32B has slightly lower accuracy at 0.68 but at 2.5x
token usage, and Qwen-7B spends 3.2 more tokens than Qwen-72B
for a worse 0.62 accuracy. Within the Qwen family, larger models
reason more concisely while smaller ones compensate with longer,
redundant generations. The same method generalizes, and users can
apply RAGPerf to characterize arbitrary pipelines of their own.
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ability of text pipeline.
7 RELATED WORK

Benchmarking for RAG. Prior studies have proposed various
benchmarks to evaluate RAG pipelines [25, 35,49, 50,57, 67, 76,94, 96,
103, 115, 117]. One category focuses on query quality and accuracy.
For example, BEIR [94] and RAGBench [25] provide diverse datasets
to measure retrieval precision and generation faithfulness. Similarly,
TruthfulQA [57], RAGTruth [67], and FELM [115] evaluate factuality,
hallucination rates, and semantic alignment in RAG-generated
answers. Another category evaluates the performance of individual
RAG components. VectorDBBench [117] and Vespa [76] evaluate the
vector databases. Frameworks like AutoRAG [49] and Frames [50]
optimize pipeline configurations based on RAG response quality.
Unlike prior studies which either limit their scope to accuracy
metrics or evaluate the retrieval and generation separately, RAGPerf
introduces an end-to-end RAG-based benchmarking framework.
System Optimization for RAG. Many studies optimize RAG
system performance [6, 41-43, 63]. PipeRAG [42] uses algorithm-
system co-design to improve systemresource utilization. Berchansky
et al. [6] improve generation throughput by eliminating low-impact
tokens in the retrieved context. System-oriented extensions further
optimize RAG execution, such as caching retrieval results to reduce
latency and backend load [43]. In alignment with these efforts, RAG-
Perf offers an easy-to-use framework for these system optimizations.
RAG Extension. Recent work extends the RAG paradigm with new
retrieval and reasoning mechanisms [28, 34, 58, 95, 111]. HyDE [28]
and HyPE [95] improve the alignment between prompts and context
by generating hypothetical documents or prompts. InpRAG [111]
uses intermediate representations produced during generation as an
embedding for retrieval. GraphRAG [34] extends standard RAG using
knowledge graphs, while GGR [58] extends it further by using graph
neural networks (GNNs) to guide the retrieval. RAGPerf can support
such extensions thanks to its easily configurable and modular design.

8 CONCLUSION

We develop RAGPerf, an end-to-end benchmarking framework for
characterizing the system behaviors of RAG pipelines. It employs re-
alistic multi-modal workload generators and system profiling to help
developers identify performance bottlenecks in the RAG pipeline. It
offers flexibility for users to configure the RAG pipeline and explore
different design trade-offs. We show that RAGPerf can effectively
quantify critical design trade-offs with negligible profiling overhead.
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